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Abstract

This thesis utilizes a biology-inspired method for topology optimization in structures. The
method is adapted from an existing method that utilizes cellular division to generate
topology maps for structures. These maps are generated from genomes that are created by
a genetic algorithm. Once the topologies are created, they go through sizing optimization
and are then evaluated based on their weight. The weight is returned to the genetic
algorithm as fitness to optimize the topologies further. This method adds two new features
to the optimization process. One of the features is to allow the genetic algorithm to control
whether any specific load-bearing substructure within the structure is an I-beam or a truss.
The other feature is to let the genetic algorithm also optimize the topology of the truss
sub-structure. Optimization runs were performed on a desktop computer with a small
population size and then at a supercomputing facility with a larger population. The results
of these runs were compared against a baseline design with a conventional topology.
Weight reductions of about 4% were achieved.
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Chapter 1
Introduction

Weight reduction is paramount in the aerospace industry, where lighter structures can
significantly decrease fuel consumption, increase the capacity for larger payloads, lengthen
the range of a mission or the aero-, spacecraft endurance, or achieve a combination of
these benefits. Indeed, in the aerospace industry, weight is the currency of trade in aircraft
and spacecraft design.

Topology optimization aims to optimally distribute material within a given space, ensuring
the highest performance and minimum weight while conforming to predefined constraints.
In the context of this study, the primary objective is to perform topology optimization for
weight reduction through structural layout optimization. Specifically, the goal is to
determine the optimal placement of load-bearing structural elements while optimizing
their dimensions to minimize the overall weight of the structure without exceeding the
maximum allowable stress in any part of the structure.

One prevalent and oldest approach to topology optimization is the Solid Isotropic Material
with Penalization (SIMP) method [1][10]. This method operates by adjusting the material
density within the design space on a scale from zero to one, with zero indicating the
absence of material. However, interpreting or manufacturing structures with material
densities between zero and one derived directly from density variations can be challenging
[2]. To mitigate this issue, the SIMP method employs penalization, which discourages
intermediate density values by rendering them less efficient for problems where mass and
stress are in conflict. This strategy promotes designs that consist mainly of full-density
materials or complete voids, thereby simplifying interpretation and manufacturing.
However, for problems such as aeroelasticity, where mass and stress may not conflict with
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each other, "gray material," with densities strictly between zero and one, is difficult to
eliminate [11].

Despite its simplicity and widespread use, the SIMP method suffers from serious
limitations. As mentioned, achieving a true binary material distribution remains a
challenge, complicating the interpretation and manufacturing of the optimized design.
Over-penalization can introduce additional complications, such as the emergence of
excessively slender structural features that are impractical to manufacture, convergence
issues in finding an optimal solution, and excessive sensitivity to the initial design guess.
Like any gradient-based method, the SIMP method can only obtain a local optimum for
the problem.

Another way topology optimization is done is by using the level set method. Level-set
methods for structural topology optimization implicitly use level-set functions to define
material boundaries. This approach provides precise boundary descriptions. These
methods are closely related to shape optimization methods, and many utilize shape
sensitivity analysis. Level set methods are gradient-based and, therefore, just like SIMP,
can only obtain local optimum. [13] Level-set methods are also computationally heavy.

Another class of methods in topology optimization is genetic algorithms [4]. Genetic
algorithms are versatile, can handle complex problems, search for the global optimum, and
are naturally suitable for highly efficient parallel implementations. However, this
capability comes with the caveats of sensitivity to hyper-parameters and an increased
computational demand.

A simple genetic algorithm might have a chromosome represented by a binary set of ones
and zeros, where each gene corresponds to the presence or absence of material in a specific
element of the structure. As with the SIMP method, zero denotes the absence of material,
and one indicates the presence of material. Yet, critically, no gray material is created or
used in a GA. The core of a GA lies in its ability to discover, enhance, and exchange good
traits in populations of designs. Starting from an initial population, the GA evolves the
population through bio-inspired operations of selection, crossover, and mutation.

One of the main challenges in applying GAs to topology optimization is determining an
appropriate termination criterion for the algorithm. This decision influences the
optimization process’s efficiency and the quality of the final solution. Whether it’s a
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predetermined number of generations, a target fitness level, or a convergence criterion,
identifying the optimal stopping point is crucial for balancing computational resources
with solution accuracy.

1.1 Research Objectives

The goal of this thesis is to develop a bio-inspired method for the topology optimization of
structures. The proposed approach seeks to adopt existing biologically inspired algorithms
for cellular division to generate topology layouts. The work done in this thesis is a
successor to previous work done by Pedro and Kobayashi [5][8], with the eventual goal of
being used to optimize lifting surfaces, as was done by Kolonay and Kobayashi [6].
Concretely, the present work focuses on incorporating multi-level and multi-scale
information into genes that are used in the overall topology of a structure. The ensuing
evolutionary developmental (evodevo) approach evolves populations of designs using a
GA while developing individual designs using rules for cellular division.
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Chapter 2
Methods

This chapter covers several topics, namely, (i) the definition of Map-L systems, (ii) the
definition of structural layouts from Map-L systems, (iii) the definition of sub-structure
member topology, (iv) the evodevo approach for structural optimization, and (v) the
solution to some optimization issues encountered.

The inspiration for this method comes from the evolution and development of organisms.
Through evodevo processes, nature has devised solutions for all sorts of complex
problems. In evodevo, genes dictate how organisms are developed through a sequence of
cellular divisions, while natural selection acts on populations of designs, culling
lesser-performing designs and discovering and enhancing the best traits in the designs.
The optimization method presented in this thesis implements an evodevo approach for
finding optimized structural designs that minimize the weight of structures subject to
integrity or manufacturing constraints.

A key concept used in the method is the modeling of cellular layers and their division
according to a set of rules. This is done by introducing the concept of Map-L-System,
which was originally proposed by Nakamura, Lindenmayer, and Aizawa [9] (ABOP) to
model the initial stages of cellular development.

Mathematically, cellular layers can be represented using a class of planar graphs with
cycles, called maps [9]. These maps are defined by a finite number of regions or faces.
Each face has a finite number of edges as its boundary. Edges are arranged in a circular
sequence and meet at vertices.
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Edges cannot cross each other without forming a vertex, and there are also no vertices
without edges connected to them, and every edge belongs to a boundary of some face.
Edges are always connected to each other, with no free edges allowed in the middle of a
region. These maps represent cellular layers in a living organism, with each face being a
cell, and a boundary made up of edges being analogous to cellular walls. In this context,
cellular division can be represented by rewriting maps.

The Map-L System used in this study is an adaptation of the mBPMOL System outlined in
ABOP[9]. It operates on a set of rules, allowing cells to divide in parallel and
independently at each iteration. In this system, each cell edge carries a token indicating
whether it’s non-terminal (N) or terminal (T), with non-terminal edges undergoing
division based on the numerical part of their token, which references a specific rule. These
rules determine the division process, including the division count and placement on the
edge, the tokens for newly formed edges, and whether markers are placed at new vertices.
Markers facilitate the creation of new edges by connecting to matching markers within the
same face, thereby splitting the face and simulating cell division. The following example
shows a simple rule.

¡ 0) „0�20” »��3#… »‚+3#… ¡ 0) „0�5” ¡ 0) „1�0” (2.1)

The ¡0T(0.2) portion states that a division of 0.2 of the original length along the edge will
occur. The ¡ symbol indicates that the edge direction will be the same as the original edge.
The new token for the smaller edge will be 0T. Each bracket describes a marker that will
be placed at the point of that 0.2 division. In this example, two markers will be placed.
However, any number of markers can be placed at any point. The markers placed at this
point are [-�3N(0;0)] [+V3N(0;0)]. Both markers have the 3N token, meaning they have to
connect to another 3N marker, and if they do, they will create a new edge with a 3N token.
The first marker is placed into the left face from the original direction of the edge because
it is negative, and it is a source marker (because of the � symbol). A source marker can
only connect to a target marker. The second marker is a target marker and is placed on the
right, and it can only connect to a source marker. After this, ¡0T(0.5) means another
division occurs. It’s important to note that 0.5 means the division occurs halfway along the
new edge created after the first division, not halfway along the original edge. No markers
are placed at this division; the new edge has the 0T token. The final part of the rule
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¡0T(1.0) states that no divisions occur, the remaining part is kept as a single edge, and its
token is changed to 0T. It is possible to put markers at the start of the rule or the end, and
that would place them at the source point or target point of the original edge, respectively.

Figure 2.1 shows the initial Map-L-System of a simple square. Below are the simple rules
that are used for this square. Following two iterations, the result can be seen in
Figure 2.1e. The numeric marker of the token corresponds to the number of the rule that
will be used for that edge.

Rule 0 : ¡ 1) „0�5” »��3#… ¡ 1) „1�0” (2.2)

Rule 1 : ¡ 1) „0�5” »�+3#… ¡ 1) „1�0” (2.3)

Rule 2 : ¡ 1) „0�5” ¡ 3# „1�0” (2.4)

Rule 3 : ¡ 1) „0�5” »��1)… ¡ 1) „1�0” (2.5)

Rule 4 : ¡ 1) „0�4” »‚+1)… ¡ 1) „0�66” »�+1)… ¡ 1) „1�0” (2.6)

The initial configuration comprises a square with four non-terminal edges, uniquely
marked with tokens 0N, 1N, and two with 2N. The process starts with edges marked 0N
and 1N dividing, transforming their resulting edges into terminal ones (1T), which will not
undergo further division. The 2N edges also split, yielding one terminal edge and another
marked 3N. At the division points, markers are placed with a token assigned to each
marker. If matching markers are found in a face, they will be connected by a new edge
with a token of the markers used to create it. This is an iterative process, meaning that if
an edge that is in the way of another potential edge was created first, the second edge
would not be created. New edge intersections are considered illegal. In the following
example, the markers are 4N and will generate a new edge 4N. All unused markers are also
discarded after one iteration is completed. For the second iteration, the only non-terminal
edges left are 3N and 4N, which will divide and connect with their markers. This is an
example of just two iterations and many edges becoming terminal after each iteration. The
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Figure 2.1: Map-L-System development for 2 iterations.
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rules are very flexible and can be set up to generate many cellular divisions in each
iteration for many iterations.

The C++ library HEDS was used to generate structures from rules and initial configuration
files. These files define initial geometry and tokens before rules are applied. They also
define the minimum allowable angle two edges can make, minimum edge length, mesh
sizing, material properties, boundary conditions, etc. These configuration files are kept
constant throughout an optimization cycle while only the rules change. The library HEDS
uses these rules to develop the structures, in our case, a box, by projecting the map onto
the upper and lower stratum to create a 3D structure. The upper and lower skins of the
structure are connected via I-beam elements or truss elements. The I-beam elements are
modeled using bars for caps and shell elements for the webs. In truss structures, the caps
exist as bar elements, and the truss web is modeled as rods.

Based on previous research done by Bret Stanford regarding the optimal topology of
aircraft rib and spar structures [12], two major features were added to HEDS for this thesis.
The first is to allow rules to dictate whether each physical edge of the Map-L-System will
be an I-beam or a truss instead of all of them being I-beams or trusses. This is done
through configuration files where tokens are broken up into two categories: I-beams and
trusses. Depending on the final token of the edge, after all the iterations are complete, the
edge becomes either an I-beam or a truss structure. This allows for hybrid structures to be
created that have a mix of truss and I-beam elements. The second major feature is the
addition of a multi-level structure to Map-L-Systems, where the initial geometry is a
simple rectangle for each truss structure, which is developed by its own set of rules. The
choice of the set of rules is based on the token of the edge to which the truss structure
belongs. This allows the truss structure’s topology to vary based on the rules. In this
context, the layout of the spars or ribs within the structure is called the first level or
primary level of the structure, and the topology of the trusses within the structure is called
the secondary level.

After HEDS develops the structures using the rules, it meshes the map and generates
output mesh files used by the FEA software Automated Structural Optimization System
(ASTROS). ASTROS performs FEA analysis and sizing optimization with the objective of
minimizing weight. Sizing optimization is performed via design variables. It is important
to note that each design variable correlates to each physical entity, not a mesh entity. This

8



means that all skin elements in the same physical face (panel of the skin) have the same
thickness, and all meshed bars in the same physical bar have the same dimensions. This
ensures the structure is realistic for manufacturing and limits the number of design
variables. For this work, a 72-inch square structure with a depth of 6 inches is used as an
initial baseline. The structure is connected to a fixed point using rigid bars. A uniform
pressure load of 10 psi pointing downwards is applied to the top skin of the structure. A
single point force of 20,000 lbf is also applied at a corner at the tip of the box to create a
torsion load within the structure and to break the symmetry of load distribution along the
span. The baseline layout is shown in Figure 2.2. The red arrow shows the location and
direction of the 20,000 lbf force.

Figure 2.2: Box connected to fixed point with rigid bars, and a single point force shown

After the analysis or sizing optimization, ASTROS outputs stresses in each element,
displacements of each grid point of the mesh, and final design variable values if sizing
optimization was performed. The stresses ASTROS outputs for shell elements in the skin
are normal stresses in the x and y directions and shear xy stress. These stresses are
converted to von Mises stress for single-value comparison and visualization using
formulas 2.7 and 2.8. Where fG is normal stress in x direction, fH is normal stress in y
direction, gGH is shear xy stress, and fE is von-misses stress.
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f1� f2 =
fG ‚ fH

2
�

r
„
fG � fH

2
”2 ‚ gGH (2.7)

fE =

q
f2

1 � f1f2 ‚ f2
2 (2.8)

For sizing optimization, the constraint of 40000 psi stress is applied in ASTROS, which is
the maximum allowable stress for a hypothetical material that would be used.

In a structure with full trusses instead of I-beams, the weight of truss structures was much
higher than those with the webs. Upon further inspection, the cause of this phenomenon is
due to the skin becoming extremely thick. This means that skin is subjected to heavy
loading, more so than with the I-beams. The root problem was discovered by visualizing
the stress with a finer mesh. ASTROS does not appear to handle rod-to-skin connections
well; the stress from the truss is transferring to the skin at a singular point, acting as a
needle piercing the skin, causing a stress singularity. To counter this problem, the
optimizer is making the skin thicker, and because the thickness is controlled via panels, the
whole panel that is part of those connections becomes very heavy, resulting in large weight
increases.

When manufacturing the actual structure, the truss would connect to a bar that is a cap of
the truss structure instead of the skin, have an actual area to redistribute stress, and have a
fillet or special joint in the connection. A solution is needed to model these things.

Prior to developing a solution, it is essential to validate the hypothesis and results. FEniCS
FEA library was chosen for this task. The initial step involves verifying FEniCS with a
problem that has a known analytical solution: a disk, 1 inch thick and 20 inches in
diameter, clamped at its boundary and subjected to a uniform pressure of 1000 psi on its
top surface. Material properties are set at E = 10E6 PSI and v = 0.33. The analytical
solution is calculated using the following formulas, where y is the displacement in the y
direction at the distance of x from the center.
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12 � „1 � E”2
(2.9)

H = „ �
64�
” � „A2 � G2”2 (2.10)

The comparison between the analytical solution and the results from FEniCS shows a
good match. A graphical representation highlighting the displacement comparisons is
illustrated in Figure 2.3

Figure 2.3: FEniCS vs analytical displacement in inches

Input files for the same disk are generated for ASTROS and compared to the FEniCS
solution. Visual representation of these comparisons can be seen in Figure 2.4. This figure
is a color map representing the displacement difference between ASTROS and FEniCS.
Green dots mean displacements are the same within the tolerance, and blue dots mean they
are above the allowed tolerance. Since FEniCS displacement is just a function of x and y,
the displacements are interpolated into 3D space to be compared with ASTROS.
Figure 2.4a represents displacement difference with an absolute tolerance of 0.001 inches,
and Figure 2.4b represents difference with an absolute tolerance of 0.002 inches. The
maximum actual displacement was 2.673 inches at the center. Overall, FEniCS and
ASTROS agree decently well when it comes to displacement.
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(a) Tolerance of 0.001 in. (b) Tolerance of 0.002 in.

Figure 2.4: Fenics vs ASTROS displacement

For the next step, a disk held up by a rod at the center and clamped on the outside is used
for comparisons. The disk also has a thickness change at the halfway point of its radius.
This simulates different plates within the skin having varying thicknesses, and the truss
connecting to the skin is the rod at the center. The inner ring has a radius of 10in and a
thickness of 1in, and the outer ring has a thickness of 0.95 in. The total radius is still 20in,
and other properties of the disk are the same for this comparison. For this study, both
displacement and stress comparisons are made. For visualization, 2d space is used now
since FEniCS has a built-in feature to output stress and displacement at any X value.
ASTROS displacements at each grid point within the ASTROS mesh are assessed. For
each radial direction from the disk’s center (x), the vertical displacements (y) of points are
averaged. This represents average vertical displacement as a function of radial distance,
thus offering a clearer understanding of the displacement behavior across the disk. For
stress, all the values are plotted using their radial distance from the center as an x value to
capture any possible abnormalities. The stress values used here are von Misses stress
values, with radial X values being the centroid of the shell element to which the stress
belongs.

Figure 2.5 shows displacements in the disk at each radial X value for both FEniCS(black)
and ASTROS(red). Displacements are almost identical between the two.

Figure 2.6 shows stress for FEniCS(black) and ASTROS(red). Note that it is zoomed in to
the first 1 inch from the center where the rod is since that is the area of interest. As
expected, the stress is higher near the rod and then starts to drop off. The stress between
the two FEAs starts to agree at about 0.6 inches; however, at the center, ASTROS stress is
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Figure 2.5: Fenics vs ASTROS displacement in inches

two times higher than that of FEniCS. This test confirms the assumption that ASTROS is
not very good at handling rod-to-shell attachment and stress transfers.

Figure 2.6: Fenics vs ASTROS stress

To avoid these issues, a modeling approach is needed. The first step is to isolate these
spots wherever the truss structure meets the skin with their own property zones so they
don’t affect the whole plate of the skin. An example of this procedure can be seen in
Figure 2.7; this figure is a color map of skin thickness. The radius of these isolated spots
or "islands" is 1in.
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Figure 2.7: Thickness color map with "islands"

Once isolated, these regions became extremely thick in most designs, sometimes reaching
a thickness bigger than the depth of the structure, contributing a lot of weight on their own.
Two solutions are considered for this problem. One is to put in 1-inch long rigid bars
going radially outwards from where the truss structure meats the skin, thus reducing the
stress in the island regions and, therefore, their density. Another solution is to remove
stress constraints from the island regions with a fine mesh, knowing that the stress would
be much lower in the actual structure. The inspiration for this solution comes from civil
engineering. In civil engineering, stress singularities often occur at the connection points
of columns and slabs when using shell models for the slabs and beam models for the
column. They are usually ignored when designing the whole structure, and then later,
these connections are analyzed on their own, and joints are designed for them to handle the
stress if needed [3]. In the case of the first solution with rigid bars, the high stress just
transfers to the skin outside the island, causing the plates again to become heavy while the
island carries zero stress. For islands with reduced constraints, the stress constraints are
fully lifted in the island region. Even with no stress constraints, the islands are still made
fairly thick by the sizing optimizer (1-1.5in thick) to reduce stress on the surrounding
plates. Thickening the islands meant thinner plates around them. This modeling solution
is used for the remainder of this thesis.
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2.1 Genetic Algorithm

Once the final modeling solution of using islands to isolate high-stress areas is selected, a
full optimization process is implemented. For this, a genetic algorithm is utilized. Genetic
algorithms (GAs) are a type of optimization algorithm inspired by the process of natural
selection that belongs to the larger class of evolutionary algorithms (EAs). GAs simulate
the process of natural evolution, leveraging mechanisms such as inheritance, mutation,
selection, and crossover (or recombination).

The basic operation of a genetic algorithm involves creating a population of individuals
represented by chromosomes (in essence, strings of genes, which in the context of
optimization are potential solutions). These individuals undergo processes mimicking
natural selection, where the fitness of each individual, how well they solve the
optimization problem, determines their likelihood of being selected for reproduction
through crossover and mutation. Over successive generations, the population evolves
towards an optimal solution.

This work utilizes the genetic algorithm from Dakota, developed by Sandia Labs,
specifically referred to as SOGA (Single-objective Genetic Algorithm). It is a global
optimization method that works well with general constraints and a mixture of real and
discrete variables. The SOGA algorithm in Dakota allows for various configurations like
fitness assessment, population replacement strategy, convergence checking, initialization,
crossover, mutation, and population size. Dakota efficiently manages linear and nonlinear
constraints within genetic algorithms by maintaining a dynamic selection pool that
includes the current population and its offspring. This selection pool is crucial for the next
generation’s composition, allowing Dakota to choose individuals based on their fitness
assessments. These fitness assessments evaluate how well each individual meets the
defined constraints and objectives, thereby guiding the algorithm toward solutions that not
only satisfy the constraints but also optimize the specified objective function. This method
significantly influences the outcomes of the optimization process, ensuring that the
solutions generated are both feasible and optimal within the given constraints. The method
stops when it either converges to a solution, meets the maximum number of iterations, or
reaches the maximum number of function evaluations.
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GAs, including Dakota’s SOGA, are particularly useful for complex optimization
problems where traditional, deterministic optimization techniques may not be applicable
or effective, especially in cases with complex constraints or when the search space is large.
They offer a robust, flexible approach capable of exploring vast solution spaces but can be
computationally intensive.

Previous work has been done to translate Map-L-System rules to chromosomes and back.
These chromosomes contain 22558 genes in total; each gene is a 0 or a 1. The overall
optimization process starts with Dakota generating chromosomes. The translator translates
these into Map-L-Systems and passes them onto HEDS. As discussed previously, HEDS
uses constant configuration files for certain parameters, such as material properties and
initial geometry. It then takes in the rules from the translator and runs five cycles to
generate the topology from the rules. HEDS then passes its output to ASTROS for sizing
optimization. ASTROS passes its final weight to Dakota as fitness to be evaluated by the
GA.

The fitness � is calculated as:

� =
Õ
I2/

Õ
82�𝑧

„dI �+8” ‚ _ � „max„0� 6””2 (2.11)

Where: / is the set of all property zones, �I is the set of elements in property zone I, dI is
the density of property zone I, +8 is the volume of element 8 in property zone I, _ is the
penalty coefficient, and 6„G” is the constraint function. The max„0� 6„G”” term means that
there is no penalization if the constraint value is negative.

The constraint function 6„G” is calculated as:

6 = fmax � fallowable (2.12)

Where: fmax is the maximum stress within the structure, and fallowable is the allowable
stress for the structure.

Two important parameters of GA are crossover rate and mutation rate. The crossover rate
in genetic algorithms is a parameter that dictates the probability of crossover (or
recombination) occurring between two parent solutions to produce new offspring. It’s a
crucial factor in maintaining genetic diversity within the population of solutions, as it
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allows for the combination of different genetic information from parents to generate
potentially superior offspring. A higher crossover rate increases the likelihood of
crossover, promoting the exploration of the search space by combining features of both
parents into the offspring. This can accelerate the convergence towards optimal solutions
but might also pose a risk of losing population diversity if the rate is too high. The
mutation rate in genetic algorithms controls how often individual genes in a chromosome
are altered randomly. A mutation rate of 0.1, for example, means that 10% of the genes
may undergo mutation.

Two runs are performed. First, on a desktop computer with a population size of 100 for 25
generations; second, at a supercomputing facility with a population size of 1000 for 16
generations. Four pre-made individuals are put in for the initial population, and the rest are
generated randomly. The pre-made individuals can be seen in Figure 2.8. Note that no
skin is shown, so it is possible to see the inner structure. The fixed point that the structures
connect to with rigid bars is on the left, the same as shown in Figure 2.2. For ASTROS
sizing optimization, the thickness of the skin, the diameter of the rods inside trusses, the
thickness of webs in the I-beams, the thickness of islands, and the thickness (height) of
I-beam cap bars are optimized. The width of the cap bars is locked at 2 inches; this is done
to reduce the total amount of variables for ASTROS to optimize and, therefore, reduce the
time needed per run. For GA inputs, the number of parents was 2, and the number of
offspring was also 2. The mutation rate was 0.1, and the crossover rate was 0.8. Generally,
a mutation rate of 0.1 is very high, encouraging a reasonable level of genetic diversity
without causing excessive randomness that could disrupt the algorithm’s convergence
towards optimal solutions. A crossover rate of 0.8 is considered on the higher end for
genetic algorithms, and it encourages a strong mixing of genetic material between
generations. This rate is within the typical range for GAs. [7]
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(a) All trusses 173.04lbs (b) Hybrids structure 1 166.31lbs

(c) All webs and caps I-beams 158.67lbs (d) Hybrid Structure 2 211.44lbs

Figure 2.8: GA initial population

The process involved in the Evodevo method can be summarized in a pseudo-code as
follows:

1 required: config files with problem definition and optimization  �
hyperparameters

2

3 create config files for heds that will stay constant

4 create config file for astros that will stay constant

5

6 create rules for initial population , translate them using translator

7 translator uses grammar to go between rules and strings of 0s and  �
1s

8

9 create dakota config files and initial population file

10

11 dakota

12 starts and creates genomes

13 translate genomes to rules
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14 use script to combine rules with preset HEDS config files and pass �
them to heds

15

16 HEDS

17 Read config files

18 initialize assembly line

19 create initial layout for each sketch defined in the configs

20 create geometry

21 generate part objects with layout and other information

22 add parts to assembly line

23 run assembly line

24 develop layouts of initial sketches based on rules

25 iterate over layout n numbers of time (n defined in  �
configs)

26 iterate over edges

27 based on rules create possible division and check  �
for criterion

28 if it meets criteria

29 make division

30 inherit properties from parent to child edges  �
as needed

31 place markers defined by rules

32 iterate over source markers

33 iterate over target markers

34 if a match

35 check if edge meets constraints

36 make an edge and divide the face

37 remove the 2 used up markers from  �
the pool of markers

38 delete unused markers

39 if layout has sub parts (trusses based on user defined tokens)

40 generate part objects

41 add parts to the end of assembly line

42 repeat until assembly line is empty

43 duplicate layouts for upper strata and lower strata

44 insert points from secondary maps into primary maps

45 iterate over each secondary map

46 retrieve its parent edge in upper and lower maps

47 insert points accordingly

48 mesh each primary level layout

49 insert mesh points into secondary maps to match and connect
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50 iterate over each edge in primary upper and lower layout

51 retrieve child layout

52 insert points accordingly

53

54 make connectors

55 create connectors between primary level parts or fixed point  �
and parts

56 these are user defined in config files

57

58 create BDF cards

59 use protocol to generate 3D finite element model

60 create BDF cards based on the mesh and config input files

61 define design variables for each property zone

62 set initial values , upper and lower limits for each  �
design variable from config files

63 write BDF cards into a file

Listing 2.1: Evodevo pseudo code
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Chapter 3
Results

As mentioned in the previous chapter, first, the GA was run on a desktop computer with a
population size of 100 for 25 generations. In all of the figures in the results section, the
rigid bars that constrain the box are not shown for better visibility. However, a line to
which those bars would connect is shown for all layout figures. For color maps, the
orientation is the same, with the box fixed on the left side. The color maps with figures
with both webs and truss rods represent the thickness of the web shell elements and the
diameter of the rods.

Some of the early designs and their weights can be seen in Figure 3.1. They are very heavy
compared to the lowest-weight design of the initial population. (They do, however,
showcase all the possible topologies that GA can generate as it explores the design space
to find an optimal design.)

Some later results can be seen in Figure 3.2. These designs are still heavier than the
baseline. However, they are close in weight instead of being many times heavier.

The best design can be seen in Figure 3.3. It was individual 440 with a weight of
150.43lbs; its overall topology can be seen in Figure 3.3a. Its upper skin stress color map
in Figure 3.3b. Its skin thickness color maps in Figure 3.3d and Figure 3.3c. The cap
thickness color map can be seen in Figure 3.3e. The color map corresponds to the height
of the bars, the width was static at 2 inches. Figure 3.3f shows a color map for the
thickness of the truss/web structure. In the case of shell elements representing webs, it is
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just the thickness of that shell element. For truss structures with rods, it is the diameter of
those rods.

The second best design from a desktop computer run was individual 2485 with a weight of
152.02 lbs, and it can be seen in Figure 3.4. The sub-figures show corresponding color
maps as with best design.

The third best design from a desktop computer run was individual 1832 with a weight of
155.0 lbs, and it can be seen in Figure 3.5.

The best design from the HPC facility can be seen in Figure 3.6. It was individual 15986
with a weight of 147.731 lbs.

The second best design from the HPC facility can be seen in Figure 3.7. It was individual
15671 with a weight of 150.5 lbs.

The third best design from the HPC facility can be seen in Figure 3.8. It was individual
10476 with a weight of 150.58 lbs.

Figure 3.9a shows a scatter plot for the desktop computer run of each individual’s weight
for each generation and a curve for minimum weight for each generation. Low-weight
individuals in the early generations are the initial population. Figure 3.9b shows the same
thing but for the HPC run. Due to the size of the output files and the sheer number of
individuals, only the data for better individuals was collected, so the number of individuals
plotted for early generations is lower since data for heavier ones wasn’t retrieved. Only a
few of the best individuals were retrieved for the last four generations, so the amount of
data points is low for those generations.

Table 3.1 shows a summary of the baseline weight for desktop computer run and the three
best individuals. The table also shows how these individuals compare to the baseline.
Table 3.2 shows the same thing for the HPC run; notice that the baseline for the HPC run is
lighter than the one from the desktop computer, even though the input files are the same.
This is possible due to different environments and computers used to run the code. Upon
closer inspection, the ASTROS sizing optimizer took 31 iterations to converge on a
Desktop computer and 47 iterations at the HPC facility for the baseline design. The first
three iterations are completely the same between the 2, and then they diverge, starting with
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iteration 4. During iteration 4 for the HPC run, there are only 30 active constraints and
only 29 for the Desktop run; the divergence is small at the start in terms of weight
difference and number of active constraints.

Design Weight(lbs) Improvement(lbs) Improvement(%)
Best Baseline 158.67 N/A N/A

3rd Best Design 155.0 3.67 2.31
2nd Best Design 152.02 6.65 4.19

Best Design 150.43 8.24 5.19

Table 3.1: Desktop run

Design Weight(lbs) Improvement(lbs) Improvement(%)
Best Baseline 151.94 N/A N/A

3rd Best Design 150.584 1.36 0.89
2nd Best Design 150.5 1.44 0.95

Best Design 147.73 4.21 2.77

Table 3.2: HPC run
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(a) Individual 115, weight = 490.621lbs

(b) Individual 118, weight = 657.882lbs

Figure 3.1: Early GA designs
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(c) Individual 128, weight = 585.277lbs

(d) Individual 248, weight = 970.44lbs

Figure 3.1: Early GA designs
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(a) Individual 861, weight = 178.084lbs

(b) Individual 1195, weight = 173.443lbs

Figure 3.2: Later GA designs
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(a) Overall topology

(b) Upper skin stress color map in psi

Figure 3.3: Desktop computer best individual (individual 440, weight 150.433lbs)
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(c) Upper skin thickness color map in inches, scale based on structural dimensions

(d) Upper skin thickness color map in inches, scale locked at 0.5 inch

Figure 3.3: Desktop computer best individual (individual 440, weight 150.433lbs)
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(e) Cap bars thickness color map in inches

(f) Web and truss thickness color map in inches

Figure 3.3: Desktop computer best individual (individual 440, weight 150.433lbs)

29



(a) Overall topology

(b) Upper skin stress color map in psi

Figure 3.4: Desktop computer 2nd best individual (individual 2485, weight 152.02lbs)

30



(c) Upper skin thickness color map in inches

(d) Cap bars thickness color map in inches

Figure 3.4: Desktop computer 2nd best individual (individual 2485, weight 152.02lbs)
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(e) Web and truss thickness color map in inches

Figure 3.4: Desktop computer 2nd best individual (individual 2485, weight 152.02lbs)
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(a) Overall topology

(b) Upper skin stress color map in psi

Figure 3.5: Desktop computer 3rd best individual (individual 1832, weight 155.0lbs)
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(c) Upper skin thickness color map in inches, scale based on structural dimensions

(d) Upper skin thickness color map in inches, scale locked at 0.5 inch

Figure 3.5: Desktop computer 3rd best individual (individual 1832, weight 155.0lbs)
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(e) Cap bars thickness color map in inches

(f) Web and truss thickness color map in inches

Figure 3.5: Desktop computer 3rd best individual (individual 1832, weight 155.0lbs)
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(a) Overall topology

(b) Upper skin stress color map in psi

Figure 3.6: HPC best individual (individual 15986, weight 147.731lbs)
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(c) Lower skin stress color map in psi

(d) Upper skin thickness color map in inches

Figure 3.6: HPC best individual (individual 15986, weight 147.731lbs)
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(e) Lower skin thickness color map in inches

(f) Cap bars thickness color map in inches

Figure 3.6: HPC best individual (individual 15986, weight 147.731lbs)
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(g) Web and truss thickness color map in inches

Figure 3.6: HPC best individual (individual 15986, weight 147.731lbs)
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(a) Overall topology

(b) Upper skin stress color map in psi

Figure 3.7: HPC 2nd best individual (individual 15671, weight 150.5lbs)
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(c) Upper skin thickness color map in inches, scale based on structural dimensions

(d) Upper skin thickness color map in inches, scale locked at 0.5 inch

Figure 3.7: HPC 2nd best individual (individual 15671, weight 150.5lbs)
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