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Abstract

Nowdays, modern applications often use
blockchains as a secure data store. However, querying
blockchain data is more challenging than querying con-
ventional databases due to blockchains being primarily
designed for the logging of asset transfers, such as cryp-
tocurrencies, rather than storing and reading generic
data. To improve the experience of querying blockchain
data and make it comparable to querying conventional
databases, new design approaches of the storage engine
for blockchain technology are required. An important
aspect is the data layout of a block, as it plays a cru-
cial role in facilitating reading of blockchain data. In
this paper, we identify a suitable data layout that pro-
vides the required query capabilities while preserving
the key properties of blockchain technology. Our goal
is to overcome the limitations of current data access
models in blockchains, such as the reliance on auxiliary
data storages and error-prone smart contracts. To this
end, we compare four promising data layouts with data
models derived from document, row, column, and triple
stores in terms of schema flexibility, read pattern gener-
ality, and relational algebra suitability. We then assess
the most suitable data layout for blockchain technology.

Keywords: blockchain, storage engine, queries

1. Introduction

Blockchain technology provides a way to store data
in a secure and tamper-resistant manner (Raikwar et al.,
2020). As a result, an increasing number of enterprise
environments have started adopting blockchains to se-
curely store their data that would otherwise be stored
in conventional database systems. We explored the use
case of food monitoring (Stach et al., 2020), which re-
quires an append-only store to maintain homogeneous
sensor events, very similar to the original application
of blockchain technology, namely the management of
cryptocurrency transactions. More complex use cases
are also emerging. For example, we delved into a use

case for managing electronic health records (Przytarski
et al., 2021). In such a scenario, heterogeneous data
must be stored, and it must also be possible to add in-
formation to the patient record. However, this is far
from the type of use case for which blockchains were
designed.

With today’s production-ready blockchain systems
such as Ethereum (Wood, 2021) and Hyperledger Fab-
ric (Androulaki et al., 2018), these two use cases are
typically implemented using smart contracts. How-
ever, smart contracts have several disadvantages: 1) Im-
plementing a smart contract requires a developer who
has the required programming expertise and knowl-
edge of the runtime environment and its constraints,
and 2) smart contracts are prone to vulnerabilities (e. g.,
implementation bugs) that may cause irreparable dam-
age to the blockchain (Ivanov et al., 2023), and 3) im-
plementing query logic in smart contracts in order to
support some query capabilities is not feasible (Helmer
et al., 2018; Thabet and Abdelbaki, 2021).

Especially from the last disadvantage, it is appar-
ent that reading data from a blockchain is not as easy
as compared to databases. Similarly, Paik et al. (2019)
and Wei et al. (2022) have identified two problems with
querying blockchain data: 1) There is no powerful query
interface provided by today’s blockchain systems that
supports complex queries, and 2) the query capabilities
are poor in general due to the adopted data model and
underlying data structures. As a result, enabling bet-
ter querying of blockchain data is an ongoing research
topic.

Ethereum and Hyperledger Fabric are built on the
concept of a transaction-based state machine. Their
blockchain setup is comparable to a multi-file transac-
tion log setup where a file contains the transactions of
a block. Thus, blockchain data is not available in a
queryable manner and must first be reorganized. This
is a reason why current research approaches extract
blockchain data and reorganize them into conventional
database systems in a queryable manner (Bragagnolo
et al., 2019; Li et al., 2017; Peng et al., 2019). How-
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ever, this leads to an increase in management complex-
ity because there are now additional database systems to
be managed, combined with a more cumbersome data
verification process.

To address this, a storage engine for blockchain data
is required that directly supports the necessary query ca-
pabilities. A storage engine is a software component
that is responsible for storing and reading data (Petrov,
2019). To interact with the data, it supports CRUD (Cre-
ate, Read, Update, and Delete) operations, which are
provided through its own application programming in-
terface (API). There are multiple storage engines for
database technology, each designed and optimized for a
particular data model and workload (e. g., read-intensive
vs. write-intensive).

Challenges in Designing a Storage Engine. Im-
mutability is a key property of blockchain technology,
which presents various challenges that must be ad-
dressed when working with blockchain data. We group
them into the following three:

I. Object Types and Object States: As seen in the
introductory use cases, there are two types of objects.
We classify them as constant objects and expandable ob-
jects (Przytarski et al., 2022). Constant objects are data
that are not subject to change in the future, similar to
the sensor events in our food monitoring use case. Ex-
pandable objects are data that are subject to change in
the future, similar to the electronic health records in the
healthcare use case, where updates to the patient record,
such as changes in the health condition, are made. Note
that whether data are constant objects or expandable ob-
jects is solely a modeling decision.

A storage engine needs to consider both constant and
expandable objects. While it is possible to read a con-
stant object directly from a block, the same cannot be
said for expandable objects. This is because the im-
mutability property of blockchain technology implicitly
creates an object history, leading to variations in the ob-
ject’s state over time.

II. Data Model: The schema of data is always sub-
ject to change, even for constant objects (e. g., sensor
events using unknown schemas). As a result, a storage
engine must utilize a data model that is flexible enough
to accommodate schema changes.

III. Data Layout: Today’s blockchain systems store
just the transactions in the blocks. This makes it dif-
ficult to efficiently access data in a block. Therefore,
we must restructure these blocks in such way that block
data can be directly accessed, e. g., users might access
objects sequentially and additionally use filters, or they
might aggregate over attributes of objects; this object
access must be a first-class citizen. There are three as-

pects that must be taken into account: 1) The layout of
a block is significantly influenced by the utilized data
model, and 2) queries can have different read patterns,
all of which must be supported as best as possible, and
3) the data are maintained in storage structures that can
be verified when read.

In this paper, our objective is to tackle the aforemen-
tioned challenges involved in designing a storage engine
to transform blockchains into queryable data stores. To
this end, we focus on the question on how to design a
data layout for a blockchain storage engine that is ca-
pable of supporting complex ad-hoc queries on block-
chain data, e. g, using filters, joins, and/or aggregations.
We make the following three contributions: 1) We iden-
tify key differences between database and blockchain
architectures, 2) we outline a concept of a storage en-
gine embedded in a blockchain architecture, and 3) we
present four promising data layouts with data models
derived from conventional database systems, and espe-
cially from document, row, column, and triple stores.
Our selected approach is capable to support queries writ-
ten in a mainstream query language such as SQL.

The remainder of this paper is structured as follows:
In Section 2, we discuss related work in regard to ac-
cessing blockchain data. In Section 3, we describe the
differences between a storage engine in a database ar-
chitecture and a blockchain architecture. In Section 4,
we present four data layouts for a storage engine for
blockchain technology and compare them. In Section 5,
we assess the most suitable of the four data layouts pre-
sented. Section 6 concludes this paper.

2. Related Work

In this section, we discuss related work on access-
ing blockchain data. Although both temporal database
management systems and blockchains offer time-based
data storage, there are significant differences in their un-
derlying architectures and trust models. Our objective is
to explore the characteristics of blockchain technology
in managing and accessing data, so the focus is specifi-
cally on approaches related to blockchain technology.

We divide the current state on accessing blockchain
data from a node into three different ways (see Figure 1).
A node is part of a blockchain network that stores all
blockchain data locally (i. e., a full node).

1) Access Low-level Blockchain Structure. The first
way is to extract blockchain data directly from the
blocks using a Low-level Interface (LLI). A blockchain
is stored in a storage structure that provides at least two
important query functions via its low-level interface:
1) To retrieve metadata of a block by the number, and
2) to retrieve all transactions of a block. Thus, the low-
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Figure 1: The different ways to access data from a node in a blockchain network.

level interface provides the ability to scan through all
blocks and all transactions (see Figure 1a). While it is
possible to search for data within a blockchain in this
way, it can be inefficient due to the extensive data pro-
cessing required to scan and deserialize transaction data.
Furthermore, it requires expert knowledge to compute
and retrieve the result data from the transaction data.

2) Access Blockchain-related Storages and/or Indices
Directly. As a result of the aforementioned limitations,
some blockchain systems internally maintain separate
databases to store some of the blockchain data in or-
der to improve performance. Therefore, the second way
is to directly access these data stores and their indices
on a node (see Figure 1b). For example, Hyperledger
Fabric can be configured in such a way that the cur-
rent state is stored in a CouchDB (Anderson et al., 2010)
database. This way, the current state can be queried via
document-based queries. While this approach allows
queries to the current state, queries to historical states
are not supported, hence LLI has to be used then. Fur-
thermore, queries to these databases may not be verified
by the blockchain and the additional database increases
the management complexity as described earlier.

3) Utilize Smart Contracts. To provide more function-
ality, some blockchain systems support smart contracts,
which are functions that are deployed on the block-
chain and can then be invoked for execution (see Fig-
ure 1c). The expressive power of smart contracts de-
pends on the supported programming languages, typi-
cally a high-level programming language such as Java or
Solidity (Dannen, 2017), and the provided ecosystem.

A smart contract developer can implement query
logic in these functions. Therefore, an obvious approach
is to implement a query engine using smart contracts, al-
though this approach has some limitations.

Query Logic in Smart Contracts. These approaches
utilize smart contracts to implement generic or specific

query logic on blockchain data. Helmer et al. (2018)
and Thabet and Abdelbaki (2021) present a query en-
gine for the Ethereum blockchain, written in the Solid-
ity programming language. Both approaches implement
some database functionality in multiple smart contracts
to work around the costs and limitations of the Ether-
eum virtual machine. While the former provide a query
interface modeled after a document store, the latter only
exposes an interface with specific query functions.

The limitations of query logic in smart contracts
are that they are difficult to implement due to the con-
strained runtime environment (e. g., code size limit,
number of variables) and therefore quickly run into tech-
nical constraints. Another factor is that smart contracts
are becoming part of the blockchain, which makes them
more difficult to fix if implementation bugs or security
flaws (Wan et al., 2021) occur.

There is an approach by Han et al. (2019) with the
aim to improve the efficiency of range queries. They
embed the relational database system SQLite (Allen and
Owens, 2010) into the architecture of an Ethereum-
based blockchain system called Quorum. While this ap-
proach enables SQL read queries on data of smart con-
tracts, the limitations of smart contracts still apply.

Furthermore, there are two other approaches to im-
proving access to blockchain data:

Maintaining an Off-chain Database System. These
approaches utilize one or more off-chain databases
(sometimes also called external indices), which are
separately maintained alongside a blockchain system.
These databases store blockchain data in order to pro-
vide better query capabilities through the query inter-
face of the utilized database. Li et al. (2017) present
EtherQL, which synchronizes a MongoDB database
with the Ethereum blockchain, and provides query inter-
faces to blockchain data. Peng et al. (2019) present the
VQL approach, in which transactions are extracted from
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an underlying blockchain system and reorganized into
off-chain databases, whose query interfaces can then be
used. Bragagnolo et al. (2019) present a map/reduce ap-
proach to build indices of the Ethereum blockchain into
PostgreSQL databases.

The limitations of off-chain databases are that addi-
tional database systems must be managed, which results
in a more complex architecture. Other factors are that
data read from these databases may be unverified and
that extracting blockchain data into databases is time-
consuming (Bragagnolo et al., 2019).

Blockchain-optimized Storage Engine. There is an
approach by Wang et al. (2018) that addresses the un-
derlying storage structures to improve access to block-
chain data. They present Forkbase, a storage engine for
blockchain technology. However, since it provides only
a key-value query interface, query capabilities are quite
restricted.

In contrast, we came up with a storage engine ap-
proach to support complex queries by considering data
models that are more suitable than the key-value data
model.

3. Storage Engine

In this section, we examine a storage engine embed-
ded within a database architecture. We then identify the
key differences to blockchain technology, and derive a
concept for a storage engine embedded within a block-
chain architecture.

3.1. Storage Engine in a Database
Architecture

To design a storage engine for blockchain tech-
nology with query capabilities comparable to conven-
tional database systems, we first examine how a stor-
age engine is embedded within a database architecture.
While there are many different variants of database ar-
chitectures in the literature, we follow the specifications
of Petrov (2019), which in turn is an amalgamation of
several other sources in the literature.

In Figure 2a, his view of a database architecture
is depicted. An Application issues a read/write query,
which is usually expressed in some kind of query lan-
guage, to the Query Engine. It consists of two com-
ponents that are called one after the other. The Query
Parser parses this query according to a set of grammar
rules and then interprets and validates it. The Query
Optimizer optimizes the parsed query by searching for
the most efficient query plan. The goal is to maximize
data access performance, which in turn leads to mini-
mized query response time. The resulting query plan

is a sequence of instructions utilizing the functions of
the component Access Methods of the storage engine to
compute the Result Set. Finally, the Execution Engine
executes the query plan and returns the computed Result
Set back to the Application.

A storage engine ensures that data accesses by con-
current transactions leave the data in the underlying stor-
age structures in a consistent state, and in the event of
a failure, the data in the underlying storage structures
are restored to the most recent version. For this, the re-
sponsibilities are divided into five components: 1) The
Transaction Manager schedules transactions in such a
way that the database is always left in a consistent state.
2) The Lock Manager uses locks on data to prevent
data integrity violations during concurrent read/write
queries. 3) The Access Methods form the access in-
terface to the underlying storage structures (on disk).
4) The Buffer Manager caches pages of the underly-
ing storage structures in memory to reduce the number
of accesses to data on disk, which are expensive I/O op-
erations. 5) The Recovery Manager maintains a trans-
action log and restores the most recent consistent state
of the database in the event of a failure.

3.2. Key Differences Between
Database/Blockchain Architecture

Owing to the way how blockchains are designed,
there are two key differences that must be considered
when embedding blockchain semantics into a storage
engine: 1) Write queries have to go through a consen-
sus protocol first. This regularly creates a new block
containing a set of write queries. However, when and
which write queries are included in a block depends on
the consensus protocol. 2) Since new data are only ap-
pended to the blockchain in form of blocks, and there
are only read queries to blockchain data, there is no un-
controlled, modifying access to data. This means that
access to blockchain data does not require any concur-
rency control and recovery procedures, thus eliminating
the need for a Transaction Manager, Lock Manager, and
Recovery Manager.

3.3. Storage Engine in a Blockchain
Architecture

Given these key differences, a storage engine for
databases cannot simply be ported to blockchains, but
must be adjusted due to the way read and write queries
are processed. Therefore, we present in the following
our concept of a storage engine embedded in a block-
chain architecture, which we derive from the database
architecture. Figure 2b depicts our interpretation of such
a blockchain architecture.
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Figure 2: A storage engine embedded in a database and blockchain architecture.

A query has two different paths, depending on
whether it is a read or a write query. The reason for this
is that all changes are introduced into the blockchain via
a consensus protocol. A read query goes through the
same path as in the database architecture. An Applica-
tion issues a read query that is processed by the query
engine, which creates a query plan. The Execution En-
gine executes this query plan and returns the computed
Result Set to the Application. However, a write query
first goes to the Consensus Manager, which regularly
creates a new block and forwards it to the Block Man-
ager, which resides within the storage engine. When
and with what write transaction data the block is gener-
ated depends on the consensus protocol. There are many
consensus protocols to choose from, each with their own
characteristics (Xu et al., 2023). The consensus proto-
col is one of the core components of any blockchain sys-
tem, as it defines the behavior of how and what data is
appended.

Our concept of a storage engine for blockchain tech-
nology consists of three components with only one new
component, because the Access Methods and Buffer
Manager behave similarly to those in the database archi-
tecture. The Block Manager receives a block from the
Consensus Manager and appends it to the blockchain
on disk (i. e., inserts it into the underlying storage struc-
tures).

Note that a block is the smallest unit that is being
stored, and it is immutable, i. e., it cannot be modified
in retrospect. This immutability property has important

implications for the design of a storage engine, particu-
larly with respect to the structure of a block and its ac-
cess capabilities. To ensure efficient access to the data
within blocks, a storage engine must employ an appro-
priate data layout for blocks that satisfies the immutabil-
ity constraint and facilitates search of block data. Thus,
the next step is to identify such a suitable data layout for
blocks.

4. Data Layouts for Blockchains

In this section, we present four promising data lay-
outs designed for a storage engine for blockchain tech-
nology, and identify one suitable considering the im-
mutable nature of blockchains.

As seen in the previous section, read and write
queries are handled differently by databases and
blockchains. This has implications on the CRUD (Cre-
ate, Read, Update, and Delete) operations, which de-
scribes a set of operations for creating and managing
data (Martin, 1983). Owing to the immutable nature of
blockchains, a storage engine for blockchain technology
only supports create and read operations. It first cre-
ates a block containing data through consensus process-
ing and then appends it to the blockchain. In contrast, a
database creates data without such a detour. The same
applies to updating or deleting data. This can be best de-
scribed by in-place versus appends. Since blockchains
are immutable, data cannot be replaced or deleted from
already established blocks. In order to replace or delete
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data in a blockchain, mechanisms must be designed to
support such operations, e. g., by inserting replacement
data or instructions to invalidate data into a new block.
In contrast, conventional databases employ in-place re-
placement of old values with new ones and view deletion
of data as full erasure.

4.1. Data Representation

Object. We define an object (formally, O) with an iden-
tifier as a set of fields, where each field is a key-value
pair consisting of an attribute name and its correspond-
ing value:

fi ≡ (ai, vi) (1)
Oid ≡ {f1, f2, . . . , fn} (2)

where ai is the name of the i’th attribute, and vi is the
corresponding value of the i’th attribute for 1 ≤ i ≤ n.
Consider the following example derived from our intro-
ductory food monitoring use case, where a refrigerated
vehicle is transporting frozen goods:

O42 = {(’veh’, ’V1’), (’temp’, ’-20 °C’)} (3)
where an object with id 42 has two fields, a1=vehicle
with v1=V1 and a2=temperature with v2=-20 °C.

Transaction. We define a transaction (formally, T ) as
a tuple of metadata MD associated with the transaction
and a set of objects involved in the transaction:

T ≡ (MDT , {O1,O2, . . . ,On}) (4)
where MDT is the metadata associated with the transac-
tion that contain information such as the creator’s iden-
tity and/or signature, time of the transaction, and any
other relevant information.

Block. We define a block (formally, B) as a triple of
header information H , a set of objects O together with
a set of the corresponding transaction metadata TMD :

B ≡ (HB , OB ,TMDB) (5)
where HB is the metadata associated with the block
called header, which contains information such as the
block number, the creation date, the previous block
hash, and any other relevant block information; OB is
the set of objects involved in the block, where each ob-
ject is defined as a set of fields as previously described;
and TMDB is the set of metadata associated with each
transaction involving the objects in the block.

We define a function fmd : OB → TMDB that maps
each object in the block to the transaction metadata as-
sociated with it. Formally, for each object o ∈ OB , we
have:

fmd(o) = MDT ∈ TMDB (6)
where MDT is the metadata associated with the trans-
action that contains the object o. Since a transaction can
contain multiple objects, there may be multiple objects
in the block that map to the same transaction metadata.

Note that today’s blockchain systems uti-
lize a transaction-oriented layout similar to
B ≡ (HB , {T1, T2, . . . , Tn}) (see Figure 3a).
In contrast, we utilize an object-oriented layout,
where we store objects in a manner that facilitates
retrieval. This enables more efficient access and
querying of block data.

Our goal is to represent and store B in one of the yet
to be defined data layouts L that utilize data models seen
in document, row, column, and triple stores.

4.2. Data Layouts

We present four promising data layouts for blocks
based on the data models of document, row, column, and
triple stores. Figures 3b to 3e depict these four data lay-
outs, and Figure 3a depicts the transaction-oriented lay-
out utilized by today’s blockchain systems. Each data
layout contains metadata about the block and metadata
about the involved transactions as well as the data of
the objects. In this way, we combine classic storage
structures with the necessary transactional information
to ensure the same informational value as provided by a
transaction-oriented layout.
Document-oriented Data Layout (L1, Figure 3b). The
document model stores data as a collection of key-value
pairs, similar to the key-value model. The key is an
unique identifier that is used to retrieve the correspond-
ing value. While the values in a key-value model are
arbitrary data, the document model requires values to
be encoded in a structured format such as JSON (hence
document). We represent each object as a mapping of
an object id to the corresponding set of fields:

1 7→ {a1 : v1, a2 : v2, a3 : v3, . . . }

2 7→ {a1 : v1, a3 : v3, a4 : v4, . . . }
...

n 7→ {a1 : v1, a2 : v2, a4 : v4, . . . }

Row-oriented Data Layout (L2, Figure 3c). The row-
oriented model organizes data horizontally by row. A
row is a collection of fields representing an object, where
a field is a single value. All data associated to a row are
next to each other, thus stored row-wise on disk. This
model is suitable for read queries that have sequential
read patterns of objects. We represent each object as a
row, where each common attribute is a column:

ObjID,a1,a2,a3,a4, . . .

1 ,v1 ,v2 ,v3 , , . . .

2 ,v1 , ,v3 ,v4 , . . .
...
n ,v1 ,v2 , ,v4 , . . .
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Column-oriented Data Layout (L3, Figure 3d). The
column-oriented data model organizes data vertically by
column. A column is a collection of fields representing
the values of a common attribute of all objects. All data
associated with a column are next to each other, thus
stored column-wise on disk. This model is suitable for
read queries that require values of a column, e. g., for an-
alytical workloads such as computing aggregations. We
represent each field of an object as a column:

a1 : 1 : v1; 2 : v2; . . .

a2 : 1 : v1; . . .

a3 : 1 : v1; 2 : v2; . . .

a4 : 2 : v2; . . .
...
an : . . .

Triple-oriented Data Layout (L4, Figure 3e). The
triple model, also known as the Resource Description
Framework (RDF) model, organizes data in form of
an entity (i. e., a unique object id), an attribute (i. e.,
the field’s name), and a corresponding value. Multi-
ple triples with the same entity form an object. The
triples can be sorted in different ways, supporting row-
oriented or column-oriented read patterns. We represent
each field of each object as a tuple:

(1, a1, v1); (1, a2, v2); (1, a3, v3); . . .

(2, a1, v1); (2, a3, v3); (2, a4, v4); . . .
...

(n , a1, v1); (n , a2, v2); (n , a4, v4); . . .

4.3. Comparison of Data Layouts

To ensure efficient query processing in an ad-hoc
scenario, the data layout must be able to accommodate

for the unpredictable object schemas and reading pat-
terns that users may employ. To enable compatibility
with mainstream query languages such as SQL, it is
essential to support the operators of relational algebra.
By comparing the four data layouts in terms of schema
flexibility, read pattern generality, and relational algebra
suitability, we identify the most suitable data layout with
respect to the immutable nature of blockchains.

Schema Flexibility. If we look at the transactions in a
transaction-oriented layout (which represents the state-
of-the-art layout in today’s blockchain systems), the
structure of a transaction is strictly predefined. Within
a transaction, the fields are likely to be fixed, e. g., an
asset with a sender and a recipient.

Also, the row-oriented, and the column-oriented
model operate on a strict set of fields known as schema.
While the row-oriented and column-oriented data lay-
outs are suitable for homogeneous objects (e. g., com-
monly found in data warehousing), real-world scenar-
ios often involve schema drifts, which becomes cum-
bersome to manage given the immutable nature of
blockchains. In the worst-case scenario, the objects
are highly heterogeneous, resulting in each object hav-
ing unique attributes within the overall collection of ob-
jects. This would result in the row-oriented model hav-
ing a large number of rows with an excessive number of
empty values, and the column-oriented model having a
large number of columns with just one or a few values.

In contrast, the document and triple model offer a
high degree of schema flexibility. The document model
allows for variability in the structure of individual doc-
uments, making it more dynamic since each document
can have its own schema, which can be discovered on
the fly. The triple model requires that objects adhere
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to the triple format, which consists of an entity, an at-
tribute, and a value. However, the model is flexible
enough to allow triples to be added or removed without
requiring changes to the overall structure of the objects.

Read Pattern Generality. Users desire to query
blockchain data in an ad-hoc manner, with the specific
read patterns of these queries being unknown in ad-
vance. Unlike databases, where new indices can be cre-
ated at any time to improve query performance, this is
not possible with blockchains, because once blocks are
created, they cannot be modified in retrospect. There-
fore, the blocks must be constructed in such a way that
many types of read patterns can be efficiently computed.

For these reasons, the document and row-oriented
model require indices for each field (see Figures 3b
and 3c). However, in this context, the question arises
if it is reasonable to build an index for each field. The
column-oriented model requires column-level metadata
for object reconstruction (see Figure 3d), which can re-
sult in performance degradation when objects are read
sequentially. Typical triple stores utilize six indices to
cover all types of read patterns. Since we want to sup-
port a mainstream query language such as SQL, not all
six indices are required. Only two indices are necessary:
EAV and AEV. The EAV index retrieves the associated
value for a given entity and attribute, while the AEV in-
dex retrieves the associated value for a given attribute
and entity. This allows searching either by entity or at-
tribute. The other four indices (AVE, EVA, VAE, and
VEA) are not necessary, since SQL does not support
queries containing undefined rows and/or columns—
e. g., a query asking for the row ids and column names
of tables containing the value x. The current state of the
art does not support efficient retrieval of data of interest
because it always requires an iteration over all transac-
tions.

Relational Algebra Suitability. Relational algebra
is utilized as representation of query plans, which are
generated from queries. The row-oriented and column-
oriented model are a prime example of the relational
data model and therefore adhere to the fundamental
principles of relational algebra. In contrast, the docu-
ment and triple models are not directly based on rela-
tional algebra, so it is not a straightforward matter to
map them to relational algebra. However, it is possible
to implement these relational algebra operators for these
models as shown by Zhao et al. (2013) for the document
model and Cyganiak (2005) for the triple model. Lastly,
the current state of the art does not support relational
algebra, precisely because the data is stored (encapsu-
lated) in transactions.

Table 1: Comparison of the four data layouts.

In terms of SotA L1 L2 L3 L4

Schema Flexibility #3 #1 #2 #2 #1
Read Pattern Generality #4 #3 #3 #2 #1
Relational Algebra Suitability #3 #2 #1 #1 #2

Data Variety he he ho ho he
Query Patterns ∅ o o f o, f

SotA: State of the Art, Ranking: #1 > #2 > #3 > #4
he: heterogeneous, ho: homogeneous, o: object, f: field

We summarize our findings in Table 1 using a rela-
tive assessment method, where #1 is considered superior
to #2, and analogously for #3 and #4.

The document-oriented and triple-oriented data lay-
outs support heterogeneous objects while the row-
oriented and column-oriented data layouts support
homogeneous objects. Thus, the former two layouts of-
fer more schema flexibility compared to the latter two.

The triple-oriented data layout requires only two in-
dices to support query patterns focused on object and
field lookups. In contrast, the document-oriented and
row-oriented data layouts support query patterns fo-
cused on object lookups, but require an index for each
attribute to support efficient field lookups, which can
become cumbersome and less suitable, especially when
dealing with a large number of attributes. The column-
oriented data layout supports query patterns focused
on field lookups, however requires column-level meta-
data for object reconstruction to support efficient object
lookups, and due to the computation overhead lines up
in between.

The row-oriented and column-oriented data layouts
are obviously more suitable for relational algebra than
the document-oriented and triple-oriented data layouts.

Based on our findings, the triple model (L4) emerges
as the most suitable option. It offers a flexible data
schema and supports both query patterns without requir-
ing more than two indices, and supports the implemen-
tation of an mainstream query language such as SQL.

5. Triple-oriented Data Layout for
Blockchains

In the previous section, we found the triple data lay-
out as the most suitable for the requirements of a storage
engine for blockchain technology in terms of schema
flexibility, read pattern generality, and relational alge-
bra suitability. As shown in our introductory challenges,
there are two different types of objects: constant objects
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Table 2: CRUD for Constant and Expandable Objects

Create Read Update Delete

Constant
Object

Object
with
fields

Object
from a
block

N/A N/A

Expandable
Object

Object
with
fields

Particular
state of
an object
from the
block-
chain

Field of
an object

Field
from an
object

and expandable objects (Przytarski et al., 2022). These
object types have implications for the query processing,
therefore in this section we first describe the two dif-
ferent object types in more detail, and then assess the
triple-oriented data layout in relation to these two object
types.

5.1. Object Types

Constant Objects. Constant objects are not subject to
change in the future. They have to support only the cre-
ate and read operations (see Table 2). A constant object
is directly read from a block.

Expandable Objects. Expandable objects are subject
to change in the future. They have to support all CRUD
operations (see Table 2). This means that the field values
can change and that fields can be added to or removed
from the object. Expandable objects use the concept of
object states, where each change to the object represents
an object state transition.

Since the fields of an expandable object are modified
by different transactions over time, we have to map each
field instead of solely the object to the corresponding
transaction metadata. This requires adjusting the meta-
data function fmd to handle field-level mappings:

fmd(o, f) = MDT ∈ TMDB (7)
Supporting expandable objects in a blockchain re-

quires the concept of states. We define a state (formally,
σ) as a mapping between object ids to the set of corre-
sponding fields, so that σn[o] represents the state of an
object at a specific block number n. The block number
is a unique block identifier and indicates the position of
a block within the blockchain, thus the order of blocks in
the blockchain reflects the progression of time. To tran-
sition from one blockchain state to the next blockchain
state, we consider the object changes in a block:

σn+1 ≡ Π(σn,B) : B ∈ B (8)
where Π is a block-level state-transition function, n is
the block number and B is the set of blocks of a block-
chain. This function is similar to the specification pre-

sented in Wood (2021), however, we introduce a distinct
specification of Π. When storing objects in a block, we
can consider two extremes:
I. Full object: In this variant, a block stores the cur-
rent state of all objects. This allows efficient access to all
states of an object, since only the corresponding block
must be accessed to obtain the current or any historical
state of an object. However, this approach is storage-
intensive because creating a new block involves copy-
ing all the objects from the previous block and then per-
forming the changes on them. Therefore, the block-level
state-transition function replaces the complete state with
the objects from a block:

Π(σ,B) = OB (9)
II. Delta object: In this variant, each block stores
only the changes to the objects, i. e., the delta between
the previous and current state. To support field deletion,
we extend the definition of the field by adding an invali-
date tag to it:

fi ≡ (ai, vi, inv?i) : inv? ∈ {true, false} (10)
While this approach is storage-efficient, it may be com-
putationally expensive to determine an arbitrary state
because it must consider all the changes to the objects
from the block containing the initial object state up to
the block in question. We define an exemplary block-
level state-transition function in pseudo-code:

Π(σ,B) = (11)for oi in OB:
for fj in oi:

if (fjinv?): delete_field(σ[oi][fja ])

else: insert_or_update_field(σ[oi][fja ], fjv)

In the Π function, we iterate through each field of each
object in the new block and perform one of the following
actions on the state: deleting the field, inserting a new
field with a value, or updating the field with a new value.

5.2. Assessment of the Triple-oriented Data
Layout

Constant objects and expandable full objects have
the advantage to be readily accessible from one block
and are not dependent from any other block. However,
the main challenge of expandable full objects lies in
managing the high storage requirements as all undeleted
objects are carried along from block to block. One pos-
sible solution is to employ deduplication in the under-
lying storage structures to optimize storage efficiency.
To achieve this efficiently, it is important to maximize
the locality of data modifications within the underlying
storage structures. The triple-oriented data layout facil-
itates this by allowing the addition or removal of indi-
vidual triples, whereas, e. g., the row-oriented data lay-
out would require modifications to all objects due to the
schema change.
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Expandable delta objects require the assembly of the
objects by reading data from multiple blocks. This can
be done either in a forward or backward manner. For-
ward assembly requires the deltas applied on the object
from the block containing the initial object state up to
the block in question, which is not a favorable solution.
Backward assembly requires links to historical blocks
containing parts of the object, which is another chal-
lenge as there are different ways to achieve this, e. g.,
maintaining explicit references to previous blocks on
block, object, or field level. The triple-oriented data lay-
out facilitates explicit field-level references by extending
each triple with metadata, whereas achieving the same
with the other layouts is much more cumbersome.

6. Conclusion

We can conclude that the triple model is a suitable
choice for a data layout for blocks containing both con-
stant and expandable objects, as it allows ad-hoc query-
ing of blockchain data while preserving the characteris-
tics of blockchain technology. The triple-oriented data
layout eliminates the need for auxiliary data storages
and error-prone smart contracts. In other words, by
adopting such a triple-oriented data layout, a storage en-
gine can combine the benefits of the current three ac-
cess models: namely, the independence from external
storages, a fast access to the current state, and advanced
query capabilities. Therefore, it is possible to bring stor-
age engine functionality to blockchain technology.
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