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Abstract

Advances in Large Language Models (LLMs) have
enabled new opportunities to automate media analysis
and improve collaborative social cybersecurity. A
key task is bias detection in news reporting, which
is essential for promoting information fairness and
reducing polarization. However, existing approaches
often rely on supervised fine-tuning with labeled
datasets and fail to capture domain-specific linguistic
patterns, limiting scalability and generalization. To
address this, we propose a lightweight, modular
framework that combines domain-adaptive pretraining
(DAP) with masked Language Modeling (MLM) and
soft prompt tuning to detect six types of media bias
(framing, group, semantic properties, connotation,
informational spin, and phrasing). Our framework
leverages 401,000+ New York Times articles from
2000 to 2024 to pretrain five LLMs, followed by bias
prompting with small labeled data. The approach
improves F1 by 7.6% and precision by 6.8% over hard
prompts on average across the six types of biases.
These results confirm DAP with soft prompts as an
efficient and scalable solution for bias-aware NLP in
resource-constrained environments.

Keywords: Media Bias Detection, Large Language
Models, Prompt Tuning, Computational Linguistics.

1. Introduction

News media serves as a critical channel for shaping
public understanding, guiding civic discourse, and
influencing social cybersecurity and political outcomes
(Entman, 1993; McCombs & Shaw, 1972). However,
there are growing concerns about the biases of many
news media outlets that could significantly affect social
cybersecurity efforts (Lazer et al., 2017).

Media bias refers to systematic patterns in news
reporting that favor particular perspectives, ideologies,
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or social groups (either intentionally or unintentionally)
(Budak et al., 2016; Entman, 2007). Unlike explicit
misinformation, bias can manifest subtly through
linguistic phrasing, selective emphasis, or emotional
connotation, making it difficult to detect and regulate
(Entman, 1993; Hamborg et al., 2019; Recasens et al.,
2013a). Media bias can drive fear, polarization, and
misguided policies. For example, a focus on African
cases and immigration led more than 50% Americans
to support travel bans despite scientific consensus that
they were unnecessary during the 2014 Ebola outbreak
(Kilgo, 2019). Another example showed that the use
of terms “illegal alien” can increase public support
for punitive immigration policies (Bryant, 2023; Knoll
et al., 2011). These findings underscore the urgent need
for scalable, accurate, and interpretable tools to detect
bias in news content.

Recent advances in Natural Language Processing
(NLP) provide promising avenues for bias detection
(Kruspe, 2024; Lakzaei et al., 2025). In particular,
Large Language Models (LLMs) show promise in
enabling contextual understanding of complex linguistic
patterns (Qu & Wang, 2024). However, LLMs trained
in general corpora often fail to generalize well to
the specific linguistic features and domain nuances
found in news texts (Nikolenko, 2021; Upadhyay
et al.,, 2025). To bridge this gap, many studies have
attempted to fine-tune LLMs on limited annotated news
datasets (Jain et al., 2024; Raza et al., 2024; Spinde,
Rudnitckaia, et al., 2021). However, this process
typically requires substantial labeled data and still
struggles to capture subtle or underrepresented forms of
bias, such as connotation or phrasing bias (Field et al.,
2018; Hamborg et al., 2019; Recasens et al., 2013b).

Prompt-based learning has emerged as a promising
strategy to mitigate data scarcity by using pre-trained
knowledge through task-specific prompting (J. Wang
et al., 2024). However, most prompt-based learning
studies rely on manually designed hard prompts, which
may not reflect the semantic complexity and linguistic
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nuances of media bias (Lin, 2024; Maab et al., 2024).
These limitations underscore the need for flexible tuning
mechanisms that can adapt to the complexities and
nuances of real-world news data.

To address these gaps, we propose a two-stage
framework that combines domain-adaptive pre-training
(DAP) with masked language modeling (MLM) and soft
prompts. The first stage enables domain adaptation to
news corpora to help align an LLM with journalistic
style and framing. The second stage employs a soft
prompting approach through a novel p-tuning method
that creates an LLM-enabled lightweight bias classifier.

The remainder of this paper is organized as follows.
First, we review existing works in media bias detection
and soft prompting. Second, we describe datasets,
pre-processing pipeline, and experiments setup. Third,
we present the evaluation results for six types of bias.
Finally, we discuss key findings, implications, and
directions for future work.

2. Literature Review

2.1. Bias Detection in Text-based Media

Media bias has long influenced public perception
and remains an active area of research dating back to
the 1950s (Castillo-Campos et al., 2025; Huang et al.,
2024; Spinde, Plank, et al., 2021; White, 1950). The
emergence of digital platforms and large-scale media
data sets has accelerated the transition from manual
media bias annotation to automated detection driven by
artificial intelligence (AI)(Rodrigo-Ginés et al., 2023).
Recent Al-based media bias work categorizes bias
detection by the granularity of analysis: Sentence
level, word level, and content level (Hamborg et al.,
2019; Menzner & Leidner, 2024; Spinde, Plank, et al.,
2021).  Sentence-level methods detect bias within
individual sentences. Word-level methods detect biased
word choices. Content-level approaches assess broader
thematic and structural biases in full articles. According
to media bias survey studies (Hamborg et al., 2019;
Rodrigo-Ginés et al., 2024; Spinde et al., 2024), we
can categorize news bias into six fine-grained types:
(1) Framing Bias involves the use of subjective words
or phrases, (2) Group Bias captures variations in
language that contribute to stereotyping or reinforcing
reputational perceptions of specific social groups, (3)
Semantic Properties Bias refers to grammatical or
lexical patterns that indirectly encode bias through
semantic structures, (4) Connotation Bias involves
the use of words with the same denotation but

different affective tones to influence perception, (5)
Informational or Spin Bias emphasizes or simplifies
certain aspects of a story to make it more engaging,
(6) Phrasing Bias stems from the use of emotionally
charged or inflammatory language that skews objectivity
(Spinde et al., 2024). These types of bias are prevalent
in news content and detectable through sentence-level
analysis, making them suitable targets for automated
classification. There are three main types of Al-enabled
media bias detection approaches:

Traditional NLP Models encompass lexicon-based,
count-based, sentiment analysis-based, and
embedding-based approaches (H. Liu et al., 2020).
This category also includes traditional machine learning
(e.g., SVM, logistic regression) and deep learning
models (e.g., CNN, RNN) (Khreich & Doughman,
2025; Rao & Taboada, 2021). These methods often
utilize bag-of-words representations, topic models
(e.g., LDA), or static word embeddings to capture the
linguistic features of media bias text (H. Liu et al.,
2020).  Despite interpretability and computational
efficiency, the fact that they rely on word frequency
makes them unsuitable for detecting forms of bias
conveyed through complex semantic or syntactic
structures(Khreich & Doughman, 2025).

Graph-based Models often aim to model discourse
and user-level context through graph structures (Guo
& Zhu, 2022). These approaches leverage interaction
graphs, response chains, or community structures to
detect collective patterns of bias between users or
articles.  For example, Graph Attention Networks
have been adapted to model inter-sentential and entity
relationships to detect informational spin in standard
bias detection datasets (Guo & Zhu, 2022). Graph-based
models have also been effective in analyzing structured
online discourse such as echo chambers and ideological
polarization (Houston et al., 2011; Villa et al., 2021).
However, their reliance on structured metadata limits the
applicability for standalone sentence level bias detection
in phrasing or connotation without external relational
cues(Spinde et al., 2024).

LLMs, such as BERT (Devlin et al., 2019), GPT-2
(Radford et al., 2019), and RoBERTa (Y. Liu et al.,
2019) have become the dominant approach due to
their ability to encode deep semantic and syntactic
patterns. Existing work often adapts LLMs for media
bias detection by fine-tuning them on labeled datasets or
designing task-specific prompts to guide classification
(Raza et al., 2024), which have been shown to achieve
state-of-the-art performance in detecting linguistic,
framing, and informational bias in standard news bias
datasets such as BASIL, FLIP, and All The News
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(Huguet Cabot et al., 2021; Spinde, Plank, et al.,
2021; Zhou et al.,, 2021). However, fine-tuning
requires substantial amount of labeled data to achieve
satisfactory performance, which limits its applicability
in low-resource bias detection task (Raza et al., 2024).

To address the issue of low-resource scenarios,
research has begun to adopt prompt engineering (Lin,
2024). Prompt engineering enables few shot learning or
zero shot in LLMs, which reduces the dependence on
large annotated datasets (Lester et al., 2021). Existing
studies used hard prompts to direct LLMs to detect
framing and spin bias within the BASIL and FLIP
datasets (Lin, 2024; Maab et al.,, 2024). However,
these methods often focus on a single bias type, rely
on hand-crafted prompts, and ignore the co-occurrence
of multiple biases in the same sentence. @A new
type of prompt engineering is soft prompting, which
adapts LLMs in low resource settings (Xu et al., 2023).
Therefore, we review soft prompting.

2.2. Soft Prompting

Soft prompting, known as prompt tuning, is a
parameter-efficient adaptation strategy for LLMs in
which the model weights remain frozen while a small
set of continuous prompt vectors is optimized (Xu
et al., 2023). Soft prompting learns continuous vectors
that are inserted into the model input embedding
space and optimized through training (Lester et al.,
2021). Gradients are backpropagated only through these
prompt embeddings. As the soft prompt is injected
into the embedding layer, the downstream task signal
propagates throughout the network as if the model had
seen a specially crafted textual prefix (Lester et al.,
2021). Soft prompting can attain competitive accuracy
with full fine-tuning on several NLP benchmarks (e.g.,
sequence labeling, natural language inference) while
also simplifying multitask deployments.

The ability to dynamically adapt prompt vectors
is essential for modeling the complex and varied
manifestations of bias in text. Types of bias, such as
framing, group, and connotation bias, often differ in
their syntactic structure, semantic nuance, and topical
framing (Rodrigo-Ginés et al., 2024). Unlike static hard
or soft prompts, which are fixed across inputs, dynamic
soft prompting adapts the prompt embeddings in real
time based on linguistic cues present in each sentence.
This can include cues such as tone, named entities, or
discourse relations, which the LLMs can better capture.
This adaptability is particularly valuable in few-shot
and zero-shot contexts, where labeled data is limited
and models must generalize across diverse, previously

unseen examples (J. Wang et al., 2024).

In recent research, many well-established soft
prompt tuning methods have been developed. P-Tuning
represents one of the earliest forms of soft prompt
tuning (X. Liu, Ji, Fu, Tam, et al., 2022). It optimizes
a set of continuous prompt embeddings prepended to
the input sequence, offering a lightweight alternative
to full model fine-tuning for adapting language models
to new tasks. However, it is limited in scalability
due to the shallow integration of prompt embeddings
only into the input layer, which limited the model’s
ability to adapt to deeper semantic representations.
Furthermore, its generalization across tasks was
hindered by the static nature of prompts that could
not accommodate variations in linguistic structures
or task-specific cues.  P-Tuning v2 builds upon
the original method by enabling deep integration
into transformer layers (X. Liu, Ji, Fu, Tam, et al.,
2022). This integration improves the stability and
compatibility of the training with larger LLMs.
Following the release of P-Tuning v2, adaptive prefix
tuning was introduced (Z.-R. Zhang et al., 2023).
Adaptive prefix tuning is a mechanism for dynamically
adjusting prompt embeddings layer-by-layer. Finally,
APrompt incorporates reinforcement learning to
generate context-aware prompts (Q. Wang et al., 2023).
However, both adaptive prefix tuning and APrompt
involve highly complex training procedures and higher
computational costs than P-Tuning v2. This high
complexity makes them difficult to implement on
standard hardware (e.g., consumer or news station)
when compared to P-Tuning v2.

2.3. Research Questions and Gaps

We identified two key research gaps from our
literature review, each corresponding to limitations in
existing modeling strategies. First, traditional NLP
models and most LLM-based approaches are typically
built to detect one type of bias at a time. However,
multiple biases can often co-occur within a sentence
(Spinde et al., 2024). Without multi-label capabilities,
these models can struggle to capture the full complexity
of real-world media bias. Second, prompting strategies
applied in news bias detection tasks often rely on
manually crafted static hard prompts. These prompts
lack the flexibility to adapt across domains or bias
categories. This limits both the generalization and
scalability of current prompt-based methods. Based on
these research gaps, we pose the following research
questions: 1) How can we develop a framework to
detect multiple types of media bias within a sentence
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Figure 1: Multi-type Bias Detection Framework

2) How can we
adapt soft prompting to support flexible and scalable
multi-label classification of media bias?

3. Research Framework

To address the posed research questions, we propose
a research framework (Figure 1) comprised of three
components: (1) Data Collection, (2) Multi-Type Bias
Detection Framework, and (3) Evaluations.

3.1. Data Collection

To support DAP and multi-type bias detection, we
constructed a large-scale dataset of New York Times
articles spanning from 2000 to 2024. The dataset
includes 401,401 articles across a broad range of
sections and topics. This coverage can enable our LLM
to learn diverse journalistic styles and bias expressions
across multiple decades.

To collect these articles, we implemented a
two-stage pipeline that combined the New York Times
Developer API (“New York Times Developer APIs”,
2023) and the Wayback Machine API (“Wayback
Machine”, 2001). First, we extracted metadata from
the New York Times. This metadata collection was
necessary as the New York Times did not allow for the
full collection of their articles through the API. The
metadata included article titles, URLs, and publication
dates. Second, for each article, we queried the Wayback
Machine API to retrieve the archived version closest
to the original publication date. If multiple versions
existed, we selected the earliest valid snapshot. To
automate HTML retrieval, we used the Python package
Selenium to download archived pages. We retained
only successfully archived and complete articles. We

removed broken links, redirects, partial pages, and any
HTML that did not match the structural format of New
York Times news content. Table 1 provides a yearly
breakdown of API-matched and Wayback-retrieved
articles for the 2000-2024 period. We collected 401,401

Year NYT API Count | Wayback Count
2000-2004 519,448 118,580
2005-2009 412,860 106,252
2010-2014 252,650 112,729
2015-2019 210,254 83,894
2020-2024 140,832 88,191

Total 1,536,044 401,401

Table 1: News Links Provided by NY Times Archive.
Note: NYT = New York Times

articles from 1,536,044 New York Times links (a
26.13% success rate). The New York Times provided
significantly more articles through the API in 2000-2004
than in other years, and each subsequent four-year block
saw a decrease in total articles.

In addition to the New York Times News Collection,
we also constructed a manually labeled news bias
dataset to support model evaluation. This dataset
includes 600 sentence-level news samples, evenly split
across the six bias types. Each bias type consists of 100
samples (50 biased and 50 neutral). This ground-truth
dataset is used to evaluate the few-shot model
performance in our multi-bias detection framework.
Although the dataset contains only 600 sentences, it is
specifically designed for few-shot diagnostic evaluation
rather than large-scale training, and future work will
explore scaling to broader annotations.

3.2. Domain-Adaptive Pretraining (DAP)

Following data collection, we applied a DAP
procedure to adapt general-purpose LLMs to the

Page 1807



linguistic characteristics of news text. Although LLMs
often perform well on broad NLP tasks, their training
in generic corpora limits their effectiveness in capturing
the news-specific cues essential for bias detection
(Castillo-Campos et al., 2025; Spinde, Plank, et al.,
2021).

Our implementation of DAP incorporates the
Masked Language Modeling (MLM) (Sinha et al.,
2021) objective on our collection of New York Times
articles collected from the Wayback Machine(*“Wayback
Machine”, 2001) (shown in Figure 2). We choose
MLM because it aligns with the pretraining objective
of BERT-family models and enables contextualized
token-level learning, which is critical for capturing
the subtle lexical and syntactic cues that characterize
different types of media bias. Our procedure retains the
tokenizer, positional encodings, and overall architecture
of the base LLM. A random 15% of input tokens from
the news articles is replaced with a special mask symbol.
The LLM is then trained to predict the original tokens
given the surrounding bidirectional context (Devlin
et al., 2019). The LLM predicts token probabilities
via a softmax layer, and the MLM loss is computed
as the negative log-likelihood over masked positions.
This loss is minimized via backpropagation to update
model parameters. The resulting representations capture
domain-specific bias-relevant semantic context unique
to the media domain. We illustrate the DAP training
process in Algorithm 1.

During each training iteration ¢ € [1, 7], we sample
a mini-batch of sequences X;;; from the unlabeled
news corpus D. A subset of tokens in each sequence
is randomly masked, and the resulting corrupted input
Xi is encoded by the LLM to produce contextualized
representations H; = f0(X;).

3.3. P-Tuning v2

To enable efficient and flexible adaptation across
multiple bias types, we employed P-Tuning v2 as the
soft prompting method. P-Tuning v2 extends P-Tuning
by integrating prompts throughout transformer layers,
improving training stability and generalization—key for
modeling varied tasks. As Figure 3 shows, we inserted
a small set of trainable continuous prompt embeddings
into the input layer of the model, while keeping the
backbone encoder frozen during training (X. Liu, Ji,
Fu, Tam, et al.,, 2022; X. Liu, Ji, Fu, Tam, et al.,
2022). We trained one soft prompt per bias type on the
frozen DAP-LLM encoder, which enabled task-specific
adaptation with minimal computation.  This setup
supports low-resource learning while also facilitating

better generalization and few/zero-shot performance.
P-Tuning v2 operates as follows. First, let X =

Algorithm 1 Domain Adaptive Pre-training Process

1: for iterationt = 1 to T" do

Sample a mini-batch of texts { X;}7 ; from corpus D

for each text sequence X; do
// Apply MLM preprocessing
Select random tokens {x;} in X; with probability p
Replace x; with [MASK] token
// Encode sequence with BERT-derived Model
Compute contextualized representations: H; = fo(X;)
// Predict masked token probabilities

10: Compute logits: Z; = Softmax(H;)

11: end for

12: // Compute MLM loss for mini-batch

130 L=—1 30 3 e m, log Po(x)]X5)
14: end for

VeI NhLN

(z1,23,...,2,) denote the tokenized input sequence
and £ = (ej,eq,...,e,) as the corresponding
input embeddings. A trainable soft prompt vector
P = (p1,p2,...,pk) is appended to the beginning
of the input embeddings, which forms an augmented
sequence:

X = (p1’p2’-~-7pk'7x171‘2,-~-’$n)

The concatenated sequence X is passed to the
DAP-LLM encoder to produce contextualized
representations. The model then predicts the class
label distribution of the class label on C' = 6 bias
types (framing, group, semantic, spin / /informational,
phrasing, and connotation bias) using a Softmax
classifier. Given the predicted probabilities §; . for class
c and the true label y; . € {0, 1}, the training objective
is to minimize the cross-entropy loss during training
to update the prompt parameters while keeping the
encoder frozen:

C N
LSoftPrompt = _% Z?zl Zczl Yi,c log(yi,c)
4. Results and Discussions

4.1. DAP Model Evaluations

We evaluated MLM models performance on five
different encoder-based LLMs (BERT, RoBERTa,
ModernBert, DistillBERT, deBERTa-V2) and selected
the most suitable LLM based on performance in
different bias types (Devlin et al., 2019; He et al.,
2021; Y. Liu et al., 2019; Sanh et al., 2020;
Warner et al.,, 2024). Compared to decoder-only
LLMs, encoder-based LLMs offer advantages such as
bidirectional context modeling, lower computational
cost, and simpler adaptation for classification objectives
(Ampel et al., 2025; Devlin et al., 2019; Y. Liu
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et al., 2019). These characteristics make encoder
LLMs well-suited for sentence-level bias detection,
particularly in low-resource or few-shot settings.

For the training setting, we used the Huggingface
Transformers library for downloading pre-trained
models and model handling and PyTorch for model
training. We set the batch size as 16 and trained
with an initial learning rate of 0.01, scheduled with
linear decay. DAP only held in one epoch due to the
large training corpus. We applied early stopping by
evaluating every 1,000 steps and terminating training if
no improvement in evaluation loss was observed for 5
consecutive validation rounds.

We summarize MLM performance before and after
DAP using Accuracy, Evaluation Loss, and Perplexity.
Accuracy records the proportion of masked tokens that
the model reconstructs exactly. Evaluation loss is
the mean cross-entropy between the predicted token
distribution and the ground-truth token, capturing the
expected information deficit the model incurs at each
masked position; lower values denote tighter alignment
with the true distribution. Perplexity is the exponential
of this loss and can be interpreted as the effective
number of plausible tokens the model entertains. A
smaller perplexity signals greater confidence. We
present the results of the five DAP-backbone models

(RoBERTa, BERT, ModernBERT, DistilBERT, and
deBERTa-v2) in Table 2. The best performances are
highlighted in boldface and DAP-based improvements
are denoted with a 1 symbol.

According to Table 2, DAP consistently improves
MLM proficiency in all encoder LLM backbones, as
evidenced by higher precision and lower evaluation
loss and perplexity of evaluation. Accuracy gains
are especially pronounced for parameter-constrained
architectures: DistilBERT improves from 0.50 to 0.69
(+36.6%), BERT from 0.63 to 0.71 (+12.1%), and
ModernBERT from 0.76 to 0.80 (+4.6%). Evaluation
loss and perplexity decline for each model, indicating
that each network needs less information to recover
masked tokens once it has internalized the stylistic and
contextual regularities characteristic of news language.
ModernBERT is the best performing encoder post-DAP,
achieving the lowest loss (0.79) and perplexity (2.21),
while DeBERTa-v2 maintains the highest accuracy
(0.81%). However, the benefits appear to decrease with
scale. The 900 M-parameter DeBERTa-v2 records only
a modest accuracy gain (+4.4%) and still lags behind the
smaller models in perplexity. This result suggests that
larger LLMS are harder to shift towards the narrower
domain of news. The small and medium models were
better able to adapt to the news context.
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Before DAP After DAP
Model #of Params | Accuracy [Evalloss Perplexity | Accuracy Evalloss Perplexity
RoBERTa 125M 75.87% 1.0527 2.8654 T78.34% 10.8965 12.4523
BERT 110M 63.12% 1.9774 7.2238 170.73% 11.5284 174.6110
ModernBERT  139M 76.40% 1.0251 2.7873 179.91% 10.7943 12.2124
DistilBERT 66M 50.15% 2.5840 13.2497 168.54% 11.4794 14.3904
deBERTa-V2  900M 77.59% 2.1973 8.9866 181.02%  11.1521 15.7631

Table 2: Domain Adaptive Pretraining on Mask Language Modeling

However, MLM performance is not a reliable
predictor of downstream bias detection performance.
High MLM accuracy indicates improved token-level
modeling of news language, but does not guarantee
that the model will capture the complex semantic
and pragmatic signals required for effective bias
classification.  Therefore, we evaluated how these
DAP-enhanced models performed on the downstream
bias detection task with our ground-truth dataset.

4.2. Bias Classification Evaluations

We evaluated the performance of soft prompting
with P-Tuning v2 against the handcrafted hard
prompting (Lin, 2024; Maab et al., 2024) across six
types of media bias using the DAP-enhanced versions
of RoBERTa, BERT, ModernBERT, DistilBERT, and
deBERTa-v2. We chose the metrics of precision and
FlI-score. Precision quantifies the fraction of inputs that
the model labels as biased are actually biased. F1-score
summarizes a model’s ability to capture biased instances
without overproducing false alarms. This combination
is especially suitable for multi-label classification tasks
like bias detection, where it is important to balance
accurate identification of nuanced bias types without
triggering false positives.(Tsoumakas & Katakis, 2007;
M.-L. Zhang & Zhou, 2014).

For few-shot bias classification, we deployed the
experiments with OpenPrompt package. Each model is
evaluated with 100 examples (50 positive, 50 negative).
The hard prompt adopts a fixed hand-crafted template:

”Does the following sentence contain [BiasType] bias?
[Sentence] Answer:”

For the soft prompt, we trained prompt vectors with
a batch size of 16, an initial learning rate of 0.01
(scheduled), and early stopping based on validation loss
for every 1,000 steps with patience = 5. The results of
our analysis are shown in 3.

P-Tuning v2 achieved performance improvements
across every bias and model type in precision and
Fl-score. However, the magnitude of improvement
depends on each model and the bias being measured.

For example, in the framing bias task, all models
achieve over 70% Fl-score after adaptation. The
lightweight DistilBERT records the largest relative jump
(from 59.8% to 72.4%, +12.6%). When the evaluation
shifts to connotation bias, BERT becomes the strongest
performer (75.3% F1-score), while deBERTa-v2 only
achieves to 69.8% Fl-score. This result suggests
that very large models might over-specialize to the
adaptation corpus.  For group bias, deBERTa-v2
achieves the best Fl-score and DistilBERT again posts
the largest proportional gain.

These results suggest that soft prompting can
significantly improve classification accuracy for every
type bias detection. Small models benefit significantly
in relative terms, while large models often achieve
the highest absolute scores but may show signs of
domain-specific overfitting.

5. Conclusion & Discussion

This study presents a DAP and P-Tuning v2
framework for multi-type bias detection in news. We
demonstrated LLMs can be effectively adapted to
news context and achieve strong bias classification
performance, even under few-shot constraints. Our
results highlight that different backbone—prompt
combinations offer complementary strengths across
bias types.

In addition to its technical contributions, our
framework provides practical value to the NLP and
IS communities. For researchers, our experimental
results show that soft hints provide a parameter-efficient
alternative to full fine-tuning, which is particularly
useful in settings with limited annotated data. This
enables the framework to be easily extended to other
professional domains such as finance, law, or healthcare,
where annotation is expensive or scarce.

For media organizations and policy analysts,
the modularity and low resource requirements of
our proposed framework can better support scalable
deployment in editorial review processes, bias auditing
systems, and public transparency tools. Furthermore,
by supporting dynamic detection of multiple bias types,
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Hard Prompting Soft Prompting Hard Prompting Soft Prompting
DAP-Model Precision F1 Precision F1 DAP-Model Precision F1 Precision F1
Framing Bias Connotation Bias
RoBERTa 62.5% 63.7% 173.2% 175.0% RoBERTa 62.0% 61.5% 176.3% 173.9%
BERT 61.4% 622%  172.9% 1742% BERT 64.3% 61.1% 176.9% 175.3%
ModernBERT 65.9% 67.5% 175.8% 176.6% ModernBERT 61.2% 59.8%  173.9% 174.6%
DistilBERT 59.8% 604% 171.1% 1724%  DistilBERT 61.3% 59.2% 173.5% 173.2%
deBERTa-V2 66.6% 69.8% 177.8% 1789% deBERTa-V2 61.8% 60.1% 172.1% 169.8%
Group Bias Informational/Spin Bias
RoBERTa 59.5% 61.7% 170.5% 171.9%  RoBERTa 60.1% 61.9% 175.3% 174.5%
BERT 58.1% 604%  169.8% 171.2%  BERT 59.9% 61.3% 172.8% 172.3%
ModernBERT 60.7% 63.1% 171.5% 172.7%  ModernBERT 62.2% 63.3% 177.8% 176.9%
DistilBERT 58.3% 60.7%  170.2% 171.5%  DistilBERT 59.1% 60.4%  168.6% 169.7%
deBERTa-V2 62.2% 64.5% 172.3% 173.5%  deBERTa-V2 60.7 % 61.6% 178.1% 178.5%
Semantic Properties Bias Phrasing Bias
RoBERTa 57.9% 60.2%  169.6% 1769.8%  RoBERTa 54.8% 57.0% 167.8% 168.9%
BERT 56.7% 57.8% 167.1% 168.8%  BERT 51.8% 542%  166.3% 167.9%
ModernBERT 57.2% 589%  168.3% 171.2%  ModernBERT 54.7% 57.1%  168.2% 169.6%
DistilBERT 55.1% 57.6%  166.9% 168.7%  DistilBERT 52.4% 54.8%  166.6% 168.1%
deBERTa-V2 58.4% 60.9% 170.7% 172.2%  deBERTa-V2 55.9% 582% 169.1% 170.6 %

Table 3: Multi-Type Bias Classification Results

the framework contributes to the growing work of social
cyber intelligence and helps protect the integrity of the
public information ecosystem. It can also be integrated
into collaborative systems to assist journalists, analysts,
and citizen watchdogs in monitoring changing media
bias patterns and promoting fairer and more responsible
news production.

Looking ahead, several promising avenues remain.
Future work could extend our framework to paragraph-
and document-level analysis to better capture
discourse-level bias. Enhancing model interpretability
by identifying key bias-inducing terms or contextual
patterns would further improve transparency. Finally,
incorporating diachronic embedding techniques could
enable dynamic tracking of bias trends and semantic
shifts across time, providing deeper insights into the
evolution of media narratives.
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