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Abstract

The huge amount of data recorded during business
process executions in today’s organizations creates the
need to leverage this data. While most existing business
process monitoring methods are capable of including
structured context information, the incorporation of
unstructured information, for example, text, has rarely
been researched. Recent advances in natural language
processing offer tools to generate contextualized
sentence embeddings, which capture more information
in human language than ever before. Especially in
service processes, such as the incident management
process, a variety of unstructured information is created
throughout the execution, representing a relevant use
case for incorporating (multilingual) text. To close
this research gap, a method exploiting multilingual
text for predicting the outcome of a service process is
presented. Multilingual large language models are used
to generate sentence embeddings for unstructured text
created during process execution. After instantiating the
method, an evaluation was performed using a real-life
event log to predict customer satisfaction in the incident
management process at a German multinational
corporation. We show that text incorporation improves
predictive performance.

Keywords: Predictive process monitoring, natural
language processing, machine learning, service
analytics, customer satisfaction

1. Introduction

In recent years, digital transformation has led to
a variety of innovations in products, processes, and
business models. A key driver in this development
is data (Pettey, 2019). However, having access to an

abundance of data is only the starting point. Raw data
need to be analyzed to extract information from which
knowledge can be gained.

To obtain fact-based insights into an organization’s
business processes, process mining provides the
necessary tools, bridging the gap between process
science and data science. Using process execution
data logged in systems, process mining supports the
discovery of process models, conformance checking,
and enhancement (van der Aalst, 2016, pp. 15, 30–35).

Going beyond these types of process mining,
predictive business process monitoring (PBPM)
has gained momentum over the past years (van der
Aalst, 2016, pp. 301–305). Rather than monitoring
processes in a reactive, backward-looking fashion,
PBPM “enable[s] proactive and corrective actions
to improve process performance and mitigate
risks” (Márquez-Chamorro et al., 2018, p. 1939).
By leveraging historical data to build machine learning
(ML) models, PBPM methods predict the future
state or properties of an ongoing process instance at
runtime (Márquez-Chamorro et al., 2018). For example,
the outcome of an incident management process,
customer satisfaction (CSAT), can be predicted to gain
insights into value co-creation.

Prediction models employed in ML-based PBPM
methods are trained using an event log containing
event data of historical (completed) executions of a
process. Next to control-flow and time data, event
data can include additional context data relating to
events or cases (Brunk, 2020; Pegoraro et al., 2021).
This can be the resource executing the activity or
data on the surroundings while an activity is executed.
Before training a prediction model, the event log needs
to be transformed into a representation required for
training. However, transforming and incorporating
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textual event data has rarely been explored. With recent
advances in natural language processing (NLP), for
example, transformer-based language models (Reimers
& Gurevych, 2019), PBPM could benefit from
pre-trained large language models (LLMs) to encode
textual data in an event log (Cabrera et al., 2022).

Especially in service processes, a vast amount
of textual data, carrying important information, is
exchanged between actors. A prediction model
for process performance indicators could greatly
benefit from this additional information contained
in text-like, oftentimes multilingual, messages
between service process participants. For example
in information technology (IT) service management,
textual descriptions of tickets in conjunction with past
solution notes have been successfully used to classify
tickets and recommend solutions for a new ticket
(P. Sun et al., 2010; Zhou et al., 2017). However, in
these approaches, the process perspective on services
is neglected. At the same time, multilingual text is
not considered in PBPM. Against this background,
we address the following research question: How
can textual information be utilized for improving the
prediction of CSAT ratings in PBPM using multilingual
LLMs? Therefore, the goal of this paper is to develop
a PBPM method that can handle textual attributes for
predicting the outcome of an incident management
process.

Following Gregor and Hevner’s (2013) publication
schema for design science research (DSR) studies,
relevant prior work is discussed in Section 2. After
describing the adopted DSR process in Section 3,
the artifact is described in Section 4. A thorough
evaluation using a real-life event log of the incident
management process at a German multinational
conglomerate corporation focusing on solutions for
industry, infrastructure, mobility and healthcare, is
described in Section 5. The results are discussed in
Section 6 before a conclusion is drawn in Section 7.

2. Background

2.1. Service analytics

A service system consists of multiple elements
including people, facilities, tools, or computer
programs, which belong to a structure, and have a
behavior described as a process to serve a function
or purpose (Fromm & Cardoso, 2015, pp. 11–12).
While the traditional notion of a service system was
more focused on the service delivery by a service
provider (Lusch & Nambisan, 2015), the modern
understanding (i.e., service-dominant logic) places an

emphasis on interactional value creation implying that
the customer is a co-creator (Vargo & Lusch, 2008).

To support service systems and gain a competitive
advantage, service analytics can be employed (Fromm
et al., 2012). Service analytics “describes the methods
for capturing, processing, and analyzing data taken
from a service system . . . to improve, extend, and
personalize the service provided” (Cardoso et al., 2015,
pp. 184–185). Provider, encounter, and customer
data can be exploited for basic (e.g., reporting) and
advanced (e.g., descriptive, predictive, and prescriptive)
analytics of the entire service system (Fromm et al.,
2012). Applications include prediction of user
behavior, customer segmentation, demand forecasting,
service usage analytics, or customer experience
analysis (Cardoso et al., 2015, p. 188). For example
in IT service management, ML can be used for ticket
classification, request escalation prediction, or customer
sentiment prediction (Fuchs et al., 2022).

Due to the process nature of services as a chain
of activities (Bitner et al., 2008), PBPM offers a
promising set of methods by adding a process-centric
view to advanced service analytics, which has rarely
been adopted so far (Zilker et al., 2022).

2.2. Predictive business process monitoring
and event log data

PBPM’s overall goal is to improve process
performance and limit risks by facilitating proactive
actions (Márquez-Chamorro et al., 2018). PBPM is a
set of methods that predict process-related targets, such
as process outcome (Teinemaa et al., 2018).

Inputs of PBPM methods are typically event
logs (Márquez-Chamorro et al., 2018). Event logs
contain data related to the execution of a single process
instance and are typically generated in information
systems that record process executions (van der Aalst,
2016, p. 126–128). Event logs can be represented in a
tabular-like structure (van der Aalst, 2016, pp. 35–39)
and consist of multiple process instances, also called
cases. A process instance σ is a sequence of events
⟨e1, e2, . . . , en⟩, where n denotes its length. An event
e is a tuple (id, a, t, c1, . . . , cm), where id denotes the
unique case identifier, a the activity or event type, t the
timestamp and c1 to cm context attributes. Id and a are
also referred to as control flow. Context attributes can be
differentiated in terms of the type of data (categorical,
numerical, or textual) and the perspective they take.
They can relate to different aspects of the process and
display a static, that is remain the same over the course
of a process instance, or dynamic runtime behavior, that
is change over time (Brunk, 2020).
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2.3. Related work

In PBPM, not many studies incorporate text in the
method itself. First, information on the text can be added
to the events of an event log by extracting features from
it through aggregation (e.g., Yeshchenko et al., 2018)
or selection (e.g., Weinzierl et al., 2019). Second, text
can be added as a textual attribute to an event log’s
events. The text itself is left in its “raw” format and not
aggregated as in the first approach. This creates the need
for an encoding strategy for these textual attributes.

To obtain the correct input format for a prediction
model, all identified studies incorporate existing NLP
techniques into their PBPM approaches. Teinemaa
et al. (2016) present one of the first studies comparing
multiple approaches to include unstructured (textual)
data as additional input for PBPM. Using logistic
regression and a random forest outcome prediction, the
authors compare four methods to construct a feature
vector from an event’s additional textual attributes,
specifically two versions of bag-of-n-grams (BoNG),
latent dirichlet allocation (LDA), and paragraph vector
(PV). Pegoraro et al. (2021) experiment with similar
methods, that is, bag of words (BoW), BoNG,
LDA and PV, for multiple prediction targets using a
neural network, specifically a long short-term memory
(LSTM). Cabrera et al. (2022) suggest a text-aware
method using bidirectional encoder representations from
transformers (BERT), which can capture polysemous
words with contextualized word embeddings for
predicting next-activities and next timestamps using an
LSTM-based neural network. In summary, existing
research in PBPM indicates that including textual
attributes can greatly increase prediction performance.
Given that the transformer architecture can be seen
as the state-of-the-art for NLP tasks, PBPM can
exploit already pre-trained LLMs for encoding textual
attributes.

In service analytics, application domains (other
than incident management) consider information from
conversations with customers to predict CSAT ratings.
One such domain is CSAT with conversational agents.
CSAT can be predicted on two levels: 1) turn-level (i.e.,
after each user-agent turn) or 2) dialogue-level (i.e., for
the entire dialogue). Kachuee et al. (2021) focus on
turn-level CSAT prediction for performance monitoring
and optimization of the agent based on these predictions.
Their self-supervised contrastive learning approach, in
combination with few-shot transfer learning, can predict
CSAT with limited labeled data available. Contrary, Wu
et al. (2022) propose a two-stage attention-based model
for dialogue-level CSAT prediction. The authors show
that modeling the user and agent content separately and

combining both in the later stage considerably improves
predictive performance.

Another application domain, in which CSAT
prediction is explored, is customer-service agent
conversations via live chat and calls. Park et al. (2018)
scrutinize CSAT of live chat sessions with service agents
with three deep learning architectures, but, do not use
LLMs. Ando et al. (2020) propose an LSTM-based
approach in which turn-level CSAT predictions are
provided as additional features for call-level CSAT
prediction. In conclusion, adjacent domains, such
as conversational agents and customer-service agent
conversations, utilize text to predict CSAT ratings.
However, the research in these domains focuses on
shorter time spans, that is, minutes-long conversations
with a chatbot or service agent, compared to multiple
days in incident management. To sum up, the main input
stems from textual information, and the majority lacks a
process perspective.

Textual information has been exploited to varying
degrees in both PBPM for outcome prediction and
service analytics for CSAT prediction. However, service
processes in multinational organizations involving the
communication of actors in multiple languages create
the need for approaches to handle multilingual text.
None of the research identified considers approaches
for multilingual text or investigated the use of a
multilingual LLM. This paper is the first to explore the
use of LLMs for encoding textual attributes in PBPM
within the context of service processes in multinational
organizations.

3. Research method

To answer our research question and to build an
IT artifact, we conducted a DSR study. According
to March and Smith (1995), the DSR paradigm
enables information systems (IS) researchers to develop
innovative IT artifacts and, therefore, pursue a dual
mission. This is to enhance the IS knowledge base while
at the same time addressing relevant organizational
problems (Baskerville et al., 2018).

We followed the suggestion by Peffers et al. (2007)
with a problem-centered initiation to design a method
for CSAT prediction. Figure 1 depicts the DSR process.

4. Artifact description

To predict the categorical outcome of a service
process, our method consists of six steps, as shown
in Figure 2. The first two steps are individual to
the particular service process: In the planning and
extraction step, the specific service process to be
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Textual data carrying 
important information is 
exchanged between actors 
in service processes. A 
predictive model for service 
performance indicators 
could benefit from applying 
a process perspective and 
from including this multi-
lingual text.

1) Problem Identification
Improve predictive 
performance by including 
process data and 
exploiting multi-lingual 
attributes.

2) Definition of Objectives 
1. Develop a multi-lingual 
method for categorical 
outcome prediction in 
service processes.
2. Identify and transform 
input data.
3. Learn predictive models 
with training data.
4. Apply predictive models 
in real-life setting.

3) Design & Development
Instantiation of the 
method with an industry 
partner by applying the IT 
artifact to the 
organization’s incident 
management process and 
demonstration of the 
results.

4) Demonstration
Comparison of predictive 
performance with 
baseline models in the 
real-life setting for quality 
assessment.

5) Evaluation
Presentation and 
discussion of the results 
at the conference to 
receive feedback for the 
subsequent iteration 
cycles.

6) Communication

finished ongoing

Figure 1. Overview of the DSR process, adapted from Peffers et al. (2007).

analyzed is chosen, and the necessary event data is
determined and extracted from the source system(s).
In the second step, data pre-processing, the event log
is created. Depending on the format of the event
data extracted and its granularity, this can involve
multiple steps including creating views by defining
case notions and event classes, aggregating events,
enriching the event log, for example, with notes or
communication of actors, and filtering the log based
on the prediction target (van Eck et al., 2015). In
addition to event log-specific processing steps, general
data pre-processing tasks can be applied. This
includes data cleaning, normalization, or reduction.
Depending on the distribution of labels for the prediction
target, oversampling instances of the minority class or
undersampling instances of the majority class might be
necessary (Y. Sun et al., 2009). The resulting event log
is transferred to the offline component.

4.1. Offline component

The offline component represents the training of the
prediction model. First, the data input, an event log,
is encoded. Since event logs contain a variety of data
types, our method is comprised of multiple encoders for
each data type. Each event e = (id, a, t, c1, . . . , cm)
in a process instance σ is broken down into its
components. Static context attributes are encoded once
per process instance, and dynamic context attributes
are encoded per event as in the complex-index-based
encoding (Leontjeva et al., 2016).

For encoding timestamp t, we follow Tax et al.
(2017), with the addition of calculating the case duration
in seconds. The activity a as well as categorical context
attributes are one-hot encoded. Numerical data are
scaled to follow a standard normal distribution.

As for textual attributes, we experimented with
three different pre-trained LLMs for encoding. Since
text, generated in a service process of a multinational
organization, can be available in a multitude of
languages, we included two multilingual and one
English LLM for comparison purposes. All LLMs
encode text on a sentence level, that is, they generate

sentence embeddings.1 The textual attributes have not
been pre-processed to make use of all information in the
text including stop-words and punctuation.

The first pre-trained model is
paraphrase-multilingual-mpnet-base-v2 (hereafter
MultiMPNet), a multilingual version (50+ languages)
of MPNet (Song et al., 2020), trained to detect and
generate paraphrases. To include multiple languages,
Reimers and Gurevych (2020) adopted a student-teacher
network structure, in which the monolingual teacher
is based on MPNet (combining masked and permuted
language modeling for pre-training and fine-tuning).
The output of the teacher model, that is, sentence
embeddings for one language, is used to train the
student model tasked with mimicking the teacher
model, that is, producing the same sentence embedding.
The multilingual aspect is added by training the
student model on translated sentences. The second
model is distiluse-base-multilingual-cased-v2 (hereafter
MultiUSE). MultiUSE uses a distilled version of
the multilingual universal sentence encoder by Yang
et al. (2019) as a teacher and the distilled version of
multilingual BERT as a student (Reimers & Gurevych,
2020). The third LLM, trained on an English text
corpus, is all-distilroberta-v1 (hereafter ROBERTA).
This model is based on the pre-trained, distilled
version of the robust optimized BERT pre-training
approach (RoBERTa) (Liu et al., 2019; Sanh et al.,
2020) and fine-tuned on a contrastive objective using a
siamese network structure, as suggested in the original
publication of Reimers and Gurevych (2019), to obtain
sentence embeddings.

Once the process instances are encoded based on
their data type, the prediction model can be trained.
Our method uses extreme gradient boosting (XGBoost)
since it showed promising results in other studies for
predicting categorical outcomes (e.g., Teinemaa et al.,
2019). XGBoost is a common ML algorithm that relies
on gradient-boosting decision trees (Chen & Guestrin,
2016). Advantages of XGBoost include missing data
handling and parallel decision tree construction.

1https://huggingface.co/sentence-transformers/
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Figure 2. Components of our method.

After training the prediction model, the last step in
the offline stage is the evaluation of the model. We
evaluated our approach with two metrics, F1-score and
area under the receiver operating characteristic curve
(AUC), which are commonly used in PBPM (e.g.,
Teinemaa et al., 2019).

4.2. Online component

After training, the prediction model can be integrated
into an organization’s service process. Similar to
the encoding explained in Section 4.1, the process
instance is decomposed into its data types, encoded, and
recomposed as input to the prediction model. Lastly,
the output of the prediction model is used for process
improvement and operational support. This can be in the
form of reporting or monitoring, for example, to ensure
key process indicators are within specified ranges and
triggering actions, should they deviate from the norm.

5. Evaluation

5.1. Real-life event log description

Our method was instantiated and deployed as part of
the IT service management at a German multinational
conglomerate corporation focusing on solutions for
industry, infrastructure, mobility, and healthcare. An
event log was created from incidents recorded between
January and June 2022. Table 1 provides an overview of
the key characteristics after filtering on completed cases
with 50 or fewer events.

After its creation, an incident is opened (i.e.,
a ticket of an incident is saved) and is assigned
to the dedicated first-level group, depending on the
organization and location of the customer. When the
initial first-level group cannot resolve the incident, it
is assigned to another group, for example, second-level
support. Throughout the process, multiple groups can
be assigned to the incident, the incident can be paused,

Table 1. Event log characteristics.

Characteristics Value

# cases 49,842
# event classes 14
# events 380,755
# variants 9,965
Mean # events per case 7.639
Mean throughput time 11 days, 0 h, 2 min
Mean token count per
document per textual
attribute

Notes: 34.06
Ticket-short-description: 9.72
Ticket-description: 46.21
Keywords: 8.82
Sub-sub-category: 3.10

Mean distinct token
count per document per
textual attribute

Notes: 25.43
Ticket-short-description: 8.54
Ticket-description: 32.30
Keywords: 6.06
Sub-sub-category: 3.08

service agents may add work notes to the incident, and
service level agreements can be breached. When a
solution is found, the incident gets resolved and is closed
automatically after five business days, if the customer
does not reopen the incident within that timeframe.
When an incident is resolved, an email is sent to inform
the customer of the resolution of the incident. In this
email, the customer has the possibility to reopen the
ticket of the incident. In addition, a link to a survey
is provided to rate the service. The customer is asked
to indicate their overall satisfaction with the service
from one to five stars, one star meaning not satisfied
at all. The rating serves as the prediction target in
this paper. Most incidents, 75%, are rated with five
stars. The remaining 25% of incidents (i.e., minority
classes) are rated with one to four stars. To even out
this imbalance in the training of the prediction model,
we applied an oversampling approach by randomly
duplicating instances of the minority classes, which
resulted in an equal distribution of the labels. For the
evaluation, the original distribution of labels was kept.

Next to data attributes such as incident category,
application affected, severity of incident, customer
division, or assignment group, the event log contains
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textual attributes. The only dynamic textual attribute
is Notes, which contains work notes and close notes.
Work notes are made by service agents to summarize
the communication with the customer or any other
information relating to the incident. Close notes
are made by service agents to record the action(s)
performed to solve the problem. Approximately
50,000 notes, that is, documents, are present in the
event log. Ticket-short-description, Ticket-description,
Sub-sub-category, and Keywords, and are static textual
attributes, which are present after the creation of
the incident. The Ticket-description attribute has
a high maximum token count, that is, the number
of words in a document. This is because some
documents in Ticket-description contain whole email
conversations including recipient lists as well as
attachments. However, the mean token count is
approximately 46 tokens per document.

ROBERTA has a maximum sequence length of
512-word pieces while MultiMPNet and MultiUSE
support 128-word pieces. All sequences longer than
the maximum are truncated. To be able to compare
the LLMs, all are set to the default of 128-word
pieces, which is enough to capture most of the textual
attributes. Additionally, the textual attributes can
contain the text of multiple languages2, which is
accommodated by applying two multilingual LLMs and
one English LLM for comparison. The attributes Notes,
Ticket-short-description, and Ticket-description mostly
contain English text, as summarized in Table 2.

Table 2. Language distribution of attributes.

Notes Ticket-
description

Ticket-short-
description

English 74.43% 60.14% 44.89%
German 11.69% 21.98% 17.85%
French 3.53% 4.90% 1.92%
Others 10.35% 12.98% 35.34%

5.2. Experimental setting

To compare the encoding of textual attributes within
our method, we experimented with eight input set-ups.
As a first baseline, only the activity attribute together
with the four timestamp attributes were provided as
input to XGBoost. As a second baseline, the training
was conducted using the previous baseline attributes
while adding all non-textual attributes. The following
three training set-ups were comprised of the baseline,
adding only the encoding of textual attributes with the
respective LLM. Lastly, all available attributes were
provided as input to XGBoost, for each LLM.

2Note: Identified with cld3.NNetLanguageIdentifier (https://docs.
ropensci.org/cld3/).

The event log was split on a trace level into an 80%
training set and a 20% test set. As a result, all prediction
models were trained on the same training set and tested
on the same test set enabling performance comparison
of the prediction models. For the experiments, the
Amazon Web Services R5 Memory Optimized 24xlarge
(ml.r5.24xlarge, 96 vCPUs, 768 GiB) was used.3 To
assess the predictive performance of the models, we
calculated the micro, macro, and weighted F1-score as
well as the micro and macro AUC.

5.3. Results

The results of our experiments for the eight set-ups
are summarized in Table 3. Comparing the different
training set-ups, the set-ups encoding the textual
attributes with an LLM outperform the baseline as well
as the set-up only using non-textual attributes for most
metrics. Comparing the F1-score macro for (1) Baseline
and (6) MultiMPNet, the incorporation of textual
attributes can increase the predictive performance by
as much as 16%. Particularly the set-ups using
multilingual sentence embeddings have the highest AUC
and F1-score.

Table 3. Results for the baseline approaches and the

proposed method with different LLMs.

F1-score AUC
micro macro weighted micro macro

(1) Baseline 0.5915 0.2582 0.6169 0.8284 0.6046
(2) Without text 0.6106 0.2910 0.6441 0.8341 0.6883

ONLY TEXTUAL ATTRIBUTES
(3) MultiMPNet 0.6508 0.2909 0.6577 0.8785 0.6923
(4) MultiUSE 0.6487 0.2881 0.6556 0.8761 0.6896
(5) ROBERTA 0.6442 0.2767 0.6512 0.8763 0.6781

ALL CONTEXT ATTRIBUTES
(6) MultiMPNet 0.6525 0.2995 0.6611 0.8814 0.6942
(7) MultiUSE 0.6519 0.2984 0.6616 0.8814 0.7001
(8) ROBERTA 0.6514 0.2988 0.6598 0.8799 0.6911

Note: The best results are in bold.

Table 4 shows the F1-score and AUC per class for
the different set-ups. CSAT class of five stars has the
highest F1-score out of all the classes and throughout
all the set-ups compared to the CSAT classes of one to
four stars. Non-textual attributes influence the CSAT
class of four stars. For all others, textual attributes
positively affect the F1-score. Comparing the F1-scores
of each class, there is no real tendency for a preferred
set-up improving all classes. However, the set-ups using
all attributes achieve the highest AUC per class, in
particular (6) MultiMPNet for the CSAT class of three
and four stars and (7) MultiUSE for the CSAT classes
of one, two and five stars, indicating that multilingual
embeddings increase predictive performance.

3Note: Due to confidentiality, the code cannot be shared.
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Table 4. Results per class for the baseline approaches and the proposed method per LLM.

F1-score AUC
1 star 2 stars 3 stars 4 stars 5 stars 1 star 2 stars 3 stars 4 stars 5 stars

(1) Baseline 0.1239 0.0801 0.1024 0.2170 0.7673 0.6149 0.6209 0.5696 0.5679 0.6489
(2) Without text 0.1803 0.0785 0.1532 0.2519 0.7910 0.7265 0.6954 0.6623 0.6143 0.7425

ONLY TEXTUAL ATTRIBUTES
(3) MultiMPNet 0.1989 0.0697 0.1404 0.2324 0.8131 0.7448 0.6934 0.6861 0.6114 0.7253
(4) MultiUSE 0.1841 0.0626 0.1687 0.2117 0.8134 0.7420 0.6964 0.6901 0.5955 0.7233
(5) ROBERTA 0.1757 0.0447 0.1212 0.2347 0.8071 0.7390 0.6702 0.6676 0.5991 0.7139

ALL CONTEXT ATTRIBUTES
(6) MultiMPNet 0.1956 0.0864 0.1595 0.2415 0.8143 0.7363 0.6870 0.6959 0.6177 0.7335
(7) MultiUSE 0.1902 0.1061 0.1328 0.2479 0.8153 0.7452 0.7169 0.6827 0.6165 0.7388
(8) ROBERTA 0.1824 0.0991 0.1498 0.2513 0.8116 0.7381 0.6902 0.6827 0.6157 0.7282

Note: The best results are in bold.

6. Discussion

6.1. Contributions and implications

The contribution of our research is three-fold. First,
we propose a PBPM method to utilize multilingual
text for CSAT prediction. The method encodes
textual information of attributes with multilingual
text using multilingual LLMs. The encoded textual
attributes are included as additional attributes in the
complex index-based encoding of cases. XGBoost, a
state-of-the-art ensemble learning algorithm, is used to
build models for CSAT prediction. Second, we show
that the instantiated method leads to improvements in
predictive performance compared to baselines not using
multilingual LLMs. Third, we evaluate our instantiated
method on a real-world event log with multilingual
textual attributes of an incident management process
from a German multinational corporation.

Our work has two implications for research.
First, it contributes to two different streams of
research. In process analytics, our work investigates
the incorporation of multilingual LLMs in text-aware
PBPM for process outcome prediction, which has
not been done before. In service analytics, the
proposed approach takes a process perspective to predict
CSAT while using textual data in international service
processes. Second, with our research, we demonstrate
that the incorporation of context information aids in
predicting complex prediction targets like CSAT. This
underlines the potential value of context information for
service process predictions. However, the choice of
suitable context information for the prediction target at
hand should be taken into account. For predicting CSAT
ratings, Agyapong (2011) found that certain service
quality dimensions “are good predictors of CSAT”.
These dimensions could be derived from additional
textual context attributes in the event log, for example
concerning the interaction of service producer and
customer, like communication and staff courtesy as part
of assurance and empathy.

Our work also has two practical implications. First,
we show how textual information can be exploited to

improve the performance of CSAT predictions. This
provides practitioners with a solution, on how to draw
value from previously unused unstructured information
collected during co-creation. One application could be
the classification of unrated incidents to better monitor
CSAT. The majority of customers do not answer the
surveys, leading to a small sample of rated experiences.
Park et al. (2018) show that this sample might not be
representative. Our method can be used to draw a more
representative picture of the overall CSAT by applying it
to unlabeled incidents. Second, we formulate the task of
CSAT prediction as a multi-class classification problem.
In doing so, we differentiate between five CSAT rating
classes, ranging from one to five stars. Depending
on the class of a predicted rating, practitioners can
perform specific actions. Lower predicted CSAT ratings
offer a pointer to incidents, which should be further
investigated. If the prediction is performed on open
incidents, more emphasis can be placed on these
incidents by adjusting their priority. These actions can
contribute to increased service performance as well as
service experience.

Next to the application of our method in incident
management, our work can also be transferred to other
application domains. One of them is monitoring
conversational agents and contact centers working in
multiple languages. In general, any prediction task
for a (service) process in which multilingual text is
created can utilize our method. For example, for quality
prediction in a production process using unstructured
comments of quality inspections. However, to draw the
most value out of the inclusion of textual information
in an application, two aspects need to be considered: 1)
the use of specific terminology in a domain might create
the need for an LLM fine-tuned on this terminology, and
2) the use of textual attributes that are relevant to the
prediction target at hand.

6.2. Limitations and future research

Like other research, ours is not free of limitations,
which builds the foundation for future research. The
method was only tested in one real-life use case. Further
applications for other service processes as well as other
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use cases need to be conducted. The event log used
suffered from class imbalance. In this paper, we
opted for a simple oversampling approach. However,
the event log structure as well as additional (textual)
attributes in the event log complicate the adaption of
imbalanced classes. For example, more sophisticated
methods, such as creating synthetic samples of the
minority class using synthetic minority oversampling
technique (SMOTE) (Chawla et al., 2002), can be tested
for event logs. The prediction model was not trained
on a prefix log, which may enable predictions during
the runtime of the incident. Knowing that a customer
could be dissatisfied while the incident is still open
provides the service agent with the opportunity to act
and could in turn help in improving the overall service
quality. We evaluate eight set-ups to test the effect
of adding multilingual textual data with three different
LLMs for predicting CSAT. Additional set-ups can
include translating non-English into English text as well
as including a fine-tuned LLM for the specific domain.

New advancements in NLP, like generative
pre-trained transformer (GPT) (Brown et al., 2020) or
BigScience large open-science open-access multilingual
language model (BLOOM) (Scao et al., 2022), could
create meaningful synthesized textual attributes.
Similarly, deep learning models (i.e., multi-layer
perceptron and LSTM models) could offer a real
alternative to shallow ML models, like XGBoost
models (Kratsch et al., 2021).

All information directly stemming from the
customer is mostly paraphrased by service agents
or neglected. Adding customer communication as a
textual attribute, both from service agent to customer
and vice versa, could contain valuable information to
differentiate the lower CSAT ratings. Therefore, future
research should include a more granular analysis of
what attributes contribute to a more accurate CSAT
prediction.

7. Conclusion

PBPM offers new monitoring methods for services,
such as methods for outcome prediction. Moving
away from the pure control flow-based perspective in
process mining has not only paved the way for a
more holistic analysis of business processes but has
opened a variety of opportunities for PBPM and, in
turn, service analytics. Including context attributes
has been shown to increase the predictive performance
of the models considerably. However, this included
mostly structured information. In contrast, unstructured
textual information has received little attention. The
contribution of this paper is a PBPM method, which

exploits multilingual text for predicting CSAT as a
categorical outcome of an incident management process.
The PBPM method was tested on a real-life event log
of the incident management process and thoroughly
evaluated. Through the addition of textual attributes, the
predictive performance improved.
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