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Abstract

Data centers are rapidly becoming major electricity
consumers due to the growth of digital infrastructure
and AI, but they can transition from a grid challenge to
a grid flexibility solution through workload scheduling,
distributed power resources, and advanced cooling
systems. This paper presents an analysis of the impacts
of data center energy flexibility on the operation of
the Western Interconnection. The energy flexibility
of data centers is modeled through coordinated IT
workloads with spatio-temporal flexibility, cooling
systems enhanced with thermal energy storage, and
integrated on-site energy resources including solar
generation, small modular reactors, and battery storage
systems. A multi-regional unit commitment framework
is developed to integrate data center energy flexibility
into the Western Interconnection while enforcing
inter-regional transmission limits and operational
constraints. The numerical results show that
spatio-temporal flexibility of data centers significantly
reduces the operation cost, while supporting a diverse
generation mix in the Western Interconnection.

Keywords: Data center, spatio-temporal energy
flexibility, Western Interconnection, multi-regional unit
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1. Introduction

1.1. Motivation and Literature Review

Artificial intelligence and cloud computing are
driving unprecedented growth in data center electricity
demand. U.S. data center consumption nearly tripled
from 60TWh to 176TWh between 2014 and 2023,
rising from 1.5% to 4.4% of total electricity use.
Projections through 2028 indicate demand could reach
325-580TWh, accounting for up to 12% of national
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electricity generation [1]. The Western Interconnection
faces particularly acute impacts from this national trend,
as regional load growth projections have increased from
9.6% to 16.8% between 2023 and 2024 [2]. Large-scale
data center deployments in California, Oregon, Utah,
and Arizona are forming significant demand centers
along transmission corridors that already experience
frequent congestion. The Pacific Northwest alone is
expected to see average electricity demand grow from
approximately 23,700MW in 2024 to 31,100MW by
2033. This increase of 7,400MW in average demand
is largely attributed to the rapid expansion of data
centers in the region [3]. This scale of growth
places increasing pressure on system operators to ensure
adequate generation and transmission capacity to meet
the rapidly expanding power demand of data centers in
the Western Interconnection.

In response to these challenges, leading technology
companies such as Google, Microsoft, Meta, Switch,
and Amazon are implementing various flexibility
strategies to make their facilities more grid-responsive.
Google has developed workload scheduling systems that
defer non-urgent computational tasks in response to grid
stress signals across multiple data center locations [4].
Microsoft is collaborating with utilities to expand the
integration of clean energy in its data centers, including
the Cheyenne, Wyoming, facility, which operates as a
prosumer by both consuming and producing electricity
to support local grid operations [5]. Meta has announced
plans to pair its Arizona data center with a 300MW
solar farm and 300MW battery storage system to
achieve renewable energy matching while providing
dispatchable capacity to the grid [6]. Switch is
developing large on-site solar and storage systems at its
Nevada data center campus near Reno to provide on-site
clean generation and grid resilience [7]. Amazon has
implemented machine learning algorithms that optimize
cooling system operations based on real-time electricity
pricing signals [8]. These developments enable data
centers to shift from static consumers to active grid
participants capable of adjusting load and delivering



energy flexibility services for power system operation.
Recent efforts have explored several strategies to

enhance the flexibility of data centers in power systems,
which include coordinated control of the cooling
infrastructure, joint workload and energy management,
and integration with local generation and storage
systems. In [9], a hybrid quantum-classical optimization
algorithm is used to co-optimize cooling demand,
IT load, and battery storage to reduce energy costs.
A demand response framework for geographically
distributed data centers is proposed in [10], where
a cooperative optimization model ensures improved
collective benefits over standalone operation. The
study in [11] develops a scheduling framework for
delay-tolerant workloads in microgrid-connected data
centers, which improves the utilization of variable
renewable resources and reduces curtailment. Study
[12] models the coordinated scheduling of IT workloads
and energy storage, where uninterruptible power supply
losses and price signals in day-ahead markets are
considered. In [13], data center integration within
combined electricity and thermal systems is modeled to
mitigate cold wave impacts by coordinating emergency
generation, thermal reuse, and computational load.
Studies [14, 15, 16, 17] mainly focus on minimizing data
center operation costs by providing energy flexibility
to the power grid through behind-the-meter energy and
storage resources. However, these studies mainly focus
on the impact of flexibility on data center operating
costs, rather than evaluating the broader implications for
power system operating costs and grid benefits.

1.2. Contributions and Paper Organization

This paper presents an optimization framework
for integrating data center energy flexibility into
large-scale power system operations within the
Western Interconnection. The model incorporates
spatial flexibility by enabling workload migration
and resource coordination across geographically
distributed data center facilities, while temporal
flexibility is achieved through workload scheduling
optimization, thermal storage management, and
coordinated charging/discharging of energy storage
systems to align with grid conditions and renewable
energy availability. A multi-regional unit commitment
(MRUC) framework is introduced to incorporate
data center energy flexibility into power system
operations while enforcing inter-regional transmission
limits, operational constraints across the Western
Interconnection, and technical constraints of power
resources, including minimum up and down times, ramp
rates, spinning reserves, generation limits, and start-up

costs. The framework enables the optimization of data
center operations in coordination with conventional
generation resources, capturing the interactions
between spatial load distribution and temporal energy
management across the interconnected system.

The remainder of this paper is organized as follows.
Section 2 presents the data center energy flexibility
model. Section 3 develops the multi-regional unit
commitment framework for integrating data center
flexibility into Western Interconnection operations.
Section 4 provides numerical results demonstrating the
benefits of coordinated data center energy flexibility.
Section 5 concludes the paper with key findings and
future research directions.

2. Modeling the Energy Flexibility of
Data Centers

Energy flexibility enables data centers to adjust
electricity consumption based on grid conditions to
provide different types of grid services such as
frequency regulation, operating reserves, and peak
demand reduction while maintaining service quality
[18]. The energy flexibility at the data center–grid
interface at time t is defined as the difference between
the baseline and the scheduled grid consumption:

F e
i;t = PG;o

i;t − PG;f
i;t = F+

i;t − F�i;t; ∀t; (1)

where F e
i;t denotes the energy flexibility provided by

data center i at time t. The baseline consumption
PG;o

i;t represents operation without the use of flexibility

resources, while the scheduled consumption PG;f
i;t

reflects the coordinated deployment of available
flexibility. Positive flexibility F+

i;t indicates the
capability to reduce load relative to the baseline,
whereas negative flexibility F�i;t represents the
capability to increase load above the baseline.

Figure 1 illustrates the comprehensive data
center energy flexibility framework that enables
coordinated operation across multiple geographically
distributed facilities. The framework integrates three
primary flexibility resource categories at each data
center: IT workload scheduling systems that provide
spatio-temporal flexibility for both delay-sensitive and
delay-tolerant workloads through workload migration
and temporal deferral, cooling systems enhanced with
thermal energy storage for load shifting capabilities, and
power resources that include both on-site energy sources
and grid connections for flexible power management.
Inter-data center communication networks facilitate
real-time coordination of workload distribution
and energy management across the distributed
infrastructure. The framework operates within the



broader power system context, where the Independent
System Operator (ISO) solves the MRUC problem
by incorporating data center spatio-temporal energy
�exibility constraints and operating costs, alongside
grid load forecasts, technical limits, transmission
constraints, and the operational characteristics of
grid-connected resources. The following sections
describe the �exibility resources of the data centers and
present the MRUC formulation, respectively.

Figure 1. Data center energy 
exibility framework
with ISO coordination

2.1. IT Workload Scheduling Model

Modern data centers process diverse computational
workloads with varying service level requirements
and �exibility characteristics. The �exibility of
these workloads can be described along two primary
dimensions: temporal �exibility and spatial �exibility.
Temporal �exibility refers to the ability to shift the
execution of workloads over time within allowable
delay bounds. This enables data centers to adjust
processing schedules in response to external factors
such as grid conditions, electricity prices, or renewable
energy availability. Spatial �exibility refers to the
ability to distribute workloads across geographically
distributed data center locations. This allows for
balancing computational demand, reducing peak power
consumption at speci�c sites, and leveraging regional
differences in energy costs or grid constraints.

2.1.1. Spatio-Temporal Flexibility of Workloads:
Data center workloads are classi�ed into delay-sensitive
and delay-tolerant categories based on their delay
tolerance characteristics Delay-sensitive workloads
provide spatial �exibility for migration between data
centers but require immediate processing due to strict
response time requirements. These include web
services, online gaming, video streaming, and real-time
�nancial transactions. Delay-tolerant workloads provide
both spatial and temporal �exibility, enabling transfer
between data centers and delayed processing within
deadline bounds. These include batch processing,
machine learning training, data analytics, and scienti�c
computing [10]. The workload model coordinates
both categories to provide energy �exibility across
multiple data centers and time periods. The total load
balance at each data center combines delay-sensitive
and delay-tolerant workloads as (2). The processing
capacity of the data center is limited by (3). For
delay-sensitive workloads, spatial redistribution is
handled by (4), with transfer capacity limit in (5).
For delay-tolerant workloads, the processing decision
incorporates both spatial transfers and temporal deferral,
as modeled in (6). The spatial transfer limits are
enforced by (7). To manage the temporal aspect of
delay-tolerant workload processing, a queuing model
is adopted [18]. The queue dynamics are initialized
in (8) and evolve according to (9) and (10), with the
queue capacity bounded by (11). Deadline compliance
is ensured by (12), which requires all queued workloads
to be processed by the end of the scheduling cycle.

W DC
i;t = W ds

i;t + W dt
i;t (2)

0 � W DC
i;t � W

DC
i (3)

W ds
i;t = W ds;arr

i;t +
X

j 6= i

� ds
j ! i;t �

X

j 6= i

� ds
i ! j;t (4)

X

j 6= i

� ds
i ! j;t � B ds

i;t (5)

W dt
i;t = W dt;arr

i;t +
X

j 6= i

� dt
j ! i;t �

X

j 6= i

� dt
i ! j;t � � W dt

i;t

(6)
X

j 6= i

� dt
i ! j;t � B dt

i;t (7)

Qdt
i; 0 = Qdt;init

i (8)

Qdt
i; 1 = Qdt;init

i + � W dt
i;t 8t = 1 (9)

Qdt
i;t = Qdt

i;t � 1 + � W dt
i;t ; 8t > 1 (10)


	Introduction
	Motivation and Literature Review
	Contributions and Paper Organization

	Modeling the Energy Flexibility of Data Centers
	IT Workload Scheduling Model
	Spatio-Temporal Flexibility of Workloads:
	Quality of Service Requirement:
	IT Workload Power Consumption:

	Cooling System Model
	On-site Energy Resources
	Renewable Energy Resources:
	Small Modular Reactors:
	Battery Energy Storage Systems:

	Grid Power Consumption Model
	Energy Flexibility Provision Cost Model

	Multi-Regional Unit Commitment
	Numerical Results
	Conclusions

