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Abstract

Colocation data centers are essential infrastructure
for the digital economy, supporting scalable and secure
operations across industries. With the global colocation
market exceeding $218 billion—fueled by data growth,
technology, and economic expansion—intelligent
long-term capacity planning is critical. Traditional
reactive methods often miss localized demand shifts,
leading to under-provisioning or costly over-investment.
A key challenge lies in forecasting when and how
much capacity will be needed across infrastructure
segments, such as power delivery domains. We propose
a multi-task learning framework to jointly predict the
timing and magnitude of future capacity expansions.
Our hybrid Transformer-based architecture integrates
static and temporal features, such as facility telemetry,
sector metadata, macroeconomic indicators, and
sentiment signals—into a unified temporal embedding
space with a static feature layer. It generates dual
outputs: a binary classifier for expansion events
and a conditional regressor for size. By modeling
long-range dependencies and uncertainty, our approach
enables accurate, adaptive forecasts that support
proactive procurement, smarter resource allocation,
and improved infrastructure agility.

Keywords: Colocation data centers, capacity
forecasting, multi-task learning, transformer
architecture, procurement planning.

1. Introduction

Colocation data centers are critical to the modern
digital economy, offering scalable and secure
infrastructure to enterprises without requiring them to
build or manage their own facilities. Unlike hyperscale

operators who vertically integrate their infrastructure,
colocation providers must support a heterogeneous mix
of customers, each with unique and evolving power
and equipment demands. These demands must be met
reliably and cost-effectively across shared infrastructure
layers—transformers, PDUs, UPS systems, generators,
and cooling systems.

In colocation environments, infrastructure procurement
decisions must be made months or even years in
advance, due to long lead times for components like
utility-scale transformers and UPS systems. However,
operators do not have visibility into tenant-level
workloads. Instead, planning must be based on
observable infrastructure segments—such as power
delivery domains (PDDs)—where power draw and
historical expansions can be monitored. The core
technical challenge is thus twofold: (1) forecasting when
a given PDD is likely to require additional capacity, and
(2) predicting how much new capacity (in power and
supporting equipment) will be needed. These forecasts
must account for temporal patterns, sector-driven
demand trends, and exogenous signals—all while
accommodating uncertainty.

Recent market analyses underscore the urgency of this
challenge. Company (2023) projects that demand
for AI-ready data center capacity will grow at 33%
annually through 2030, driven by increasing compute
density and data workloads. Group (2024) estimates
over $1.8 trillion in global data center infrastructure
investment during the same period, with power supply
bottlenecks cited as a key constraint. SemiAnalysis
(2024) reports that utility-scale transformers (50–100
MVA) increasingly require N+1 redundancy to support
campuses exceeding 150 MW, underscoring the strain
on physical infrastructure.

Traditional forecasting methods—such as ARIMA
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Jenkins and Box (1976) or LSTM-based models
Hochreiter and Schmidhuber (1997)—are not
well-suited to this setting. These models struggle
to capture long-range dependencies and nonlinear
interactions across multivariate signals such as
customer usage patterns, environmental conditions, and
macroeconomic indicators. They also lack support for
uncertainty estimation, which is critical for risk-aware
procurement decisions.
To address these gaps, we propose a dual-head
Transformer architecture based on PatchTST Nie et al.
(2022), which jointly predicts the timing and magnitude
of future capacity expansions. Each modeled unit
corresponds to a power delivery domain (PDD)—a
metered infrastructure segment within a colocation
facility that may serve a single tenant or a shared
group of tenants. The model leverages static attributes
(e.g., facility tier, location, sector tags) and dynamic
signals (e.g., power utilization history, macroeconomic
indicators, sentiment trends) using patch-based attention
mechanisms that capture both local and long-range
temporal dependencies.
Crucially, our model supports probabilistic forecasting,
producing confidence intervals around predicted
values. This allows colocation providers to plan
infrastructure procurement with a quantified measure
of uncertainty—essential for avoiding both under- and
over-provisioning. By aligning technical forecasting
with practical planning needs, our method bridges
a critical gap between machine learning models and
operational decision-making in large-scale colocation
environments.

2. Related Work

Forecasting infrastructure requirements in
colocation environments presents unique challenges
not typically addressed in traditional data center
research. While much of the existing work focuses
on aggregate energy efficiency or short-term load
forecasting, colocation planning requires long-term,
infrastructure-level predictions for shared electrical
components such as transformers, PDUs, UPS units,
and generators. In this context, forecasts must be made
at the level of metered infrastructure zones—known
as power delivery domains (PDDs)—where power
draw and expansion events are observable, but direct
tenant workload data is not. This setting requires
models to accommodate multi-tenant variability, long
procurement lead times, and spatial constraints related
to infrastructure zoning.
From an industry perspective, several frameworks have
been proposed to guide capacity planning practices.

For example, Device42 (2023) and Vertiv (2023)
recommend integrating Data Center Infrastructure
Management (DCIM) systems, managing power
headroom, and applying redundancy targets to ensure
resilience. However, these frameworks are primarily
descriptive and do not leverage predictive analytics.
TechTarget (2023) discusses recent innovations
in intelligent PDUs designed for high-density AI
workloads, but these tools remain reactive rather than
predictive. SemiAnalysis (2024) presents a proprietary
AI-based data center forecasting model covering over
5,000 facilities; while impressive in scale, it lacks
methodological transparency and is not specialized for
colocation-specific tenant modeling.
On the academic side, research in data center
forecasting has largely focused on aggregate energy
efficiency, thermal management, or short-term load
prediction. For instance, Mughees et al. (2025)
applies deep learning models such as LSTM and
CNNs for short-term power forecasting in GPU-heavy
environments. Broader surveys such as Mekki et al.
(2022) and Zhang et al. (2023) explore AI-driven energy
optimization techniques across smart grid and data
center contexts. Also, we have some transformer-based
models for power estimates in Yet these studies
rarely address the unique characteristics of colocation:
multi-tenant forecasting, long-horizon planning, and
component-specific infrastructure provisioning.
Despite the scale and importance of this problem,
we find no published work that directly tackles
tenant-level, long-term infrastructure forecasting across
power delivery components in colocation facilities.
Most existing models are either aggregate-level or
designed for hyperscale environments with full-stack
control.
Our previous work Zarayeneh et al. (2023) focused
on long-term capacity forecasting in colocation
environments, predicting the magnitude of demand over
fixed future windows using historical customer usage
and a set of macroeconomic indicators. While effective
for estimating how much capacity might be needed,
that framework did not model the timing of expansion
events, nor did it account for historical expansion
patterns explicitly.
In this work, we extend our prior capacity forecasting
framework by introducing a multi-task Transformer
architecture that jointly predicts both the timing
and magnitude of infrastructure expansions at the
level of power delivery domains (PDDs)—the metered
units through which colocation providers monitor
facility-level power demand. While our earlier
model predicted aggregate capacity needs over fixed
intervals, it did not capture historical expansion patterns
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or produce event-level forecasts. We address this
by incorporating explicit temporal signals of past
expansions, expanding our macroeconomic feature set,
and refining sentiment extraction through a sector-aware
keyword taxonomy applied to external news streams.
These enhancements enable more reliable, interpretable,
and actionable long-horizon forecasts for colocation
resource planning under uncertainty.
Our contributions are as follows:

• We develop a dual-task forecasting model that
predicts both expansion event occurrence and
magnitude across metered infrastructure zones.

• We incorporate uncertainty estimation via Monte
Carlo dropout and parallel probabilistic sampling
to enable risk-aware decision-making.

• We demonstrate performance gains on a
real-world, multi-year colocation dataset,
with generalizable application to infrastructure
planning under uncertainty.

3. Method

Our objective is to develop a forecasting model that
can predict both the timing and magnitude of future
customer-specific capacity expansions in colocation
data centers. This requires capturing long-term temporal
patterns, heterogeneous external signals, and the
historical behavior of each tenant. To address this, we
propose a dual-task Transformer-based architecture built
on PatchTST, extended with enriched macroeconomic
and sentiment features and explicit modeling of past
expansions.

3.1. Problem Formulation

Let Xt ∈ RN×D denote the multivariate time
series input at time t, where N is the look-back
window and D is the number of dynamic features
(e.g., utilization history, macroeconomic trends). Each
sequence corresponds to a metered capacity zone or
logical customer-facing entity within a facility. These
may reflect individual tenants, shared power domains,
or coarse customer clusters observable via colocation
telemetry.
We define two targets:

• A binary label yevent
t ∈ {0, 1} indicating whether

a capacity expansion event occurs at future time t.

• A continuous value ymag
t ∈ R≥0 representing

the magnitude of expansion, observable via
provisioning records and infrastructure telemetry.

3.2. Feature Engineering

We design a hybrid feature set combining:

• Customer features: Installed capacity, historical
utilization, prior expansion events, facility type,
customer category.

• Macroeconomic indicators: Inflation,
sector-specific GDP, interest rates, energy
prices, and additional variables beyond those
used in Zarayeneh et al. (2023), such as federal
fund rate and capex sentiment proxies.

• Sentiment features: Extracted using an
improved taxonomy of sector-specific keywords
applied to curated news feeds. We apply a
keyword-guided scoring approach that aggregates
sentiment by industry and maps it to customers
based on their sector tags. To quantify sentiment
in market-related news streams, we design a
multi-stage pipeline that transforms raw text
into calibrated sentiment signals aligned with
supply-chain risk. Data ingestion begins with the
News API, which is queried daily with a curated
dictionary of sector-specific keywords, including
colocation terms, supplier names, and equipment
SKUs. Retrieved articles are normalized by
removing duplicates via URL hashing and
near-duplicate cosine similarity. Preprocessing
steps include lowercasing, punctuation stripping,
lemmatization, and the removal of boilerplate
text to ensure uniform input quality. Cleaned
articles are then processed by a large language
model (LLM) with custom prompting that frames
sentiment analysis in terms of its potential impact
on the data center market (positive, neutral,
negative). For each article, the model produces a
categorical label and a probability vector; we map
labels to numeric values {+1, 0,−1} and scale
them by model confidence to yield a weighted
sentiment score.

• Environmental factors: Local temperature,
humidity, and weather variability.

Static features (e.g., customer type, facility location)
are encoded and appended to the temporal embeddings
post-patching.

3.3. Model Architecture

Our forecasting model builds on the PatchTST
architecture Nie et al. (2022), a state-of-the-art
Transformer-based model for time series forecasting.
PatchTST is well-suited for long-horizon prediction due
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to its patch-wise input representation and ability to
capture both local and global temporal dependencies
efficiently. As shown in Figure 1, the model receives two
inputs: time series data (e.g., utilization, external trends)
and static features (e.g., facility tier, customer sector).
The PatchTST encoder processes temporal inputs, while
static features are embedded and fused with the encoder
output. The combined representation is passed into a
dual-head output: one head predicts whether a capacity
expansion event will occur, and the other estimates the
required capacity magnitude, conditional on the event.

Figure 1. Model architecture overview. Multivariate

time series inputs are patchified and passed through a

PatchTST Transformer encoder. Static features are

separately embedded and fused with the encoder

output. The resulting joint representation is fed into

a dual-head structure: one branch predicts event

occurrence (binary classification), and the other

estimates expansion magnitude (regression).

Probabilistic forecasting is supported through Monte

Carlo dropout and parallel sampling.

To tailor the model to the demands of colocation
infrastructure planning, we introduce three key
architectural extensions:

1. Dual-Head Forecasting Output. We modify the
original PatchTST output head to a multi-task design
with two branches:

• An event prediction head, which outputs the
probability of a capacity expansion event for
a given power delivery domain (PDD) at each
forecast step via sigmoid activation.

• A magnitude prediction head, which estimates
the size of the expansion, conditioned on the
predicted probability of event occurrence.

This design enables the model to learn both the
timing and size of infrastructure demand for

each metered unit—often reflecting a tenant or
customer block—while preserving independence from
application-level visibility.

2. Static Feature Integration. PatchTST was
originally designed for purely temporal inputs. To
incorporate time-invariant context (e.g., facility
location, cooling tier, inferred customer sector), we
introduce a static feature encoder whose embedding
is concatenated with the final temporal representation.
This allows the model to condition its forecasts on
structural and geographic heterogeneity, improving
generalization across different colocation environments.

3. Probabilistic Forecasting Support. We
incorporate uncertainty estimation via:

• Monte Carlo Dropout, activated at inference to
capture epistemic uncertainty,

• PatchTST’s built-in parallel probabilistic
sampling (num parallel samples) to
capture aleatoric uncertainty.

These mechanisms enable the model to produce
confidence intervals for both event probability and
magnitude forecasts. Details are presented in
Section 3.4.

3.4. Uncertainty Estimation

To support risk-aware capacity planning, we
incorporate uncertainty quantification through two
complementary probabilistic forecasting techniques:

1. Monte Carlo Dropout (MC Dropout): We
enable dropout layers during inference and
perform M = 100 stochastic forward passes.
The model outputs a distribution of predictions,
from which we compute the 2.5th and 97.5th
percentiles to construct a 95% confidence interval.
This approach captures epistemic uncertainty
stemming from model variability.

2. Parallel Probabilistic Sampling: We
leverage the model’s built-in capability to
generate N = 100 prediction samples via the
num parallel samples parameter. This
produces parallel forward passes under latent
stochasticity in the decoder or latent space, and
we extract the 2.5th and 97.5th percentiles to
define the confidence interval. This primarily
reflects aleatoric uncertainty inherent in the data.

These methods are applied to both the event prediction
and magnitude estimation heads. For magnitude
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prediction, the output is continuous, and confidence
intervals directly inform upper and lower bounds of
anticipated capacity needs. For event prediction,
although the task is binary, our approach yields a
distribution over predicted probabilities (via sigmoid
activation). By aggregating these predictions, we obtain
calibrated confidence estimates, which support adaptive
thresholding, ambiguity detection, and escalation
policies.
We empirically evaluated the calibration and sharpness
of both uncertainty methods, and compute a weighted
ensemble to balance structural and data-driven sources
of uncertainty. This strategy enables more robust,
risk-aware forecasting of both expansion timing and
capacity requirements.

3.5. Loss Function and Optimization

We formulate our problem as as a multi-task
forecasting objective comprising: (1) binary
classification of expansion events for each PDD,
and (2) regression of expansion magnitudes when such
events occur. The total loss is defined as a weighted sum
of these two components, with task-specific weights
dynamically learned through homoscedastic uncertainty
modeling Kendall et al. (2018).

Event Classification Loss. Let ŷevent
t ∈ [0, 1] be the

predicted probability of a capacity expansion event at
time t, and yevent

t ∈ {0, 1} the ground truth indicator.
The classification loss uses binary cross-entropy:

Levent = −
∑
t

yevent
t log ŷevent

t +(1−yevent
t ) log(1−ŷevent

t )

Magnitude Regression Loss. Let ŷmag
t and ymag

t

denote the predicted and true expansion magnitudes,
respectively. Because magnitude is only relevant when
an event occurs, we apply a conditional mask:

Lmag =
∑
t

yevent
t · (ŷmag

t − ymag
t )2

This ensures that regression loss is computed only for
valid expansion cases.

Uncertainty-Based Loss Weighting. To adaptively
balance the two tasks, we apply uncertainty-based loss
weighting as proposed by Kendall et al. (2018). The
total loss is:

Ltotal =
1

2σ2
cls
Levent+log σcls+

1

2σ2
reg

Lmag+log σreg (1)

Here, σcls and σreg are learnable scalars reflecting
homoscedastic task uncertainty.

Separation of Training and Inference Uncertainty.
It is important to distinguish between task uncertainty
used for loss weighting (during training) and predictive
uncertainty estimated during inference. The former
guides optimization; the latter supports risk-aware
decision-making.

Training and Optimization. We train the model
using the AdamW optimizer with early stopping based
on validation loss. Dropout is used during training
as regularization and reactivated during inference for
epistemic uncertainty estimation. Input time series are
normalized using RevIN to reduce covariate shift across
PDDs, which improves generalization and stability.

4. Experimental Setup

4.1. Dataset Description

We construct a multi-source dataset spanning 10
years (2014–2024) at daily resolution, combining
internal telemetry from U.S. colocation sites with
external macroeconomic and sentiment indicators. Due
to the nature of colocation, we do not have access to
tenant-level workloads. Instead, we define our modeling
units as power delivery domains (PDDs)—metered
electrical entities such as PDU feeds or breaker panels.
Many PDDs are provisioned for a specific customer
or cage and exhibit distinct expansion histories.
In shared infrastructure zones, we model aggregate
behavior. Each PDD record includes time-stamped
power utilization, expansion events, environmental
telemetry (temperature, humidity), and facility-level
metadata (e.g., location, tier). We enrich this with sector
tags inferred from provisioning data.

To model broader macro-contextual influences,
we extract economic indicators from FRED Federal
Reserve Bank of St. Louis, 2025 and TradingEconomics
Trading Economics, 2025, including sectoral GDP,
energy prices, inflation, and interest rates, etc. Feature
selection was guided by domain knowledge derived
from industry reports and expert interviews. Combined,
these inputs support forecasting of expansion events
and magnitudes at the level of PDDs, which reflect
the granularity of power delivery and provisioning in
real-world colocation infrastructure.

4.2. Prediction Task

Our goal is to forecast capacity expansions at the
PDD level. Each model predicts:

• Event occurrence: whether a capacity expansion
will occur in the next 12 weeks.
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• Expansion magnitude: the required new
capacity in kilowatts (kW), conditional on an
event.

We use a rolling-window evaluation setup with a 6-year
training window, 2-year validation window, and 2-year
test window. Input sequences span a 52-week look-back
to capture long-term patterns.

4.3. Baseline Models

While models like Informer or Autoformer are
strong baselines for single-task time series regression,
we do not include them for a direct comparison. Our
framework is uniquely multi-task, forecasting both
event occurrence and magnitude, and it integrates
heterogeneous temporal and static features. Adapting
these architectures for a fair comparison with our hybrid,
multi-task design would constitute a separate line of
research. Therefore, we compare our approach against
the following baselines:

• ARIMAX: Classical autoregressive model with
macroeconomic covariates, trained per PDD for
magnitude only.

• LSTM: Two independent single-task LSTMs for
classification and regression, trained separately.

• Dual-head LSTM: Multi-task LSTM with shared
encoder and separate heads.

• PatchTST (vanilla): The original PatchTST
model Nie et al. (2022) without static features,
dual-task capability, or uncertainty estimation.
Event prediction is not supported.

• Ours: Dual-head PatchTST with static feature
integration, macroeconomic and sentiment
enrichment, and probabilistic forecasting.

All models are trained using the same data partitions
and tuned via grid search. Early stopping is applied
using validation loss.

4.4. Evaluation Metrics

We report performance for both classification and
regression tasks.

Event Prediction. We use F1 Score as the primary
metric. Due to event sparsity, accuracy is less
informative. F1 balances precision and recall, capturing
both false positive and false negative impacts on
operational planning.

Magnitude Estimation. We use Mean Absolute Error
(MAE), reported in kilowatts. MAE is robust to
outliers and directly interpretable within the context of
infrastructure provisioning. Unlike RMSE, it does not
disproportionately penalize rare large expansions.

4.5. Quantitative Results

Table 1 summarizes the performance of all models
across both tasks: expansion event classification and
magnitude forecasting. For event prediction, F1 Score is
used to reflect robustness against class imbalance, while
Mean Absolute Error (MAE) in kilowatts is used for
magnitude estimation.

PatchTST (vanilla) does not support binary
classification natively, so only MAE is reported for that
model.

Figure 2 shows F1 scores across models,
highlighting the substantial improvement offered
by our dual-head architecture. Our method achieves an
F1 score of 0.78—outperforming the dual-head LSTM
(0.66) and ARIMAX (0.52)—demonstrating superior
detection of rare but critical expansion events with
minimal false positives.

Figure 3 visualizes magnitude forecasting accuracy.
Our model yields the lowest MAE at 59.7 kW, falling
well below the operational risk threshold of 100 kW.
This level of accuracy enables proactive planning
with sub-rack precision, significantly outperforming
baselines such as Dual-head LSTM (201.3 kW) and
ARIMAX (289.4 kW).

Table 1. Forecasting performance across models for
event prediction and magnitude estimation.

Model Event F1 Score ↑ MAE (kW) ↓
ARIMAX 0.52 289.4
Dual-head LSTM 0.66 201.3
PatchTST (vanilla) — 109.5
Ours 0.78 59.7

PatchTST (vanilla) does not include an event classification head; F1
score not applicable. MAE is computed only on true expansion
events (yevent

t = 1).

4.6. Operational Interpretation

To assess practical relevance, we align MAE values
with real-world planning thresholds:

• < 100 kW: Operationally acceptable (e.g.,
sub-rack to single rack).

• 100–200 kW: Risky—requires buffer planning.

• > 200 kW: Operationally hazardous—may result
in stranded capacity or rushed upgrades.
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Figure 2. F1 Score for expansion event prediction

across baselines.

Figure 3. MAE comparison for magnitude

prediction. Dotted lines represent colocation planning

thresholds: MAE below 100 kW is acceptable, while

errors above 200 kW may lead to stranded capacity.

Our model achieves 59.7 kW MAE—well within
the sub-rack range. PatchTST (109.5 kW) falls
into a buffer-risk category. Dual-head LSTM (201.3
kW) and ARIMAX (289.4 kW) exceed operational
risk thresholds. These results highlight the value of
modeling temporal patterns, expansion history, and
external signals in unified multi-task forecasts.

4.7. Feature Importance and Interpretability
Analysis

To provide a deeper understanding of our model’s
decision-making process and to address the need
for operational transparency, we conducted a feature
importance analysis. The results, summarized in
Figure 4, show the relative impact of each feature on
our capacity forecasts. We employed SHAP (SHapley
Additive exPlanations) to attribute the model’s output to
each input feature, providing a localized and consistent
measure of a feature’s impact on a specific forecast.

Our analysis revealed several key insights:

• Historical Utilization: This was consistently the
most dominant feature, particularly for predicting
the timing of expansion events. The model
heavily relies on past power draw and utilization
trends to identify patterns that precede expansion.

• Prior Expansion Events: The history of previous
expansions for a given PDD was found to be
the second most important driver. This suggests
the model has learned the behavioral patterns
of customers who have a history of frequent or
predictable capacity upgrades.

• GDP sector, Inflation, and Interest Rate: These
macroeconomic signals played a significant role
in influencing the magnitude of forecasted
expansions. The GDP sector was the most
influential, serving as a robust indicator of broad
industry-wide growth. Inflation and Interest
Rate were also found to be important, particularly
during periods of economic volatility, as they
often correlate with shifts in capital expenditure
and market sentiment.

• Sentiment Features: The sentiment signals,
particularly in the tech and finance sectors, were
found to have a moderate but notable impact.
Their importance was often higher than that of
general macroeconomic signals, indicating their
value as a leading indicator for shifts in demand
that were not yet reflected in power utilization
data.

This analysis confirms that our model is not a black
box; it learns a nuanced hierarchy of feature importance
that aligns with domain expertise. By providing these
insights, we enable colocation providers to not only
trust the forecast but also understand the core drivers
behind it, allowing for more informed and transparent
decision-making.

4.8. High-Level Cost-Benefit Analysis

To contextualize the practical value of our accuracy
improvements, we translate model performance into
financial terms. As reported in Section 4.6, our
framework achieves a Mean Absolute Error (MAE)
of 59.7 kW, substantially below the operational risk
threshold of 100 kW and significantly outperforming
baselines such as the Dual-head LSTM (201.3 kW)
and ARIMAX (289.4 kW). In practical terms, a 200
kW forecasting error typically requires provisioning
an additional utility-scale PDU or generator module,
which can cost between $250,000–$500,000 per
unit depending on site configuration and redundancy
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Figure 4. Feature Importance. This bar chart shows

the relative impact of the top six most important

features on the model’s output. Historical utilization

and prior expansion events are the primary drivers,

while external features provide important contextual

information.

requirements. Reducing the average error to 59.7 kW
therefore avoids one unnecessary expansion module for
roughly every three to four events, yielding savings of at
least $250K per misforecast avoided.

Beyond direct capital expenditures, improved
forecast accuracy reduces stranded capacity risk, where
unused but procured infrastructure leads to idle capital.
Industry estimates suggest that stranded capacity ties
up 10–15% of annual infrastructure budgets, which
for large operators managing $100M+ yearly capex
translates to $10–$15M in opportunity cost. By
narrowing forecast uncertainty bands and aligning
expansions with actual demand, our model enables
redirection of this capital into productive capacity.

On the operational side, improved event detection
(F1 = 0.78 vs. 0.66 for the dual-head LSTM)
lowers the likelihood of unplanned expansions that
force expedited procurement. Rush orders often incur
20–30% cost premiums and can extend lead times,
amplifying downstream delays. By reliably signaling
expansions 12 weeks in advance, our model reduces
reliance on expedited procurement, thereby lowering
both direct costs and schedule risk. Taken together,
these benefits demonstrate that the observed forecasting
accuracy gains are not only statistically significant
but also translate into multi-million-dollar savings and
reduced operational risk for colocation providers.

5. Conclusion

This paper presented a multi-task Transformer-based
framework for long-range forecasting of capacity
expansions in colocation data centers. By modeling
both the timing and magnitude of future expansions at

the level of power delivery domains, our approach
addresses a critical challenge in infrastructure
planning: forecasting under partial observability.
Built on PatchTST, our model introduces a dual-head
architecture, static feature fusion, and probabilistic
forecasting via Monte Carlo dropout and parallel
sampling. Empirical results demonstrate substantial
improvements over classical and deep learning baselines
in both event prediction and magnitude accuracy, with
performance interpreted in the context of operational
thresholds.

In future work, we plan to extend the framework
along several directions. First, we aim to integrate
multi-resolution temporal features (e.g., daily, weekly,
monthly) to better capture both seasonal dynamics and
abrupt market shifts. Second, we will explore structured
graph representations of colocation infrastructure to
explicitly model interdependencies between power
zones and supply chain nodes. Third, we intend to
apply causal inference techniques to disentangle the
impact of exogenous events (e.g., economic shocks, AI
deployment surges) from endogenous demand signals.

Beyond methodological extensions, deploying this
framework in a real-world production environment
requires addressing significant MLOps and data
infrastructure challenges. We will focus on developing
robust data pipelines to handle heterogeneous data
streams, such as high-frequency financial indices,
unstructured news feeds, and internal DCIM or
procurement data, in near real-time. This integration
will leverage distributed streaming frameworks and
metadata stores to ensure the robustness and scalability
needed for operational deployment. We will also
conduct a formal sensitivity analysis to assess the
model’s robustness to noisy or missing data. This
is particularly critical for external features like news
sentiment and macroeconomic indicators, and it will
provide further confidence for operational deployment.

To sustain model performance, future enhancements
will include automated monitoring and retraining.
We will implement data validation layers to detect
anomalies and drift detection modules to identify shifts
in data distributions. This will enable automated
retraining workflows orchestrated by MLOps platforms.
Finally, we will explore integrating the model’s output
with existing DCIM and procurement platforms via
secure APIs, allowing the framework to actively
recommend capacity buffers or trigger purchase orders.
This would close the loop between prediction and
operational decision-making, transforming the model
from a research tool into a key component of a
data-driven infrastructure planning system.
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