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Abstract

We propose a Long Short-Term Memory (LSTM)
-based autoencoder model for multivariate time
series anomaly detection that incorporates contrastive
learning tailored to time-series characteristics. By
leveraging contrastive representation learning, the
model effectively pulls normal data closer to the original
representation while pushing anomalous data further
away, enhancing detection performance. To generate
positive and negative pairs, the model applies time
series-specific augmentations by sampling overlapping
segments, preserving contextual integrity. It combines
both instance and temporal contrastive learning to
capture richer representations. Training is guided
by a joint loss function that integrates weighted
contrastive loss with reconstruction loss. Experimental
results demonstrate that the proposed method improves
F1-score by 2–6% over baseline models. This
work highlights that even with a simple LSTM-based
autoencoder architecture, significant gains in anomaly
detection can be achieved by incorporating contrastive
learning strategies suited for time series data.

Keywords: Anomaly Detection, Contrastive
Learning, Time Series, Autoencoder, Representation
Learning

1. Introduction

Time series data is generated and recorded across
various industrial and commercial environments. For
example, data streams from sensor networks in
manufacturing systems, transaction flows in financial
services, and monitoring systems that track illegal
gambling and other suspicious activities. Anomaly
detection represents a critical application of time

series analysis, automatically identifying abnormal
patterns and events across diverse domains. By
detecting outliers promptly, organizations can rapidly
identify system errors to improve production efficiency
in manufacturing, uncover fraudulent transactions in
financial services, and enhance cyber-resilience across
critical infrastructure systems.

In the past, statistical methods such as 3-sigma
and ARIMA were mainly used to detect outliers, but
such traditional techniques currently have limitations in
ensuring good performance due to the characteristics of
time series data.

Data Complexity As industrial systems have
grown in scale, datasets have become increasingly
high-dimensional and large. Traditional methods suffer
from the curse of dimensionality(Choi et al., 2021),
struggling to identify meaningful patterns and variable
correlations in such complex data.

Time Dependency Time series data exhibits temporal
dependencies where previous observations influence
subsequent ones. Statistical methods typically require
converting time-dependent series into stationary ones,
adding complexity to the analysis process.

In other words, for the reasons mentioned
above, traditional statistical methodologies have
limitations because they do not meaningfully interpret
high-dimensional time series data and preserve
time dependency. In addition, in actual industrial
environments, datasets are imbalanced as abnormal
data appears very rarely and labels of data are often
unavailable(Jiao et al., 2022). Therefore, a deep
learning model based on unsupervised learning is
emerging for anomaly detection of multivariate time
series data(G. Li & Jung, 2023).
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The main idea of the deep learning-based time series
anomaly detection model is to generate data similar to
the original data by putting data into a model that has
learned only the characteristics of normal data, and then
determine whether there is an abnormality by using an
error between the original data and the reconstructed
data. Since the model was trained only with normal data,
it is premised that when abnormal data is entered into the
model, it cannot be reconstructed similarly to the normal
original data. Therefore, an autoencoder or a generative
model such as Generative Adversarial Networks(GAN)
or Variational Autoencoder(VAE) is used in this issue.

In this paper, to detect outliers in multivariate time
series data, we propose the expanded Long Short-Term
Memory(LSTM)-based autoencoder that can address the
complexity and temporal dependency of time series
data. The proposed model is a structure combining
autoencoder with contrastive learning, and as a result,
it can better learn the representations from the original
data and make abnormal data more distinguishable from
normal data.

2. Related Work

2.1. Time Series Anomaly Detection

In order to solve the time series anomaly detection
problem, traditional statistics-based techniques were
used in the past, but recently, deep learning techniques
have been used. Since there are more cases where data
used in anomaly detection has no label, unsupervised
learning-based research is being actively conducted.

Traditional machine learning techniques can be
largely classified into methods such as clustering-based,
density-based and ensemble-based methods. First,
when time series data is mapped to a multidimensional
space, the clustering-based method classifies data
samples that are far from the center of the predefined
cluster or that are less likely to belong to the
cluster as outliers. K-means, One-Class Support
Vector Machine(OCSVM)(Wang et al., 2019) and
Support Vector Data Description(SVDD)(Liu et al.,
2013) are the representative methods. For example,
in K-means-based anomaly detection, data points
belonging to sparsely populated clusters are classified
as outliers.

Local Outlier Factor(LOF)(Breunig et al., 2000),
one of the density-based methods, is a methodology
that determines a reference point as normal when the
density around it is high and as abnormal when the
density around it is low. An ensemble-based method
includes Isolation Forest(Susto et al., 2017), a tree-based
algorithm representing a combined form of multiple

decision trees. All data samples are branched based
on an arbitrary variable, and the average level from the
root node to the node to which each data belongs is
calculated. Since abnormal data is easily isolated during
the branching process, it is a method that considers data
with relatively short levels as outliers.

As data from various industries continues to
grow in scale, deep learning–based approaches capable
of handling high-dimensional input have become
increasingly important. A common principle underlying
many of these methods is that when there is a
large discrepancy between the original data and its
reconstruction, the input is judged to be an anomaly.
2.1.1. Time Series Anomaly Detection with Deep
Learning This approach relies on the assumption that
models trained exclusively on normal data patterns will
fail to capture the characteristics of abnormal data,
which typically constitute only a small fraction of the
dataset. Consequently, when normal data is provided
as input, the model can reconstruct it with high fidelity
based on learned representations, whereas abnormal
data leads to poor reconstruction and thus higher errors.

Representative deep learning methods for
anomaly detection include autoencoders, GANs,
VAEs, and transformer-based architectures. Among
autoencoder-based models, EncDec-AD(Malhotra
et al., 2016) integrates an LSTM network with an
autoencoder to better capture temporal dependencies in
time series, since a simple autoencoder alone struggles
with sequential information. It is trained to reconstruct
normal data, and anomalies are identified based on
reconstruction errors.

GAN-based approaches include MAD-GAN
and TAD-GAN. MAD-GAN(D. Li et al., 2019)
incorporates LSTM modules into both the generator
and discriminator to model temporal patterns in time
series. The model minimizes both the reconstruction
error between real and generated data, and the
discrimination error between real and fake data. Since
training is performed only on normal samples, the
overall error increases when anomalies are introduced.
TAD-GAN(Geiger et al., 2020) further improves
anomaly detection performance by adding a cycle
consistency loss on top of the standard adversarial
loss, strengthening the model’s ability to distinguish
anomalies.

While VAE shares structural similarities with
autoencoders, its key objective is to estimate a
probability distribution that approximates the input
data. LSTM-VAE(Park et al., 2018) replaces the
feed-forward network of a VAE with LSTM layers,
thereby incorporating temporal dependencies. This
model stores useful features in a latent probability
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distribution and generates reconstructions through a
decoder. OmniAnomaly(Su et al., 2019), an improved
variant, adopts Gated Recurrent Units (GRUs) instead
of LSTMs. More recently, TranAD(Tuli et al.,
2022) leverages a transformer-based encoder combined
with adversarial training, achieving enhanced anomaly
detection performance.

2.2. Contrastive Learning

The performance of machine learning is determined
by the quality of the representation of the data used
for learning. However, in machine learning, the
most important characteristics in the dataset had to
be found through feature engineering. With the need
to solve this hassle and the growth of deep learning,
representation learning, which refers to the learning
method of mapping high-dimensional original data
to a low-dimensional feature vector to extract useful
features, has begun to attract attention.

In particular, contrastive learning is one of the
effective methods in performing representation learning
on unlabeled datasets. This method is to learn by
comparing different data samples, unlike a general
method to learn signals of individual samples(Le-Khac
et al., 2020). The main idea of contrastive learning is
to minimize the distance between similar samples in the
embedded space and to maximize samples that are not.

For example, SimCLR(Chen et al., 2020) is
a framework for contrastive learning. When two
representations are obtained by encoding the augmented
samples, it tries to maximize the similarity between
them by using contrastive loss based on cross-entropy.
However, SimCLR has limitations in directly applying
it to time series data as it is related to image
classification. Accordingly, TS-TCC and TS2Vec were
proposed as contrastive learning techniques which are
suitable for time series data. TS-TCC(Eldele et al.,
2021) is significant in that it is composed of two
stacked contrasting modules, temporal and contextual
contrasting modules, to create robust representations
for time series data. TS2Vec(Yue et al., 2022) noted
that previous models reflect the overall trend of the
time series, but fail to extract the fine-grained level
of representations required for time series problems
that detect or predict anomalies at a specific time
point. To overcome these limitations, this model
uses an augmentation technique that combines random
crop and masking techniques suitable for time series
and performs hierarchical contrastive learning on
representations.

3. Methodology

3.1. Problem Definition

Given multivariate time series data with M variables
for N time, it is divided by the preset sequence length.
Using this as an input value, we intend to deal with
the anomaly detection problem by calculating the outlier
score at a specific timestamp, classifying it as normal if
the score does not exceed the threshold, and abnormal if
it exceeds the threshold. Since obtaining data labels is
extremely difficult in real-world scenarios, unsupervised
learning is performed. The labels of data are used only
for performance evaluation on the learned model.

3.2. Architecture

The proposed model in this paper is based on
the LSTM-based autoencoder and TS2Vec, one of the
contrastive learning techniques. The structure is shown
in the Figure 1.

Overall, it shows the form of an LSTM-based
autoencoder. The main role of the autoencoder is to
learn useful representations in an unsupervised manner
to reconstruct input values well(Bank et al., 2023).
In particular, as the encoder plays a role in creating
a compressed representation by extracting the main
features of the input, this corresponds to a kind of
representation learning. It is assumed that if the encoder
can generate a more sophisticated representation, the
reconstructed value from normal data will become more
similar to the original input value, but the reconstructed
value from abnormal ones will become more distant.

Based on this premise, we tried to improve the
performance by training the encoder part additionally
using contrastive learning. In this study, we propose
a model that combines the basic idea of TS2Vec, one
of the contrastive learning techniques reflecting the
characteristics of the time series, with an LSTM-based
autoencoder. The goal of the model is to minimize the
overall loss, combined with the contrastive loss and the
reconstruction loss, and, as a result, to achieve better
performance in time series anomaly detection.

3.2.1. [phase1] Training encoder using contrastive
loss First of all, the encoder learns meaningful
representations from high-dimensional input data by
performing contrastive learning so that distance between
similar samples is closer and other samples are far away
within the low-dimensional space.
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Figure 1. Model Architecture

Algorithm 1 Training Loop
1: for epoch = 1 to n epochs do
2: model← model.train()
3: for all seq true in train dataset do
4: optimizer.zero grad()
5: seq x← seq true[0]
6: crop l← random(2temporal unit+1, ts l + 1)
7: crop left← random(0, ts l− crop l)
8: crop right← crop left + crop l
9: subseq 1 ← seq x[random start :

crop right][−crop l :]
10: subseq 2← seq x[crop left : random end][:

crop l]
11: subseq 1← timestamp mask(subseq 1)
12: subseq 2← timestamp mask(subseq 2)
13: repr 1← encoder(subseq 1)
14: repr 2← encoder(subseq 2)
15: temporal loss ←

temporal contrast(repr 1, repr 2)
16: instance loss ←

instance contrast(repr 1, repr 2)
17: contrastive loss ← temporal loss +

instance loss
18: seq pred← model(seq x)
19: reconstruction loss ←

L1Loss(seq pred, seq x)
20: total loss← (1−α) ∗ reconstruction loss+

α ∗ contrastive loss
21: total loss.backward()
22: optimizer.step()
23: end for
24: end for

Time Series Random Crop The effectiveness of
contrastive learning highly depends on how positive
and negative pairs are constructed. We employ a
time series random crop technique that extracts two
overlapping subsequences from the input sequence
to generate positive pairs. The crop length is
randomly determined within a specified range, and
the two subsequences are positioned such that they
share overlapping temporal regions. This overlapping
design maintains temporal consistency and prevents
the issue where disjoint subsequences might contain
contradictory patterns unsuitable for positive pair
generation. For instance, given an input sequence of
length 30 with a crop length of 20, the first augmented
sample might use timestamps 5-25 while the second
sample uses timestamps 10-30, creating an overlapping
region from timestamps 10-25. This shared temporal
context ensures that both augmented samples maintain
consistent underlying patterns while still providing
diverse perspectives for contrastive learning.

Timestamp Masking Timestamp masking is a
process of masking a part of a sequence of positive
samples. This masking is applied during the encoding
process and serves as an additional regularization
technique. After obtaining the cropped subsequences,
we apply timestamp masking to each subsequence
independently. This involves randomly selecting a
starting position and setting consecutive timestamps
to zero for a predefined masking length. Applying
masking has the effect of allowing the model to better
grasp the context of the time series because the model
attempts to restore or predict the masked part during
learning. This technique forces the model to learn
more robust representations by reconstructing missing
temporal information.
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Dual Contrastive Learning This step conducts
contrastive learning on the samples generated through
cropping and masking. Unlike general contrastive
learning, this model combines two types of techniques.

The first one is a temporal contrast based on the time
axis. When there are two augmented samples, values at
the same time point are considered as positive pairs, and
values at other time points are considered as negative
pairs. The encoder tries to learn in the direction of
maximizing the similarity of the positive pairs. In other
words, despite being encoded from different augmented
subsequences, representations corresponding to the
same timestamp should maintain similarity in the
latent space. When assuming the index of the input
time series as i and the timestamp as t, r(i, t) and
r′(i, t) are considered as a positive sample. The
temporal contrastive loss can be formulated as below.

loss
(i,t)
temp = − log

exp(ri,t·r′i,t)∑
t,∈Ω

(
exp(ri,t·r′i,t′)+1[t̸=t′] exp(ri,t·ri,t′)

) (1)

The second approach is Instance Contrast, which
treats representations from different instances within the
same batch as negative pairs, excluding positive pairs
from the same augmented source.

loss
(i,t)
inst = − log

exp(ri,t·r′i,t)∑B
j=1(exp(ri,t·r′j,t)+1[i̸=j] exp(ri,t·rj,t)

(2)

By leveraging these two types of contrastive losses
complementarily, the model can consider both temporal
trends and instance-specific characteristics, ultimately
enabling extraction of more meaningful representations.

3.2.2. [phase2] Training overall autoencoder using
reconstruction loss

Total Loss = α∗ Contrastive Loss +(1−α)∗ Reconstruction Loss
(3)

In the [phase 1] process, the encoder is trained
with two types of contrastive learning, and then the
autoencoder is trained using the reconstruction loss. In
summary, the final objective of the proposed model is
to minimize total loss which is the weighted sum of
contrastive loss and reconstruction loss.

3.3. Anomaly Score

The trained model should determine whether the
new time point is normal or not, using the anomaly
score. The anomaly score is mainly calculated based
on reconstruction errors. In the case of models
using multiple autoencoders, the sum of reconstruction
errors is used as outlier scores(Audibert et al., 2020;
Tuli et al., 2022), and in the case of GAN-based

models, the reconstruction error and discrimination
error are normalized and the summed value is used as
scores(Geiger et al., 2020; D. Li et al., 2019).

The Mahalanobis distance is a distance that
considers the distribution of multivariate data and is
used to determine outliers in multivariate data. It has
the advantage of being able to measure the distance by
considering the correlation between variables by using
covariance. Thus, it is an index that measures how many
times the standard deviation of each data point is away
from the center.(Leys et al., 2018)

d =

√
(x− µ)T

−1∑
(x− µ) (4)

This study attempts to calculate an anomaly
score based on the Mahalanobis distance using the
reconstruction error vector. The mean and covariance
matrix are estimated from reconstruction errors, which
are obtained from normal data. In the test stage,
anomalies can be detected by anomaly score at each time
point, according to the Mahalanobis distance formula
based on the previously estimated mean and covariance
matrix. Since the mean and covariance used to calculate
the anomaly score were estimated through normal data,
when abnormal data comes in, it results in a higher
anomaly score than normal data.

error e(i) =
∣∣∣X(i) −X ′(i)

∣∣∣ (5)

anomaly score =
(
e(i) − µ

)T

Σ−1
(
e(i) − µ

)
(6)

3.4. Threshold

If the anomaly score exceeds a predefined threshold,
the value at that point is finally classified as abnormal.
If the threshold is set too high, it may be impossible
to predict anomalies even though it is an actual
abnormal, and if the threshold is set too low, it may
be incorrectly classified as anomalies even though it is
normal data, resulting in inefficiency(Choi et al., 2021).
Therefore, it can be said that setting a threshold is an
important problem in the anomaly detection problem.
The main methods for determining thresholds include
statistics-based techniques, Peak Over Threshold(POT)
algorithms(Siffer et al., 2017), and visualization-based
techniques using histograms(Lu & Lu, 2017). In this
paper, we tried to find an appropriate threshold that can
maximize performance.
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4. Experiments

4.1. Dataset and Baseline

The performance of the proposed model and
baseline models was compared and evaluated using the
SWaT1 and SMD2 datasets, which are widely used in
multivariate time series anomaly detection studies.

SWaT(Mathur & Tippenhauer, 2016) was generated
from a testbed to evaluate the impact of a physical attack
on the water treatment system and is a multivariate time
series dataset consisting of 51 variables. The dataset was
collected for a total of 11 days, of which 7 days were
data that operated normally, and the remaining 4 days
were composed of abnormal data that carried out several
attacks. SMD is a dataset stored by tracking the resource
utilization of a server and was collected from a server
system with 38 sensors. This experiment was conducted
using only the dataset of a specific machine (machine
1-1). As a baseline model for performance comparison,
EncDec-AD and MAD-GAN are used for evaluation.

4.2. Evaluation Metrics

F1-score was used to evaluate performance between
the proposed model and the baselines. Prior to this,
the meaning of Precision and Recall constituting the
F1-score will be described.

Precision is the percentage of what the model
predicts as anomalies that are actual anomalies, and high
precision means that normal data is rarely misjudged
as anomalies. Recall is the rate at which the model
classifies as anomalies among all outliers, and high
recall means that more anomalies were detected without
being omitted. Recall may be more significant in class
imbalance problems such as anomaly detection, but
if the model predicts all values as anomalies, recall
becomes 1 because False Negative is 0, and somewhat
blind results are derived.

Precision =
TP

TP + FP
, Recall =

TP

TP + FN
(7)

F1-score =
2 ∗ Precision ∗Recall

Precision+Recall
(8)

Therefore, we intend to use F1-score, the
harmonized average of the two indicators, as
an indicator of model performance evaluation to
compensate for the shortcomings of each indicator
while considering both goals.

1https://itrust.sutd.edu.sg/itrust-labs-home/itrust-labs swat/
2https://github.com/NetManAIOps/OmniAnomaly

Table 1: Dataset

Dataset SWAT SMD

Features 51(*45) 38(*31)

Train Samples 496800 708405

Test Samples 449919 708405

Anomalies 11.9% 4.2%

4.3. Implementation Details

We conducted experiments using the following
procedure. During preprocessing, we excluded
columns containing only constant values and normalized
remaining features using StandardScaler to ensure
consistent value ranges across variables. We trained
models exclusively on normal data, splitting it into 80%
training and 20% validation sets. For testing, we used
datasets containing both normal and abnormal data.
To ensure reproducible results, we fixed random seeds
across all experiments.

The input sequence length was set to 30 for both
datasets. For sufficient learning, the epoch was set to
200 with Adam optimizer and learning rate of 1e-2. The
batch size of 500 was used for training. Two LSTM
modules were used in the encoder and decoder, and the
embedding dimension in the SWaT dataset was set to
[32, 16] and in the SMD dataset to [16, 8].

Meanwhile, in the case of MAD-GAN among the
Baseline models, training was conducted after applying
PCA to the original data, but in this study’s experiment,
all the preprocessing conditions of the input data were
set identically so PCA is excluded. In addition, the
parameters of the baseline model and the calculation
logic of the anomaly score maintained their own
standards used in each model.

4.4. Main Results

Since optimal hyperparameters differ across models,
baseline performance was evaluated using the best
results obtained from multiple experiments with various
hyperparameter configurations for each model.

Experimental results demonstrate significant
performance improvements across both datasets. On the
SWaT dataset, our proposed model achieved F1-score
improvements of 6.5% over EncDec-AD and 4%
over MAD-GAN. Detailed analysis reveals that this
enhancement primarily stems from improved recall
rates, increasing from 0.67 to 0.73, which means the
contrastive learning approach successfully reduces false
negatives by better identifying actual anomalies that
would have been missed by traditional methods. On
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the SMD dataset, our model showed improvements
of 5% over EncDec-AD and 6% over MAD-GAN,
demonstrating consistent performance gains across
different data characteristics.

Table 2: Overall Performance

SWaT SMD

Model Prec Recall F1 Prec Recall F1

EncDec-AD 0.92 0.67 0.77 0.51 0.62 0.55

MAD-GAN 0.97 0.67 0.80 0.40 0.77 0.54

ours 0.99 0.73 0.84 0.59 0.61 0.60

4.4.1. Weight of the loss function As mentioned in
Section 3.2, the loss function of the proposed model
consists of the weighted sum of reconstruction loss and
contrastive loss. We observed that F1-score increases
as the proportion of contrastive loss increases in the
overall loss function. However, performance degrades
when contrastive loss exceeds approximately 70%. This
indicates an optimal balance where contrastive learning
enhances representation quality without overwhelming
the reconstruction objective. Therefore, we achieved
optimal results when 30% of the total loss consisted
of reconstruction loss and 70% consisted of contrastive
loss, and implemented our experiments based on this
ratio.

Table 3: Effect of Reconstruction and Contrastive Loss

Ratio of Loss SWaT

Rec Loss Contra Loss Precision Recall F1-score

0.5 0.5 0.98 0.67 0.79

0.4 0.6 0.99 0.72 0.83

0.3 0.7 0.99 0.73 0.84

0.2 0.8 0.99 0.67 0.80

4.4.2. Data augmentation techniques for
contrastive learning The table 4 shows that the
crop technique utilized in this model, which considers
time series characteristics, has a positive effect
on model performance, compared to the existing
crop technique that arbitrarily cuts part of the input
sequence. When augmented samples were generated
by extracting subsequences of 0.6 times the original
sequence length from random starting points, the
F1-score was 0.770, which was 6.9% lower than
the proposed model. On the other hand, the crop
technique used in this study was configured to overlap

some sequences between the augmented samples to
maintain contextual consistency between samples and
showed F1-score of 0.839. The 6.9% performance gap
(0.839 vs 0.770) demonstrates that context-preserving
cropping significantly outperforms conventional
random cropping. This validates our hypothesis that
maintaining temporal consistency between augmented
samples is crucial for effective time series contrastive
learning. As random masking technique is additionally
applied to the samples to which the suggested crop
method is implemented, the performance is further
improved. It can be interpreted that random masking
has the effect of learning a more general pattern without
being limited to a specific data point.

Table 4: Effect of data augmentation techniques

Dataset(SWaT) F1-score

Times series crop with Masking(ours) 0.839

Random crop without Masking 0.770

4.4.3. Influence by types of contrastive learning
The proposed model seeks to learn meaningful
representation through two types of contrastive learning
between encoded augmented data.

Existing contrastive learning techniques such as
SimCLR have been mainly studied focusing on
image processing, so it can be said that a kind of
instance contrastive learning technique has been used.
Based on the SWaT dataset, when the model was
trained only with instance contrastive learning like
the widely known technique, F1-score of 0.829 was
derived. However, when training with a combination of
instance contrastive and temporal contrastive learning,
approximately 1% additional performance improvement
was observed. This demonstrates that combining
temporal and instance contrastive learning techniques
is effective for capturing both temporal trends and
instance-specific characteristics, ultimately helping the
model learn more comprehensive representations for
normal time series data. As a result, the proposed model
can detect anomalies more accurately.

Table 5: Performance by contrastive learning types

Dataset(SWaT) F1-score

Temporal and Instance cl (ours) 0.839

Instance cl (only) 0.829

Temporal cl (only) 0.794
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5. Conclusion

This paper proposes an LSTM-based autoencoder
model that integrates contrastive learning techniques
specifically designed for time series characteristics. The
approach demonstrates that significant improvements
in multivariate time series anomaly detection can be
achieved through a relatively simple architecture.

The proposed model operates on the premise that if
the encoder can extract meaningful representations of
normal data through contrastive learning, normal data
will reconstruct more similarly to the original while
abnormal data becomes more distinguishable due to
significant differences from normal patterns.

The model incorporates three key characteristics:

1) Time series-aware data augmentation that
preserves temporal context when generating
samples for contrastive learning

2) Dual contrastive learning that combines temporal
and instance contrast, assuming values at the same
timestamp should remain similar despite different
representations

3) Integration of contrastive learning into the main
training process using a weighted combination of
contrastive and reconstruction losses

Experimental results demonstrate F1-score
improvements of 2-6% over baseline models. This work
shows that anomaly detection models for unlabeled
time series data can guarantee good performance with
relatively simple structures. Our encoder-decoder
architecture provides computational efficiency over
GAN-based approaches while maintaining modular
extensibility for future enhancements.

Future research should include experiments on
various datasets and automatic threshold setting
techniques, as this study focused primarily on
model architecture modifications rather than threshold
optimization methods.
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