Proceedings of the 59th Hawaii International Conference on System Sciences | 2026

Modeling Strategic Drafting in Esports: A Generative Al Approach Using
BERT for Ban/Pick Prediction in DotA 2

Kaiyue Liu

kx14434(@mavs.uta.edu

Samaneh Samiee
The University of Texas at Arlington The University of Texas at Arlington
sxs1682(@mavs.uta.edu

Gavin Chen
The University of Texas at Dallas
gxc240004@utdallas.edu

Abstract

Despite the rapid growth of the video game
industry, particularly in the realm of esports, the
comprehension of the increasingly intricate strategic
behaviors, such as drafting, ban/pick, item builds, and
others, within these competitive environments continues
to be largely neglected. This study proposes the
utilization of generative Al (GenAl) for the purposes of
draft prediction and analysis in esports. We introduce a
BERT-based model to predict ban/pick behavior in
professional DotA 2, trained on 2,295 matches. Our
proposed method not only serves as an innovative and
more accurate framework to predict strategic behaviors
in esports but can also be used to analyze ban/pick
suggestions and identify key interventions, serving as a
tool for practitioners to analyze the metagame. This
work contributes both a methodological advance in
modeling sequential strategic decisions and a practical
[framework that can be extended to other complex multi-
agent behaviors in games.

Keywords: BERT, metagame, strategy, generative Al,
deep learning

1. Introduction

The gaming industry has rapidly developed over the
past two decades, exerting significant influence across
business, social, and technological domains. Within this
context, esports has emerged as a particularly rich and
dynamic phenomenon, more than just entertainment; it
is a complex Information Systems (IS) ecosystem that
tightly integrates people, technology, and organizations
(K. Liu et al., 2025; K. Liu & Samiee, 2025). Esports
platforms coordinate multi-agent interactions involving
players, teams, tournament organizers, game publishers,
and streaming technologies, all mediated through socio-
technical infrastructures. Competition is at the core of
esports; teams that win not only receive prizes but also
gain fame, and the community surrounding the games
cares about esports in terms of spectatorship and
playership. The nature of competition in esports is non-
trivial, involving high-stakes strategic decision-making,
adaptation to evolving game environments, and real-
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time coordination (Chitayat et al., 2024). Yet, despite its
growing economic and cultural relevance, esports
strategy modeling remains underexplored in the IS field.
Scholars called for deeper IS research into esports
highlight its potential to advance theories of digital
ecosystems, multi-agent behavior, and platform
dynamics in complex, rapidly evolving environments
(Ke et al., 2022).

Esports involve complex, competitive, and
evolving strategic behaviors that extend beyond the
formal rules of the game. Players and communities often
refer to this strategic layer as the meta or metagame, a
shared abstraction of what is considered optimal or
dominant at a given time (Kokkinakis et al., 2021;
Thaicharoen et al., 2023). The metagame reflects not
only player strategies but also how these strategies are
inferred and reshaped in response to external changes,
particularly patches that introduce new game
mechanics, balance updates, or characters. These
patches act as interventions in the strategic environment,
prompting shifts in the metagame and often increasing
its complexity (Boluk & Lemieux, 2017; Carter et al.,
2012). Metagames (or strategies) in esports are
complex, evolving, and are the core of the culture and
competition of esports. Despite its central role in
competitive play and community discourse, the
metagame remains underexplored in academic research.
Traditional approaches such as game theory offer useful
but often static frameworks, lacking the adaptability
required to model patch-driven strategic evolution. In
esports, the strategic space is often extraordinarily large,
traditional game-theoretic approaches struggle to keep
up with the scale consider the complexity involved
(Shoham & Leyton-Brown, 2008). Even only
considering the drafting process, a relatively simple
subset of decision making in MOBA games where
teams alternatively ban and pick heroes from a pool over
200 options, the repeated 24 steps of ban/pick introduce
a combinatorial explosion of strategy space. Modeling
such complexity exceeds the practical scope of
traditional game-theoretic approaches, where assigning
meaningful payoff matrices becomes nearly impossible.

Similarly, large-scale simulation methods are still
being developed and face challenges in modeling
nuanced player behavior across metagame shifts
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(Yoshida et al., 2008). On the other hand, simulation
methods require prior knowledge and careful design to
be interpretable and valid (Railsback & Grimm, 2019)
Without explicit knowledge and attention to agents
behavior and structure, simulations risk producing
results that are either meaningless or difficult to
translate into strategic or metagame insights. Although
reinforcement learning can produce strong Al
opponents in esports contexts, such as AlphaStar (Al in
StarCraft 2), or OpenAl Five (Al in DotA 2), they were
not directly helpful in terms of helping analyze or
interpret the metagame. Although human players can
mimic certain Al behaviors, which creates a strategy
inspired by these Al agents, these Al remain rather
black-box-ish, hard to interpret (AlphaGo).
Understanding the metagame is essential, not only
for players and spectators seeking deeper engagement,
but also for professionals aiming to optimize
performance and developers working to balance and
evolve the game. A framework that can both model and
interpret strategic behavior supports these practical
needs while also advancing academic methods for
studying complex digital systems. As such, there is a
pressing need for advanced Al-based methods, such as
attention-based transformer models, to better capture
and predict the dynamic and multi-agent nature of
esports metagames. Games are, at their core, the
aggregation of player behaviors unfolding in a temporal
sequence. We propose that each match or session can be
viewed as a co-constructed narrative, where individual
participants, each acting with their own goals,
perceptions, and heuristics, contribute actions that
collectively generate a single, observable trajectory of
play. Much like a boxing match, which progresses as a
dynamic yet structured series of moves of attack or
defense such as jab, feint, counters, and adaptations that
can be analyzed in retrospect or even predicted based on
context and historical tendencies, esports matches
similarly evolve through sequences of strategic
decisions such as bans, picks, movements, and builds.
Despite being multi-agent and decentralized, these
games produce a shared behavioral timeline. By treating
these strategic actions as discrete tokens forming the
sequences, we can apply modern machine learning
techniques, especially those rooted in natural language
processing, to analyze them as structured data. This
tokenization enables the modeling of strategic behavior
in a way that captures both local decision patterns and
global strategical contexts, offering powerful insights
into the unfolding of competitive dynamics. Such a
framing repositions games not just as systems of static
choices, but as emergent behavioral sequences
amenable to deep predictive and interpretive modeling.
The intersection of game design, game theory, and
game simulation forms a foundational triad or a "holy

triangle" that enables the modeling, analysis, designing,
and refinement of strategic behavior in complex
interactive systems. Game theory provides formal tools
for analyzing optimal decisions; game simulation
enables researchers to explore emergent patterns in
multi-agent settings; and game design grounds these
insights in systems that shape and are shaped by real
player behaviors (Roungas et al., 2019).

In this study, we extend this triangle by introducing
Generative Al (GenAl), specifically, a transformer-
based architecture utilizing multi-head attention blocks
to model and predict behavioral sequences in
competitive esports drafts. By treating strategic actions
as a sequence of discrete decision-making process, our
deep learning approach unveils both a novel application
of GenAl and a powerful analytic tool for strategy
research. Beyond improving predictive performance,
our model enables new forms of interpretability, helping
practitioners and scholars alike understand how player
behavior interacts, investigate metagames with more
advanced tools, and unveil strategic patterns under
common knowledge and abstract metagame. Our
proposed model and framework would contribute align
with a growing call in IS and game studies to leverage
advanced Al to bridge the gap between theory,
simulation, and real-world strategic complexity In this
study, we propose a method to modeling the metagame
through sequence-based generative Al, using a
transformer-based architecture to predict ban/pick
behaviors in DotA and other MOBA games (e.g.,
League of Legends, Overwatch). Table 1 presents a
mapping between identified research gaps and how
DraftBERT addresses them, along with the relevance to
IS research.

Our Research Question:

Can we use GenAl technique to predict the drafting
in esports? Can we use attention layers to reveal
meaningful strategic interdependencies between
drafting rounds? Do the learned embeddings capture
latent strategic relationships between heroes, such as
role similarity, synergy or counterplay patterns?

Gap Draft- IS
BERT Relevance
Prediction No Prediction Modeling
transformer | accuracy of user
attention behavior
Attention No Attention | Interpreta-
interpretabl maps bility of
e modeling rationale user
in drafting behavior
Embedding No Reveal Bounded-
metagame | metagame | rationality
modeling structures of user
behavior

Table 1. Research gaps and DraftBERT
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2. Literature Review

2.1 Esports and metagame

Several esports studies have recognized that the
metagame the community's evolving understanding of
optimal strategies, is a central component of the video
game lifecycle, shaping how competitive dynamics
unfold over time. Kokkinakis et al. (2021) describe the
metagame as a layered system of collective strategic
behavior that evolves in response to gameplay changes,
particularly patches and balance updates. Thaicharoen
et al. (2023) further elaborate this idea by proposing an
ecosystem framework that maps how knowledge about
the metagame propagates among players, developers,
and spectators. Further, Liu et al. (2025) argued that
frequent patching introduces a form of protocological
control that game publishers use to moderate player
behaviors and metagame. While these studies defined
the metagame and emphasized its significance in
structural and social dimensions, they primarily rely on
descriptive frameworks or static analyses and lack the
actual way of modeling the complex real-life metagame.

While some recent studies have attempted to model
strategic behavior in video games using predictive
algorithms or simulation-based frameworks, they often
fall short in interpretability and in capturing the fluid,
adaptive, and context-sensitive nature of the metagame.
For example, LSTM-based models (e.g. Chen et al.,
2021; Inzitari et al., 2022; Shen et al., 2022) predict
drafting sequences in MOBA games but usually lacks of
attention mechanisms; traditional machine learning
algorithms such as random forest (Hong et al., 2020) are
usually context-agnostic, missing the sequential
contexts between past and future drafts of player
adaptations. Other works have applied clustering or
classification techniques to categorize player behavior
(Edey et al., 2014), yet these approaches focus on static
profiles rather than strategic interaction over the drafting
rounds. Even simulation-based frameworks, such as
agent-based models used in tactical games (Yannakakis
& Togelius, 2018), often struggle to generalize beyond
fixed rules or limited strategic space. In contrast, our
study introduces a transformer-based generative Al
model that views draft behavior as a strategic language,
allowing the model to learn long-range dependencies,
conditional structures, and metagame-sensitive decision
patterns. By integrating attention mechanisms,
contextual embeddings, and intervention tools such as
beam search, we move beyond prediction to
interpretation and intervention, modeling not just what
decisions are made but also how strategic reasoning
evolves across matches and patch cycles. This provides
a more expressive and adaptable modeling framework
for examining the real-life complexity of the metagame,

which has been largely lacking in prior literature.
Building on this, our model can incorporate team,
positional, and hero embeddings, numerical
representations of specific draft round, to predict the
next draft given a sequence of past ban/picks. This
enhancement not only allows our model to remain
context-aware but also demonstrates its versatility in
adapting to real-world changes in game dynamics. As a
result, our approach not only learns strategic behavior
with high contextual fidelity but also provides
interpretable mechanisms through attention weights,
embedding spaces, and counterfactual decoding that
help researchers and practitioners describe, track, and
anticipate strategic shifts induced by patching.

2.2 Game theory and simulation

Game theory provides a formal framework for
understanding strategic interactions among rational
agents, where each participant's outcome depends not
only on their own actions but also on the actions of
others. At the core of game theory is the concept of
strategy, a plan of action that accounts for the potential
moves of opponents and seeks to optimize outcomes. In
esports and other competitive digital environments,
strategies not only involve numerous options at any
given round, many repeated rounds, and even hidden
information where the strategic complexity is
tremendous; furthermore, the strategy often evolves
rapidly in response to external changes (e.g., patches)
and community discourse. Game-theoretic approaches,
such as Nash equilibrium and Bayesian games, have
been widely applied to analyze optimal choices in multi-
agent settings, particularly in controlled or well-defined
games. For example, Yoshida et al. (2008) extended
traditional game theory to incorporate the theory of
mind, enabling agents to reason about others' beliefs in
strategic scenarios. Game theory has been widely
applied to explain strategic behavior and inform system
design in digital games and esports. Prior studies have
used non-cooperative game theory to model competition
among players and teams, and to analyze strategic
decision-making under uncertainty (Delalleau et al.,
2012; Yoshida et al., 2008). In esports, game-theoretic
models have been proposed to explore optimal drafting
strategies, team compositions, and even incentive
structures in competitive formats (Vinyals et al., 2019).
These models are valuable in offering formal
predictions and design insights, such as equilibrium
conditions and payoff structures. However, despite their
theoretical elegance, game-theoretic approaches often
fall short in the esports context. The extreme complexity
of the competitive environment, rapid patch cycles, high
variance in player skill, and multi-layered team
dynamics challenge key assumptions of rationality and
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complete information that underpin classical game
theory. In reality, players often operate under cognitive
constraints and rely on heuristic simplified decision
rules based on pattern recognition, social norms, or
learned intuition, especially when under time pressure
or when faced with novel strategies (Gigerenzer &
Gaissmaier, 2011). As such, while game theory provides
a useful starting point, modeling real esports behavior
requires more adaptive, data-driven approaches that can
capture bounded rationality and emergent strategic
patterns beyond equilibrium logic. However, while
game theory offers rigorous insight into idealized
behavior, it often relies on assumptions of complete
information and rationality that may not hold in fast-
paced, real-world environments like esports.

To complement the static and often analytically
constrained models of game theory, researchers have
increasingly turned to game simulation using
computational agents. Simulation allows scholars to
model emergent behavior in dynamic, complex systems,
where strategy is not fixed but evolves over time
through adaptation, learning, and imitation. Agent-
based modeling (ABM) in particular enables the study
of how individual decision rules aggregate into
collective phenomena, including the evolution of
metagames and strategic norms. Prior simulation studies
have argued that integrating game theory and simulation
creates a more comprehensive framework for modeling
strategic systems, offering both prescriptive insights
from theory and the descriptive and exploratory power
of simulation (Roungas et al., 2019). In esports, where
the metagame shifts rapidly and player behavior is
influenced by incomplete information, experimentation,
and patch-induced uncertainty, simulation-based
approaches enable testing hypotheses and forecasting
strategic trends in a more realistic and flexible manner
(Vinyals et al., 2019). This dual use of agents for theory-
driven and simulation-driven insights opens the door for
incorporating Al-based models, such as transformers
and reinforcement learners, that can both predict and
explain strategic actions in competitive games.
Simulation-based approaches have been utilized
extensively to model and understand actor behavior in
complex environments. For example, Park et al. (2023)
introduced generative agents L2M-powered entities that
exhibit believable human-like interactions, planning,
and memory, demonstrating emergent social behaviors
such as organizing events and coordinating actions.
Similarly, Morita and Hosobe (2023) implemented
game agents with biological constraints in Infinite
Mario Bros., producing behaviors perceived as more
human-like by employing mechanisms such as
“confusion” and delay to capture realistic player
responses under complex conditions. These examples
illustrate how simulation can reveal nuanced human

behavioral traits when carefully modeled. However,
transferring such approaches to esports presents major
challenges: the extreme game complexity and rich
strategic context mean simpler agent-based models
often lose critical fidelity, failing to meaningfully
represent drafting dynamics or metagame evolution. On
the other hand, large-scale reinforcement learning
systems, such as OpenAl Five in DotA 2 achieve near-
superhuman gameplay but often act as “black boxes,”
lacking interpretability and offering limited insight into
the evolving metagame. These limitations highlight a
crucial gap: esports require simulations that can both
play at a high level and reveal interpretable strategy
patterns. Our transformer-based generative model
addresses this by producing accurate draft predictions,
interpreting metagame context, and enabling
intervention  analysis, thereby offering both
performance and interpretability in a domain where
neither standard simulations nor RL alone are sufficient.

2.3 Decision-making under bounded and
ecological rationality

While game theory and simulation approaches
provide useful starting points for analyzing esports
strategy, they often rely on assumptions of complete
information and unconstrained rationality that do not
hold in real-world competitive environments. In
practice, esports drafting occurs under significant
cognitive and temporal constraints, where players must
make rapid decisions from a vast combinatorial space of
potential strategies. This aligns with the theory of
bounded rationality, which posits that decision makers
satisfice rather than optimize when faced with limited
information, time pressure, and computational
constraints (Conlisk, 1996; March & Simon, 1993;
Simon, 1955) Within the drafting process, satisficing
manifests through reliance on heuristics such as banning
perceived overpowered heroes or selecting well-
established synergistic pairs that provide good-enough
solutions under conditions of strategic uncertainty
(Gigerenzer & Gaissmaier, 2011). Bounded rationality
therefore provides a theoretical lens for understanding
why drafting decisions are not purely optimal but
instead patterned, adaptive, and amenable to modeling
through data-driven approaches.

Extending this view, the framework of ecological
rationality emphasizes that heuristics are not inferior
substitutes for optimization but are adaptive strategies
whose effectiveness depends on their fit with the
surrounding environment (Gigerenzer et al., 2000;
Gigerenzer & Gaissmaier, 2011; Gigerenzer & Selten,
2002). In esports, the metagame constitutes precisely
such an environment, continually reshaped by balance
patches, evolving competitive norms, and community
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discourse. Drafting heuristics are ecologically rational
because they exploit recurrent structural features of this
environment, enabling teams to remain competitive as
the metagame shifts. By modeling drafting as a
“strategic language,” our transformer-based approach
operationalizes these theoretical perspectives: attention
weights  illuminate  the  boundedly  rational
interdependencies between picks and bans, while
learned embeddings reveal ecologically rational
adaptations to evolving metagame conditions. This dual
grounding situates our contribution not only as a
methodological advance but also as a theoretically
informed account of how actors navigate strategic
complexity in digital ecosystems.

2.4 Sequence and transformers

Sequential models have long been central to
modeling behavioral patterns in digital and competitive
environments, with deep learning architectures such as
Recurrent Neural Networks (RNNs) and Long Short-
Term Memory (LSTM) networks forming the
foundational  lineage for handling temporal
dependencies (Hochreiter & Schmidhuber, 1997). In
esports, LSTM-based models have been applied to
predict ban/pick sequences, capturing how past
decisions influence future selections and revealing
patterns in strategic drafting behavior (Shen et al.,
2022). More recently, transformer-based models, such
as BERT, have demonstrated superior performance in
sequence modeling by using self-attention mechanisms
to capture long-range dependencies without recurrence
(Devlin et al., 2019). In our study, we build on this
lineage using a BERT-like transformer to model draft
behavior in DotA 2. This framework enables
interpretability through its attention layers, which
highlight influential prior actions; its embeddings,
which encode strategic context such as hero synergy;
and its use of beam search, which facilitates intervention
analysis by simulating counterfactual draft sequences.
Together, these components position the transformer
not only as a predictive engine but also as a generative
and analytical tool for understanding evolving strategic
behaviors in esports.

3. Method

To model strategic behavior in esports, we focused
on a well-defined process in professional MOBA
games, drafting. Drafting is a turn-based phase before
the game in which teams in turn ban and pick certain
game features (heroes, champions, or in RTS, maps) to
facilitate their own strategy or disrupt the enemy’s. For
example, teams may pick heroes with synergy, choose
counters to enemy strategies, or ban key heroes to

interfere with the other team’s plans. This drafting
process can be seen as a process of two teams co-
generating the “sentence” (game) which is a collection
of sequential “tokens” (actions) together, where each
token represents a specific hero being banned or picked.

To train our model, we collected the dataset, and
defined our tokenizer to tokenize the selected aspect of
game behavior (ban/pick drafting) into tokens; we then
defined our BERT model structure, and the training
procedure given the volume of our dataset and the size
of our vocabulary. After training, we evaluated our
model’s performance with token-by-token generation
accuracy on test set and compared our results with our
baseline Random Forest classifier. With the trained
model, we predicted draft sequences in a test set and
illustrated interpretability through attention
visualizations and hero embedding clusters. This
allowed us to explore how strategic insights can be
drawn from model behavior.

We collected our match data using the OpenDota
API. We focused on tier 1 professional leagues
(tournament) game due to the higher quality of
competition, and the clearer expression of metagame.
Unlike public matches where drafting can be more
random and uncoordinated, professional games are
highly planned out and their drafting reflects the
deliberate strategic planning. We manually queried and
downloaded the most recent tier 1 professional
tournament matches, all the way back to 2024, resulting
in 2,295 matches from OpenDota API. The pick bans
field includes all the ban and pick actions in a list. Each
draft action specifies its round number, team id,
ban/pick action type, and involved hero id. As patches
may change the round structure of ban/pick order
between the two teams, we included the position
encoding of team id and round number, to capture that
information for our BERT model. Since our model does
not include patch version information or game updates
as embeddings, it may struggle to capture version-
specific metagame shifts, especially when changes
occur across patches. To mitigate this, we limited our
dataset to recent tournaments from 2024-2025, resulting
in 2,295 games. Given that metagame shifts typically
occur gradually, this narrower time window helps
reduce the endogeneity introduced by major patch
changes.

Since the game we selected, DotA2, currently has
126 unique heroes, which makes it in total 252 unique
tokens accounting for both ban and pick actions,
combined with the special tokens of [MASK], [CLS],
[SEP], and [PAD], in total our vocabulary size is exactly
256. We manually built this vocabulary where 0-125
represent hero picks, 126-251 represent heroes bans, and
252-255 are reserved for the special tokens. Given the
relatively small dataset of 2,295 matches, we opted for
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a lightweight model configuration. We set the
embedding size to 128, with 4 attention heads and 4
transformer layers. The hidden size for the feedforward
network (MLP) is 512. This configuration is modest and
standard, balancing model expressiveness with the risk
of overfitting. We used a train/validation/test split to
monitor generalization during training.

We trained our model using the standard Masked
Language Model training process, where each time 15%
of the tokens are masked out, and our BERT learns how
to fill the blank. We passed our data to the model for as
many epochs as possible before overfitting patterns
show. In the end, we kept the best model performed on
the validation set. We then evaluated our model on test
set token-by-token prediction accuracy.

However, token-by-token prediction is not the only
use case for our model. By analyzing the model’s
predicted probability distribution over possible tokens,
counterfactual analysis can be conducted to hypothesize
how a different ban or pick might have influenced the
trajectory of the draft. This provides a practical toolkit
for players and analysts to explore strategic variations
by swapping specific draft actions and observing how
the model's predictions shift (S. Liu et al., 2024). In this
way, the model’s top-k output is not just about accuracy,
it also reflects a distribution over plausible strategic
options, helping us understand how likely or surprising
certain picks or bans are in context. Table 2 compares
DraftBERT with alternative modeling approaches,
highlighting their properties in terms of accuracy,
embedding capability, attribution, metagame modeling,
interpretability, and extendibility.

Model Draft- Random Bi-
BERT Forest LSTM
Accuracy best moderate | variable
Embedding v X optional
Attribution N4 limited X
Metagame NG X X
Interpretability v X X
Extendibility N4 X limited

Table 2. Model comparison

In the following section we will discuss our results
of the prediction and evaluation, and discuss the
interpretation of attention layer and embeddings.

4. Results
4.1 Prediction

With our trained model, we evaluated its ability to
predict drafting sequences in professional DotA 2

matches. We used a token-by-token prediction setup,
where each token in the draft sequence is masked one at

a time and the model is tasked with predicting it. We
report both top-1 and top-k accuracy and compare with
our baseline Random Forest model. While top-1
accuracy reflects how well the model learns from the
training data, top-k accuracy provides a more realistic
performance measure, especially given the nature of the
metagame, where multiple viable picks can exist at any
given draft position.

In this context, top-k accuracy (with k = 1, 3, 5)
provides a practical way to evaluate whether the model
includes a reasonable and contextually appropriate hero
within its top predictions. These values reflect the
realistic drafting space, where teams often consider a
short list of potential options. We report top-1, top-3,
and top-5 accuracy to highlight how effectively the
model recalls these viable choices, balancing precision
with strategic flexibility. Table 3 shows the top-k
accuracy of our DraftBERT model compared to a
Random Forest baseline. To analyze performance
across different phases of the draft, we aggregated
results into early (Rounds 1-8), mid (Rounds 9-16), and
late (Rounds 17-24) stages.

Position Random Forest DraftBERT
Top-k | k=1 | k=3 | k=5 | k=1 k=3 | k=5
All 7% 15% | 21% | 19% | 38% | 49%
1-8 9% | 20% | 27% | 29% | 53% | 66%
9-16 5% 12% | 16% | 15% | 34% | 45%
17-24 | 7% 15% | 20% | 13% | 27% | 37%

Table 3. Test set top-k accuracy by rounds

Position k=1 k=3 k=5

1 27% 49% 61%

2 42% 65% 73%

3 38% 66% 76%

4 22% 42% 55%

Table 4. Test set first 4 position accuracy
(DraftBERT)

Our model achieves strong top-k accuracy across
all stages of the draft, especially compared to the
context-agnostic of RF model baseline. In professional
games, strong options that are key strategic piece in
current metagame are often contested early on, and our
model demonstrates particularly high accuracy in early
rounds of picks. The highest prediction accuracy occurs
at positions 2 and 3, immediately following the first ban.
This makes sense, once the first ban reveals initial
strategic intent, the next two bans are highly dependent
on that choice and can be inferred by later drafts. Our
DraftBERT model can capture and learn this
dependency, highlighting its ability to model the
intricacy of metagame, especially the hotspot ban/picks
early on.

As the draft progresses into mid and later phase,
where strategies tend to diversify and teams adapt, the
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prediction task becomes more difficult and complex,
and our model having relatively lower accuracy
compared to the earliest rounds. Despite this, our model
continues to perform well in rounds 17-24, showcasing
its ability to model long-range dependencies where
earlier actions influence later choices and, crucially,
where later bans and picks are often the result of setup
moves made earlier. This ability to track the evolving
draft context highlights the model's robustness and
strategic awareness. This performance is especially
notable given DotA 2’s balanced and versatile hero
pool, where many heroes can fulfill multiple roles.
Compared to a traditional machine learning baseline
model like Random Forest, our model DraftBERT
significantly outperforms across all draft stages. These
results support our claim that strategic behavior in
esports can be heuristically modeled using masked
language model architecture. Despite our best efforts,
we were not able to reproduce state-of-the-art accuracy
using LSTM/Bi-LSTM models. Our trained Bi-LSTM
model performed consistently poorly, scoring only top-
1 accuracy 0.7%, top-5 accuracy merely 3.5%. Their
poor accuracy likely stems from the difficulty of
modeling long, sparse draft sequences without the self-
attention and contextual embeddings learned by
transformer architectures.

Beyond accuracy, our model outperforms prior
work, such as Bi-LSTM models used in League of
Legends draft prediction (Chen et al., 2021; Inzitari et
al., 2022) in interpretability. The attention layers and
token embeddings in our model encode meaningful
strategic structure, allowing researchers or practitioners
to inspect decision salience, synergy clusters, and
counter-pick patterns. Furthermore, the architecture is
extensible; by fine-tuning with additional classifier
heads, the same model can potentially predict draft
quality, win probability, or even player-specific
behavior. In this way, DraftBERT is not only more
accurate, but also more versatile, more insightful, and
better aligned with the real-world complexity of esports
strategy.

4.2 Attention

The attention mechanism in our model offers a
powerful lens to explore strategic relationships between
draft actions. Since attention weights reflect which
tokens the model “looks at” when making a prediction,
they can help reveal which picks or bans are influencing
later decisions, highlighting potential synergy, counter-
picks, or structural patterns in drafting behavior. For
example, we can observe whether a particular pick
draws strong attention from earlier bans, or whether
late-round core picks attend to early support picks.
Notably, these patterns emerge entirely from

unsupervised learning, no explicit strategic labels or
hero metadata were provided. Despite this, the model
learns to focus on meaningful relationships purely
through its training objective. While attention patterns
are not always perfectly interpretable, they provide
useful heuristic insights for both practitioners and
researchers aiming to analyze complex strategic
behavior in esports drafts.

Our BERT-style architecture uses 4 attention layers
with 4 heads per layer. In our analysis, we average the
attention weights across all heads in the final layer,
which tends to produce the most interpretable and
focused attention distributions. In the following
examples, we visualize these averaged attention weights
from selected test games to illustrate how DraftBERT
models strategic influence across different stages of the
draft.

[] Token Attention Received - Last Layer (Avg Heads)

ban_Bristleback (T1)
ban_Ancient Apparition (T0)
pick_Axe (T0)

pick_Centaur Warrunner (T1)
pick_Outworld Destroyer (T1)

ban_Templar Assassin (T1)
ban_Keeper of the Light (T0)
pick_Morphling (T1) 4
ban_Dark Seer (T1) 1
pick_Storm Spirit (T0) 1
pick_Ogre Magi (T0) 1
pick_Nature's Prophet (T0) 1
[SEP] (TO) 1
pick_Terrorblade (T0)
ban_Beastmaster (T1)
[CLS] (T0) 4
ban_Tidehunter (T1)
pick_Pangolier (T1)
ban_Naga Siren (T0)
pick_Phoenix (T1) 4
ban_Timbersaw (T0)

ban_Ember Spirit (TO)

ban_Puck (T0)

ban_Doom (T1)

ban_Elder Titan (T0)

ban_Underlord (T1)

=] o ~ m

Figure 1. Total attention by token

The above is an attention map from a selected
game. The bar plot in figure 1 showcases the total
attention received by token, illustrating the concept of
“situational pick/ban”, where those are the conditional
pick/ban that based on the other drafts. In this example,
bans receive the most attention, which makes sense:
early-round bans happen consecutively and tend to
define the strategic direction or "theme" of the game’s
metagame. Picks like Axe, Centaur Warrunner, and
Outworld Destroyer received high attention scores,
suggesting they were key reactive choices, potentially
game-changing, depending on the context. In contrast,
heroes like Pangolier and Terrorblade drew less
attention, suggesting they were more interchangeable or
flexible within the draft strategy.

The attention heatmap below (figure 2) highlights
specifically the blocks and completion of the drafts
between rounds. For example, the Axe pick was
strongly dependent on the bans of Underlord and
Beastmaster, implying that the pick were highly
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dependent on the prior bans. Similarly, the Outworld
Destroyer pick shows strong attention toward earlier
bans on Ember Spirit, Puck and Storm Spirit, all popular
midlane picks, suggesting that Outworld Destroyer
might have been a secondary option once those were
removed. Since our DraftBERT model was trained
solely on drafting data, these attention weights reflect
draft-focused reasoning. However, if we trained on
win/loss outcomes, the model might reveal even deeper
strategic relationships beyond pick/ban dynamics.
These findings demonstrate that attention not only
support prediction but also opens new pathways for
analyzing strategic structure in complex, multi-agent
environment like esports, highlighting the versatility
and extendibility of our proposed DraftBERT.

] Attention Heatmap - Last Layer (Avg over Heads)

pick_Ogre Magi (T0)
pick_Natu

4.3 Embedding

While attention mechanisms highlight where the
model focuses during prediction, token embeddings
reveal how the model conceptually organizes
information. In our model, two types of learned
embeddings offer complementary perspectives. First,
the static token embeddings represent each hero’s
general strategic identity, capturing inherent roles and
tendencies regardless of draft context. Second, the
contextualized hidden states reflect how these roles
evolve in response to specific draft configurations,
dynamically encoding situational relevance and
synergy. Though less immediately interpretable than
attention maps, these embeddings contain key
information which enable deeper analysis through
dimensionality reduction, clustering, and similarity
mapping, revealing latent structures in drafting behavior
and strategic intent.

Figure 3 below presents a DBSCAN clustering of
our token embedding space. Interestingly, embeddings
of heroes with similar strategic roles tend to cluster
together. In the top-left corner, we observe distinct
clusters corresponding to position 2 and position 3
heroes, with the position 1 cluster situated just below
them. This reflects the structured understanding our
model develops around core roles. Given the dynamic
nature of DotA 2’s metagame, where roles are often
fluid and heroes are flexibly assigned, this embedding
space still captures meaningful nuances. In the lower
half of the figure, support heroes are more scattered into
smaller subgroups, likely due to the wide variety of
utility and support functions they can fulfill across
different drafts. These clusters mirror megtagame
consensus about hero roles and team compositions.
However, as mentioned, a hero’s role can vary greatly
depending on the surrounding lineu, and it’s equally
important to examine the contextualized embeddings
from the model’s last hidden layers, which reflect how
the role of hero shifts depending on the draft context.

t-SNE of DraftBERT Token Embeddings (DBSCAN clustering)
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Figure 3. Stafic embeddings

To explore context-sensitive roles, we visualize
game-specific token embeddings by highlighting picks
and bans from a single match. This perspective reveals
how the model internally represents each drafting action
within the broader strategic flow. In the example game
above (figure 4), heroes fulfilling similar roles,
regardless of team, tend to cluster closely in the
embedding space. For example, Tiny and Dragon
Knight appear near each other despite being on
opposing teams, reflecting their shared function as
position 2 cores in this draft. Similarly, Terrorblade and
Sniper cluster together, signaling their role as position 1
carries. Other formations illustrate not just similarity,
but strategic opposition and response. Pairs like
Underlord and Brewmaster, or Crystal Maiden and
Jakiro, emerge not only from their shared utility-focused
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roles but from the reactive tension between them,
mirroring counterparts locked in a strategic face-off,
each pick a countermove in a game of drafting chess.

t-SNE of Contextual Token Embeddings (Colored by Team, Marker by Action)
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Figure 4. Contextual embeddings

These findings underscore the power of contextual
embeddings in capturing nuanced strategic behavior
within drafting, revealing not just roles, but reactions,
adaptations, and counter-strategies. What’s especially
compelling is that this representational space emerges
organically from the model, without explicit role
supervision. This opens the door to deeper applications:
with additional task-specific heads or fine-tuning
objectives, the same backbone could be adapted to tasks
like counter-pick recommendation, team composition
evaluation, or simulating draft trajectories. In the
discussion that follows, we reflect on our results and
discuss our contributions.

5. Discussion

Our results demonstrate a substantial improvement
over the baseline models, showcasing the power of
transformer-based  architectures and  attention
mechanisms in modeling draft behavior in esports.
Unlike traditional, context-agnostic approaches, or even
sequence models like LSTMs lacking embedded
strategic ~ knowledge, our model leverages
contextualized token representations and attention to
produce accurate and interpretable predictions. This
suggests that masked language modeling can be a
powerful tool not only for language, but for modeling
structured decision-making and strategic flow.

Importantly, our model doesn’t merely predict
better, it also offers meaningful interpretability.
Attention layers highlight interdependencies between
picks and bans, while learned embeddings reflect the
nuanced roles and synergies between heroes. Compared
to the daunting challenge of manually modeling esports

metagame through game theory or static heuristics, our
framework learns these structures directly from data.
This makes it adaptable, extensible, and highly relevant
for practical applications. The implications go beyond
esports. Our transformer-based framework for modeling
strategic behavior has cross-domain potential. For
example, in fields like business strategy, team-based
decision-making, or even behavioral economics. The
general structure of tokenized actions, contextualized
embeddings, and interpretable attention could be
applied to any sequential decision process with
dependencies and roles.

For practitioners, especially in esports, the model
provides both a prediction engine and a powerful tool
for post-hoc analysis. Players, coaches, and analysts
could use it to explore draft compositions, predict
strategic counterpicks, or analyze different scenarios.
Game developers could also consider incorporating
such models into tools like DotA Plus, offering
generative Al-backed analytics as in-game support for
premium users.

Finally, DraftBERT is highly extendable. With
additional task-specific heads, it could support
downstream tasks like win/loss prediction, itemization
forecasting, or counter-strategy recommendation. Its
learned representations: embeddings, attention maps,
and hidden states, can serve as a backbone for larger,
multimodal models. And as an unsupervised model, its
interpretability offers a step toward explainable Al in
complex decision domains.

6. Limitation

Due to constraints in time and resources, several
features could not be pursued in this study but represent
promising directions for extension. First, future research
should move beyond token-level evaluation to
sequence-level generation and evaluation, developing
metrics such as sequence similarity and role coverage to
better capture draft quality and support intervention
analysis. Second,  incorporating  multi-modal
embeddings, such as patch data, player or team profiles,
could provide richer context and improve predictive
accuracy. We call for future studies not only to refine
model design but also to leverage such models for
actionable insights in esports and beyond.
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