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Abstract

Confining wireless signals (WiFi) in specific areas
of indoor spaces is an efficient way to protect these
networks against unwanted access. Unfortunately,
these same WiFi signals can be utilized to track
the location of mobile handsets. There is an
apparent tradeoff between securing the range of such
signals and their use for indoor geolocation purposes.
The modeling of wireless signal coverage for both
security and geolocation purposes in areas where
measurements are difficult to record can be a daunting
task. We utilized a deep autoregressive model and
a convolutional neural network model trained on a
synthetic floor plan dataset to accurately extrapolate
signal coverage across such spaces without using
specific information about antennae placements or floor
plan designs. Computational experiments showed that
these data-driven approaches were able to fill the gaps
in signal coverage maps accurately.

Keywords: machine learning, generative models,
convolutional neural networks, floor plan dataset, signal
prediction

1. Introduction

Geolocating indoors where no GPS signal exists can
present challenges. WiFi hotspots can then be utilized to
triangulate the indoor location of a mobile handset. The
placement of wireless connection points in a building,
in particular, represents a challenge in that network
architects must decide how many connection points are
necessary and their locations to best serve users without
expanded coverage beyond the building or a desired
area. There must also be a sufficient number of such
connection points to allow for indoor triangulation. The

number and locations of access points depend upon the
size of the service area, its physical topology, and the
anticipated number of users. Wireless network designers
utilize site survey techniques and signal propagation
models to guarantee the desired quality of service for
users and ensure that wireless signals cover all service
areas without gaps or unnecessary signal spillage. For
geolocation purposes, signal strength is utilized in
the triangulation procedure in conjunction with known
wireless network connection points. Thus, the ability to
correctly estimate signal strength indoors is key to the
entire process.

Site surveying for Wi-Fi networks is a costly process.
First, access points are placed at preliminary locations,
which might be determined using a simulation. Then,
signal strength, service quality, and other performance
data are collected for a set of survey points. This
process can be repeated by adding new access points
or updating their current locations until satisfactory
coverage is achieved. Therefore, the selection of initial
access point locations is critical to an effective site
survey. There are also difficulties in terms of data
collection and measurement accuracy. First of all, all
locations might not be accessible to the network design
team during this process. In particular, some locations
where signal spillage should be avoided may not be
accessible. Changes in the environment may cause data
collection procedure variations (Zvanovec et al., 2003).

Beyond such geolocation purposes, it is also
important to model wireless indoor coverage to serve
user needs without allowing access by potential hackers
or unapproved users. Wireless signal strength can
reveal the physical location of the transmitter, regardless
of whether the data transmission is encrypted or the
wireless network is password-protected (Chan et al.,
2015). In femtocell deployments, which provide
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low-cost, high data rate macro-cellular coverage in
customer’s premises, it is desirable to prevent the pilot
signal from leaking outside of a building (Claussen and
Pivit, 2009).

This paper presents two deep-learning neural
network approaches to predict missing data points in
a wireless coverage map. The objective of these
approaches is to obtain a complete and accurate wireless
coverage map, which is essential for network planning
and expansion. Wireless coverage directly affects the
quality of service experienced by users. Proactively
predicting gaps in a coverage map enables network
operators to improve user experience through better
optimization of access point locations and other network
resources. In addition, predicting missing data points
can significantly reduce the cost of site surveys.

2. Previous Work

While the triangulation of received signal strengths
is a well-known approach for geolocation, its use for
indoor location determination has grown out of the
explosion of mobile network handsets and other wireless
devices over the last thirty years. Wireless networks,
especially those serving indoor users, offer tremendous
advantages over fixed-line networks. Whether it is
Wi-Fi (802.11x) for local area networks or 5G NR for
wireless mobile cellular networks, the ability to predict
connectivity or wireless coverage plays an important
role in network planning and geolocation. Large
and small networks require some modeling of their
connectivity to successfully serve their intended user
base. For example, short-range wireless networks that
allow the Internet of Things (IoT) to flourish have
involved the modeling of their connectivity (Sindjoung
and Minet, 2021). One recent study even examined the
impact of forest vegetation on connectivity for wireless
networks used by emergency management personnel
(Zimbelman and Keefe, 2022).

In the early 2000s, neural network-based prediction
approaches were proposed to predict path-loss and
signal coverage for Wi-Fi and analog Advanced
Mobile Phone System 1G cellular networks based on
simple radio frequency propagation models, which
assumed free space path loss without the presence of
obstacles such as building walls that create anomalies
for the received signal strength and quality of the
signal. Nasereddin et al. (2005) used a radial basis
function artificial neural network (ANN) to estimate
the signal-to-noise ratio, which is a key measure of
service quality in cellular wireless networks. They
fed the ANN with three inputs: the location of the
point, the transmitter with the highest power at that

point, and the transmission power. They trained the
ANN with known points and then used the trained
model to predict the signal-to-noise ratio for unknown
points in the target area. Another ANN approach was
proposed by Neskovic et al. (2000) to predict wave
propagation for indoor environments. They used a
backpropagation ANN with inputs such as the distance
from the transmitter to the point, the objects along the
line of sight, and the topology of the target area. Their
goal was to replace physical models of electromagnetic
wave propagation rather than to use empirical data to
predict network coverage. To predict wave propagation
loss both in an urban environment and indoors, Cerri
et al. (2004) utilized 27 inputs, such as variables
characterizing the direct ray, the reflection given by
the ground, main rays reflected once by the vertical
walls of the buildings, the ray arriving to the receiver
after diffraction over the last rooftop, and additional
inputs about the phase differences between different
paths. Ostlin et al. (2010) aimed to find an optimal
ANN that was simple, accurate, and generalizable
to predict path loss in code-division multiple-access
(CDMA), macrocell mobile networks. They explored
different-sized ANNs using various backpropagation
algorithms and data-selection strategies and reported
that simple ANNs performed well compared to
traditional propagation models with regard to prediction
accuracy, complexity, and prediction time.

Geostatistics is another data-driven approach to
predicting wireless signal strength at missing points.
Konak (2009) first proposed a method to complete
wireless coverage maps in wide area networks based
on Kriging, which is a geostatistical interpolation
method that uses the spatial structure of data to
estimate the values of unknown points. Kriging
interpolation analyzes the spatial correlation among
geo-dependent data to generate a model describing the
spatial dependency among data points, and then this
model is used to predict unknown points. This approach
was extended to indoor wireless networks by adapting a
distance measure that accounts for obstacles and walls
(Konak, 2010, 2011). Liu et al. (2011) introduced
a new Kriging model based on Taylor expansion to
improve the prediction accuracy of wireless network
connectivity. Phillips et al. (2012) presented real-world
applications of geostatistical modeling and interpolation
to different types of networks. Kriging has also
been applied to predicting path loss (Bi et al., 2019;
Dalla’Rosa et al., 2011; Diago-Mosquera et al., 2022).

This previous work contrasts with the artificial
intelligence (AI) approach used in this manuscript
to ascertain wireless connectivity indoors. Very
little literature exists with respect to this approach to
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modeling such connectivity (Marques, 2020). The
placement of Wi-Fi connection points in a building,
and cellular towers in a community, both share a
similar process of modeling the effective range for
devices seeking to connect. This process allows for a
cost-effective array of network connection points to be
deployed for the desired topological coverage. With
respect to cybersecurity, this process allows network
designers to limit coverage to targeted areas which
can help minimize network access for hackers or other
unintended network users. Much work dealing with
traditional signal propagation has been put forth by
researchers developing models for predicting signal
strengths or coverage maps for wireless networks
of various types. The work by researchers such
as (Davies et al., 2008) and (Khan et al., 2020)
and others have looked at Wi-Fi connectivity within
buildings. Third-party software exists for mobile
network providers to estimate coverage for a given
antenna height at a given physical location, but such
estimation tools rely on models with limited numbers
of physical obstacles for signals to encounter. In this
work, we are focusing on Wi-Fi networks and models
used to predict their coverage in both open (such as
green space on a university campus) and closed spaces
(with buildings of various configurations and made of
various materials). Most of the previous work deals
with the development of propagation models for radio
frequency (RF) transmissions in the frequency bands
used by Wi-Fi networks. Work by Dey et al. (2014)
examined the nature of Wi-Fi network coverage within
buildings.

One might question the need for sophisticated
modeling in order to estimate coverage in indoor spaces,
but the practicality of such an endeavor can have an
impact on several areas of network operations. One such
deals with Cybersecurity, where hackers having access
to Wi-Fi signals have the possibility of intercepting
traffic from, jamming, or overriding such a network.
There is also the possibility that nefarious individuals
can set up a false network in areas with poor actual
coverage that lure unsuspecting wireless users onto an
unsafe network. Various types of Wi-Fi attacks also
include ”Wifiphishing” and ”Evil Twin.” The methods
presented in this paper also do not require a physical
model of the facility where the network will provide the
service for the approach to be valid.

To infer indoor wireless coverage based on an
incomplete set of measurements is a task, which is
generally referred to as inpainting in the machine
learning community. In this paper, we present two
machine-learning approaches to complete a wireless
network coverage map using incomplete information.

Both approaches, i.e. Convolutional Neural Network
and PixelCNN, leverage a specialized layer called
a convolutional layer, which applies convolutional
operations to the input image. Convolutional Neural
Networks are designed to capture local patterns and
features in images, making them well-suited for
inferring missing signal intensity in the vicinity of
areas with known signal intensity. On the other hand,
generative models such as PixelCNN are trained to
produce new coverage maps that resemble the training
data. They generate images sequentially, with each
pixel’s value depending on previously generated pixels
in a row- or column-wise manner, thereby capturing the
global pattern of the coverage maps. Although these
methods were tested for indoor spaces, their underlying
concepts are applicable to all types of wireless network
mappings.

3. A Generative Model Approach

Generative models have the ability to learn
probabilistic density models over high-dimensional data
such as signal maps. Artificial intelligence-based
approaches, such as what is being proposed, have
been utilized in other research related to wireless
networking, including the IoT (Alsamhi et al., 2021).
The class of generative models includes what are termed
”generative adversarial” networks (Goodfellow et al.,
2020), variational autoencoders (Kingma and Welling,
2014), auto-regressive networks (Van den Oord et al.,
2016), normalizing flow (Dinh et al., 2016), shallow
Gaussian mixture models (Delalleau et al., 2012) or
deep Gaussian mixture models (Przewiezlikowski et al.,
2020). For the task at hand, we select an autoregressive
model PixelCNN (Van den Oord et al., 2016) as it
returns explicit probability density, which is expressed
as a product of conditionals:

p(x) =

n∏
i=1

p(xi|x1, ..., xi−1) (1)

In our approach, the conditional probabilities on the
right-hand of the equation above are learned using a
convolutional neural network. This network takes a
full or partial coverage map as input and produces
an output distribution that represents potential pixel
values for each pixel in the output map. PixelCNN
follows an autoregressive approach to coverage map
generation. It creates coverage maps pixel by pixel,
with each new pixel’s probability distribution influenced
by previously generated pixels. This property enables
it to capture intricate relationships among neighboring
pixels. To model dependencies between pixels,
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PixelCNN employs convolutional layers. These layers
have receptive fields that progressively cover larger
areas of the image, enabling the network to capture
long-range dependencies. PixelCNN introduces the
concept of masked convolutions. In this approach,
convolutional filters are applied to the input image
so that each pixel can only depend on the pixels to
its left and those above it. This ensures that the
autoregressive property is preserved, preventing future
pixels from influencing past ones. At each pixel
location, PixelCNN applies a softmax activation to
create a probability distribution encompassing potential
signal intensity. This distribution expresses the model’s
uncertainty regarding the signal intensity, given the prior
pixels generated. During training, the model learns to
predict pixel values in training images by minimizing
the negative log-likelihood of the true pixel values, given
the model’s predictions. For generating new coverage
maps pixel values are sampled iteratively, one at a
time, based on the model’s predicted probabilities. This
procedure follows a raster scan order, progressing from
the top left corner to the bottom right, ensuring each
pixel is generated with consideration of the preceding
ones.

3.1. Testing the Performance of the
Generative Model Approach

We trained a generative model against a synthetically
generated dataset. The dataset to train our model
was obtained by coupling an algorithm that generates
a floor plan with an empirical model to calculate
path loss across space. The generation process of
building floor plans was automated using the one-to-one
correspondence between Baxter permutations and
mosaic floor plans (Ackerman et al., 2006). By
randomly shuffling sequences of integers, we generated
10,000 building layouts where each floor plan was made
up of up to eight rooms and contained up to three
randomly positioned access points. The floor plans were
discretized over a 50 × 50 grid, and the signal strength
was calculated for each point.

The propagation of the wireless signal through space
and indoor obstacles results in a power reduction of the
associated electromagnetic signal. Following (Konak,
2011), we express the signal loss at a point x that is d
meters away from an access point as follows:

L2(d) = L0 + 10clog10(d) +
∑
r∈W

Lr (2)

where L0, c, and Lr refer respectively to the reference
point loss, the free path loss, and the path loss
related to obstacles. Setting W represents the set of

Figure 1. Workflow for the generation of a training

instance

physical obstacles between the point and the access
point. Common parameter values for the emitter and for
attenuation over space have been tabulated in (Anderson
and Rappaport, 2004). We calculated the path loss factor
using the empirical model with parameters: L0 = 40.2,
c = 4.2, and Lr = 7. This frequency agnostic model,
which neglects reflection of the signal on the obstacles,
was used throughout the paper with this given set of
parameters.

To test our model, we randomly selected one
coverage map from the testing set that was not used
during the training phase. We mask the lower half
of the map and infer the missing points using the
trained autoregressive model (Figure 2). It is worthwhile
to remember that the network was not given any
information about either the floor plan, the attenuation
parameters, or the access point placements.

Figure 2. Path loss across space. (A) Original

coverage map. The star and the solid lines represent

the access point and the walls, respectively. (B)

Masked coverage map. (C) Predicted path loss for

the lower half of the coverage map

In Figure 3, the accuracy of the autoregressive model
was evaluated on signal maps that were not used during
the training phase. The lower half of the maps were
masked, and only the upper half of the maps were fed
to the network. The accuracy of the predicted lower
half of the maps was evaluated as the pixel-wise mean
absolute error between the prediction and the ground
truth. To ascertain the validity of the autoregressive
model, we compared its predictions with those of a
base model. The base model assumes that the missing
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values are uniform and equal to the average value of
the upper half part of the coverage map. The negative
value of the vertical axis indicates that the prediction of
the autoregressive model outperforms that of the base
model.

Figure 3. Testing the accuracy of the autoregressive

model and comparing to a base model.

3.2. Remarks

By design, the receptive field of the neural network
(i.e. the pixels taken into account to predict the
value of any given pixel) is restricted to pixels located
above and on the left of the target location. However,
since the model is equivariant under 90◦ rotation, this
approach can be easily generalized to any relative
position between pixels with known signal strength and
pixels with unknown signal strength. Pixels with known
signal strength and pixels with unknown signal strength
are referred to, in the following as known and unknown
points, respectively.

4. A Convolutional Neural Network
Approach

In this approach, an unknown target point in
a coverage map is predicted by the other points
within a defined neighborhood of the unknown point.
A convolutional neural network (CNN) is used to
predict unknown points using a limited number of
measurements within a neighborhood, which is a
limitation of the earlier neural network-based or
Kriging-based approaches. CNNs learn directly from

data, eliminating the need for manual feature extraction.
Therefore, a uniform neighborhood structure can be
defined without deciding which points will be used and
which ones will be left out while predicting the signal
strength at an unknown target point.

In this approach, the coverage map is divided into
W × H cells, and the CNN predicts an unknown
target point using nx × ny grid of points where the
target unknown point is centered in the middle grid.
Figures 4 and 5 illustrate an example of this process
on the simulated Wi-Fi network. In Figure 4, white
squares represent the points where the signal strength
is unknown and to be predicted using the CNN. The
training data for the CNN is constructed from the other
points. Figure 5 provides a subset of the training set
extracted from the simulated network. In this figure,
the center of each square grid (indicated as red) is the
target value to be predicted from the other points in the
grid. In other words, each grid is an input to the CNN,
and the center of the grid is the output of the CNN. In
real-life applications, since unknown points tend to be
clustered, the neighborhood of an unknown point will
likely include other unknown points. Such unknown
points are also included in the input, as seen in Fig
5, and we let the CNN learn how to handle unknown
points. Thereby, the same neighborhood structure can be
used for all points. Given a coverage map, a CNN can be
trained using the known points to predict the unknown
points in the map.

Figure 4. Illustration of unknown points on a

simulated network.

The process defined above to learn a coverage map
has two issues. Firstly, a coverage map may include
many known points without any unknown points in
their neighborhoods and also unknown points with only
limited known points in their neighborhoods. Secondly,
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Figure 5. A subset of the training data created from

the simulated network in Figs. 4. Each square grid is

a training point, and the center of grid (indicated red)

is the target value to be predicted.

CNNs typically require large data sets for training. To
address these two issues, multiple training points can be
generated from a known point by assuming its randomly
selected neighbors as unknown.

4.1. Implementation

We implemented a CNN in MATLAB to test the
concepts summarized above. The architecture of the
CNN is given in Fig. 6. An image input layer with
a size of nx × ny × 1 was used as the input to the
network. Unknown points (indicated by white cells in
the figure) were identified as 1 in the input matrix. The
signal at the center of the nx × ny grid was the target
value to be predicted (i.e., the output of the network).
The architecture of the CNN included feature learning
layers followed by a prediction layer. The feature
learning layers included four consecutive blocks of 2-D
convolutional, batch normalization, Rectified Linear
Unit (ReLu) activation, and 2-D pooling layers. The 2-D
convolution layer applies various sliding convolutional
filters to the input image to extract features and patterns
from the input image. The batch normalization layer
normalizes the input of a neural network layer by
adjusting and scaling the activations during training,
which typically improves the training and convergence
of a CNN. The ReLU layer carries out a threshold
operation on each element of the input by replacing
all negative values in the input with zero while leaving
positive values unchanged. Typically, a ReLu layer is
used to promote faster convergence during the training
of the network by reducing the vanishing gradient

problem. ReLu layers also introduce nonlinearity to
the network, increasing its ability to model complex
relationships. An average pooling layer reduces the
spatial dimensions of the feature maps generated by
the 2-D convolution layer by applying down-sampling.
Reducing the spatial dimensions of features keeps the
computational complexity of CNN under control and
improves their generalization ability. The last two
feature learning blocks did not include 2-D pooling
layers after the ReLu activation layers.

The prediction layer started with a dropout layer
to prevent over-fitting by randomly changing the
underlying network architecture during training. After
the dropout layer, a fully connected network layer and a
regression layer were used to estimate the signal strength
at the center of the nx × ny× input grid. The regression
layer produces continuous numerical predictions for a
given grid.

Figure 6. The architecture of the CNN used to test

approach 2

4.2. Performance of the CNN Approach

We simulated a wireless local area network of size
(100 m × 100 m) with three access points and several
walls with different signal attenuation coefficients. The
area was divided into 50× 50 cells, and path loss values
were calculated at all intersection points of the cells
using a path tracing method. Then, we used a random
walk algorithm to select points where signal strength
was assumed to be unknown to better represent real-life
scenarios and make nontrivial predictions. The random
walk algorithm started from a randomly selected known
point and visited l points (walk length), marking visited
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points as unknown. This process created contiguous
unknown points clustered together over the coverage
map. The algorithm was run until 500 unknown points
were selected, and the remaining points were used to
create the training set using nx = 9× ny = 9.

We studied the performance of the CNN for different
walk lengths l = {5, 10, 15, 20}, using 30 sets of
randomly selected unknown points for each walk length
l. After predicting the unknown points, we calculated
R-squared to evaluate CNN’s ability to predict the
unknown values. Fig. 7 provides R-squared values
for 30 random test cases for each walk length. The
CNN was consistently able to achieve R-squared values
higher than 0.90 with a median value of between
0.92 and 0.95. Although the performance of the
CNN degraded slightly with the increasing walk length,
overall, the performance was robust over the walk
lengths, indicating that CNN was able to predict larger
patches of unknown points in a coverage map as well as
smaller ones.

Figure 7. The boxplot of the R−squared of 30

random sampling for different levels of the random

walk length

5. Conclusions

In this paper, we presented two deep-learning
approaches, a generative model approach, and a
convolutional neural network. To fill in the missing
values, the generative model proceeds sequentially and
relies on complex dependencies that are learned from an
extensive training set. This generative model approach
is, therefore, computationally intensive. On the other
hand, as it is an intrinsically probabilistic model,
the generative model provides principled uncertainty
quantification. Such uncertainty quantification could
be utilized in a Bayesian fashion to further optimize

wireless network coverage and security. The CNN
approach utilizes local information (i.e., the known
points in the neighborhood) to predict unknown points.
This approach assumes that an unknown point will be
similar to its neighbors. A disadvantage of this approach
is that the size of the neighborhood must be defined, and
a neighborhood may not include a known point. Hence,
a proper selection of the neighborhood size is critical
for the CNN model. Both approaches predict unknown
points from known measurements without relying on the
floor plan or the location of access points. Therefore,
they can facilitate the design of wireless local area
networks for large indoor spaces. Furthermore, the deep
learning methods presented in this paper are applicable
to other wireless networks.
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