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Abstract

Optimal decision making requires appropriate
evaluation of advice. Recent literature reports
that algorithm aversion reduces the effectiveness of
predictive algorithms. However, it remains unclear
how people recover from bad advice given by an
otherwise good advisor. Previous work has focused on
algorithm aversion at a single time point. We extend
this work by examining successive decisions in a time
series forecasting task using an online between-subjects
experiment (N = 87). Our empirical results do
not confirm algorithm aversion immediately after bad
advice. The estimated effect suggests an increasing
algorithm appreciation over time. Our work extends the
current knowledge on algorithm aversion with insights
into how weight on advice is adjusted over consecutive
tasks. Since most forecasting tasks are not one-off
decisions, this also has implications for practitioners.

Keywords: Algorithm aversion, Time series,
Decision making, Advice taking, Forecasting

1. Introduction

In July 2021, a flood in Germany caused severe
damage and cost the lives of more than 100 people
(Fitzgerald et al., 2021). Although there had been
prior forecasts of flooding, the decision makers reacted
too late (Wernicke, 2021). Whilst there is substantive
research on how to improve water level forecasts
utilizing machine learning algorithms (Chang et al.,
2014), these algorithms do not guarantee perfect
predictions (Stewart, 2019). Yet, despite being
not perfect, forecasts derived from algorithms have
continuously outperformed human judgment in terms of
prediction accuracy (Grove et al., 2000).

Even though algorithms’ predictions are on average
superior to human predictions, previous research
indicates that people often use algorithmic advice less
than human advice when seeing them err. This
phenomenon has been coined algorithm aversion
(Dietvorst et al., 2015). Broader definitions of algorithm
aversion are not limited to the period directly after
an error (Jussupow et al., 2020). The opposite of
algorithm aversion has also been observed: Algorithm
appreciation describes the observation that sometimes
people are more likely to follow an algorithmic forecast
than the forecast of a human advisor (Logg et al.,
2019). Because existing empirical studies on the
topic provide mixed results, the question of algorithm
aversion versus algorithm appreciation remains an open
field for research (Jussupow et al., 2020). In particular,
there remain "important drivers of algorithm aversion
that we have not [..] uncovered" (Dietvorst et al., 2015,
p. 12).

Previous studies on algorithm aversion and
appreciation share the focus on one-off decisions (e.g.,
Dietvorst et al., 2015; Logg et al., 2019). However,
many forecasts – such as water level forecasts – are
recurring decisions. The associated use of such advice
is not a static concept either. People are quick to form
opinions about reputation; however, a good reputation is
easily lost in the process (Yaniv & Kleinberger, 2000).
In this study, we therefore try to shed light on the time
dimension of algorithm aversion and appreciation by
answering the following research question: Do people
prefer algorithmic or human advisors in consecutive
forecasting tasks after receiving bad advice?

By conducting an online experiment with recurring
forecasting tasks, we estimate (1) how algorithmic
versus human errors affect the use of advice over time
and (2) how this use of advice is rebuilt over time
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after an erroneous prediction. For both experimental
conditions (i.e., algorithmic or human advisor), we
manipulated the forecasting error. In order to then
measure the weight participants put on the received
advice, we used the Judge-Advisor System framework
(Bonaccio & Dalal, 2006; Logg et al., 2019), which is
explained in detail later in the paper.

Contrary to our initial expectations, the results do not
confirm an increase of algorithm aversion immediately
after bad advice. However, the results do confirm our
hypothesis that after a one-time forecasting error, the use
of algorithmic advice increases more over time than the
use of human advice.

This study provides insights into how algorithm
aversion, appreciation, and the change of both develop
over time in the context of repeated forecasting tasks,
thus contributing to the academic body of knowledge
as well as managerial practice. Our first contribution
is that the time dimension is an important factor for
algorithm aversion. Secondly, as forecasting is typically
not a one-off decision, this study helps practitioners to
understand how time affects the use of algorithmic and
human advice.

The remainder of this paper is structured as follows.
Section 2 summarizes the related literature regarding the
foundational Judge-Advisor System and the important
Weight of Advice metric. Section 3 presents our
hypothesis development, followed by an outline of our
research design in Section 4. Section 5 summarizes the
empirical results of our experiment. Section 6 discusses
these results regarding implications for practice and
theory. In the final chapter, we present limitations of
our study and opportunities for future research.

2. Theoretical Background

The Judge-Advisor System (JAS) is a framework
for measuring the degree to which people incorporate
externally received advice into their own decisions.
First, the judge — a participant in an experiment or a
decision maker in general — makes an initial judgment
under uncertainty. Next, a person or algorithm may
be called in as an advisor. Based on a weighted
combination of the initial judgment and the discounted
advice of the advisor, the judge forms a final judgment
(Bonaccio & Dalal, 2006). In quantitative decision
tasks, judges tend to discount advice relative to their
own initial judgment. A possible explanation for this
egocentrism lies in the access judges have to their
internal reasons as a basis for forming their opinions,
but not to the internal reasons of the advisors (Yaniv &
Kleinberger, 2000).

JAS is often employed in studies on algorithm

aversion and appreciation to measure the weight
participants put on the externally provided advice (Logg
et al., 2019). The dependent variable, Weight of
Advice (WOA) — for a formal definition see 4.3.
model specification — captures the difference between
the initial judgment without external advice and the
revised judgment after seeing the algorithmic or human
advice. Previous research on the WOA metric suggests
that judges are expected to average their personal
judgment with the externally provided advice, which
corresponds to a WOA value of 50% (Dawes, 1979;
Einhorn & Hogarth, 1975). But, as summarized
by Logg et al. (2019), experiments have shown that
judges typically only adjust their initial judgments by
30-35% on average. Furthermore, prior research has
shown that (1) emphasizing the expertise of an advisor
(see Sniezek et al., 2004), (2) receiving advice from
multiple advisors (see Minson & Mueller, 2012), and
(3) involving monetary incentives for advice utilization
have the potential to increase the WOA (see Gino,
2008).

3. Hypotheses Development

3.1. Expectations in Algorithms

Algorithms are increasingly used in making or
supporting decisions – such as forecasting water
levels for flood control (e.g., Chang et al., 2014).
As already mentioned, although prior studies have
repeatedly shown that algorithmic predictions on
average outperform human judgments (Grove et al.,
2000), people seem to be reluctant to base their
decisions on algorithmic advice (Dietvorst et al., 2015).
However, findings on the phenomenon of algorithm
aversion remain inconclusive, as some empirical studies
suggest the opposite (Logg et al., 2019): algorithm
appreciation. Because the drivers of algorithm aversion
are yet to be discovered (Dietvorst et al., 2015),
the question of algorithm aversion versus appreciation
remains an active field for research (Jussupow et al.,
2020).

On the one hand, researchers have identified
different characteristics that drive algorithm aversion.
For example, more objective tasks are associated with
less algorithm aversion (Castelo et al., 2019). Studies
on medical artificial intelligence provide one possible
explanation, suggesting that patients fear that artificial
intelligence will neglect their unique characteristics and
circumstances (Longoni et al., 2019). Ethical concerns
about algorithms include inconclusive, inscrutable, and
misguided evidence, as well as lacking traceability
(Mittelstadt et al., 2016). In particular, it often remains
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unclear for judges how the algorithm’s inputs and output
are connected. Thus, if the inputs are flawed, the output
is also flawed and no causal statements are possible
(Mittelstadt et al., 2016).

On the other hand, some decision makers rely
more on algorithms than on humans, resulting in
algorithm appreciation. Studies found, however, that
algorithm appreciation decreases when judges compare
algorithmic forecasts with their own estimates or if
they are an expert in the respective field (Logg et al.,
2019). In addition, Dijkstra et al. (1998) found
that students perceived algorithmic recommendations
in the contexts of law, dyslexia, cardiology, and
train tickets as less biased and less irrational than
human recommendations. Study participants followed
algorithmic retirement planning advice more closely
than crowdsourced advice (Gunaratne et al., 2018). In
general, recent research observed that preference for
algorithmic or human advisors does not appear to be
entirely explainable by rational factors (Jussupow et al.,
2020).

In their literature review, Jussupow et al.
(2020) distinguish algorithmic and human features.
Algorithmic features such as more autonomous action,
less human involvement, poorer performance, or lower
perceived performance increase algorithm aversion.
Human features such as higher expertise and smaller
social distance also increase it. Burton et al. (2020)
identify false expectations, lack of decision control or
incentives, cognitive dissonance with the algorithmic
decision processes, and different concepts of rationality
as mechanisms for algorithm aversion. Mahmud et al.
(2022) group the existing literature into individual
human, algorithmic, task, and high-level factors. These
three reviews identify several common drivers of
algorithm aversion in the literature. While expectations
are a covered driver, the evolution of expectations over
time remains a fairly uncovered driver.

The studies described above provide a rich body
of empirical insights into the drivers of algorithm
aversion and appreciation. However, Burton et al.
(2020) call for more integration of theory into the study
of algorithm aversion. One of the most frequently
used frameworks for explaining these phenomena is
the expectation-confirmation theory (Bhattacherjee &
Premkumar, 2004; Burton et al., 2020; Jussupow et al.,
2020). Figure 1 visualizes the expectation-confirmation
theory for changes in cognition. In the context
of algorithm aversion/appreciation, the theory can be
instantiated as follows.

First, expectations are the a priori perceptions of
an algorithm without actual experience using it, in the
form of beliefs and attitudes. Second, disconfirmation

is a post-usage rating of a user about how well an
algorithm performed in comparison to the user’s prior
expectations, ranging from worse than expected to better
than expected. Satisfaction is the emotional state of a
user after the use of the algorithm. Disconfirmation and
satisfaction then lead to an update of a user’s beliefs and
attitudes. Finally, the dependent variable in the original
model is intention to use (Bhattacherjee & Premkumar,
2004), which we replaced in Figure 1 with actual usage,
operationalized through WOA.

Beliefs
(Forward)
 Disconfirmation Beliefs

(Modified)


Attitude
(Initial)
 Satisfaction Attitude

(Modified)


Pre-Usage Post-Usage

Usage
(Modified)


Figure 1. Expectation-confirmation theory for changes
in cognition (see Bhattacherjee & Premkumar, 2004)

To explain why people typically have higher
expectations in algorithmic than human advisors, we
draw on the work of Einhorn. Einhorn (1986)
distinguishes two human worldviews: One assumes a
deterministic world in which there is a clear distinction
between cause and effect. The other worldview assumes
that uncertainty is natural, which means that errors in
predictions can and always will occur. Due to a lack
of access to the probabilistic decision making process
of algorithms, they can be considered as representatives
of the former worldview, according to which the
expectation of an algorithm would be nothing less than
a perfect prediction (Highhouse, 2008). However, if an
error occurs, it is precisely because of this assumption
that the error sticks prominently in people’s memory
and, in turn, leads to less use of the algorithm (Dzindolet
et al., 2002).

Based on expectation-confirmation theory and
the argument that algorithmic errors lead to a
disconfirmation of the high expectations that people
have in algorithms, we hypothesize:

Hypothesis 1: After receiving bad advice,
participants will have a larger decline in use of
advice from algorithmic advisors than from human
advisors.

3.2. Recovery from Algorithm Aversion

Cognitive flexibility is the ability of a (natural
or artificial) cognitive system to update its behavior
in response to changes in the environment (Scott,
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1962). In general, people believe that algorithms
lack the cognitive flexibility of human beings due to
their structured and programmed nature (Longoni et al.,
2019). This would suggest that people who see an
algorithm fail in a specific situation conclude that it
will always fail in similar situations. However, people’s
attitude towards and use of algorithms can change
with time, as they gain experience with algorithms and
learn from or about them (Bhattacherjee & Premkumar,
2004). For example, prior experiments have found that
participants who have experienced an algorithm learning
and improving over time, relied more on its advice
(Berger et al., 2021).

We posit that the availability heuristic is a possible
explanation for this observation. According to the
availability heuristic, people assess the probability of
an event by the degree to which occurrences of that
event are readily available in their memory (Tversky
& Kahneman, 1974). One factor that increases the
availability of memories is recency. The more recent
an event occurred, the easier it is to recall from
memory. Hence, people might forget about algorithmic
failures over time and base their judgments about the
quality of algorithmic advice mainly on its more recent
performance.

This argument is supported by the findings of
Yaniv and Kleinberger (2000), who observed that
people can quickly distinguish good advisors from
average and poor advisors simply by observing the
advisor’s performance. They noted that participants
systematically used more of the advice of good advisors,
while the use of average and poor advisors did not differ
much. After people have had a few experiences with
a good advisor, they may conclude that some initial
bad advice was an outlier. Based on the generally
higher expectations in algorithms compared to humans
(see Hypothesis 1), they will then most likely revert to
their original assessment that the algorithm is superior
to humans. Therefore, we hypothesize:

Hypothesis 2: After first receiving bad advice
and then good advice, participants will have a quicker
recovery in use of advice from algorithmic advisors than
from human advisors.

4. Research Design

4.1. Procedure & Materials

To test our hypotheses, we designed an incentivized
online experiment. Even though incentivization
does not improve performance in every experimental
setup, incentivized experiments have shown to be
effective for effort-responsive tasks such as predictions

(Camerer & Hogarth, 1999). Accordingly, incentivized
(lab-) experiments are common for algorithm aversion
investigations (Burton et al., 2020). Figure 2 shows the
process of the experiment 1. In the instructions, we
told participants that they were a manager of a flood
protection organization. Their task was to forecast the
necessary height of flood protection measures (stacked
sandbags) near a river. The participants’ organization
had a contract with a city for which they were paid
30,000 tokens a month. If they stacked too many
sandbags, they would have to pay the costs of the
unnecessary sandbags themselves. If they stacked too
few sandbags, leading to flooding of parts of the city,
the city would charge them a penalty. In both cases,
they lost 50 tokens for every centimeter their sandbag
dam deviated from the actual water level. We informed
participants that we would conduct attention checks
throughout the experiment to verify that they understood
the tasks.

Instructions Questionnaire Advisor's forecast
Inital forecast

Final forecast

Questionnaire Advisor's forecast
Inital forecast

Final forecast
Questionnaire

t0 t0 t1

t1 t2 .. t10 t10

Figure 2. Procedure of the experiment.

Since our theoretical foundation is based on
expectation-confirmation theory, we adapted the
questionnaire of Bhattacherjee and Premkumar
(2004) to our experiment. Based on the procedure
of Bhattacherjee and Premkumar, we asked the
corresponding questions before the use of the advice
(t0). These questions capture the concepts of usefulness
and attitude, which operationalize the participants’
expectations. We omitted the intention to use as it
is measured directly through the utilization of advice
(i.e., WOA). Each of the ten rounds consisted of the
following steps:

1. We showed participants the historical
development of a time series of water levels
of a river flowing into the ocean over a few days.
Based on this information, they had to make a
forecast for the next turning point of the water
level (in cm), which in turn determined how high
they would stack the sandbags.

1A screencast of the experiment can be found at: https://osf.io/
98q5t/?view_only=22d5e7bf4b3c404ca9e6b6b4b2a7d1f8
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2. After submitting their initial forecast, we showed
them an algorithm’s/expert’s forecast for the water
level. The forecast contained a numerical value of
the predicted water level, a visual representation
of the forecast, and the overall mean average
error (MAE) of the forecasts over the last 34 time
periods. After seeing the algorithm’s/expert’s
forecast, they had the chance to adjust their initial
forecast.

3. After submitting their final forecast, we let
participants know what the actual water level was
and whether any penalties were incurred.

In round 1 we artificially introduced a severe
forecasting error (i.e., bad advice) in both experimental
conditions. Following the bad advice resulted in a loss
of 30% of the initial tokens. In all other rounds, both the
algorithmic and human advice were of high quality (cf.
black line in Figure 4).

Figure 3 shows a screenshot of the user interface
during the second step of the third round/task. The blue
point representing the participant’s forecast changed
dynamically depending on the user’s input. To avoid an
anchoring bias (see, e.g., Tversky & Kahneman, 1974),
we did not specify a default value for the participants’
predictions. To avoid bias due to descriptions of the
advisors, we deliberately kept them short, as in previous
studies (e.g. Dietvorst et al., 2015).

Figure 3. Example of a user interface for an
algorithmic outlier condition for the third task. The blue
point is the participant’s forecast. The light gray points
represent the prediction of the advisor from the previous

rounds. The dark gray point represents the current
prediction of the advisor.

4.2. Conditions & Participants

As already mentioned, our experiment had one
treatment group (algorithmic advice) and one control
group (human advice). The only factor which we varied

between the groups was the source of the advice. Study
participants in the treatment group were told that the
advice in the form of forecasts came from a water level
forecasting algorithm, while participants in the control
group were told that the advice came from a human
expert. We only varied the name of the source (i.e.,
algorithm versus expert), but gave participants in both
groups the same numerical advice.

A sample size determination for detecting a medium
effect using G*Power suggested a total sample size of
approximately 100 (2-tailed test, equal group sample
sizes, alpha = 0.1, beta = 0.2). 100 participants from
the United Kingdom (UK) took part in the experiment.
The experiment started on June 6th and ended on June
8th. Participants were recruited over the online platform
Prolific and were paid a fixed amount of £2 plus a
variable bonus of £0.5 per 7,500 tokens remaining at
the end of the experiment, summing up to a maximum
reward of £4 in total. We excluded participants’ data if
they did not answer all our questions, failed the attention
checks, made constant predictions (e.g., always entering
the same number), finished too fast (i.e., less than 90
seconds for all 10 tasks), or finished too slow (i.e.,
more than two standard deviations above the mean
participation time).

4.3. Model Specification

As introduced in the second chapter on the
theoretical background, we used the JAS paradigm
in our experiment (Bonaccio & Dalal, 2006). WOA
(Weight of Advice), capturing the weight participants
put on either the human or algorithmic advice,
serves as the dependent variable for each subject-task
combination:

WOA =
|final forecast− initial forecast|

|advisor′s forecast− initial forecast|
(1)

For WOA, a value of zero is associated with no
adoption of the advice, whereas a higher value of
WOA is associated with a higher degree of advice
utilization. We used a linear model and regressed WOA
on the experimental condition at time t. Algorithm
took the value one if participants saw the algorithmic
condition and zero if they saw the human condition.
Additionally, we included several controls. Age and
gender served as demographic controls. Usefulness and
attitude measured the expectations before the first task
(expectations0) captured the initial expectations.

Page 4020



WOAt = α+ β1(algorithm) + β2(age)+

β3(gender) + β4(expectations0) + ϵ
(2)

Unlike previous studies on algorithm aversion and
appreciation, we calculated the WOA for multiple
repeated tasks, allowing us to measure change in WOA
over time. Furthermore, our experiment was designed to
separately observe the judge’s behavior for algorithmic
versus human advice. In sum, this setup allowed us to
track algorithm aversion and appreciation over time.

5. Results

5.1. Model-Free Evidence

We collected 1,000 predictions from 100
participants. After removing participants who failed the
attention checks, 87 participants remained in the final
data set. Table 1 contains the corresponding descriptive
statistics by condition.

Table 1. Summary statistics by condition.

Mean
Column N WOA Age Female (%)
Algorithm 42 0.40 33.57 52
Human 45 0.31 40.24 49

Figure 4 provides the MAE of the advice and
pre-advice forecasts of the participants grouped by
their condition. A higher MAE led to a lower
performance-based payment. The black line (Advice)
indicates that the first advice — having a high MAE —
was bad advice compared with the subsequent advice.

Figure 5 presents pre-usage expectations along the
two conditions. There are no obvious differences
between the algorithmic and human condition, neither
in utility nor in attitude. Thus, the results do not indicate
increased expectations toward algorithms prior usage as
observed in previous studies that explained algorithm
aversion using expectation-confirmation theory.

Figure 6 shows the mean WOA by condition. Again,
there are no obvious differences visible between the
algorithmic and human conditions in the first task.
The distributions indicate that there appears to be a
slightly greater decrease in WOA immediately after
receiving bad advice for the human condition than for
the algorithmic condition. With respect to the last
observation period, there appears to be a greater increase
in advice taking for the algorithmic condition.
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Judge before algorithmic advice

Judge before expert advice

Figure 4. Time series plot of MAE for the advice as
well as the pre-advice MAE for the human and

algorithmic condition.
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Figure 5. Violin plots for pre-usage values of usefulness
(top) and attitude (bottom) by conditions.

Overall, the model-free results surprisingly suggest
that participants utilized algorithmic advice more than
human advice both immediately after and some time
after receiving bad advice.

5.2. Estimation Results

Our first hypothesis suggested that after receiving
bad advice, participants will have a larger decline in use
of advice from algorithmic advisors than from human
advisors. The change in WOA from task 1 to task 2
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Figure 6. Time series plot of WOA for the algorithmic
and human condition.

manifests the change in use of advice (WOA2_1). In
order to test this hypothesis, we conducted a linear
regression on WOA2_1. We excluded observations
for which the difference in WOA was not defined
(e.g., because of a division by zero). The variable of
interest is the experimental condition. We controlled
for age and gender of the participants. In the second
model, we also controlled for the initial expectations
(Expectations0), measured by the demeaned attitude and
usefulness before the use of the advice (Bhattacherjee &
Premkumar, 2004).

As depicted in Table 2, our results suggest neither
algorithm aversion nor appreciation directly after
receiving bad advice, as no significant differences were
detected between the conditions (Algorithm). The
results are marginal and point in opposite directions.
Moreover, the differences are not statistically significant
(p > 0.10) and do not seem to be economically
important. Thus, we do not find support for our first
hypothesis.

Our second hypothesis suggested that after first
receiving bad advice and then good advice, participants
will have a faster recovery in the use of advice from
algorithmic advisors than from human advisors. As our
dependent variable, we calculated the change in WOA
from task 2 to task 10 (WOA10_2). Just like for the
previous hypothesis, we used age and gender as well
as pre-usage expectations as control variables (see Table
3).

The treatment coefficient for the algorithmic
condition indicates a significant increase of 0.28 in
use of advice for algorithmic advisors compared to

Table 2. WOA for the difference between the second
and the first task along conditions.

Dependent variable:

WOA2_1

(1) (2)

Constant −0.004 0.500
(0.289) (0.466)

Algorithm 0.007 −0.076
(0.137) (0.132)

Controls:
Age? ✓ ✓
Gender? ✓ ✓
Expectations0? - ✓

Observations 84 84
R2 0.025 0.151
Adjusted R2 -0.012 0.097

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

human advisors (p < 0.10)—see first model in Table 3.
The results indicate that participants in the algorithm
condition adjusted their second forecast by on average
0.28 points more than participants in the human
condition (the arithmetic mean of WOA across both
conditions is 0.36). When also controlling for the
initial expectations, the results indicate an even stronger
and more significant increase in WOA of 0.32 (p <
0.05)—see second model in Table 3. Thus, we find
support for our second hypothesis.

6. Discussion

Algorithm aversion by definition leads to negative
adoption behavior towards algorithmic advisors when
compared to human advisors. Given that algorithmic
advice is on average more precise than human
judgments, algorithm aversion thus typically results in
sub-optimal decisions. In this paper, we examined how
algorithm aversion changes over time. To answer our
research question, we performed an incentivized online
experiment on time series-based flood forecasting.

Surprisingly, we did not find evidence for algorithm
aversion immediately after advisors gave bad advice.
Yet, and as hypothesized, we found support for
increasing algorithm appreciation over time. It was
surprising that algorithm aversion was not confirmed,
as we classified the human advisors as experts, which
tends to increase algorithm aversion (see Jussupow
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Table 3. WOA for the difference between the last and
the second task along conditions.

Dependent variable:

WOA10_2

(1) (2)

Constant −0.209 −0.202
(0.324) (0.552)

Algorithm 0.275∗ 0.315∗∗

(0.150) (0.153)

Controls:
Age? ✓ ✓
Gender? ✓ ✓
Expectations0? - ✓

Observations 76 76
R2 0.046 0.081
Adjusted R2 0.006 0.015

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

et al., 2020). Based on expectation-confirmation
theory, frequently used in prior research, we would
have expected algorithm aversion immediately after
bad advice (see Burton et al., 2020). One
possible explanation is that factors supporting algorithm
appreciation over time offset algorithm aversion due
to disconfirmed expectations, leading to non-significant
differences between human and algorithmic advice
taking. In the long run, however, the results confirm
higher expectations for algorithms, leading to algorithm
appreciation over time.

The results over time are partly in line with previous
research. First, we used an objective task that is less
prone to algorithm aversion (Castelo et al., 2019). In
other contexts, people think that algorithms neglect
individual characteristics of the problem area (Longoni
et al., 2019). In the specified flood forecasting task,
participants may have concluded that all relevant data
is available to the algorithm. This corresponds to a
more deterministic world in the worldview of Einhorn
(1986), which favors algorithms in human perception
(Highhouse, 2008). Second, we deliberately chose to
use a short description of the advisors without social
proximity (e.g., Dietvorst et al., 2015). Social distance
reduces algorithm aversion (see Jussupow et al., 2020).
In a public safety domain, social distance is likely
to be lower than in our experiment. Therefore, we
argue for further research in real-world applications,
where algorithm aversion might be greater immediately

after an error occurs, which would confirm our first
hypothesis. In the long run, it would be interesting to see
whether people stick to the presumed algorithm aversion
or whether we observe algorithm appreciation as in this
experimental setup.

Since we could confirm that algorithm appreciation
has increased over time, one possible explanation is
that expectations in algorithms are not generally higher.
Rather, there might have been skepticism about the
performance and cognitive flexibility (see Longoni et al.,
2019). After positive experiences with algorithms,
the initial skepticism might be dispelled and replaced
by positive associations towards algorithms observed
previously (see Dietvorst et al., 2015). Positive
experience can compensate negative initial expectations
towards algorithms (Berger et al., 2021; Bhattacherjee
& Premkumar, 2004). People quickly learn to identify
the advisor quality and put more weight on recent
information (see Tversky & Kahneman, 1974; Yaniv
& Kleinberger, 2000). Thus, expectation-confirmation
theory was an appropriate theoretical foundation under
the premise that participants adjusted their expectations
to their experiences. Therefore, we encourage future
research to not only consider one-off decision situations
but to view algorithm aversion as a continuous learning
process.

As previous studies focused exclusively on one-off
decisions, with our findings we extend the current
body of knowledge on the topic of algorithm aversion
with theoretical arguments and empirical evidence for
repeated decision tasks.

Our results confirm the ambiguity of algorithm
aversion and appreciation: Focusing on the long term,
our results provide support for algorithm appreciation.
In the short term, we do neither observe algorithm
aversion nor appreciation.

This study adds to the current discussion on
algorithm aversion versus algorithm appreciation by
adding the time dimension: If algorithm aversion is
a dynamic concept, it can be overcome with good
performing or even continuously learning algorithms by
providing users with sufficient training and experience
in using the algorithm. Initial reluctance can be
overcome, but there is the danger of blind use of
algorithms as superior advisors. For example, in
a previous study, nearly eighty percent of study
participants incorrectly agreed to a flawed criminal
law system (Dijkstra, 1999). Practitioners need to
consider these dynamics when designing effective
advice-providing systems — such as forecasting
applications.
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7. Limitations & Outlook

Since our experimental results suggest temporal
differences in the use of algorithmic and human advice,
we argue for further research on the time dependence
of algorithm aversion. Especially, future research
should examine the effect of learning algorithms and
how training and previous experience affects algorithm
aversion. Furthermore, additional experiments are
necessary to generalize the findings we derived in this
study on water-level forecasting.

Of course, our research is not without limitations.
As the statistical power of a lab experiment is limited by
its sample size – with a larger sample size, significant
differences in H1 might have been detected. Hence,
replications of our results with different and/or larger
populations should be conducted in future research.
Furthermore, the user interface designed in this study
contains additional information about the task — such
as MAE or historic developments of the times series
— which could potentially mediate or moderate the
estimated effects. Testing different operationalizations
of our hypotheses is another important step in future
research. For example, we termed the algorithmic
condition as "algorithm" and the human condition as
"expert". The framing of the human condition as an
expert can have an effect on its own (Önkal et al., 2009).

WOA is a dependent variable commonly used in
current research, and we used it to ensure comparability
with previous research. Future research can consider the
limitations of WOA. For example, WOA is undefined
when the advisor’s and judge’s initial forecast are equal
(Bonaccio & Dalal, 2006).

In a practical setting, the context information of
algorithms and humans tends to vary by the type of
advisor itself. For example, human advisors generally
lack information about the MAE but offer the possibility
to ask further questions. Future research could look
more closely at the types of errors an algorithm makes:
If people can recognize errors as clear outliers, they
might react differently to them than to more latent
errors. In addition, future research needs to expand our
theoretical understanding of the precise reasons for the
choices participants make.

This study contributes to the understanding of how
algorithm aversion manifests over time in repeated
decisions. It is of practical relevance as most estimation
tasks are no one-off decisions, but repeated over time
affected by previous errors of algorithms or experts.
Similarly, this experiment extends the current body of
knowledge on algorithm aversion and appreciation by
introducing repeated decision tasks.
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