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Abstract
The proliferation of social media has transformed
digital ~ communication, offering  unprecedented

connectivity while also exposing individuals to privacy
risks like doxing—the malicious disclosure of private
information. This study investigates doxing through the
lenses of digital ethics and cyber safety, seeking to
develop effective mitigation strategies. Among the
various countermeasures to online doxing, including
technical solutions, legal reforms, and educational
initiatives, this study focuses on technical solutions by
leveraging transform-based models such as BERT and
RoBERTa to detect doxing activities in textual data. Our
empirical results demonstrate the effectiveness of the
transformer-based models in detecting online doxing
behavior. Additionally, this study discusses the socio-
ethical implications of doxing, taking into account the
different  stakeholders involved. Using a
multidisciplinary approach, this study offers strategies
to strengthen digital security and ethics, fostering a
safer online environment.

Keywords: Doxing, Cyberbullying, Transformer-
Based Models, Data Collection, Classification Models.

1. Introduction

In today's digital era, social media has reshaped the
dynamics of communication, providing a vast stage for
individuals to wvoice their opinions, share life
experiences, and connect across the globe. This
increased level of interaction, while fostering
connectivity in unprecedented ways, also brings
significant challenges, especially concerning threats to
privacy and safety. Among others, doxing is one such
threat facilitated by the extensive reach and often
anonymous interactions on digital platforms.

Doxing, the act of maliciously publishing private
and sensitive information about an individual without
his/her consent, is a tactic frequently driven by the
motives of revenge, coercion, or control. This practice
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can profoundly affect the target individual’s privacy,
safety, and well-being (Kelleher & Tierney, 2021). The
power of doxing lies in its ability to harness the broad
reach and anonymous nature of the Internet,
transforming personal information into a weapon that
can inflict lasting damage on the victim’s life and
reputation. The digital veil under which attackers hide
allows them to perpetrate such abuses anytime and
anywhere, contributing to ongoing stress and anxiety for
their targets (Hinduja & Patchin, 2018). The broader
ramifications of doxing include social stigma and the
degradation of perceived dignity (Mello & Francer,
2020). Both effects of doxing illuminate the darker
aspects of digital connectivity, where the increased
visibility and access to personal information can lead to
significant vulnerabilities. These phenomena exploit
social media platforms—spaces originally designed to
enhance sharing and interaction—to  conduct
harassment and public humiliation. Once private
information is exposed through doxing, or harmful
interactions  begin  through cyberbullying, the
repercussions are often irreversible and challenging to
mitigate.

This research aims to address these pressing issues
of doxing behavior within the framework of digital
ethics and cyber safety by proposing effective strategies
to safeguard individuals against these invasive and
destructive online behaviors. However, conducting
doxing research faces two notable challenges. One is
ethical concerns because collecting and analyzing
personal data to study doxing can inadvertently
compromise privacy. The other challenge is the ever-
evolving nature of online platforms, with their frequent
updates to algorithms and privacy policies, which can
quickly render some research outdated, and complicate
the development of long-term solutions. Existing
research on doxing provides a solid foundation but often
falls short in several critical areas. First, existing
methodologies rely on data that may not capture the full
spectrum of doxing behaviors, especially as tactics
evolve rapidly in response to new security measures.
Third, many studies are conducted within specific
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demographic or geographic confines, which may not
translate well to other contexts due to cultural and legal
differences, limiting the generalizability of their
findings. Third, despite growing attention to doxing
behavior, existing studies primarily focus on the
behavioral, psychological, and social aspects, leaving a
significant gap in research on technological solutions to
the problem (Jane, 2020; Stevens et al., 2021).

To address these challenges and research gaps, this

study aims to answer two main research questions:

1) How to prepare a social media dataset for
analyzing doxing behavior?

2) How to detect doxing from social media
content effectively by adapting state-of-the-art
transformer-based models in natural
language processing (NLP)?

2. Background and related work
2.1. Background

Doxing is a type of malicious cyber-attack that
involves the wunauthorized collection and (often
malicious) release or dissemination of private
information about an individual or entity. Originating
from the abbreviation "docs"” for "documents”, doxing is
a tactic used to infringe upon the target's privacy by
making public their sensitive information such as social
security numbers, home addresses, and financial details
(Douglas, 2016). This can range from seemingly
harmless pranks to serious crimes like identity theft and
financial fraud. In the era of digital expansion, the
incidence of doxing has surged, facilitated by the ease
with which perpetrators can gather and publish personal
information online, thus making anyone a potential
target of such violations. Doxing represents a
contentious issue in the contemporary digital era, with
social media platforms at the forefront of this issue.

A few studies have investigated the complex nature
of doxing, discussing its perception as either a
mechanism for social justice and accountability or a
harmful privacy invasion leading to harassment and
abuse (Schuster, et al., 2024; Karimi. et al., 2022). These
divergent perspectives highlight the necessity for a
nuanced comprehension of doxing, taking into account
its various motivations and societal consequences.
Advances in machine learning techniques present viable
solutions to these challenges. For instance, Desai et al.,
2021) showcase how machine learning algorithms can
identify and mitigate doxing and cyberbullying on
platforms like Twitter. This strategy not only addresses
concerns of digital security but also underscores the
importance of proactively safeguarding individual
privacy online.

Doxing can manifest across a spectrum from
physical to digital realms. Physical doxing is
characterized by the acquisition of personal data through
direct observation or surveillance tactics, while digital
or online doxing involves extracting personal
information from internet sources, often without
consent. Przybylski and Weinstein (2017) have
explored the dynamic and dual nature of doxing in
depth. The measures employed range from unauthorized
access to social media accounts to more complex
strategies linked to hacktivism, showcasing the myriad
ways through which doxers execute their plans.

The dynamics of doxing incidents heavily depend
on the role played by bystanders (Papacharissi &
Cappella, 2012). Their actions can critically alter the
outcome, potentially reducing or amplifying the damage
inflicted. Bystanders who choose to act ethically by not
spreading the disclosed information, reporting
malicious activities to platforms or authorities, and
offering support to victims can significantly deter the
perpetrators and mitigate the damage caused by doxing.
In contrast, bystander participation in circulating or
exploiting the exposed information can have devastating
effects, stressing the vital need for raising awareness
among internet users regarding the significant impact of
their actions in the digital realm.

2.2. Doxing prevention

Prevention is the most effective intervention
measure for doxing behavior. The development and
implementation of preventative strategies are
paramount in shielding individuals from doxing. These
include adopting robust password practices, judiciously
sharing information online, and fostering an
environment of digital literacy that emphasizes the
importance of cybersecurity awareness (Bartlett, 2018;
Kowalski et al., 2021). Vigilant security monitoring and
the education of internet users about the principles of
digital hygiene are critical in preempting doxing
attempts and ensuring a safer online community for all.
For instance, Stamos (2019) emphasizes the importance
of robust password practices, multifactor authentication,
and prudent online information sharing, such as alerting
law enforcement agencies, closely monitoring one's
digital footprint, and safeguarding any compromised
information.

Preventive strategies and educational initiatives are
crucial in reducing the prevalence of doxing. Edwards
and Waelde (2019) explore the implementation of
comprehensive awareness campaigns aimed at
educating the public about the risks and impacts of
doxing. Additionally, integrating digital literacy and
privacy education into curriculums can foster a culture
of responsible online behavior. Promoting best practices
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for personal and organizational data management can
significantly mitigate risks. Furthermore, engaging
online communities and social media platforms in these
initiatives can strengthen communal norms against
doxing.

2.3. Doxing detection

The implications of doxing are profound, extending
beyond the breach of privacy to encompass
psychological trauma, tarnishing of reputation, and
significant financial ramifications (Shan et al., 2024),
thus underscoring the urgent need for comprehensive
legal and cybersecurity measures to combat this
menace. Once private information is leaked online, it's
nearly impossible to completely erase it. Therefore, it is
crucial to explore solutions for real-time doxing
detection.

Doxing is a form of cyberbullying (Karimi et al.,
2022), and the latter involves persistent, aggressive, and
deliberate actions carried out on digital platforms aimed
at intimidating or harming individuals who are often
unable to defend themselves effectively. Despite a host
of studies on cyberbullying detection (H.Rosa et al.,
2019, S. Nadali et al., 2013, Iwendi et al., 2023), there
is a scarcity of studies on detecting doxing behavior in
social media. Existing studies on doxing are dominated
by qualitative research (Peter et al., 2017). To the best
of our knowledge, there are two studies that have
provided empirical analyses of doxing on social media
(Peter et al., 2017; Karimi et al., 2022). The first study
(Peter et al., 2017) provides descriptive statistics on
demographic details about the targets of doxing in terms
of age, gender, and location, mativations of doxing, and
frequency and percentage distributions of different
categories of personal information included in dox files,
including address, phone number, family information,
email, zip code, date of birth, user name, IP address,
passwords, social security number, credit card number,
and so on. The results of the study provide
characterization of the rich discourse of online doxing.
While the study also proposes mitigation steps for
online doxing, it does not address the problem of
developing models for doxing detection.

Karimi et al., (2022) analyzed common intentions
behind doxing episodes. Additionally, it also developed
models for detecting doxing from tweets using string-
matching, one-hot  encoded  heuristics, and
contextualized embeddings (Karimi et al., 2022). The
models produced promising results for doxing
detection. However, we identify the following
limitations with the study. First, it considered only two
categories of doxing, namely IP address and social
security number. It overlooked many other categories of
personal information (Peter et al., 2017). Second, while

the study considered contextualized embeddings, the
related models have evolved over time. For instance,
there are both more complex and simpler transformer
models built on top of the BERT model. Moreover, there
is a common trade-off between model efficiency and
effectiveness. It remains unknown whether those recent
developments in transformer models would work well
for doxing detection. Refining data handling techniques,
which include optimizing data preprocessing and
feature extraction contributes to enhanced model
performance in cybersecurity (Fefferman and Camp,
2020) and many other applications. We expect that the
different representation learning methods from various
transformer models can have an impact on the
performance of doxing detection. Third, social media
platforms are consistently updating their user policies,
community rules, and intervention measures. For
example, since its rebranding to X.com, Twitter has
undergone significant changes to its user policies,
including doxing intervention. If a social media
platform has adopted a proactive measure against
doxing (e.g., removal of doxing episodes by the
platforms before they are shared), it would enhance the
user privacy and safety on the platform. Meanwhile, it
also increases the challenges of doxing detection
research based on publicly available data. Fourth, the
study leveraged manually extracted patterns as
heuristics, which may not keep up with doxers’
behavioral adaptation strategies. Thus, implementing
continuous learning and adaptation will allow models to
evolve and adjust to new doxing patterns through
approaches like transfer learning and fine-tuning.

2.4. Doxing dataset

The development of doxing detection models
requires training data. However, based on our extensive
search, there is a lack of publicly available doxing data
sets. This can be explained by two aspects. First, the
detection of online doxing behavior is a relatively
nascent area. Second, there are legal and ethical
concerns with sharing doxing data given the very nature
of doxing behavior.

The legal standing of doxing activities differs
across various legal systems, depending on the method
of acquisition and dissemination of personal
information. In addition, although the act of sharing
someone's personal data without consent is illegal in
numerous jurisdictions, enforcement varies, with laws
like the US Computer Fraud and Abuse Act and the
General Data Protection Regulation (GDPR) in Europe.

In view of the legal and ethical complexities
involved in sharing and disseminating personal data, the
management of personal data necessary for training
doxing detection models requires stringent adherence to
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privacy laws and ethical standards to prevent privacy
infringements. As a result, how to obtain a doxing
dataset becomes a challenge for doxing detection
research.

This research is focused on detecting doxing
behavior on social media by adapting transformer-based
models from the NLP field. To overcome challenges
related to data scarcity and ethical concerns about
sharing doxing data, we first propose a method for
constructing a doxing dataset in Section 3. We introduce
our methods for doxing detection in detail in Section 4.

3. Dataset construction

To answer the first research question, we introduce
a workflow for constructing a dataset on online doxing.
The workflow, as shown in Figure 1, consists of several
key steps: data collection, data filtering and cleaning,
and data labeling. We will introduce each of the steps in
detail.

Data Collection

v

Data Filtering and
Cleaning

v

Data Labeling

Figure 1. A workflow for doxing dataset
construction

3.1. Data collection

As previously discussed, data collection poses
significant challenges to doxing research. We propose a
multi-method approach to address the challenge.

We chose Twitter for data collection due to its
unique advantages for research and analysis. Twitter
offers a high volume of real-time data across a wide
range of topics, making it a rich resource for analyzing
trends, sentiments, and behaviors. Its data is publicly
accessible through APIs, allowing for both historical
and real-time data retrieval. The platform's global user
base provides diverse geographical and demographic
data, crucial for studies involving different populations.
Additionally, Twitter's text-based content is ideal for
natural language processing tasks, and its social
interaction data like retweets and replies enable the
study of network dynamics and information

dissemination. These features make Twitter an excellent
choice for data-driven research, providing insights into
public discourse and social interactions.

We first utilized the Twitter APl to search for
specific keywords associated with the exposure of
personal and private information. We selected
keywords, such as 'SSN', 'IP address', 'bank account
number', and their variants based on a detailed analysis
of common phrases found in doxing incidents.
Leveraging Python libraries like Tweepy, we developed
code to automatically retrieve tweets containing those
keywords. The whole tweet extraction process took
almost two months, and our collection consists of tweets
from October 2023 to March 2024. The dataset consists
of 295,577 tweets, in total out of which we were able to
filter 1977 tweets (containing keywords like SSN, IP
address, Bank Account, etc.). Out of these 1977 tweets,
837 tweets are positive - doxed (labeled as 1) and 1,140
tweets are negative - not doxed (labeled as 0). The
metadata includes tweet ID, timestamp, and user
information, which was stored in a secured database by
complying with privacy regulations and Twitter's
policies.

3.2. Data filtering and cleaning

To enhance data quality, we performed data
filtering to remove duplicates and irrelevant tweets. We
developed a keyword-based method with regular
expressions for data filtering. By employing regular
expressions, we were able to capture not only those
phrases that are commonly associated with doxing such
as IP addresses, and social security humbers, but also
variations and common misspellings of these terms. The
flexibility of regular expressions makes it possible to
tailor patterns to the evolving language of doxers, who
often change terms to evade detection.

The data cleaning phase involves removing not
only URLs but also special characters and emojis.
Additionally, while hashtags are useful for identifying
trends and categorizing social media content, they can
potentially distract the analysis of doxing behavior from
the main content of the tweets.

3.3. Data labeling

Data labeling aims to provide the ground truth for
doxing vs. non-doxing behavior. To this end, we
employed a combination of regular expressions and
manual review. With regular expressions, we define
specific patterns for each type of personally sensitive
information—such as Social Security Numbers, IP
addresses, and bank account numbers. For instance, a
pattern for a Social Security Number would specifically
look for a sequence of three digits, a hyphen, two more
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digits, another hyphen, and four digits. Similarly, we
validate IP addresses by checking for four groups of one
to three digits separated by dots, and bank account
numbers by their specific digit sequences and lengths as
required by banking standards. This approach helps us
verify the authenticity of the personal identifiers found
in the tweets.

To improve both the efficiency and accuracy of our
data labeling process, we integrated a semi-automatic
approach with manual labeling. This method utilized
algorithms designed to detect specific patterns that are
commonly associated with doxing in tweets. Initially,
these patterns helped us automatically categorize tweets
as either 'doxed' or 'not doxed." This preliminary
categorization was crucial in managing large volumes of
data more efficiently than manual methods alone could
achieve. However, given the complex and nuanced
nature of personal information disclosure, each tweet
underwent a subsequent manual review after the
automatic categorization. This step allowed us to
scrutinize the context and subtleties involved in each
case to further validate the initial results of the
automated method. By combining manual review with
algorithmic pattern recognition, we not only streamlined
the data preparation process but also upheld the rigorous
standards required for training our predictive model.

4. Doxing detection

To answer the second research question, we
introduce a transformer model-based architecture for
detecting doxing in social media. The main components
of the architecture include data preprocessing, text
representation, and model training and testing.

4.1. Text preprocessing

The data filtering and cleaning step in data
collection streamlines text preprocessing tasks, Text
preprocessing involves tokenization, which breaks
down the text into its basic units or tokens—typically
words. Transformer-based models (see Section 4.2)
employ specialized tokenizers designed to enhance text
processing according to the model's specific
architecture. These models also have built-in utilities for
adding special tokens applying attention marks, and so
on.

4.2. Representation learning

We represent social media text using transformer-
based models such as BERT (Devlin et al., 2019). These
models are inherently bidirectional, allowing them to
understand words in the context of their surrounding

text rather than in isolation. Transformer models learn
contextualized embeddings dynamically by considering
the context of a conversation or text snippet where the
word occurs (Zhang et al., 2024). In other words, an
embedding vector for each word from a transformer
model varies with the context. Therefore, compared
with static embeddings, such as Word2Vec and BoW
models, where a fixed embedding vector is learned for
each word based on word co-occurrences, transformer
models are better at understanding how the meaning of
words changes based on the surrounding text, capturing
subtleties in language that are often wused in
sophisticated forms of doxing. These models are
particularly adept at interpreting slang, idiomatic
expressions, and unusual syntactic structures, all of
which are common in social media communication.
This capability is also crucial for identifying nuanced
and subtle references to doxing that may not be overtly
malicious but are harmful, nonetheless.

BERT uses a masked language model to train the
model to predict some masked tokens in a sentence
based on both left and right context. Additionally, it uses
attention mechanisms to weigh the importance of
different words in a sentence. Furthermore, BERT
learns longer-range dependency across sentences by
determining whether one sentence follows another in the
text. In addition to BERT, there are other more advanced
transformer-based models for natural language
processing, such as RoOBERTa (Liu et al., 2019), XLNet
(Yang et al., 2019), DistilBERT (Sanh et al., 2019), and
ELECTRA (Clark et al., 2020) offer unique strengths in
representing text.

e ROBERTa (Liu et al., 2019) improves on its
predecessor by introducing dynamic masking,
where the mask pattern changes every time the
input text is presented during training.
Additionally, the model training employs a
more extensive and diverse text corpus and
uses a larger batch size and hyperparameters,
leading to improved performance and
robustness in capturing contextual information
and performing a variety of complex language
patterns and nuanced text.

e XILNet (Yang et al., 2019) addresses BERT’s
limitations of fixed masking patterns by using
permutation-based modeling, which involves
predicting tokens in a sentence based on all
possible permutations of the token sequence.
This allows the model to capture richer inter-
token relationships and more flexible language
patterns, which can be vital for analysing
unpredictable syntax in social media.

e DistilBERT (Sanh et al., 2019) offers a good
balance of efficiency in terms of reduced
model size and faster inference and
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effectiveness in terms of retained performance,
which can better support social media
monitoring in practice where computational
resources and response time are important
considerations.

e Like DistilBERT, ELECTRA (Clark et al.,
2020) also offers improved training efficiency
by introducing a replaced token detection
method that trains the discriminator to
distinguish between real and fake tokens.
Moreover, it has also demonstrated better and
more robust performance in some tasks than
BERT. In view of the shortage of doxing data,
the sample efficiency offered by ELECTRA
holds great promise for doxing detection.

Using a range of BERT models enables a more

robust approach to capture a variety of linguistic
patterns and anomalies associated with doxing.

Word
Embedded
Matrix

Deep Learning
Model

Doxed or
Not Doxed

199Mm] Indu|
|
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Figure 2. A framework for doxing detection

4.3. Doxing Classification

We treat doxing detection as a binary classification
problem. It specifically targets tweets that intentionally
disclose private, sensitive data about individuals,
ignoring generic information sharing or non-targeted
disclosures. To build classification models, we use text
representations learned from the previous step as the
input to determine whether a tweet involves doxing. In
addition, we employ a systematic hyperparameter
tuning process to optimize model performance. Initially,
we explore a wide range of values for key parameters
such as learning rate (0.001 to 0.1), batch size (16 to
128), and number of hidden layers (1 to 5). We utilize
grid search and random search methodologies to
comprehensively assess the effects of different
parameter combinations on model efficacy.

5. Experiments

We constructed a dataset of online doxing by
following the data construction workflow introduced in

Section 3. We used the dataset to train and test doxing
detection models. In this section, we first introduce our
evaluation design and then present the experiment
results.

5.1. Evaluation design

5.1.1. Baseline models. We choose traditional machine
learning techniques as baselines for comparison. To
enhance the performance of traditional machine
learning techniques, we performed text preprocessing
and employed the Term Frequency-Inverse Document
Frequency (TF-IDF) technique for text representation.
Text preprocessing involves tokenization, stop word
removal (removing words that appear frequently in text
but generally do not contribute meaningful information
for doxing detection); stemming which simplifies words
to their base or root form; and lemmatization which
return words to their base or dictionary form by
considering the vocabulary and morphological analysis
of words. TF-IDF helps identify words that are
important for specific documents or tweets, which has
the potential to reveal terms that signal doxing-related
content.

Text
Normalization

Tokenization

Vectorization
Stop words | ——
TF-IDF

Input Tweet

Doxed or Not

Daxed ~—— Fit to model

Machine Learning

Output Model

Figure 3. Enhanced doxing detection model using
traditional machine learning techniques

We choose a suite of classification techniques to
build baseline doxing detection models, including
Random Forest, Logistic Regression, Support Vector
Machines (SVM), K-Nearest Neighbors (KNN),
Gradient Boosting, Decision Tree, Multinomial Naive
Bayes, AdaBoost, XGBoost (XGB), and LightGBM
(LGBM). The hyperparameters of each model are
carefully tuned to optimize model performance.

5.1.2. Evaluation setting and metrics. We split the
data into training and testing subsets with a 70:30 ratio.
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The split is reproducible by setting the ‘random_state
parameter to 42, which facilitates fair comparisons
across different methods.

We adopt common performance measures for
doxing detection models, including precision, recall,
Fl-score, and accuracy. Precision is defined as the
percentage of tweets detected as involving doxing that
truly have it; recall is the percentage of tweets with
doxing that are detected correctly; F1-score is a
harmonic mean of precision and recall; and accuracy is
the number of correct detections divided by the total
number of detection results.

5.2. Experiment Results

Table 1 reports the performance of transformer-
based models. The results show that all transformer-
based models achieved good performances with F-1
score ranging from 95.6% to 97.9%, accuracy ranging
from 95.7% to 97.9%, precision from 95.7% to 98%,
and recall from 95.7% to 97.9%. Among them,
DistilBERT slightly outperforms other models. In
contrast, ROBERTa and XLNet slightly underperforms
other alternative models. Both observations are
unexpected.  Additionally, the performance of
ELECTRA is on part with BERT.

Table 1. Performances of transformer-based

models
Method Acc. % | Prec.% | Rec.% | F1.%
BERT 97.2 97.3 97.2 91.7
RoBERTa 96.7 96.7 96.7 96.7
XLNet 95.7 95.7 95.7 95.6
ELECTRA 97.2 97.2 97.2 971.2
Distil BERT 97.9 98.0 97.9 97.9

Table 2 reports the performance of different
baseline models. Overall, the performances of baseline
models are significantly below those of transformer-
based models. Specifically, the F1 score and accuracy
of the best baseline is 10% lower than that of
transformer-based model. Among the baseline models,
GradientBoosting performed best, followed by
AdaBoost and SVM models. In contrast, KNeighbors
and MultinomialNB performed the worst.

Table 2. Performances of different classification

techniques
Classification Acc. Prec. | Rec. F1.
Techniques % % % %
Random Forest 86 86 84 85
Logistic Regression | 85 86 84 84
SVC 86 86 85 86
KNeighbors 81 81 81 81

GradientBoosting 87 87 88 87

Decision Tree 83 82 83 83

MultinomialNB 83 84 81 81

AdaBoost 86 86 85 86

XGB 85 85 85 85

LGBM 83 82 83 83
6. Discussion

We summarize the main findings from the

experimental results and discuss the study’s
contributions, limitations, and future research
directions.

First, transformer-based models achieve superior
performance compared to traditional machine learning
models in doxing detection. Second, simpler
transformer-based models, such as DistilBERT and
ELECTRA, can achieve comparable performance to
more complex counterparts on doxing detection. This
finding suggests that simpler transformer models can be
efficient and even effective alternatives to more
complex models, which can have significant practical
implications for intervening toxic behavior in the digital
space. In addition, we can offer several alternative
explanations for RoBERTa and XLNet’s less-than-
expected performance. First, all transformer-based
models were not fine-tuned. Given that ROBERTa was
trained on a larger and more diverse data set compared
to BERT and DistilBERT, the former may not be as
finely tuned for the task of doxing detection as the latter.
By the same token, ROBERTa may benefit more from
effective fine-tuning strategies than simpler models.
Second, tweets are informal short texts, which may not
take full advantage of RoBERTa’s ability to capture
larger context and longer-range dependencies. Third,
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XLNet’s unique training methodology might not always
translate to better passes specific performance without
careful fine-tuning. Last but not least, despite
RoBERTa’s improved capabilities over BERT, it can be
more prone to overfitting when trained on insufficiently
diverse data or with improper fine-tuning.

This study contributes to doxing research in several
ways. First, to the best of our knowledge, this is among
the first studies on developing an automated model for
doxing detection in social media. The model opens an
avenue for timely and even real-time intervention of
online doxing. Second, this study addresses one of the
challenging issues with investigating online doxing by
introducing a dataset construction method for doxing
research. The multi-step multi-method process involved
in the proposed workflow helps ensure the quality of the
constructed dataset. Third, we introduce a framework
for detecting doxing in social media that leverages
transformer-based models, including BERT, ROBERTa,
XLNet, DistilBERT, and ELECTRA, significantly
improve the detection performance.

Our proposed data construction workflow and
doxing detection framework empower social media
platforms and users with the ability to safeguard the
privacy and security of individuals on social media. This
is particularly important in the rapidly evolving digital
landscape, where the fast-paced nature of online
interactions can often amplify the impact of harmful
behaviours. In addition to the immediate mitigation of
online threats, our research also has implications for the
broader discourse on digital ethics and cyber safety.

This study has several limitations that warrant
future research. First, we collected data from Twitter,
which limits the generalizability of the detection models
to other social media platforms. Future research should
explore platform-specific adaptations or develop more
generalized models. Second, despite the promising
performance of the proposed model for detecting
doxing, its real-world deployment faces legal and
jurisdictional challenges, as it is complicated to navigate
the privacy laws, regulations, and even international
legal frameworks (Brenner, 2017). Ensuring
transparency in operations, adhering to privacy laws,
and regularly auditing the systems are essential practices
to prevent these tools from violating user privacy or
becoming tools of harassment themselves (Cavoukian &
Chibba, 2021). Additionally, although smaller
transformer models are more efficient, the resource
requirements for training and running those models still
may not be feasible for some organizations to manage.
Third, incorporating adaptation or fine-tuning strategies
are essential for optimizing the performance of
transformer-based models, particularly more complex
models. Moreover, large language models have gained
significant attention in recent years and offer promising

opportunities for improving doxing detection. Fourth,
the common performance metrics for detection models,
such as accuracy and F1-score may not capture user
perception and experience of doxing interventions.
Finally, perpetrators of doxing continually adapt their
tactics to evade detection, utilizing coded language and
sophisticated obfuscations that standard pattern
recognition algorithms may not easily capture.
Moreover, understanding psychological traits (e.g.,
Aiken 2016) and common behavioural patterns of
perpetrators can aid in developing targeted interventions
designed to mitigate these incidents effectively.

7. Conclusion

The intricate dynamics and detrimental effects of
doxing in social media underscores the urgent need for
effective intervention solutions. Our empirical results
demonstrate the promise of transformer-based deep
learning models in tackling these pressing issues by
detecting the unauthorized spread of private
information. Those models enhance our abilities to
protect user privacy, foster safe digital environments,
and promote trust in social media communities.
However, it is crucial to acknowledge that technological
solutions alone are insufficient. Upholding strict ethical
standards and privacy protections is essential to prevent
the misuse of these tools. A multidisciplinary approach
that encompasses continual technological advancements
and innovations, legal frameworks, educational
initiatives,  psychological insights, and active
community engagement is vital to adapting to the
dynamically evolving landscape of social media and
privacy challenges.
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