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Abstract

The traditional focus of data-driven decision-making
has been business applications. Other domains, like
education, also have significant potential. For instance,
various factors impact the likelihood of successfully
graduating; advance identification of students ”at
risk” of not graduating allows administrators to
intervene, increasing graduation likelihood. This
Research-Practice Partnership applies Machine
Learning (ML), including aspects of Fairness and
Explainability, to identify High School students at risk
of not graduating. We show that ML approaches can
successfully predict such students, while Explainable
ML techniques can shed light on the factors that
contribute most to a reduced likelihood of graduation.
With this information, school counselors can efficiently
identify roadblocks and also follow up with ”grey zone”
students, i.e., students at risk of not graduating but
who do not follow typical non-graduation patterns (and
might not be on the radar of counselors).
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1. Introduction

High School graduation marks a crucial milestone
for students, opening doors to further education, career
opportunities, and even military service. More pressing
is the societal need for baseline literacy, numeracy, and
comprehension of civil society that generally is gained
with a successful kindergarten through High School
series. Both the individual student and society at large
benefits from successful graduation.

Previous advances in Machine Learning (ML)
allowed practitioners and researchers to develop models
for predicting graduation rates, or more commonly,
dropouts (Márquez-Vera et al., 2016; Sara et al., 2015).
While these are promising approaches, the results may
represent de facto data biases as much as advances in
modelling or AI-driven decision-making. For instance,

there are well-established differences in graduation
outcomes between socio-economic and ethnic groups
(Heckman & LaFontaine, 2010). Such differences are so
persistent that a naive model could simply model these
patterns and have high predictive performance. Though
helpful, these can be blunt tools which are both likely
to over-classify minorities and low SES students and
unlikely to identify ”grey zone” students who do not
fit traditional dropout patterns yet who are identified as
likely to not graduate.

Advances in the Explainability and Fairness
considerations in ML support refinement of such tools
to create fair, useful models. This executive summary
explores a use case for predicting graduation likelihood,
including model fairness as well as global and local
explainability for individual predictions. This additional
information can help counselors to customize services
to the individual student, and presents an early warning
system (EWS) that more accurately detects any student
at risk of not graduating several years before the actual
graduation, allowing counselors to concentrate on those
most at risk. This forward-looking prediction model can
augment the existing Multi-Tiered System of Supports
(MTSS) that counselors use to customize academic and
behavioral strategies to students with needs.

2. Case study

This case study covers High School students in
a large school district in a Midwestern metropolitan
area. School districts are highly complex entities with
multiple data streams tied to thousands of individuals
and typically multiple physical locations. Several years
ago, the district started collating student data across
systems, ranging from demographic information to
academic and behavioral aspects. This information is
tracked for each student and each semester, allowing
the school to track a student’s K-12 progression
with high precision. While the school district has
an above-average graduation rate compared to other
districts in the state, school administrators have a goal
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to pro-actively identify students at risk of not graduating
and the factors behind the graduation predictions.

The case study has three main goals. First,
the development of highly performant ML prediction
models providing an early warning system (EWS) for
identifying students with a low likelihood of graduating
High School after 4 years. Second, the identification of
the most relevant factors affecting graduation likelihood,
both from a global perspective (all students) as well
as an individual student’s perspective (allowing for
a customized follow-up with the respective student).
Third, identifying ”grey zone” students that might not
follow typical patterns of not-graduating students (e.g., a
high number of unexcused absences and/or a low GPA).
For these students, the relevant factors can be quite
different from typical socio-demographic patterns that
might otherwise be indicative of graduation likelihood.

3. Pilot data

For each student (n=1350) we have one entry per
semester and grade for years 9-12 of High School, for a
total of 8 entries per student. In total, the pilot dataset
consisted of 11485 rows and 82 columns representing
various student characteristics in a specific semester:
Demographic Data (14 columns): Socio-demographic
data such as age, gender, and ethnicity.
Additional Programs and Services (16 columns):
Participation in special programs (e.g., summer school)
and services (e.g., nurse visits or guidance counseling).
Progress Toward Graduation (6 columns): Academic
progress and performance towards graduation such as
GPA and credits attempted/completed.
Attendance and Behavior (7 columns): Absences,
tardies and other behavioral referrals.
Test Scores and Percentiles (10 columns):
Standardized test performance, e.g., ACT or CogAT.
Credit Completion by Course (29 columns): Progress
towards degree completion specific to each course.

4. Model development and evaluation

We use R / RStudio with the tidymodels framework,
the DALEX explainability package (Biecek, 2018), and
the fairlearn package (Bird et al., 2020). As ML models
we used a Random Forest due to its good out-of-the-box
performance, and a LASSO Logistic Regression for its
ability to perform feature selection. We then built a
separate ML model for each grade 09 - 12, i.e., one
model predicting on-time graduation from High School
based on data from 9th grade, another based on data
from 10th grade, and so on. We separated model
selection from model assessment using a separate 80%

training and 20% test set, then further splitting the
training set into 5 folds using k-fold cross-validation
to select which hyperparameters to use and which
model to select. After finalizing the model on the
entire training set, we calculate model performance on
the test set. For model evaluation purposes, we use
a combination of standard ML performance metrics
such as accuracy, sensitivity (correctly identifying
graduating students), specificity (correctly identifying
not graduating students), and balanced accuracy
(average of sensitivity and specificity).

Data Preparation We added several features to
track differences between the current and the previous
semester such as differences in GPA, number of
unexcused absences, and number of guidance visits. To
ensure student confidentiality and respect data privacy,
we de-identified our data by replacing student names
and other identifying characteristics with generic labels.

Explainability One of the main goals of the approach
is to enable guidance counselors to a) identify ”at
risk” students, and b) understand which factors impact
a specific student’s likelihood to graduate. For
instance, if an unusually high number of unexcused
absences compared to previous years is highlighted as
an important factor reducing the student’s graduation
likelihood, counselors can then follow up and try
to understand what causes the absences. For this,
we use two core approaches in Explainable ML:
Global approaches such as overall feature importance
to get a general understanding of the most important
factors across the entire student population; and local
approaches such as Break-Down Plots (Staniak &
Biecek, 2018) and SHAP values (Lundberg & Lee,
2017) that aim to explain which factors positively and
negatively affect a student’s likelihood to graduate.

Fairness Fairness considerations have become a
crucial aspect in ML (Caton & Haas, 2024) and
education (Baker & Hawn, 2022). Our student data
contains several variables that are typically considered
”sensitive” (e.g., ethnicity, gender, special needs), hence
we analyzed the ML models for potential fairness issues
to ensure students from different groups are treated
equally. In future iterations, we will add bias mitigation
strategies if fairness evaluations show bias concerns.

5. Initial results

We selected the prediction model based on
balanced accuracy, the average of sensitivity and
specificity to balance accurately predicting graduation

Page 1627



and non-graduation. The balanced accuracy of the four
prediction models (one for each grade) ranges from
85.4% to 96.0%, indicating a high predictive accuracy
and the ability to correctly predict the vast majority
of not graduating students. For instance, out of the 6
9th grade students in the test set that did not end up
graduating, 5 were correctly identified. These results
show that even without extensive feature engineering
and model optimization, ML models are highly accurate
as early warning systems for graduation prediction.

Figure 1. Breakdown plot of a grade 9 student with

reasons why a lower graduation likelihood is predicted.

To highlight the usefulness of ML Explainability
and Fairness techniques, Figures 1 and 2 show a
breakdown plot for one specific student as well as
fairness metrics for students of different ethnicities. The
breakdown plot shows that the predicted graduation
likelihood is 45.3%, and that the lower-than-average
likelihood is mostly linked to the specific ACT Max
score and the number of completed credits. This can
help counselors customize strategies for this particular
student and individualize advising sessions based on
students’ individual characteristics.

Figure 2. Fairness metrics for Ethnicity and the

grade 9 model. Red areas indicate potential bias.

Figure 2 shows minor concern for some fairness
metrics in the predictive performance. Specifically, by
using White ethnicity as ’privileged’ group, it indicates
that the prediction model performs better for this group
compared to some other ethnicities. This information
helps us to improve the ML models by using pre-, in-,
or post-processing strategies from ML Fairness (Caton
& Haas, 2024) to ensure fairness across different groups.

6. Discussion and future directions

Recent advances in ML Explainability and Fairness
offer significant potential for school administrators to
deploy AI-driven decision-making. Our Research-
Practice Partnership shows the effectiveness of models
in identifying students at risk of not graduating,
and that additional tools can further help counselors
make informed decisions for allocating their time and
resources in formulating proactive strategies. The
presented models can augment existing MTSS with
forward-looking early warning systems (EWS) for
students at-risk. As next steps, we aim to further
improve the predictive capabilities of the ML models by
adding new data sources (e.g., ZIP-code related data),
and by extending this work for university settings.
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