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Abstract 
Large Language Models (LLMs) present 

remarkable opportunities for researchers and 

professionals to improve the effectiveness of software 

agents acting on companies' behalf. A particularly 

promising application is using LLMs to negotiate 

deals with potential customers. This paper proposes 

integrating negotiation models with LLM capabilities 

to generate textual offers in machine-human 

negotiations. It builds on an assumption that LLMs 

demonstrate emotional intelligence in their 

interactions with humans, positively influencing 

negotiation outcomes and human perceptions. The 

work introduces a prototype agent application based 

on a phone plan sales scenario. An experiment with 

human participants tested the performance of the 

LLM-powered negotiation agent against a version 

without LLM. The results indicate that the LLM-

enhanced software agent reached agreements with 

better prices.  

 

Keywords: Large language models, software agents, 

human-machine negotiations, experimental studies. 

1. Introduction  

Online businesses that allow customers to 

negotiate can gain insights into customer preferences 

and willingness to pay, which can help tailor offers and 

boost sales and profits. Platforms like eBay, where 

negotiation is integral, enable sellers and buyers to 

propose and counteroffer prices before finalizing a 

sale. 

Software agents that negotiate on behalf of users 

can ease the cognitive load on human negotiators 

(Vahidov et al., 2014). With the rise of large language 

models (LLMs), new opportunities have emerged for 

enhancing human-computer interactions. A promising 

area of research is integrating LLMs with negotiation 

models to create a conversational interface for human-

agent interactions, potentially improving negotiation 

outcomes and interaction quality. 

This paper investigates whether combining 

decision-making models with LLMs' conversational 

capabilities improves negotiation outcomes for 

businesses. Drawing on emotional intelligence theory 

(Goleman, 1995), we propose that LLMs' empathetic 

abilities can enhance human negotiation experiences. 

Trained to exhibit emotional intelligence, these 

models can elicit emotional responses, suggesting that 

a combination of model-based backends with LLM-

powered frontends could outperform traditional 

setups. 

We conducted an experiment to test this 

expectation by developing a negotiating software 

agent that uses specific models to evaluate offers and 

formulate counteroffers, leveraging the ChatGPT API 

for verbal articulation. This agent adapts responses 

based on opposing offers, negotiation progression, and 

message exchanges. It was compared with a version 

using pre-scripted text messages. Both agents 

negotiated with human participants, and the results 

indicate that integrating an LLM improves deals for 

the agent, and also leads to better perceptions of 

negotiations by the human counterparts. 

The paper is structured as follows: the next 

section reviews relevant literature, followed by the 

conceptual design of the negotiating software agent. 

We then present the application prototype design, the 

negotiation case and experimental setup, and the 

results. The paper concludes with a summary of the 

findings.  

2. Background 

Past studies have explored human-computer 

negotiations, focusing on various tasks, tactics, and 

negotiation mechanisms. Yang et al. (2012) used 

design science to compare innovative strategies like 

“simultaneous-equivalent offers” and “delayed 

acceptance” against traditional “sequential-single 

offer” and “immediate acceptance” approaches. Their 

negotiation agent system, tested in online laptop 

purchases, showed improved economic outcomes and 

positive human perceptions. Vahidov et al. (2014) 
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examined agent-to-human negotiations with different 

tactics (individualistic, neutral, yielding, etc.) in 

product sales. Their findings supported the 

effectiveness of agents in managing negotiations. This 

research extended to studying task complexity in 

negotiations, revealing significant interactions 

between strategies and complexity (Vahidov et al., 

2017). 

Another research stream focused on emotional 

and non-verbal cues in negotiations. Wu et al. (2022) 

introduced an emotion-adjusted concession model to 

enhance realism in automated negotiations. The model 

quantified emotions based on discrepancies between 

expected and proposed values. Türkgeldi et al. (2022) 

explored the impact of familiarity with an opponent, 

finding that participants were more collaborative with 

a familiar celebrity avatar. Liu et al. (2023) examined 

implicit power in negotiations, focusing on actions 

like offer exchange and the influence of an agent's 

profile image. Their study revealed significant impacts 

on negotiation outcomes. Belanche et al. (2021) 

proposed the humanness-value-loyalty model, 

examining how bots' perceived human-likeness, 

competence, and warmth affect customer service value 

and loyalty. Their findings indicated that perceived 

human-likeness enhances service value expectations, 

while competence and warmth impact functional and 

relational aspects.  

These studies highlight the importance of 

emotional cues in negotiation outcomes and 

perceptions. There have been studies suggesting the 

impact of emotional intelligence on negotiations. Kim 

et al. (2015) hypothesized that emotional intelligence 

(EI) would positively correlate with rapport, including 

involvement, positivity, and coordination. Using 

students in a job contract negotiation scenario, their 

findings indicated that negotiators with high EI 

maintained mutual interest and a positive attitude 

towards their counterparts. Schlegel et al. (2018) 

studied the effect of emotion recognition ability (ERA) 

on negotiation outcomes in work-contract 

negotiations. They found that ERA, measured by 

psychological tests, predicted negotiation outcomes 

better than general mental ability.  

Large language models (LLMs) show potential 

for integrating emotional intelligence into human 

interactions. Evaluation of several popular LLMs 

using data from over 500 adults found that most 

models scored higher than average on Emotional 

Quotient (EQ) tests, with GPT-4 outperforming 89% 

of human participants (Wang et al., 2023). Therefore, 

we expect that using LLMs as negotiating agents can 

instill EI in human-software agent interactions, 

positively impacting them.  

3. Conceptual design of a negotiating 

agent 

Figure 1 illustrates the high-level organization of 

the negotiating agent utilizing LLM capabilities. 

Human negotiators interact with the agent through its 

interface to make and receive offers. The agent 

controller manages the agent's operations, 

coordinating with the negotiation engine and the large 

language model. The negotiation engine evaluates 

various offers' attractiveness (utility) based on 

specified preferences over negotiation issues and 

options. Negotiation tactics guide how to produce 

offers or counteroffers depending on the negotiation 

stage, progress, received offers, and other inputs, 

considering the preferences provided by business 

principals. The controller uses the LLM service to 

formulate the offer into a message, which is then sent 

to the human counterpart.  

 

 
Figure 1. Design of a negotiating software agent 

4. Software agent prototype and 

experiments  

An implementation of the negotiating software 

agent prototype used for the subsequent experiments 

followed the above conceptual design but was adapted 

for the specific case of negotiation scenario devised 

for the experiments.  

The scenario for the experiments involved selling 

a phone plan, focusing on two issues: price and data. 

Price values ranged from $29.99 to $59.99 CAD 

(Canadian dollars) in 0.5 increments. Data plans 

ranged from 0 GB (no data plan) to 80 GB, resulting 

in nine discrete levels. The agent, acting as a 

salesperson for a fictitious phone company called 

"Flexofone," assigned utility values to each price, 

from 0% for $29.99 to 100% for $59.99. Similarly, 

data plans were valued from 0 for 80 GB to 100 for 0 

GB. The seller agent always made the first offer, 

expecting the user to accept, counteroffer, or quit. 
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Figure 2 shows the seller agent's initial offer. If users 

chose to counter, they would see a screenshot where 

they could select values for the issues from drop-down 

menus and type an optional message. 

 

 
 

Figure 2. Agent’s first offer. 
 

Suppose the user makes a counter-offer of 10 GB 

for $39.99 and writes a message that he is looking for 

a much cheaper option (figure 2). 
 

 
 

Figure 3. User’s counteroffer 
 

After the human user submits the offer, a time 

delay is introduced to simulate the agent’s decision-

making time. The agent then responds with an offer, 

as shown in Figure 4. 

In calculating the overall utility of the human 

counterpart’s offer and its own candidate offers the 

agent uses a simple weighted sum applied to the 

individual utilities of the price and data plan values.  

The agent always makes an initial offer at 95% of 

its utility level. When the agent receives an offer from 

the user, it first checks if the offer's utility meets or 

exceeds the current target utility level; if it does, the 

agent accepts it. If not, a new target utility level is 

calculated. The agent's negotiation engine produces 

the counteroffer using a combination of time- and 

behavior-dependent tactics (Faratin et al., 1998). 

 

 

 
 

Figure 4. Agent’s new offer 

 

First, a percentage drop from the previous target 

utility is applied. For the experiments, we used a 15% 

drop. For example, if the previous utility level was 

80%, a 15% drop would yield 68%. This component is 

referred to as the absolute concession. Next, the utility 

of the human counterpart’s offer was considered as a 

base, and the drop was applied to the difference 

between the agent’s target utility and the counterpart’s 

offer utility. For instance, if the incoming offer utility 

were 40%, applying 15% to the difference between 

80% and 40% would result in a 6% drop, making the 

new value 74%. This component is called the relative 

concession. 

The absolute and relative concessions are then 

combined using a weighted sum to calculate the new 

target utility. The weights, which must add up to one, 

were set at 0.8 for the absolute concession and 0.2 for 

the relative concession in the experiments. In our 

example, applying (0.8)(68) + (0.2)(74) yields 69.2 as 

the new target utility level. 

Next, the agent searches for an offer 

approximating the target utility level. Given that the 

options are discretized, an exact match is unlikely. 

Additionally, because different offers can yield the 

same utility level, we employed a trade-off strategy 

adapted from Faratin et al. (2002). This strategy 

involves selecting the offer with the smallest distance 

to the counterpart’s offer among equivalent utility 

offers. The agent tries to minimize the distance from 

the candidate offer to a given target offer on one side, 

and the Euclidean distance between the issue levels of 

its candidate offer and the counterpart’s last offer. The 

above two components are combined using weights, 

which were set to 0.8 and 0.2, respectively. As the 

Page 4359



search space was relatively small, the agent searched 

comprehensively to find the best-suiting offer. 

The newly generated offer is then incorporated 

into a message. The agent prepares a prompt for the 

LLM, including contextual information, the 

opponent’s offer and message, the next offer to be sent 

to the opponent, and other instructions. Once the LLM 

generates a response, the agent sends this message to 

the counterpart. The contextual information describes 

the negotiating case, issues, and the desired values for 

the issues. Other instructions dictate what the tone and 

the cues of the message should be depending on the 

negotiation step, e.g. "Please, stress that we are 

making progress towards the deal". The LLM used by 

the prototype was ChatGPT 3.5.  

The base version of the agent did not use the 

LLM, relying instead on the random choice of static 

text messages to synthesize the offers, like the one 

shown in Figure 5. 

 

 
 

Figure 5. No LLM version 
 

The study participants were upper-level 

undergraduate students enrolled in an application 

development course at a Canadian university, and they 

received class credits for their participation. The 

negotiation session was limited to 20 minutes. After it 

ended, participants were given a questionnaire 

measuring their satisfaction (two items), perceived 

fairness (two items), and intention to return (1 item). 

A total of sixty-five students participated in the 

experiments, interacting with two versions of the 

system: one using LLM-generated messages and the 

other using canned text, where pre-generated 

messages were presented randomly. 

5. Results  

The performance and subjective measure 

comparisons included only dyads with four or more 

offers from each side. This criterion ensured that the 

data reflected genuine negotiations, as fewer than four 

offers did not indicate sufficient interaction for 

meaningful negotiations. Similar rules have been used 

in prior research (Liu et al., 2023; Vahidov et al., 

2014). Consequently, 42 negotiation records were 

retained for further analysis. All negotiation instances 

ended with an agreement.  Twenty-four participants 

were randomly assigned to the agent with no LLM, 

and eighteen negotiated with the LLM-empowered 

agent. Table 1 shows the results of negotiations 

regarding the achieved price, the utility of agreements, 

and the number of offers. 

 
Table 1. Results for data with at least 4 offers 

 

Software 

agent 

version 

With 

LLM 

Without 

LLM 

p-value 

Price $51.24 $44.74 0.002 

Utility 57.72 54.42 0.27 

Number of 

offers 

8.50 10.17 0.13 

 

As the table shows, the agent with LLM achieved 

higher price agreements than the agent without LLM. 

Since agents are sellers, they made better deals for the 

(fictitious) business they represented. In terms of the 

overall utility of agreements, they also made better 

deals, though the difference was not statistically 

significant. They have also had fewer offer exchanges 

in human-agent dyads featuring LLM compared to 

those that did not feature LLM.  

Table 2 presents the data for cases where at least 

five offers were exchanged, focusing on dyads with a 

higher level of engagement in the negotiations. There 

were 37 such dyads, with 20 not using LLM and 17 

using it.  

 
Table 2. Results for data with at least 5 offers 

 

Software 

agent 

version 

With 

LLM 

Without 

LLM 

p-value 

Price $50.78 $42.99 0.001 

Utility 55.82 48.80 0.08 

Number of 

offers 

8.76 11.40 0.04 

 

In this case, the differences become even more 

pronounced. The overall utility for the negotiating 

agent with LLM is now considerably higher than for 

that without LLM, with a p-value of 0.08. The price 

difference is bigger, and the LLM agent achieved 
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better agreements with significantly fewer offer 

exchanges.  

As mentioned earlier we also used subjective 

measures for satisfaction, fairness, and intention to 

return. The items were adapted from past research on 

e-negotiations and the use of agents (Vahidov et al., 

2014; Yu et al., 2022) and were measured on a 7-point 

Lickert scale. 

The average satisfaction score for participants 

interacting with the LLM-powered agent was 4.89, 

compared to 4.44 for the alternate case. The perceived 

fairness scores showed an even more significant 

difference: 4.92 versus 3.85, a difference that was 

statistically significant at the 0.05 level. Regarding the 

intention to return, users interacting with the LLM-

powered agent scored an average of 4.72, while the 

others scored 4.00. 

We also included a post-survey question asking 

the participants to indicate whether their counterpart 

was a human, a bot, or some combination of both. 

Table 3 shows the results.  

 
Table 2. Human or bot? 

 

Opponent Human Bot Combination 

No LLM 0 (0%) 21 (88%) 3 (12%) 

With LLM 2 (11%) 11 (61%) 5 (28%) 

 

As one can see from the table, 88% of the subjects 

interacting with the model-only-based agent felt they 

were negotiating with a bot. In contrast, only 61% of 

the humans who interacted with an LLM–empowered 

agent thought they negotiated with the bot. This result 

may support our initial assumption that utilizing LLM 

will create a sense of humanness in interaction due to 

the inherent emotional intelligence present in LLM 

messaging.  

 

6. Conclusions 
 

This study aimed to propose a conceptual design 

combining the models used to capture preferences and 

tactics in negotiations and the capabilities of LLMs in 

a negotiating software agent. The design was 

implemented using a prototype application to be tested 

in an experimental setup. The software agent 

integrates back-end models to generate offers and 

counteroffers and uses the capabilities of Large 

Language Models to formulate offers verbally at the 

front end.  

We included LLMs in the negotiation process to 

improve the process and outcomes. We expected that 

the emotional intelligence exhibited by LLMs could 

positively affect negotiation outcomes and 

perceptions. The prototype app was developed for 

phone plan negotiations. Its performance was 

compared with the version that did not use LLMs, 

relying instead on canned text messages.  

The experiments with student participants were 

conducted. The results suggested that agents with 

LLM achieved deals with higher prices and marginally 

higher utility. Moreover, the results also suggested that 

the deals made by humans paired with the LLM–

powered agents were perceived as being fairer than 

those achieved by agents without LLM. These results 

are insightful since they indicate that the monetary 

gain achieved by the software agents did not come at 

the expense of negative perceptions by the customers. 

One can reasonably conclude that the LLM-powered 

agents induced a perception of greater fairness in the 

negotiated agreements compared to using models 

paired with canned text.  

One limitation of the study is the inclusion of 

student participants only, which may impact the 

generalizability of findings to other customer groups. 

Future research should expand the study to include 

other consumer groups.  

Future research can explore the power of LLMs in 

human-computer negotiations in several ways. One 

avenue is to allow parties to negotiate using only text 

messages. In the prototype app, users formulated 

offers using restricted inputs, such as drop-down 

boxes, with the message part optional. Future research 

could compare this approach to one where purely text 

messages are exchanged, like normal written 

negotiations between humans. Another possibility is to 

compare an agent's performance with the negotiation 

model paired with LLM and the one only using LLM 

capabilities. 

In conclusion, integrating models and LLMs in 

negotiation software agents shows promise in 

enhancing negotiation outcomes and perceptions 

without compromising customer relationships. Further 

research is needed to validate these findings across 

different customer groups and negotiation contexts. 
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