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Abstract

This work provides a data-driven, deep
learning-based solution to the districting and routing
problem. Related previous solution approaches focus
on cost minimization and face limitations by yielding
highly imbalanced districts. This imbalance can cause
practical problems such as excessive service times, low
customer satisfaction, and unfair workload distribution
among deliverers. We propose a deep learning-based
solution architecture based on Graph Neural Networks
that integrates balance-awareness into the learning
process. Evaluation on a large set of real-world cities
demonstrates that our approach achieves a significant
improvement in workload balance.

Keywords: Districting, Balanced VRP, GNN,
Predict-and-Optimize

1. Introduction

Districting and routing consists of partitioning a
geographic area into districts by grouping together Basic
Units (BUs) — smallest indivisible subparts of the area
— while satisfying certain constraints or optimizing
specific criteria. This problem has been studied in
several different domains, including electoral politics
(Ricca et al., 2013), school and police districting
(Bouzarth et al.,2018; Camacho-Collados & Liberatore,
2015), healthcare provision (Benzarti et al., 2013),
infrastructure and maintenance services (Garcia-Ayala
et al., 2015; Kong, 2021; Labelle et al., [2002), and
last-mile delivery of packages and mail (Bruno et al.,
2021; Zhong et al., 2007). In the field of package
delivery, the most studied optimization criterion for

URI: https://hdl.handle.net/10125/111555
978-0-9981331-9-5
(CC BY-NC-ND 4.0)

H{CSS

districting is to minimize costs. However, other criteria,
such as workload balance, are equally relevant for
practitioners and have to be considered.

Districting for last-mile delivery is closely related
to the Vehicle Routing Problem (VRP), where multiple
vehicles are assigned to subsets of customers to satisfy
their demand. However, unlike the VRP—which can be
seen as an operational decision after customer demand
becomes known—a districting solution typically serves
as a long-term planning decision and remains in use
for several years within a company. It is this planning
stage that our paper addresses, where the locations of
customer demand are not yet known, and the goal is to
make a strategic, long-term decision in anticipation of
future routing needs.

Solving districting and routing problems is
computationally demanding, among other reasons
due to the complexity of the routing problems that
must be solved repeatedly, as well as the stochastic and
partially unknown demand that must be approximated
to support long-term decisions. Given these difficulties,
the districting and routing problem can typically only
be solved heuristically for realistic problem instances.

With recent progress in deep learning, new
opportunities arise for improving such models. For
instance, decision-aware training enables algorithms
to give more precise estimations of district costs and
provides good generalization performance to unseen
instances, which leads to overall better districting
solutions in terms of total costs (Ahmed et al., [2024;
Ferraz et al., [2024).

However, the mentioned deep learning-based
architectures  still  overlook  critical  problem
characteristics relevant to real-world applications.
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In particular, by focusing on overall cost-efficiency,
they may produce highly imbalanced solutions (Bertazzi
et al.,[2015)), which can result in problems such as longer
service times leading to lower customer satisfaction or
unfair workload distribution among deliverers (Linfati
et al.,[2022; C.-M. Liu et al., 2006).

In this paper, we address this shortcoming. We
present a deep learning-based solution procedure for
the districting and routing problem that takes into
account workload balance as the main objective. We
demonstrate the performance of our approach in a
large-scale evaluation using a set of seven real-world
cities from France and the UK.

2. Related Work

Kalcsics and Rios-Mercado (2019) offer a detailed
overview of the districting literature in its granularities
and advancements.

Due to the long-term nature of districting decisions,
uncertainty in demand is often modeled via Sample
Average Approximation (SAA), where different
demand scenarios are drawn from a common
distribution, evaluated separately, and their costs
averaged. For larger instances, evaluating districting
costs is computationally demanding and has to
be replaced by an estimator.  Therefore, solution
algorithms mostly consist of heuristics. =~ Common
methods use continuous approximation formulas
such as the Beardwood-Halton-Hammersley formula
(Beardwood et al., [1959) and extensions thereof
(Daganzo, (1984} Figliozzi, [2007) as a fast surrogate
for computing expected routing costs across multiple
demand scenarios without solving the TSP explicitly
each time. Although these formulas have been shown
to estimate stochastic TSP costs well against other
regression functions (Kou et al., [2022), they still
provide only rough approximations of true districting
costs and offer limited generalization.

Recent advances in combinatorial optimization have
increasingly incorporated deep learning, highlighting
its potential to improve both solution quality and
computational efficiency. The latter is particularly
important for practitioners who need to solve similar
districting problems under varying configurations. One
example is the work of Joshi et al. (2019), which uses
deep graph convolutional networks to build efficient
TSP graph representations and compute TSP tours using
a parallelized beam search. Another supervised machine
learning-based approach to the districting problem is
introduced by Ferraz et al. (2024), who train a Graph
Neural Network (GNN) to predict district costs based on
geographical and demographical features of the BUs and

then use Iterated Local Search to produce high-quality
districting plans.

Closest to our proposed approach is the DistrictNet
(Ahmed et al., [2024) architecture. It uses a GNN
to parametrize a Capacitated Minimum Spanning
Tree (CMST) instance that is then solved in a second
step and converted to a districting solution. The method
outperforms all other methods mentioned above and
has good generalization capabilities to a diverse set
of unseen instances. However, here the quality of a
districting plan is measured by means of total costs. As
we will see in our computational experiments, this can
lead to highly imbalanced districting solutions in terms
of workload. In order to alleviate this issue, we propose
a methodology that uses balance as an optimization
criterion for the districting and routing problem.

District balance is a critical criterion in districting
problems, especially in political contexts, where it is
essential to avoid gerrymandering (DeFord et al., 2023)).
In such cases, balance is typically defined in terms of
population or vote counts per district. McCartan and
Imai (2023)) include the use of Sequential Monte Carlo
algorithms to generate districting plans that meet strict
balance and compactness constraints. In the logistics
domain as well, route balancing has gained significant
attention. Matl et al. (2017) present a comprehensive
survey on different approaches to the deterministic VRP
with route balancing. The work derives an axiomatic
framework for evaluating the suitability of different
balance measures in bi-objective formulations.

To the best of our knowledge, no prior work
combines machine learning-based districting with
explicit balancing objectives targeting travel times,
rather than point-based metrics like demand or
population. Our work addresses this gap by
integrating learned cost predictors with a balance-aware
optimization framework, enabling the generation of
fairer and more practical districting solutions.

3. Decision Problem

3.1. Problem Statement

We consider a large-scale districting problem in the
context of last-mile delivery, where parcels are delivered
daily to end customers. In this setting, demand points
correspond to delivery addresses—typically households
or businesses—that vary in number and location from
day to day. As a result, the spatial distribution of
demand is inherently stochastic and must be modeled
accordingly during the planning process.

Each deliverer is assigned exactly one district to
serve. The district must be spatially connected—that
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is, every BU in a district must share at least one border
with another BU from the same district. All routes begin
and end at a central depot, which represents the facility
where the parcel company receives and sorts packages
for distribution. A route is considered complete once
the deliverer has served all demand within their assigned
district. For simplicity, we assume that travel costs (e.g.,
trip durations, fuel) are static and symmetrical across all
deliverers, and we impose no capacity constraints on the
delivery vehicle.

In this setting, the objective is to identify a districting
plan that produces balanced solutions—ensuring an
equitable distribution of workload—while maintaining
overall cost efficiency.

3.2. Balance in Districting Problems

The integration of workload balance considerations
into districting problems has gained increasing
importance in recent years—for example in vehicle
routing for disaster relief or in commercial delivery
services (Karsu & Morton, 2015). A well-balanced
districting plan helps prevent bottlenecks in capacity
utilization and excessive service times. This has a direct
impact on both customer satisfaction and employee
well-being (C.-M. Liu et al., [2006). Balanced routes
tend to result in shorter service times and reduced
working hours, making them more acceptable to drivers
(Linfati et al., [2022). They also lower operational risks
and costs, particularly when replacements are needed
due to illness—an issue that becomes more critical
when customers are highly dispersed.

Different measures of workload balance have been
proposed in the literature (Matl et al., 2017). In
the context of last-mile delivery, travel time between
customers is typically the main contributor to both
operational costs and service time. The time required
to unload a package and carry it to the doorstep is
generally negligible compared to the travel time between
customers, particularly in larger or rural areas where
locations are spread out. Therefore, we choose route
length as the balance metric and use the deviation from
the mean route length over the full set of admissible
districts as a proxy for balance. This leads us to the
following mathematical formulation.

3.3. Mathematical Formulation

The goal is to find a feasible partitioning of BUs into
districts. A city consisting of n BUs is modeled as an
undirected graph G = (V, E'), where the set of vertices
V represents the BUs and the set of edges E consists
of connections between BUs. Feasible districts D C
P{1,...,n} are spatially connected subsets of BUs.

We assume that the demand locations are generated
according to the probability distribution of a spatial
Poisson process (Baddeley, 2007). They are modeled to
be proportional to the population of the BUs, resulting
in higher demand per spatial unit in BUs with larger
populations.

The long-term cost of a district d is defined via the
costs of a Traveling Salesperson (TSP) tour,

Crsp(d) = E¢[TSP(d, )],

where = is the set of all scenarios £ of daily demand
requests in district d and TSP(d, £) is the minimal travel
cost of visiting all customers in district d in scenario
&. Since this is a combinatorial optimization problem
with stochastic parameters, we cannot solve it directly.
Therefore, we replace the expected value of the district
costs by an empirical mean. From the set of all possible
demand scenarios Sy of a district d we sample n demand
scenarios {Xqs € Sq4ls € {1,..,n}}, where n is
sufficiently large. Using this SAA approach, we can
create an approximate cost function

OS5 (d) ZTSP (d, Xgs).

seS

E

The districting and routing problem is then defined
as follows:

: SAA . )\ ]
el S Z |C32 () — C - Mg (1)
st Y Tieagha =1 VieV ()
deD
Z A=k 3)
deD
A € {0,1} Vde D, 4
where

|D‘ Z CSAA

deD

In the objective (I), we minimize the distance
of each district cost to the mean district cost of
all admissible districts in order to obtain balanced
solutions. For each admissible district d, A4 takes value
1 if and only if d is part of the districting solution.
Equation ensures that each BU i is assigned to
exactly one district. Equation forces the number of
districts in the solution to equal the predefined number
of districts k € N.

Finally, we follow the literature (Ahmed et al., 2024)
and reduce the initial set of admissible districts D to
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contain only districts whose number of BUs is within
[% — 20%; & + 20%]. This eliminates extreme districts
from the set of candidate solutions and thereby increases
the computational efficiency of solution approaches.

4. Solution Approach

We solve the last-mile delivery problem with route
balancing using the deep learning-based architecture
displayed in It is based on Ahmed et al.
(2024), which we extend to account for the real-world
requirement of balanced districts.

Input Processing Output
Pm—— Inference
City Graph | GNN CMST Solver Districts Pipeline
{

Training Cities

Figure 1. Overview of our deep learning-based
solution architecture

4.1. Overview

Our solution architecture follows a two-stage
learning and inference pipeline. As illustrated in
the pipeline begins with a city represented
as a graph, where each node corresponds to a BU
enriched with additional attributes such as population
and geographic information. This graph is passed
into a GNN, which is designed to learn from
graph-structured data by iteratively aggregating and
transforming information from each node’s neighbors
(described in [subsection 4.3). The GNN is trained
on small-scale problem instances and outputs the
parametrization of a CMST problem (described in
[subsection 4.7)). A CMST is a cost-minimizing spanning
tree with a capacity constraint that starts at a root node.
This results in multiple subtrees originating from the
central depot that partition all BUs while respecting
capacity limits (the desired number of BUs per district,
%) per tree. This parametrization is then used by a
dedicated CMST solver to compute a
solution, which is finally transformed into the desired
districting solution.

The main motivation for using this surrogate
optimization model is its faster solvability and its
suitability for structured learning: The GNN does not
directly learn to approximate district costs, but instead
relies on a Predict-and-Optimize approach, where the
quality of the downstream districting solution is taken
into account rather than the accurate prediction of costs.
This leads to overall better districting solutions and
generalization capabilities, as Ahmed et al. (2024)) show.

4.2. Capacitated Minimum Spanning Trees
for Solving the Districting Problem

We use a GNN architecture to approximate a CMST,
which is then solved to generate districting solutions.
As an extension of the traditional minimum spanning
tree problem (Kruskal, |1956), the CMST additionally
imposes capacity limits on subtrees branching from a
root node, ensuring no single branch exceeds a specified
weight. The paper by Chandy and Lo (1973) is one
of the first works to formally introduce the CMST
problem, motivated by applications in communication
and distribution networks where spanning trees must
respect node capacity limits. The solution of a CMST
instance is rooted at a designated depot node, serving
as the starting point for all districts. From this root,
the solution spans multiple subtrees, each adhering to
the capacity constraints. In particular, every node in
the graph belongs to exactly one subtree, ensuring
complete coverage. Thus, a CMST solution can be
directly converted into a districting solution: Each
subtree corresponds to a distinct district and all nodes
within a given subtree are assigned to the same district.

This natural surjection from the space of CMST
solutions to the space of districting solutions is exploited
by our method.

By definition, the CMST seeks to minimize the total
cost of the selected edges under capacity constraints.
To integrate the CMST surrogate step into our model,
we need a perfect correspondence between the integer
program that we aim to solve and the surrogate CMST
formulation. To achieve this, we apply a mathematical
transformation that enables us to express our objective
(I)—minimizing the deviation of district costs from
C—in terms of edge weights. This transformation
restores the surjective correspondence between the
districting problem and the CMST.

Rather than directly minimizing

C'(d) = |Cre'(d) = C,

as written in (), we define C’ as the edge weights
and can then rewrite the objective function as

min Z C'(d) - Mg

D]
Ae{o.1} deD

which matches the CMST form that we want to
exploit.

While the reweighted edges do not correspond to
actual distances anymore, the induced subtrees still yield
districts with cost profiles close to C' because the edge
weights directly penalize deviations from the target cost.
This preserves solution quality in the districting space.
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This mathematically equivalent reformulation
enables us to integrate the surrogate CMST step into
a decision-aware learning pipeline, following the
principles of DistrictNet, but adapted to our problem
structure.

4.3. GNN Architecture

The architecture of our information system
comprises two main components. As the first
component, a GNN is trained to turn a labeled
graph into edge weights, which then parameterize a
CMST instance. GNNs have emerged as a powerful tool
for graph representation learning and have been widely
studied in the literature (Wu et al., 2021). The CMST
instance is subsequently solved by a CMST solver and
converted into a districting solution.

The GNN consists of two main parts: graph
convolutional layers, which learn latent representations
of edge features through message passing, and a
deep neural network (DNN) that maps these latent
representations to scalar edge weights—a design
concept aligned with approaches seen in the broader
deep learning architectures literature (W. Liu et al.,
2017). The message passing process uses three
convolutional layers. Feature updates for edge e at
layer [ are defined as

0 = o (W00 4

Z Wll)h(l

JEN (e)

Here, th) is the feature vector of edge e at layer

l, o is the ReLU activation function, Wo(l) and Wl(l)
are learnable weight matrices, and N(e) is the set
of neighboring edges of e. The convolutional layers
enable the model to capture the local graph structure and
generalize to graphs of varying sizes and connectivity.
The final edge embeddings are passed through a fully
connected DNN to produce edge weights used by the
CMST solver.

Backpropagation is guided by the Fenchel-Young
loss. Details on the implementation can be found in
Ahmed et al. (2024).

4.4. CMST Solver

The second component of our information system
is a CMST solver, which provides the solution to the
weighted instance produced by the GNN. For small
cities, this can be solved to optimality using an exact
formulation. For larger instances, we employ Iterated

Local Search to efficiently explore the solution space.
Here, we start with a feasible initial districting solution,
found by a modified Kruskal algorithm (Kruskal, [1956).
We then alternate between local improvement and
perturbation phases. The local search examines border
nodes between adjacent districts, evaluating transfers
and swaps to find improvements, following the approach
of Ahmed et al. (2024). After each local optimization,
the solution is perturbed to escape local optima while
preserving the best solution found. The process repeats
until a termination criterion is met.

4.5. Training Data and associated CMSTSs

For training, several real-world cities are randomly
perturbed to create 100 different cities consisting of
30 BUs. For each of these training cities, feature
vectors based on population, density, area, perimeter,
compactness, and distance to neighbors are created.
Next, we generate all feasible districts consisting
of two to four BUs by brute-force enumeration of
connected subgraphs. This procedure requires checking
every possible subset of BUs and retaining only those
that form a connected induced subgraph. Although
the number of subsets grows exponentially with the
number of BUs, the computation is carried out only
once, prior to training, and is restricted to the small
training cities. Under these conditions, the exhaustive
approach remains computationally feasible. For a
given admissible district d € D, demand locations
are generated proportionally to the population of the
BUs in d and 100 demand scenarios are sampled. For
each of these scenarios, a TSP is solved using the
LKH algorithm (Helsgaun, 2000; Lin & Kernighan,
1973), a widely accepted state-of-the-art heuristic for
solving TSPs. Then C382(d) is calculated. Finally,
after obtaining the costs for all feasible districts, the
integer program described in (1)) — @) is solved with the
constraint of creating k = 10 districts. This leads to
optimal districting solutions for all training cities.

These then have to be converted to CMST solutions.
To achieve this, we consider the surjectivity of the
mapping from districting solutions to CMST solutions,
following the approach in Ahmed et al. (2024). We
have already established that any CMST solution can be
directly converted into a districting solution; however,
multiple CMST parameterizations may correspond to
the same districting. Since the underlying mathematical
formulations share the same structure, we can conclude
that, for any given districting problem, there exists a
CMST formulation whose optimal solutions coincide
with those of the districting problem. Let J)(\) denote
the set of CMST solutions that correspond to a given
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districting . To construct elements of ))(\), we proceed
as follows: assign random edge weights to all edges
in the instance and, for each district in \, compute
a minimum spanning tree using Kruskal’s algorithm.
These trees collectively define a forest that spans all
districts. The CMST solution is then completed by
connecting the cost-minimal node of each district to the
central depot. This process yields a CMST solution
p € Y(N). By repeating this procedure with different
random edge weights, we generate multiple feasible
CMST solutions that are all consistent with the same
districting . Each of these solutions is described
by a binary vector whose length equals the number
of edges and indicates whether an edge is part of
the CMST or not. The final target CMST solution
it used during training is obtained by averaging over
these edge-incidence vectors, describing the empirical
frequency with which the corresponding edge appears
across the randomized solutions. This procedure leads
to the final training set consisting of pairs (z, i), where
x represents the graph and its features of an instance.

5. Real-world Evaluation
5.1. Problem Instances

The evaluation set comprises 35 larger instances
(each with 120 BUs) to assess the method’s ability
to generalize across different settings. Specifically,
we use 7 real-world cities: Bristol, Leeds, London,
Lyon, Manchester, Marseille, and Paris. For each
city, we define multiple target district sizes, with k &
{3,6,12,20,30}, resulting in a total of 35 diverse
test instances. The dataset of these cities, as well
as the basis for the training cities, is obtained from
the publicly available DistrictNet GitHub repository
(https://github.com/cheikh025/DistrictNet).

The mean population density per BU varies
significantly across cities, ranging from 1,940
inhabitants/km? (Lyon) to 34,300 inhabitants/km?
(Paris), ensuring a robust evaluation of demand patterns
under varying urban conditions. The dataset contains
features on the coordinates of the BUs, their area,
perimeter, population, density, and neighboring BUs.

5.2. Benchmarks

To evaluate the performance of our solution
architecture, we use the implementation of DistrictNet
(Ahmed et al., 2024) and compare both the balance
measure and the mean district costs. The authors of
DistrictNet have already demonstrated that their method
outperforms other commonly used districting methods
in terms of solution quality and generalization ability on

large instances.
5.3. Performance Metric

In the optimization model that is used for training the
GNN, we minimize the distance of district costs to the
mean of all admissible district costs C.

However, when evaluating performance across
different cities, a direct comparison of absolute cost
deviations is problematic—because cities vary in their
cost structures and size, and the method used is
scale-dependent. ~To enable cross-city comparisons
for all test instances, we introduce the Coefficient of
Variation (CoV), defined as

CoV — Ocosts
Heosts

)

where 0., denotes the standard deviation of district
costs and ficogs represents the mean cost. The CoV
provides a normalized measure of dispersion, expressing
variability relative to the mean and will thus be reported
as the balance measure in the following.

5.4. Illustrative Example Solution

[Figure 2| and [Figure 3| present a comparative
case study for Bristol with ten districts, contrasting
our method with the DistrictNet benchmark. BUs are
delineated by thin black lines, while thicker borders
indicate district boundaries. The coloring represents
the difference between the district’s cost and the
average costs over all districts, where red marks a
lower-than-average cost and blue a higher-than-average
cost.

We first note that our approach results in a notably
different assignment of BUs to districts compared to
DistrictNet. Second and more importantly, our approach
results in a more balanced solution, as evidenced by
the more uniform color distribution and the absence
of extreme deviations. This becomes even more clear
in [Figure 4] which directly compares the distribution
of the district costs of both approaches. Our method
substantially reduces the range of district costs, from
139.18 to 80.67. Also, the smaller interquartile range
of the boxplot shows that our approach results in
a cost distribution that is much more centered and
equitable. Finally, we note that—as anticipated—this
improvement in balance comes with a small increase in
mean cost of 6.65%.

5.5. Full Results

reports the full results for our proposed
architecture as well as the DistrictNet benchmark. For
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each of the seven test cities, we analyze different
partitions into varying numbers of districts (4, 6, 10, 20,
and 40).

Each row in the table presents the performance of
both methods for a specific city and number of districts.
Two key performance measures are reported: First, the
mean cost per district, reflecting overall cost efficiency.
Second, and more importantly, the CoV, capturing the

balance of the districting plan. For both metrics,
absolute values and relative differences between the two
methods are reported. The final row displays the mean
relative performance across all instances.

We find that the CoV decreases significantly in 29
out of 35 instances, which translates to more balanced
districting solutions.  This improvement averages
22.84%, with the largest reduction in CoV reaching

Table 1. Comparison of our approach and DistrictNet across cities

Mean Costs CoV

City # Districts  DistrictNet  Our Approach A rel. DistrictNet  Our Approach A rel.
4 130.93 140.66 +7.43% 0.30 0.06 -78.53%
6 105.06 110.20 +4.90% 0.40 0.28 -29.85%
Bristol 10 81.15 86.55 +6.65% 0.65 0.25 -61.33%
20 60.31 66.31 +9.96% 0.70 0.42 -39.26 %
40 47.18 53.18 +12.72% 0.75 0.45 -40.43 %
4 98.75 101.09 +2.37% 0.31 0.15 -53.63%
6 76.18 81.13 +6.50% 0.31 0.18 -40.69 %
Leeds 10 61.87 65.93 +6.57% 0.41 0.22 -46.36 %
20 45.59 49.73 +9.08% 0.50 0.27 -47.42 %
40 35.70 38.64 +8.23% 0.55 0.24 -55.97%
4 45.59 47.33 +3.82% 0.14 0.09 -36.24%
6 37.50 42.54 +13.43% 0.15 0.13 -16.01%

London 10 29.82 31.50 +5.66% 0.19 0.19 -1.23%
20 23.57 24.96 +5.89% 0.28 0.18 -36.50%
40 18.55 19.54 +5.38% 0.29 0.17 -41.77 %
4 114.47 113.24 -1.07% 0.14 0.22 +54.36%
6 80.46 79.01 -1.80% 0.26 0.31 +17.49%
Lyon 10 59.14 61.83 +4.56% 0.27 0.24 -14.17%
20 45.60 46.65 +2.31% 0.33 0.20 -37.81%
40 36.78 37.97 +3.24% 0.35 0.24 -31.46 %
4 77.61 77.73 +0.16% 0.14 0.09 -34.45%
6 59.00 63.92 +8.33% 0.16 0.10 -36.82%
Manchester 10 48.27 51.66 +7.03% 0.17 0.14 -13.90%
20 36.32 39.93 +9.92% 0.31 0.19 -37.38%
40 28.84 31.45 4+9.03% 0.36 0.16 -55.39%
4 36.77 36.95 +0.50% 0.25 0.37 +47.36%
6 26.90 28.82 +7.12% 0.14 0.25 +80.11%
Marseille 10 19.26 19.99 +3.76% 0.20 0.27 +32.64%
20 14.53 14.95 +2.93% 0.30 0.27 -11.34%
40 12.45 12.82 +2.96% 0.33 0.28 -13.27%
4 14.76 14.14 -4.23% 0.28 0.08 -70.44 %
6 11.00 10.76 -2.21% 0.24 0.18 -23.20%

Paris 10 7.72 7.74 +0.27% 0.27 0.29 +8.77%
20 5.73 5.82 +1.70% 0.35 0.31 -11.35%
40 4.56 4.95 +8.68% 0.44 0.33 -23.84%
Mean +4.91% -22.84%
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Figure 2. Variation of districting cost of our
approach
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Figure 4. District costs for Bristol with 10
districts

78.53% for Bristol with four districts. Notably, in
the case of Paris with four districts, our method even
achieves a slightly lower cost than DistrictNet while
yielding an improvement of over 70% in balance.

We observe that the improvements in balance of
our approach occur independently of the pre-specified
number of districts. For Bristol and Paris, the strongest
improvements are observed for four districts. For
Manchester, London, Leeds and Marseille, the highest
improvements are achieved for 40 districts. For Lyon,
an intermediate number of districts yields the strongest
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Figure 3. Variation of districting cost of the
DistrictNet benchmark

improvements.

Finally, we note that mean costs per district are
generally higher with our approach. On average, we
obtain a mean cost increase of 4.91%. This finding is
expected, reflecting the trade-off between cost efficiency
and balance.

We also computed the normalized Mean Absolute
Deviation and the normalized Gini index as alternative
balance measures, but since their values differ only
marginally from the CoV, we do not report them here.

Overall, these results underline the effectiveness of
our approach. In comparison to the state of the art, it
produces much more equitable districting solutions for
the majority of cities and desired numbers of districts.

6. Conclusion

In this work, we addressed the balanced districting
and routing problem in the context of last-mile delivery.
Building on DistrictNet, we proposed a deep learning
pipeline that incorporates balance-aware optimization
into the training process. This is achieved by creating
a set of small training instances and their respective
balanced districting solutions, converting them into
CMST solutions, and training a GNN to parameterize
the edge weights of the corresponding CMST instances.
At inference time, this CMST can be solved and
transformed into a districting solution that minimizes
deviation from the mean district cost, thereby promoting
balance among the districts.

Our computational results on several real-world
cities show that incorporating balance as a primary
objective leads to significantly more equitable districting
plans.  Our approach consistently outperforms the
cost-minimizing baseline in terms of workload
fairness, with statistically significant reductions in cost
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variability.

By enabling a trade-off between efficiency and
fairness, our method has practical implications for
improving operational planning, reducing service risk,
and increasing both employee and customer satisfaction
in last-mile delivery scenarios. The integration of a
decision-aware learning pipeline also allows our system
to generalize well across city sizes and districting
configurations.

Future work may extend our model by incorporating
more realistic constraints such as dynamic travel times,
vehicle capacities, or time windows. Additionally,
multi-objective formulations could further refine the
trade-off between cost and fairness, making it even more
flexible for a diverse set of realistic requirements.
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