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Abstract 
Prevailing HCI paradigms in GenAI design 

prioritize harm prevention and abstract principles, such 
as transparency, but often neglect the embodied and 
interactive ways in which AI shapes user behavior and 
identity. This paper advocates for a fundamental shift, 
positioning “interactional integrity” as the central 
design goal and moving beyond a reductionist focus on 
harm minimization. We use the FAIR framework—
grounded in the existential principles of Freedom, 
Authenticity, Intentionality, and Responsibility—to 
cultivate interactional integrity through interface-level 
affordances. By embedding these principles into user 
experience, the FAIR framework offers a systematic 
approach for integrating responsible AI into design 
practice, ensuring that responsible use becomes a lived 
interaction rather than a regulatory afterthought. 

 
Keywords: Generative AI ethics, responsible design, 
FAIR principles, interactional integrity, AI affordances. 

1 Introduction 

The rapid evolution of multimodal generative AI 
(GenAI), capable of producing text, speech, imagery, 
and interactive media, has significantly transformed 
how users interact with digital systems. GenAI models 
are evolving into autonomous agents—no longer 
passive input-output engines, but active collaborators 
that shape meaning, drive productivity, and influence 
decision-making. This transformation introduces not 
only unprecedented opportunities for augmentation but 
also profound challenges for HCI design and 
sociotechnical governance (Dwivedi et al., 2025; 
Amankwah-Amoah et al., 2024). As these systems 
become more expressive, they also grow increasingly 
opaque and unpredictable (Bommasani et al., 2021). In 
response, numerous design and governance frameworks 
have emerged under the banner of Responsible AI 
(Benbya et al., 2024). Yet, these top-down regulations 
often prove inadequate because they fail to address the 
core problem at the interface (Rivera et al., 2025). For 
example, most GenAI systems still lack mechanisms 

that enable users to steer or audit responses in a 
meaningful way. This design flaw limits user agency 
and heightens the risk of misalignment, overreliance, 
and disempowerment (Luger & Sellen, 2016; 
Mittelstadt et al., 2016). To address this limitation, we 
introduce the concept of interactional integrity.  

Interactional integrity is the degree to which an AI 
system’s behaviors and outputs remain aligned with the 
user’s intentions, expectations, and values throughout 
interaction. For instance, interactional integrity is 
enhanced when a Reflective Choice Architecture in a 
GenAI writing assistant (‘good’ design) enables users to 
see multiple stylistic options, view the system’s 
interpretive assumptions, and refine outputs. By 
contrast, a Normative Default Bias (‘bad’ design) in a 
GenAI chatbot surfaces when the system provides 
generic platitudes or prescriptive advice without 
disclosing its reasoning, subtly steering the user toward 
predefined norms and away from their situated 
priorities. Interactional integrity emphasizes ensuring 
ethical coherence explicitly at the interface, fostering 
informed, deliberate, and ethically aligned user 
engagement, moving beyond purely backend 
approaches that focus solely on technical accountability. 

To date, efforts in responsible AI have 
predominantly focused on back-end issues such as 
algorithmic fairness, data transparency, and bias 
mitigation (Dignum, 2019; Binns, 2018). While 
essential, these approaches often overlook the user 
interface as a critical site of ethical and legal 
consequence (Abhari et al., 2023). As the primary 
medium through which users interpret, respond to, and 
influence GenAI behavior, the interface plays a central 
role in shaping norms of trust, user agency, and 
accountability (Stafford & Melville, 2020; Liao et al., 
2023). However, it is often assumed that an ethically 
designed AI algorithm will naturally yield responsible 
use and positive user experiences without explicitly 
addressing interactional affordances (Rivera et al., 
2025). We challenge this oversimplification and argue 
that interactional integrity is part of system integrity.  

Ensuring such integrity requires translating 
abstract responsible AI principles into concrete user-
facing affordances that users can directly engage with 
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during their AI interactions. To address this gap, we 
adopt a design-centered approach to AI governance, the 
FAIR framework—Freedom, Authenticity, 
Intentionality, and Responsibility—as a normative 
model for GenAI user experience design. Grounded in 
existentialist ethics (Sartre, 1992; d’Anjou, 2011), FAIR 
reorients the AI governance conversation toward 
interface-level design choices that empower users to act 
with discernment and ethical agency. This approach 
posits that by embedding these values into the 
interaction design, we can ensure interactional integrity 
in GenAI use. More generally, our approach recasts 
responsible AI use as a function of design, redirecting 
attention from external regulatory mandates—such as 
the U.S. NIST AI Risk Management Framework, 
China’s Generative AI Ethics Code, and the EU AI 
Act—toward the intrinsic architecture of user 
experience advocated by AI ethicists (Floridi, 2019; 
Rivera et al., 2025; Wachter et al., 2017). 

2 Background 

Early discourse on AI ethics has largely centered 
on system-level concerns, emphasizing principles and 
safeguards built into algorithms and models. For 
example, researchers and policymakers have articulated 
high-level guidelines for “trustworthy AI,” focusing on 
values such as fairness, transparency, and accountability 
(Floridi, 2019; Jobin et al., 2019). Classic approaches 
often treat ethical governance as a property of the AI 
system itself: ensuring the AI’s decision rules are just 
and its outcomes unbiased (Binns, 2018; Dignum, 
2019). This perspective is evident in work on 
algorithmic fairness metrics and bias audits, as well as 
in calls for some ideals such as explainable AI (XAI) 
(Kalasampath et al., 2025). The macro level of AI ethics 
examines the rights and risks and suggests top-down 
constraints or accountability mechanisms 
(Coeckelbergh, 2020). These system-focused efforts 
have advanced our understanding of ethical AI in 
principle, but they often stop short of detailing how such 
principles manifest in day-to-day user interactions.   

As Bryson (2018) argues, the design of intelligent 
systems must inherently integrate ethics; however, 
much of this integration has been pursued via backend 
design and policy rather than through user-facing 
aspects of technology. The result is a growing critique 
that backend-focused governance frameworks, on their 
own, are insufficient for ensuring ethical outcomes in 
use (Rivera et al., 2025). Even robust technical 
safeguards can be undermined if users are unaware of a 
GenAI system’s limitations, or if the interface 
encourages misuse or overreliance. For instance, 
regulatory mandates such as the “right to an 
explanation” under the GDPR remain challenging to 

enforce without intuitive interface mechanisms to 
deliver those explanations (Wachter et al., 2017). 

2.1 Ethical AI Design 

In HCI research, a parallel tradition exists that 
emphasizes the proactive integration of ethical and 
social values into the user experience (e.g., Baranauskas 
et al., 2024). Frameworks such as ACT theory (ethical 
AI design emphasizing authenticity, control, and 
transparency; Rivera et al., 2025), Value Sensitive 
Design (systematically embedding human values into 
technology; Friedman et al., 2008), and Responsible 
Research and Innovation (aligning innovation with 
ethical, inclusive, and societal concerns; Stahl, 2012) all 
advocate for integrating user-centered values into the 
design process. These frameworks converge on a critical 
point: an interface’s affordances—the perceived actions 
and controls it offers—are what ultimately enable or 
constrain users in ethically significant ways (Rivera et 
al., 2025). For example, an interface that signals 
uncertainty in responses helps users to make more 
informed choices (Liao et al., 2023). 

Conversely, designs that obscure how an AI works 
or that nudge users toward certain decisions can 
diminish user autonomy and trust. Prior work has shown 
that mismatches between users’ mental models and an 
AI’s actual functionality can lead to confusion and 
overreliance, highlighting the importance of 
intelligibility, feedback and user control in design 
(Luger & Sellen, 2016; Miller, 2019). Scholars like 
Shneiderman (2022) have thus called for new 
approaches ensuring users remain in control of and 
informed about AI behaviors. Shneiderman (2020) 
argues that while abstract ethics provide a vital 
foundation, achieving responsible AI in practice 
“requires design decisions” to guide developers, 
managers, and policymakers. These ethical foundations, 
he contends, must be strengthened with actionable 
design guidelines that translate principles into 
interactive features (Amershi et al., 2019; Rivera et al., 
2025; Stafford & Melville, 2020).  

Amershi et al. (2019) distilled 18 design guidelines 
for human-AI interaction that cover the AI system’s 
behavior across its lifecycle, emphasizing predictable, 
controllable, and feedback-rich interactions. These 
guidelines were validated with design practitioners 
across numerous AI-infused products, underscoring that 
practical design choices directly affect users’ trust and 
understanding of AI systems. More recently, Rivera et 
al. (2025) argue that affordance design is critical to 
achieving Responsible AI because it enables planned 
and purposeful user interactions that activate the 
responsibility mechanisms of authenticity, control, and 
transparency—ensuring AI agents behave ethically, 
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empower stakeholders, and reveal their operations in 
ways that align with societal values and design intent. 

Despite growing interest, the governance of GenAI 
use through planned affordances remains nascent, 
struggling with foundational conceptual and technical 
challenges. For example, Liao et al. (2020) observed 
that UI/UX designers face persistent difficulties in 
crafting XAI systems. Additionally, technical 
transparency alone is insufficient; instead, explanations 
must be conveyed through interfaces that align with 
users’ cognitive models and situational contexts. 
Similarly, in practice, Wang et al. (2023), drawing on 
interviews with UI/UX practitioners, highlight an 
emerging need for new design strategies to embed 
fairness, accountability, and transparency within 
everyday technology practices. These insights bring us 
to a foundational inquiry: How might ethical use be 
governed by design? Responding to this question 
directly aligns with the growing calls for 
“Responsibility by design,” “ethics by design,” and 
“governance through design” in the development of AI 
systems (Abbasi et al., 2024).  

2.2 Generative AI Design and Its Challenges 

 The emergence of powerful GenAI multimodal 
models introduces new sociotechnical complexities 
(Dwivedi et al., 2025). GenAI systems frequently 
generate outputs that resemble human speech in terms 
of form and fluency (Zhao et al., 2025; Stafford & 
Melville, 2020). Unlike deterministic software, 
generative models can fail in unexpected and often 
imperceptible ways, confidently producing content that 
is incorrect, biased, or entirely fabricated. For example, 
while humans can readily detect visual anomalies, they 
often struggle to recognize errors in textual outputs 
without careful verification. This unpredictability 
renders conventional reliability affordances, such as 
alerts, insufficient, as the uncertainty lies in the integrity 
of what the system generates, not its function. As a 
result, users may develop unwarranted confidence in 
AI-generated responses when interfaces fail to convey 
uncertainty (Liao et al., 2023). While system-level 
improvements, such as enhanced training for bias 
mitigation, are essential, they alone cannot guarantee 
that users will interpret or apply outputs responsibly.  

HCI research increasingly explores new 
generative affordances (interactional possibilities that 
emerge from a system’s capacity to create novel outputs. 
Kim et al. (2025) demonstrated that adaptive controls, 
such as adjusting tone and creativity, and on-demand 
explanations, can enhance satisfaction and trust. Ramaul 
et al. (2024) identified two key aspects of GenAI tools 
in knowledge work contexts: creational affordances, 
such as knowledge or creativity augmentation, and 

conversational affordances, like contextual sensitivity 
and interactive accessibility. These affordances 
necessitate features such as interactive prompt tuning, 
provenance indicators for generated content, and mixed-
initiative dialogs that empower users to shape the AI’s 
direction, directly influencing its use (Birkstedt et al., 
2023). Nevertheless, despite recent advances, GenAI 
interaction design guidelines remain nascent, often 
oscillating between idealistic but impractical aspirations 
and practical heuristics that lack theoretical grounding. 
In practice, many GenAI interfaces today remain 
minimalistic (often just a text box and feed). This, as 
Coeckelbergh (2020) might suggest, provides an 
“empty” ethical landscape where users are left 
unsupported in managing the technology’s influence.  

2.3 GenAI User Interface Design  

Backend mechanisms—such as algorithmic structures 
and system architectures—are undeniably critical for 
the development of responsible AI user interfaces 
(Rivera et al., 2025; Alavi et al., 2024). Yet, prioritizing 
these backend-oriented approaches, such as algorithmic 
auditing protocols (Raji et al., 2020), model 
documentation standards (Mitchell et al., 2019), and 
high-level ethical review processes (Papagiannidis et 
al., 2025), remains insufficient for guaranteeing 
meaningful user experiences. These strategies implicitly 
assume that technical fairness, transparency, and 
accountability automatically translate into ethical 
interaction. This assumption often collapses in practice, 
revealing the urgent need for explicitly designed 
interface-level affordances that sustain what we term 
interactional integrity. For instance, fairness, conceived 
as the absence of group-level disparities, functions as a 
robust backend metric but loses traction in UI/UX 
contexts, where ethical significance derives from the 
situated, lived experiences of individual users. As 
Mittelstadt et al. (2016) argue, abstract principles 
achieve ethical purchase only through context-specific 
implementation—and in AI systems, such 
implementation occurs foremost through user 
experience design. Without carefully crafted user 
affordances, even a technically responsible model can 
yield harmful outcomes if its interface obscures 
limitations or permits unintended uses (Miller, 2019; 
Wachter et al., 2017). Recent scholarship has begun to 
address this gap by examining how ethical design 
principles manifest at the interface level—for example, 
through features that enhance attribution, convey 
contextual sensitivity, or shape the perceived 
personality of AI systems. Correspondingly, design 
priorities such as intelligibility, controllability, 
contestability, and ethical alignment (Shneiderman, 
2022; Bryson, 2018; Brundage et al., 2020) have been 
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articulated as critical to responsible interaction. Yet, 
these efforts remain largely fragmented, often treated in 
isolation, and insufficiently theorized as part of a 
coherent framework. What is lacking is an integrated, 
theoretically grounded framework that unifies these 
priorities and situates them within a cohesive view of 
human–AI interaction. Our study responds to this 
opportunity by advancing a framework—a conceptual 
effort grounded in existentialist ethics—that shifts the 
analytical lens from algorithmic compliance to the 
human perspective of interaction. 

3 The FAIR Design Framework  

We adopt the FAIR framework—Freedom, 
Authenticity, Intentionality, and Responsibility—as a 
structure for guiding GenAI design (Abhari et al., 2025). 
Rooted in Sartrean existentialism, these four 
interdependent conditions capture how individuals 
define meaning and assume moral agency, and they 
translate directly into interface-level design 
requirements that enable GenAI systems to support 
rather than supplant ethical self-definition (Table 1). 
Table 1. Sartrean Ethics’ Applications to GenAI Design 
Principle Ethical Implications Design Interpretation 
Freedom Humans are inherently 

free; ethical action 
requires the ability to 
choose and to own 
those choices 

Support user autonomy 
by allowing control over 
AI influence and 
customizable boundaries 

Authenticity Ethical living requires 
alignment with one’s 
self-defined values and 
rejection of false 
personas 

Preserve the integrity of 
the user’s voice and 
values in AI-mediated 
co-creation 

Intentionality Actions must be goal-
directed, and 
interactions should be 
mindful and reflective 
rather than passive or 
automatic 

Make user intent legible 
and actionable by 
aligning system 
behavior with expressed 
goals 

Responsibility Freedom entails 
bearing responsibility 
for consequences, 
especially in co-
determined outcomes 

Ensure clear user 
choices and explicit user 
involvement, 
considering 
consequences for shared 
accountability. 

 
Sartre holds that human beings are “condemned to 

be free,” a condition in which freedom is inescapable 
and always entails responsibility for one’s choices and 
their consequences (Sartre, 1943; Sartre, 1946). 
Authenticity arises when individuals lucidly recognize 
this freedom and resist “bad faith” by living in fidelity 
to their self-chosen projects and values. Intentionality 
grounds this process by affirming that consciousness is 
always directed toward the world, thereby orienting 
action toward meaning (Sartre, 1943). From this 
perspective, ethical attributes such as trust or fairness 

are not primary virtues but derivative outcomes of 
responsible, authentic, and intentional free action. 
While Sartre also emphasizes anguish, facticity, and the 
role of the Other (Sartre, 1943), we foreground these 
four dimensions because they are most directly 
translatable into GenAI design: freedom as the 
existential condition, responsibility as its consequence, 
authenticity as its ethical posture, and intentionality as 
the underlying structure of meaningful action. 

3.1 Freedom: Autonomy and Controllability 

Freedom is the inescapable condition of human 
existence; per Sartre, humans are “condemned to be 
free” (Sartre, 1943). In the GenAI context, freedom 
translates to user autonomy or control, which enables 
users to shape their interaction, override or steer the AI’s 
suggestions, and set personal boundaries for AI 
assistance (Rivera et al., 2025). In this context, freedom 
denotes the preservation of user autonomy, such that 
interaction with the AI remains reversible, negotiable, 
contestable, and non-coercive, ensuring that 
preconfigured decision pathways do not constrain or 
manipulate users. Yet, in many current GenAI systems, 
user control is often illusory or, at best, limited (Dwivedi 
et al., 2025). While users can enter prompts, the outputs 
are frequently influenced by opaque model processes, 
default model personality, underlying optimization 
routines, or other fixed default settings. This asymmetry 
can leave users, especially non-expert users, feeling that 
the AI is a black box that they must accept as-is, rather 
than a tool they can meaningfully control. A design for 
‘freedom’ aims to empower users to have control over 
their interactions with agentic artifacts. 

GenAI design should prioritize freedom at its core, 
providing meaningful customization of input and 
output, flexible interaction modes, and clear opt-out 
options. Interfaces must allow users to configure AI 
operations by adjusting parameters such as creativity or 
formality and toggling custom features. Users should 
disable undesired autocomplete suggestions or specify 
preferred tone and style for generated content. These 
features encourage informed consent and reduce 
manipulative dynamics (Zuboff, 2019). Ultimately, 
such affordances do more than protect individual 
autonomy—they establish the preconditions for 
interactional integrity, ensuring that human agency, not 
algorithmic defaults, remains the decisive force in 
shaping meaning and action. For example, in legal 
drafting, a GenAI assistant that defaults to formal, risk-
averse language may appear helpful but can 
inadvertently bias contracts in favor of one party’s 
interests. Without options to adjust such assumptions, 
the system’s hidden defaults shape outcomes in ways 
the user neither intended nor consented to.  
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The principle of Freedom in GenAI design 
reimagines governance as regulated freedom—
supporting users’ capacity to initiate, steer, and revise 
interactions without being locked into system defaults. 
Its purpose is not to impose rigid safeguards but to 
ensure that choices remain transparent, reversible, and 
genuinely volitional. In legal practice, for example, a 
GenAI drafting tool should enable attorneys to toggle 
between alternative clause structures, reject automated 
insertions, or revert to earlier drafts. These affordances 
preserve the lawyer’s authorship of the document while 
preventing the system from silently narrowing options. 
By foregrounding reversibility and non-coercion, 
Freedom safeguards interactional integrity, ensuring 
users remain the prime agents of decision rather than 
passive recipients of algorithmic drift. 

3.2 Authenticity: Value Alignment 

For Sartre, authenticity means living by one’s true 
values and nature, without self-deception or submission 
to imposed roles (Sartre, 1992; d’Anjou, 2011). In 
GenAI contexts, authenticity is central to maintaining 
interactional integrity: it ensures that both the user’s 
contributions and the system’s intended role in the 
exchange remain aligned with the user’s values, rather 
than being subtly redirected by hidden optimizations. 
Concretely, an authentic interaction with AI is one 
where users can distinguish between AI-generated and 
human-generated content, maintain ownership of their 
contributions, and engage without being misled or 
manipulated (Rivera et al., 2025). To support this, 
GenAI must remain faithful to its core purpose—
facilitating rather than filtering user voice and value. 

Current GenAI tools pose significant challenges to 
authenticity across multiple dimensions (Rivera et al., 
2025). They often blur the boundaries of authorship and 
content provenance (Amankwah-Amoah et al., 2024). A 
more subtle but growing concern is the emergence of 
interface patterns that, even when well-intentioned, such 
as encouraging safe or efficient use, may resemble dark 
patterns by steering users toward predefined choices 
(Benbya et al., 2024). In some cases, efforts to enforce 
ethical safeguards or prevent misuse may inadvertently 
lead users to feel manipulated. Adaptive features, such 
as AI-adjusting message tone, can distort a user’s 
expression if not transparent, compromising the user’s 
voice and thereby compromising interaction integrity.  

To uphold authenticity, GenAI interfaces must 
strike a delicate balance between optimizing output and 
preserving the user’s voice. This balance pertains to 
governance, as it mandates that AI interventions remain 
visible, understandable, and subject to user oversight. 
For instance, in legal drafting, a GenAI assistant that 
silently “refines” arguments for readability or 

compliance may, over time, erode an attorney’s 
distinctive rhetorical style, gradually homogenizing it 
into generic contractual language. A more authenticity-
preserving system would instead recognize and 
integrate the user’s established values and stylistic 
patterns, while explicitly noting when its outputs deviate 
from them. Such affordances ensure the system’s 
generated content reflects professional judgment and 
client intent, fostering epistemic trust (Mittelstadt et al., 
2016; Liao et al., 2023). 

From a governance perspective, designers must 
understand that users don’t just interact with systems; 
they define themselves through those interactions and 
shape an ‘extended’ identity over time. Yet many 
interface designs, in pursuit of technical sophistication 
and under the banner of user safeguarding, inadvertently 
compromise this self-definitional space. By nudging 
users toward polished, platform-aligned outputs, they 
risk substituting system-driven ideals for personal 
expression. For example, a GenAI contract assistant that 
defaults to standardized “safe” clauses may gradually 
strip away a lawyer’s distinctive advocacy style, 
replacing hard-won rhetorical nuance with generic, 
system-preferred formulations. The erosion of 
interactional integrity often results not from overt 
manipulation but from subtle design choices that favor 
conservative safeguarding over authenticity. 
Authenticity, in this context, is not merely about 
signaling content provenance; it means preserving the 
expressive and moral contours of selfhood as they 
unfold in human–AI co-creation. Only then can the 
system act as a respectful collaborator rather than a quiet 
editor of the self. 

3.3 Intentionality: Goal Coherence 

Sartre (1943) argued that intentionality gives 
meaning to freedom as it is the directedness of 
consciousness, oriented toward a goal or object. In our 
context, intentionality refers to whether actions align 
with the user’s goals, while authenticity ensures that 
those goals remain faithful to the user’s values. In 
GenAI interface design, intentionality is evident in how 
users articulate their aims and how the system interprets 
and responds, whereas authenticity ensures the user’s 
voice and commitments are safeguarded. Poorly 
designed interfaces can erode intentionality by diluting 
or misdirecting goals—for example, with vague 
prompts or misleading cues—leading to reduced 
effectiveness and even harmful outcomes when AI 
pursues unintended objectives. 

GenAI interfaces must aim to maintain and 
strengthen user intentionality by enabling users to 
articulate objectives clearly and ensuring the AI’s 
actions remain aligned with them through continuous 
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verification. This can be achieved through prompt 
scaffolding, disambiguation dialogs, and confirmation 
steps for high-stakes tasks. For example, rather than 
auto-drafting a contract from a vague request, a legal 
assistant might ask the user to specify jurisdiction, 
governing law, or negotiation stance—and flag when a 
request risks producing clauses that deviate from 
accepted practice. Such mechanisms preserve 
intentionality by keeping outputs faithful to the user’s 
stated goals and preventing drift into unintended 
directions (Kim et al., 2025; Rai et al., 2019).  

Designing for intentionality addresses a key user-
side governance challenge: not all user requests reflect 
deliberate intent—some are impulsive, automatic, or 
poorly formed. Intentionality-centered design enhances 
the quality of outputs by aligning them with genuine 
user goals, while also mitigating the risks of misuse, 
such as jailbreaks, manipulation, or the drift into 
hallucinations and ethically inappropriate content. By 
requiring users to consciously direct or confirm AI 
actions, systems transform passive prompting into 
deliberate engagement. This mindful design safeguards 
interactional integrity and strengthens the integrity of 
outcomes, ensuring the AI functions as a transparent 
collaborator in realizing the user’s authentic aims. 

3.4 Responsibility: Regulated Accountability 

With freedom comes responsibility, a principle 
that Sartre (1943) emphasized, demanding that 
individuals confront and own the results of their choices. 
However, in the context of GenAI, responsibility is not 
a singular entity but rather distributed (Rivera et al., 
2025). Outcomes arise from the interplay between the 
user, the generative model, and the deploying 
organization, each bearing a portion of the 
accountability. This diffusion of agency complicates 
traditional notions of responsibility and raises a critical 
governance question: when AI contributes to a task, who 
is accountable for its consequences (Zhao et al., 2025)? 
Currently, design approaches often treat responsibility 
in a reductive manner, focusing on minimizing harm by 
adhering to predefined safety benchmarks, such as 
avoiding offensive content or limiting liability exposure 
(Abhari et al., 2023). While these measures are 
necessary, they are insufficient. They shift the focus 
towards compliance rather than fostering consciousness, 
neglecting the importance of cultivating shared 
accountability and ethical reflection throughout the 
user–system interaction.  

Designing for responsibility involves more than 
satisfying compliance checklists—it requires cultivating 
an environment of informed, deliberate interaction 
between users and AI systems. At its core, this principle 
aims to promote accountability, facilitate ethical 

oversight, and encourage conscious engagement 
(Bryson, 2018; Brundage et al., 2020). For instance, in 
legal practice, a drafting assistant might flag boilerplate 
language that carries jurisdiction-specific implications 
or highlight clauses with uncertain enforceability and 
unintended consequences. It might also surface 
potential conflicts of interest, such as nondisclosure 
provisions that undermine whistleblower protections. 
These interventions prompt the attorney to recognize, 
revise, or justify their inclusion, ensuring outputs reflect 
both professional judgment and legal obligations. In 
high-stakes contexts, such cues—whether uncertainty 
markers or responsibility drift indicators—scaffold 
responsible use by prompting users to weigh the 
reliability and implications of system outputs. 

Yet these features, though valuable, do not secure 
interactional integrity on their own. Governing use 
requires more than issuing warnings or disclaimers; it 
must actively shape how users engage with GenAI 
outputs so that responsibility is shared and deliberate 
rather than passive or assumed. For example, in our 
legal example, this means the system should not only 
flag problematic clauses but also structure the 
interaction in ways that encourage attorneys to weigh 
alternatives, compare potential consequences, and 
justify their choices before proceeding. Such 
governance by design shifts responsibility from a 
narrow focus on liability avoidance to the cultivation of 
reflective practice. By embedding mechanisms that 
make accountability transparent, deliberation 
meaningful, and ownership explicit, GenAI transforms 
responsibility into an ongoing, co-constructed process. 

4 Operationalization of FAIR Principles 

While FAIR offers a principled foundation for 
GenAI design, its operational force sits at the user-
experience layer where ethics become actionable 
through interface-level affordances (Table 2). This 
section formalizes each principle as a design 
proposition, providing guidance and illustrative 
mechanisms, thereby consolidating otherwise 
fragmented strands on ethical GenAI design. In contrast 
to backend-focused design practices, FAIR extends 
these practices to interface design, ensuring 
interactional integrity by aligning system behavior with 
user intentions, expectations, and values in real-time 
(Rivera et al., 2025; Stafford & Melville, 2020). 

Freedom: Invocation Affordances. Freedom is 
operationalized through Invocation Affordances—
interactional structures that safeguard the right to call 
forth possibilities on one’s own terms. Features such as 
co-creative steering, constraint rules, parameter sliders, 
and grounded generation toggles converge to form the 
ability to (a) initiate and revise actions and (b) manage 
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the system’s influence. In legal drafting, for instance, 
attorneys often need to invoke alternative dispute-
resolution clauses or return to earlier contract versions 
without being forced into “best practice” defaults. By 
enabling reversibility and negotiated control, Invocation 

Affordances ensure that lawyers remain sovereign 
initiators of meaning, rather than passive consumers of 
model output, thereby transforming compliance with 
governance into lived autonomy. 

Table 2. Mapping FAIR Principles 
Affordances Design Strategy Example Design Features Outcomes 
Invocation 
Affordances 
(Freedom): let users 
summon, steer, and 
revise generative 
outputs without 
coercion. 

Do: Architect interactions that 
foreground reversibility, 
configurability, and negotiated 
control. 
Don’t: Impose hidden defaults or 
unalterable trajectories that render 
user agency illusory. 

• Co-Creative Steering: Real-time intervention 
during generation. • Declarative Constraint 
Imposition: User-defined “do-not” rules. • 
Stochastic Parameter Control: Sliders/presets 
for creativity, tone, randomness. • Grounded 
Generation Toggle: Restricting outputs to user-
specified data. 

Users shift from 
passive requesters to 
active invokers of 
meaning, experiencing 
empowerment, agency, 
and creative 
partnership. 

Imprint Affordances 
(Authenticity): 
safeguard the user’s 
distinctive voice, 
authorship, and 
provenance. 

Do: Preserve epistemic transparency 
and protect the integrity of user 
authorship. 
Don’t: Blur boundaries between 
human and machine contributions or 
manipulate expression through 
concealed system optimizations. 

• Stylistic Non-appropriation Control: Explicit 
permission before emulating user style. • 
Ontological Disclosure: Persistent cues 
revealing non-human nature. • Parasocial 
Guardrails: Constraints on affective mimicry. • 
Source Attribution & Traceability: Transparent 
citation of sources. 

Users feel assured 
their imprint remains 
their own, with clear 
authorship, trusted 
provenance, and 
identity safeguarded 
from erosion. 

Vector Affordances 
(Intentionality): 
clarify, confirm, and 
align system behavior 
with user goals.  

Do: Render user goals intelligible, 
confirmable, and continuously 
aligned with system behavior. 
Don’t: Treat all user input as 
intentional, self-explanatory or allow 
system drift toward prescriptive 
objectives. 

• Structured Task Builders: Goal-oriented 
templates for multistep tasks. • Clarification 
Dialogue: Follow-ups when intent is 
ambiguous. • Pre-Generation Preview: Plan of 
action before execution. • Goal-Oriented 
Dialogue Policy: Adaptive flow to maintain 
alignment. 

Users feel understood 
and aligned, 
experiencing fluid 
collaboration where 
goals are clarified, 
confirmed, and 
coherently realized. 

Resonance 
Affordances 
(Responsibility): make 
choices reverberate 
ethically through 
reflection. 

Do: Embed layered deliberative 
checkpoints that make causal 
reasoning and provenance legible. 
Don’t: Reduce accountability to 
disclosures, opaque disclaimers, or 
unilateral liability transfer. 

• Provenance Logging: Time-stamped histories 
of exchanges. • Mechanistic Explainability: 
Explanations of outputs. • Epistemic Confidence 
Indicators: Uncertainty or low-confidence 
signals. • Bias & Boundary Disclosure: Alerts 
about known limitations and blind spots. 

Users develop ethical 
resonance with their 
choices—questioning, 
verifying, and sharing 
accountability with 
foresight. 

 

Authenticity: Imprint Affordances. Authenticity 
emerges through Imprint Affordances—mechanisms 
that preserve epistemic transparency and honor the 
user’s distinctive mark upon the interaction. Stylistic 
non-appropriation controls, ontological disclosures, 
parasocial guardrails, and source traceability form the 
ability to (a) project values faithfully and (b) resist 
system overreach. In our legal example, where 
rhetorical nuance signals advocacy and intent, a GenAI 
assistant that homogenizes arguments into boilerplate 
risks erasing professional identity. By contrast, 
interfaces that highlight when suggested revisions 
deviate from an attorney’s rhetorical style or client 
values allow the human author to reimprint their 
perspective, ensuring that the AI serves as a scaffold 
rather than a substitute in the authorship process. 

Intentionality: Vector Affordances. 
Intentionality is sustained through Vector 
Affordances—design scaffolds that give direction, 
ethical weight by clarifying aims and aligning system 
behavior with user purpose. Structured task builders, 
clarification dialogues, previews, and adaptive dialogue 
policies crystallize into the ability to (a) surface genuine 
aims and (b) see how the system interprets them. In our 

illustrative example, vague prompts such as “draft a 
contract” can yield outputs that overlook jurisdictional 
requirements or fail to consider a negotiation stance. A 
system equipped with Vector Affordances would not 
execute blindly; it would request clarifications—such as 
jurisdiction, governing law, or risk posture—before 
producing drafts. By making direction explicit, such 
affordances ensure that legal documents embody 
intentional coherence rather than accidental drift. 

Responsibility: Resonance Affordances. 
Responsibility is advanced through Resonance 
Affordances—interactional mechanisms that let choices 
reverberate ethically across time, making accountability 
both visible and enduring. Provenance logs, risk 
explainability, reflection cues, confidence indicators, 
and bias disclosures crystallize into the ability to (a) 
weigh implications before acting and (b) the capacity to 
revisit and learn from prior decisions. In legal drafting, 
where liability and enforceability hinge on subtle 
clauses, a GenAI assistant that flags indemnity 
provisions as jurisdictionally uncertain and requires 
acknowledgment before insertion enacts responsibility. 
By recording such checkpoints and exposing reasoning, 
Resonance Affordances ensure that responsibility is not 
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displaced onto disclaimers but becomes a reverberating, 
co-constructed process—embedding ethical reflection 
into everyday use.  

5 Implications 

Ethical AI Design Discourse. This study 
significantly enriches the discourse on ethical AI by 
broadening the scope of design considerations. Rather 
than concentrating solely on algorithms and system 
architecture, it brings attention to the crucial role of the 
user interface and its affordances. Prevailing 
approaches—such as fairness metrics, bias audits, or 
explainability layers—conceptualize ethics primarily as 
properties of models or infrastructural safeguards. 
While vital, these system-centric strategies often stop 
short of addressing how ethical commitments are 
enacted in everyday use. The FAIR framework extends 
this logic by showing that freedom, authenticity, 
intentionality, and responsibility must be realized 
through affordances—interactive mechanisms that 
shape what users perceive as possible, knowable, and 
controllable in practice. This extension reframes ethical 
AI not as an engineering constraint but as a design 
condition, embedding ethics into the lived experience of 
interaction. 

System Development Priorities. With few 
exceptions among industry giants, most GenAI 
developers sacrifice FAIR principles in the pursuit of 
personalization, optimization, user satisfaction, or harm 
reduction. These trade-offs are often rationalized under 
the banner of compliance or alignment with AI ethics 
frameworks—frameworks that remain largely abstract 
and difficult to implement. The result is predictable: 
Freedom devolves into illusory control, where surface-
level choices mask algorithmic constraints; Authenticity 
erodes through unintentional manipulation, as inputs are 
reshaped or sanitized for efficiency; Intentionality 
collapses under weak goal awareness, as interfaces 
misinterpret or overengineer user requests; and 
Responsibility dissolves into hidden risks, with absent 
transparency allowing fabricated or outdated outputs to 
appear authoritative. These breakdowns expose how 
institutional logics of speed, scale, and performance 
routinely displace affordance-centered design, leaving 
interactional integrity fragile and contingent. By 
contrast, the FAIR framework offers a way to reorient 
GenAI development: one where user experience is not 
retrofitted to compliance but prioritized as the site where 
ethical commitments are made real. 

Implications for Policy Makers. As GenAI 
expands into high-stakes domains such as healthcare, 
finance, and public affairs, governance cannot rely 
solely on back-end safeguards or post-hoc enforcement; 
legal compliance and ethical alignment increasingly 

depend on the lived dynamics of user interaction. For 
policy makers, this means that abstract rights such as 
transparency, contestability, and oversight must be 
translated into concrete affordances—customization 
and override controls that secure freedom, provenance 
and attribution markers that preserve authenticity, goal-
setting and clarification mechanisms that sustain 
intentionality, and traceability logs or uncertainty 
indicators that make responsibility visible in real time. 
Current practice often reduces these requirements to 
symbolic gestures—consent checkboxes, disclosure 
banners, or opaque explainability links—that meet 
formal mandates but fail to shape safe, reflective use. By 
contrast, the FAIR framework offers a governance 
model that embeds ethics directly into interface design, 
shifting policy from compliance checklists toward 
interactional conditions that are lived, tangible, and 
enforceable in everyday GenAI engagement. 

6 Future Research Directions 

As GenAI systems become increasingly powerful, 
the need for responsible user experience design grows 
more urgent. This study offers a conceptual foundation 
toward more systematic design and validation. Future 
research could pursue empirical studies testing different 
proposed affordances in both experimental and 
naturalistic settings, assessing how they sustain 
freedom, authenticity, intentionality, and responsibility 
in real-world use. Below, we outline key research 
directions for designing FAIR-aligned GenAI tools. 

Research Domain 1—Freedom. How can GenAI 
systems embedded in automated workflows preserve 
meaningful user agency without undermining efficiency 
or safety? Next-generation GenAI systems are 
increasingly embedded in decision-support systems—
such as clinical diagnostic platforms, legal drafting 
assistants, and enterprise productivity suites—where 
user freedom is easily diminished by default 
automation. Future research should investigate which 
forms of invocation affordances and related features 
(e.g., override mechanisms, scope limitation, 
customization) best preserve autonomy in contexts 
where efficiency pressures favor automation. Another 
critical direction is the design of dynamic, contextual 
consent mechanisms that adapt as systems learn or 
operate behind the scenes, ensuring that user choice is 
not reduced to a one-time acceptance. High-stakes and 
high-velocity environments (e.g., healthcare, finance, 
crisis management) provide especially urgent testbeds 
for these inquiries. 

Research Domain 2—Authenticity. How can 
GenAI interfaces safeguard authenticity when human 
and synthetic expression become indistinguishable? As 
GenAI systems increasingly simulate human voice, 

Page 4450



   
 

   
 

affect, and intent, the line between authentic and 
synthetic expression grows precariously thin. Future 
research should examine how attribution, labeling, and 
provenance cues (e.g., watermarking, real-time 
disclosure, metadata trails) shape user perceptions of 
authorship, credibility, and trust. Equally urgent is the 
need to identify safeguards against identity 
appropriation and impersonation, particularly in voice, 
avatar, and emotionally expressive systems that risk 
misleading users through parasocial engagement. 
Researchers should also investigate how different 
configurations of imprint affordances—such as editable 
layers, visibility toggles, or provenance filters—enable 
users to distinguish, modify, or reject synthetic 
contributions while retaining their values and voice. 
Multimodal and real-time applications (e.g., live 
translation, virtual meetings, immersive environments) 
provide critical contexts for studying how authenticity 
can be preserved to protect user identity and 
communicative integrity. 

Research Domain 3—Intentionality. How can 
GenAI systems reliably surface, clarify, and respect user 
goals in complex, open-ended interactions? As GenAI 
systems grow more adaptive and general, their outputs 
risk drifting from the user’s intended purpose, especially 
when input is minimal or ambiguous. Future research 
should investigate how natural interaction methods—
such as conversational scaffolds, guided prompts, or 
intent-disambiguation dialogs—can help users 
articulate goals without excessive prompt engineering. 
Another key direction is evaluating the effectiveness of 
vector affordances such as plan disclosures and 
previews, where the AI outlines its intended approach 
before generating a final output, allowing users to refine 
or redirect intent midstream. In high-stakes contexts 
such as tutoring, therapy, or policy planning, researchers 
must also test confirmation and clarification strategies 
that ensure alignment while minimizing cognitive 
burden. Ultimately, empirical studies should explain 
how users negotiate purpose with AI to sustain goal 
coherence across evolving interaction flows. 

Research Domain 4—Responsibility. How can 
GenAI interfaces make accountability legible and 
actionable for both users and institutions? As reliance 
on GenAI deepens, decision-making often becomes 
opaque, diffusing responsibility across users, systems, 
and organizations. Future research should examine how 
resonance affordances and related features—such as 
traceability logs, provenance trails, and epistemic 
confidence indicators—shape user understanding and 
encourage critical engagement rather than blind 
reliance. Research must also assess the effectiveness of 
reflection mechanisms in facilitating oversight and 
foresight across multiple levels of accountability, 
ranging from individual users to institutional 

governance. Advancing this agenda requires designing 
and evaluating interactive affordances that transform 
responsibility from a compliance checkbox into a co-
constructed process of ethical awareness and shared 
accountability. 

Lastly, advancing the FAIR framework requires 
more than deepening each principle individually—it 
demands examining the tensions and trade-offs that 
arise when they interact. In practice, freedom, 
authenticity, intentionality, and responsibility rarely 
operate in isolation. Designing pilot studies to evaluate 
FAIR holistically, therefore, encounters a classic 
methodological dilemma: no single study can maximize 
precision, realism, and generalizability simultaneously 
(McGrath, 1982; Dennis & Valacich, 2001). Laboratory 
experiments provide precision by isolating the effects of 
specific affordances on each principle, but they risk 
artificiality. Field deployments enhance realism by 
revealing how principles converge yet reduce control. 
Surveys broaden generalizability across contexts but 
tend to capture perceptions more than actual behavior. 
To navigate these trade-offs, future research should 
adopt a multimethod program that combines controlled 
experiments, naturalistic field studies, and large-scale 
surveys with computational simulations (to model 
complex user–AI dynamics) and configurational 
analyses to identify how different affordance 
combinations jointly sustain or erode interactional 
integrity. Such integration can generate cumulative 
evidence while mitigating the inherent limitations of any 
single method. 
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