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Abstract

This paper presents a hybrid GeoAl methodology
for semantic change detection in satellite imagery
by integrating Vision—Language Models (VLMs) into
an unsupervised clustering-based pipeline. Building
on earlier work using K—Means clustering to validate
pre-selected brownfield regions from SPOT (2021-2023)
and aerial imagery, we address the persistent issue of
semantic ambiguity, particularly in high-uncertainty
zones.  We introduce a zero-shot, reasoning-based
verification layer that evaluates whether visual
differences across time are structurally meaningful.
This approach improves interpretability, traceability,
and diagnostic robustness. Evaluation across 1,000
human-labeled samples and a temporally unseen
test set of size 200 (SPOT23-SPOT24) demonstrates
notable improvement in ambiguous zones in reasoning
quality and error transparency, especially where prior
methods faltered. Our framework maintains the speed
and scalability of clustering while injecting semantic
precision through natural language decision paths.
Designed with the UN’s SDG 11 (Sustainable Cities
and Communities) in mind particularly for brownfield
redevelopment this work contributes to scalable,
interpretable, and operationally viable GeoAl systems.

Keywords: Semantic  Change  Detection,
Vision-Language Models, Brownfield Verification,
SPOT  Satellite  Imagery, GeoAl  Pipelines,
Explainability, Responsible Al Temporal
Generalization.

1. Introduction

Change detection in Earth Observation (EO) often
involves not just identifying new developments, but
verifying whether earlier classifications remain valid. In
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brownfield monitoring, this means checking if parcels
previously labeled as brownfields using a custom CNN
on very high resolution (VHR) imagery have remained
unchanged since. Due to the cost and infrequency
of VHR imagery, operational updates rely on more
accessible SPOT 6/7 imagery. However, SPOT’s lower
resolution can mislead detection in visually ambiguous
areas, where shadows, vegetation, or small objects
resemble structural change.

Motivation and societal relevance. Brownfields-
underused or abandoned industrial/commercial
parcels are central to SDG 11: timely verification
prioritizes infill over sprawl, reduces environmental and
public-health risks, and supports resilient supply chains
under climate and disaster pressures.

Earlier work addressed this by clustering 75,000+
SPOT image pairs that a CNN identified as brownfields
in our area of interest using PCA-reduced image quality
metrics (MSE, PSNR, ERGAS, VIF) Diirrbeck et al.,
2025. While helpful for triage, ambiguous clusters
especially Cluster 2 in the earlier work showed high
false positives against ground truth. This exposes a gap
between spectral similarity measures and semantically
grounded redevelopment signals.

Brownfield classification (brief). In this paper,
“brownfield” refers to previously detected Al candidates
(CNN on VHR). The operational task here is status
verification: confirm persistent vacancy or flag visible
redevelopment to support SDG 11 planning workflows.

Research question. Can a zero-shot VLM,
prompted with simple EO heuristics, act as a validation
layer that improves semantic reliability and traceability
over clustering triage in ambiguous zones while
remaining scalable and cost aware?

Our contributions are threefold:

* A modular pipeline that combines unsupervised
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clustering with a VLM-based semantic
assessment.
c A tailored reasoning interface for

SPOT21-SPOT23 image pairs to
automated redevelopment detection.

support

* A comprehensive evaluation across ambiguity
(§3.2), inference quality (§3.3), spatial robustness
(§3.4), temporal stability (§4.4), and limitations
and platform-aware traceability (§5).

2. Related Work and Theoretical Framing

Satellite change detection has travelled a
four-stage arc: (i) Classical rule-based methods,
grounded in spectral differencing and unsupervised
thresholds; (ii) Deep-learning models using CNNis,
RNNs, and GANs for end-to-end feature learning
(~2015-2020); (iii) Transformer-based architectures
adding global self-attention (~2021-2024); and (iv)
Vision-Language Models (VLMs) that integrate
natural language for semantic reasoning (~2024
onward). Our pipeline synthesizes these stages,
embedding zero-shot VLMs within unsupervised
clustering to improve semantic robustness in SPOT
imagery.

2.1. Classical Statistical Approaches

Rule-based change detection began with spectral
differencing, PCA over multitemporal stacks, and
Otsu-style thresholding. J. Li and Narayanan,
2003 used contour matching to reduce seasonal
confusion in lake-boundary tracking. Bayesian pixel
likelihoods with MRF smoothing, as in Bruzzone
and Fernandez Prieto, [2002, outperformed global
thresholds. ~ Later, object-based and unsupervised
methods (e.g., fuzzy C-means, NDVI rules) gained
traction in VHR contexts. SAR-optical fusion also
emerged; Z. Liu et al., 2013|used latent-space projection
to improve UK flood maps. Yet, most classical
methods struggled with semantic ambiguity and failed to
generalize across appearance changes. These methods
established unsupervised triage but struggled with
semantic ambiguity and appearance shifts motivating
learned representations.

2.2. Deep Learning (CNNs, RNNs, GANs)

The ImageNet era enabled end-to-end learning:
ReCNN Mou et al.,, 2018 merged CNN encoders
with LSTM memory, halving omission errors on
Landsat.  SiamCRNN (Chen et al., 2020) fused
CNN-LSTM stacks for optical-SAR change. CLNet

Chen et al., 2019| achieved F1 = 0.92 with cross-layer
fusion. GAN-assisted SemiCDNet learned change
with half the labels. Despite advances, these
networks still required dense labels and performed
pixel-wise classification leading to high false positives
in semantically ambiguous brownfield imagery.
Residual confusion at object boundaries and scale,
plus dense label costs, motivated attention and hybrid
CNN-Transformer designs.

2.3. Vision Transformers and
CNN-Transformer Hybrids

Transformers, originally designed for global context
modeling, soon entered remote sensing. MSCCA-Net
Zhang et al., [2024) improved change boundaries;
PTAFormer Y. Liu et al., 2024 added spatial-temporal
priors. Hybrid networks like ConvTransNet W. Li et al.,
2023| combined CNN depth with transformer scope.
GeoFormer tackled geometric variance using triplet
encoding. BrownViTNet Durrbeck et al., 2025/ applied
a CNN-ViT hybrid to brownfield classification using
super-resolved aerial crops. Yet these architectures
remained largely visual, with no inherent semantic
reasoning or ambiguity flagging. Despite gains, these
approaches remain purely visual; they do not expose
why a sample is ambiguous, prompting interest in
language-guided reasoning.

2.4. Vision-Language and Foundation Models

VLMs introduce cross-modal reasoning by aligning
image features with language prompts. VLCD Qiu
et al., 2024, prompt-tuned CLIP for urban demolition
detection, achieving 90.9% F1 with less than 10%
tuning. CKCD Wang et al., 2025 fused land-cover
classification via prompt affinity. Larger foundation
models extended capability: Change-Agent C. Liu
et al., 2024 enabled caption-level dialogue on change
causality; Changen2 Zheng et al., [2024] introduced
diffusion-style zero-shot series generation; FSVLM Wu
et al., [2025| paired SAM with LLMs for farmland
detection. Still, most VLMs operate post hoc
interpreting dense model outputs without integrating
earlier in the pipeline. Their potential for preemptive,
semantic filtering remains underexplored. Our use is
preemptive deploying VLMs inside the triage loop as a
semantic filter before expensive human review.

2.5. Research Gap
Despite advances, existing pipelines treat semantic

ambiguity reactively. We propose a shift: inserting
a zero-shot VLM directly into an unsupervised
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Figure 1. Chronological panorama of research milestones in satellite-image change detection. We reference the
figure here to anchor the narrative progression across method families.

K—Means loop, enabling in-the-loop reasoning. This
hybrid GeoAl setup fuses clustering’s efficiency with
VLM’s interpretability, minimizing false positives
in spectrally unstable regions without relying on
pixel-level supervision.

3. Methodology
3.1. Pipeline Overview

The core objective of this study is to evaluate
whether Vision—Language Models (VLMs), when
guided with structured queries, can serve as a scalable
and interpretable tool to validate Al-identified
brownfield (BR) predictions and to flag any
land-use transitions that are visually detectable using
high-resolution SPOT satellite imagery. Rather than
replacing existing clustering-based methods, VLMs
are positioned as a complementary validation layer
capable of justifying or challenging predictions based
on human-visible change indicators.

To accomplish this, we integrate SPOT imagery from
2021, 2023, and 2024, served via a GeoServer interface.
Candidate polygons are first classified as brownfields by
a custom-trained convolutional neural network (CNN)
model. These Al-identified brownfield predictions are
supported by a previous working paper that applied
K-Means clustering to coarsely group similar spatial
segments. These clusters served as the foundation for
organizing visually coherent candidate sites and guiding
the annotation and evaluation process and derive subsets
for human validation and model testing. For each
polygon, paired image patches are extracted from the
older (SPOT21) and newer (SPOT23) scenes. These
patch pairs are passed to the VLM through a structured
prompt-based interface, producing outputs that include

a binary decision, supporting visual reasoning, and
confidence level.

By comparing VLM outputs across three prompt
iterations, each designed with varying specificity
and decision constraints, we aim to assess their
reliability, adaptability, and utility for operational
monitoring. These outputs are benchmarked against
human-annotated validation samples, especially within
Cluster 2, which contains a rich diversity of verified
change events.

While our current study frames VLMs as a
validation instrument operating in tandem with classical
clustering pipelines, we acknowledge the broader
research opportunity in replacing clustering pipelines
entirely with VLM-driven reasoning systems. However,
such a transition would require rigorous quantification
of reliability, latency, and resource demands at scale.
The computational complexity, token processing costs,
prompt optimization sensitivity, and interpretability
of failure cases must be further investigated before
VLMs can fully supplant traditional segmentation and
clustering-based methods in production environments.

Before detailing the design and evaluation of our
Vision-Language Model (VLM)-based validation layer,
it is essential to understand the clustering foundation
that underpins the spatial sampling logic of this
study. The CNN-based brownfield detection pipeline
did not operate in isolation. It was originally
trained and evaluated on sample selections derived
from unsupervised clustering results over the full
SPOT21-SPOT23 dataset. Among these, Cluster 2
exhibited high rates of visual ambiguity and label
instability, making it a critical zone for further semantic
verification. =~ We now revisit this clustering-based
baseline and outline the motivation for selecting Cluster
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2 as the focal point for downstream VLM evaluation.

3.2. Prior Clustering-Based Baseline

Building on earlier work Diirrbeck et al., 2025} we
applied PCA-based clustering over four image quality
metrics (MSE, PSNR, ERGAS, and VIF) to organize
75,077 SPOT image pairs into four semantically distinct
clusters. Each cluster was subsequently evaluated
using a uniformly sampled subset of 250 image pairs,
manually reviewed to estimate accuracy against ground
truth.  Table [I] provides an overview of cluster
composition and validation performance.

Clus. Total Reviewed Majority Label Acc.
0 23,346 250 No Change 98.8%
1 17,969 250 No Change 98.0%
2 16,906 250 Change 56.0%
3 16,856 250 No Change 84.0%

Table 1. Cluster-wise summary of sample size,
majority label, and clustering accuracy. Cluster 2
shows high ambiguity.

PCA - KMeans Clustering

Principal Component 2

0.4 -02 04 06

00 02
principal Component 1

Figure 2. K-Means clustering of 75,077 SPOT
image pairs based on image quality metrics (MSE,
PSNR, ERGAS, VIF).

Cluster 2, comprising roughly 22.5% of the total
dataset, was the only one flagged as exhibiting likely
changes. This aligns with its high internal variance
and ambiguous visual cues. Manual annotation of 250
random samples per cluster in the earlier work revealed
that Cluster 2 had only 56% agreement with ground
truth, reinforcing its classification as the most uncertain
and transition-prone zone.

In total, the clustering method organized the
entire dataset of 75,077 image pairs into a triage
structure effectively reducing the human workload.
However, it lacked local interpretability (no per-sample
reasoning), offered no confidence estimates, and failed
silently in edge cases (e.g., sensor noise, occlusions).
These limitations motivated our exploration of

Vision-Language Models (VLMs) as a transparent,
explainable alternative.

3.3. Prompt Iteration Evaluation on
Ambiguity Cluster

To robustly assess prompt designs, we constructed
a focused validation set comprising 2,112 candidate
polygons drawn exclusively from Cluster 2, the
most change prone group, identified in previous
work Diirrbeck et al.,, [2025. These regions were
initially classified as brownfields by a custom-trained
CNN acting as the primary detection layer. The
Vision-Language Model (VLM) was then used to
semantically verify or dispute these labels by examining
visible structural changes across temporally aligned
SPOT image pairs.

Each candidate was paired with SPOT21 and
SPOT23 image patches, spatially aligned. Human
annotators evaluated these pairs using a three-class
protocol:

e Agree (923) — Visible development or structural
changes suggesting the site is no longer a
brownfield.

* Disagree (1,185) — Visual evidence supports the
retention of the brownfield classification.

e Can’t Decide (4) — Ambiguous visuals due to
occlusion, contrast, or noise.

This test set was used consistently across all three
prompt iterations for comparative evaluation.

Prompt Iteration 1: Minimalist Triage This
prompt version adopts a lightweight structure,
instructing the model to detect structural or land-use
change” and return Change, No Change, or Can’t
Decide. It lacks specificity in what counts as valid
evidence and what to ignore (e.g. shadows, vegetation),
resulting in cautious and underspecified responses.
While sufficient for prototyping, it revealed limitations
in deployment especially in visually ambiguous
contexts.

Image ID: DEBBAL0O1000bIHOVFL

SPOT21 SPOT23

Decision: 'No Change'
Reasonint g: The structural patterns and land-use features appear consistent between the two images.

Figure 3. Example output from Prompt Iteration 1:
Minimalist tri-class decision with limited specificity.

Page 1613



Prompt Iteration 1 Behavior Analysis Figure [
reveals that Can’t Decide was the most frequent
output, especially for human-labeled No Change
cases, indicating high model indecision. Many Agree
(Change) samples also flowed into Can’ t Decide,
reflecting undercommitment even when changes were
evident. A smaller stream into No Change illustrates
that the prompt lacked visual grounding for confirming
stability.

Human — VLM Iteration 1

Change (VLM_iteration_1)
agree (Human Choice)

~

Can't Decide (VLM_iteration_1)
disagree (Human Choice)
;\\
P S

nan (VLM_iteration—1) ==
No'Change'(VLM~iteration=1)==

— can't-decide (Human Choice)

Figure 4. Sankey diagram showing mapping from
human annotations to Prompt 1 model predictions.

Overall, while Prompt 1 offered early triage
capability, its high abstention rate and ambiguous
thresholds made it suboptimal for high-confidence,
scalable deployment. These findings informed the more
structured design choices in later prompt iterations.

Prompt Iteration 2: Context-Aware Triage
with Abstention This version introduced a more
structured and context-sensitive framing. It explicitly
differentiated between human-induced changes (e.g.,
buildings, demolitions, construction zones) and natural
phenomena (e.g., seasonal vegetation), and provided
three decision classes: Change, No Change, and
Unclear. Critically, it asked for concise reasoning and
required the model to rate confidence as High / Medium
/ Low. This made decisions more interpretable and
allowed abstention in borderline cases. Nevertheless,
frequent usage of Unclear limited direct comparison
with binary ground truth.

Image ID: DEBBAL01000aD30kFL

spoT21 sPoT23

Figure 5. Example output from Prompt Iteration 2:
Structured decision with abstention and confidence
rating.

Prompt Iteration 2 Behavior Analysis Figure [6]
illustrates the impact of adding clearer structural and
exclusion criteria. Compared to Prompt 1, the number
of Can’t Decide/Unclear outcomes was reduced,
but still significant. = The model shows stronger
alignment with human Agree (Change) labels,
reflecting the improved prompt specificity. However,
Unclear remains a fallback in both Agree and
Disagree cases, which while conservative, reduces
decision coverage.

Human — VLM Iteration 2

|:|agree (Human Choice)

disagree (Human Choice)

Change (VLM_iteration_2)

Unclear (\/LMteratonZ)H

nan(VLM_iteration_2) ==
No Change (VLM_iteration_2) |:|

—can't decide (Human Choice) Unclear' (VLM_iteration_2) —

Figure 6. Sankey diagram showing mapping from
human annotations to Prompt 2 model predictions.

This behavior suggests the model was more
confident in distinguishing built structures from
vegetation but still hesitated in borderline or occluded
scenes. Prompt 2 thus represents a trade-off offering
greater interpretability and safety but with a loss in
definitive classification coverage. These insights led to
the design of Prompt 3 with stricter binary enforcement.

Prompt Iteration 3: Binary Decision Enforcement
with Visual Cues The final iteration was constructed
to force binary resolution between Yes (Change) and
No (No Change), eliminating abstentions altogether.
The system prompt provided precise visual heuristics
e.g., rectilinear outlines, shadow artifacts, and staging
zones for identifying built-up activity, and instructed the
model to reject ambiguous visual stimuli or speculative
interpretations. The confidence rating was simplified to
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High or Medium, reducing subjectivity. This iteration
aligned most closely with ground truth annotations and
enabled full metric computation, while surfacing more
robust, visually grounded justifications.

Image ID: DEBBALO1000bcOxdFL

spoT21 spoT23

Figure 7. Example output from Prompt Iteration 3:
Binary-only decision using fine-grained visual rules.

Prompt Iteration 3 Behavior Analysis Figure
shows the clearest convergence between human
judgments and model predictions. With abstentions
disabled and visual cues explicitly enumerated in the
prompt, the VLM was required to commit to either Ye s
or No. This decision pressure resulted in improved
agreement with Agree (Change) annotations while
maintaining high alignment on Disagree (No
Change) cases.

Human — VLM Iteration 3

disagree (Human Choice) NO (VLM_iteration_3)

"
agree (Human Choice) < VES (VLM teration 3)

— can't-decide (Human Choice) nan (VLM_iteration.3) ==

Figure 8. Sankey diagram showing mapping from
human annotations to Prompt 3 model predictions.

That said, Prompt 3 did introduce a modest number
of false positives and false negatives. Some cleared
or low-contrast areas were misclassified as active
construction, while early-stage developments lacking
strong geometric or shadow cues were occasionally
overlooked. While the removal of abstentions improved
completeness and metric consistency, it also introduced
edge-case misclassifications. These trade-offs highlight
the importance of hybrid fallback strategies or
confidence-based post-filtering when deploying Prompt
3 outputs in real-world EO applications.

3.4. Quantitative Evaluation of Prompt
Designs

The qualitative Sankey analyses provided insights
into the behavioral tendencies of each prompt. To
complement these findings and determine which version
is most viable for operational use, we now report
quantitative performance metrics across all three prompt
iterations evaluated on Cluster 2.

Each VLM output was mapped to one of the three
ground-truth human labels: Change, No Change, or
Can’t Decide. Where applicable, model responses
like Unclear or abstentions were treated explicitly
and excluded from strict accuracy calculations to reflect
real-world decision uncertainty.

Evaluation Metrics: We report five key metrics
to capture prompt utility from both accuracy and
operational deployment perspectives:

e Strict Accuracy: Exact match with the
human label across all three classes, including
abstentions.

¢ Conservative Accuracy: Accuracy computed
only over samples where the model offered
a confident binary decision (Change or No
Change).

* F1 Score (Change Class): Harmonic mean of
precision and recall for the Change class.

« Abstention Rate: Percentage of outputs labeled
as Can’t Decide or Unclear, reflecting
model uncertainty.

* Decision Coverage: Proportion of cases where
the model returned a confident (non-abstaining)

label.
Prompt Strict Cons. F1 Abstain | Coverage
Acc. Acc.
1 33.6% 51.2% 0.42 25.8% 74.2%
2 41.3% 66.7% 0.51 17.2% 82.8%
3 49.8% | 71.6% | 0.59 0.0% 100.0%

Table 2. Comparison of VLM prompt iterations on
2,112 annotated samples from Cluster 2.

Outcome Assessment based on Table 2 Prompt 1
demonstrates limited effectiveness, with high abstention
rates and sparse justifications. The absence of
structured reasoning restricts its operational utility.
Prompt 2 improves on both interpretability and
accuracy, incorporating confidence scores and textual
explanations that align better with human judgments.
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Prompt 3 eliminates abstentions entirely by
enforcing binary decisions. This leads to higher strict
and conservative accuracy, and the best F1 performance
across all versions. However, its lack of an abstention
mechanism may lead to overconfident misclassifications
in edge cases, a trade-off between completeness and
caution. In contexts demanding high reliability (e.g.,
urban planning or disaster mapping), this behavior
warrants further post-decision auditing or fallback
mechanisms.

Following this focused evaluation on Cluster 2, we
extended the analysis to additional unsupervised clusters
(0, 1, and 3), comprising 539 new samples. All
samples were evaluated using Prompt 3 and the same
metric framework, enabling a broader understanding
of its robustness across varying spectral and structural
conditions.

4. Evaluation

4.1. Evaluation of Prompt 3 Across Spatial
Clusters

Table presents a breakdown of Prompt 3
performance across four major clusters (0, 1, 2,
and 3), using manually validated samples for each.
The metric No Change Accuracy captures how well
the VLM correctly identifies stable sites critical for
brownfield classification validation, which demands
high specificity. False Positives (%) reflect cases where
the model erroneously flagged a stable site as actively
used. Overall Accuracy aggregates correct detections
across both stable and developing sites.

Clus. N No Chg. Acc. | False Pos. | Overall Acc.
0 110 99.1% 0.9% 98.2%
1 182 90.7% 9.3% 90.1%
2 129 63.6% 36.4% 72.1%
3 150 85.3% 14.7% 87.3%

Table 3. Prompt 3 performance by cluster: No
Change, False Positive, and Overall Accuracy.

As expected, Cluster 0 demonstrates near-perfect
performance, with 99.1% No Change accuracy and
only 0.9% false positives, suggesting high reliability
in visually static zones. Cluster 1 maintains solid
specificity at 90.7%, while Cluster 3 shows slightly
lower reliability, possibly due to increased visual noise
or semi-developed structures. In contrast, Cluster
2 exhibits the lowest performance, with just 63.6%
No Change accuracy and a 36.4% false positive
rate. However, this cluster was explicitly selected
for its ambiguity and transitional features, making it
an intentional stress-test zone for prompt and model
behavior.

The ability of the VLM to surface structured
reasoning and calibrated confidence per sample offers
a diagnostic layer absent in metric-based systems. In
challenging zones like Cluster 2, this transparency
enables triage of ambiguous outputs before critical
errors occur. While some false positives and negatives
remain, the reasoning trace and confidence rating
allow for human-in-the-loop correction rather than blind
automation.

4.2. Cluster-Wise Accuracy Comparison:
K-Means vs. VLMs

To evaluate the consistency and robustness of
the VLM validation layer across different spatial
conditions, we compare its performance with the
original clustering-based predictions for all four major
clusters. Table ] summarizes the accuracy achieved by
both approaches along with the observed improvement
or decline per cluster. Note that sample sizes
differ slightly between methods due to availability of
annotated data; however, the overall patterns remain
indicative of performance trends.

Cluster| Accuracy Accuracy A
(Clustering) (VLM) Accuracy

0 98.8% 98.2% —0.6%

1 98.0% 90.1% —7.9%

2 56.0% 72.1% +16.1%

3 84.0% 87.3% +3.3%

Table 4. Cluster-wise accuracy comparison: baseline
clustering vs. VLM verification.

Cluster-level Insights:

* Cluster 0: Both methods perform near-perfectly
in this visually stable zone (98.8% vs. 98.2%),
confirming that unsupervised clustering suffices
where change is unlikely.

* Cluster 1: Clustering remains strong (98.0%),
while VLM drops to 90.1%, likely due to
overreacting to minor spectral shifts not linked to
structural development.

* Cluster 2: The most ambiguous group sees
a 16.1% VLM gain (56.0% to 72.1%), but
with more false positives—suggesting improved
sensitivity at the cost of precision.

* Cluster 3: VLM shows modest improvement
(87.3% vs. 84.0%) in this mixed-use cluster,
where contextual cues aid in resolving occlusions
or complex layouts.
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4.3. Methodological Trade-offs and
Operational Implications

These findings demonstrate that while clustering
remains reliable in static or well-defined regions,
VLMs excel in uncertain, complex contexts by
offering interpretability, localized reasoning, and error
traceability through confidence scores and content filter
flags. This direct cluster-wise comparison reveals that
while clustering is sufficient in high-certainty zones,
VLMs provide greater robustness in ambiguous and
transitional areas, making them a more balanced and
future-proof solution for large-scale satellite change
detection workflows.

Table [5] consolidates this comparison by
summarizing key differences between the two methods.
While clustering supports rapid pre-screening and
coarse triage, the VLM-prompted approach adds
structured decision logic, diagnostic visibility, and
improved handling of edge cases. These capabilities
align with the principles of Responsible Al and are
especially impactful in operational contexts such as
brownfield detection, contributing toward Sustainable
Development Goals (SDG) 11 (Sustainable Cities).

Aspect Prior Pipeline | VLM Prompted
(Clustering) Method
Decision Unsupervised Structured
Type cluster labels | decision +
(change reasoning +
/no-change) confidence
Transparency | Black-box Explicit textual
metrics (MSE, | explanation per
PSNR, etc.) decision
Ambiguity Manual ‘Unclear’ or
Handling post-checking low-confidence
needed markers
available
Error No flagging of | NaNs traceable
Diagnostics failed samples via GPT policy
filters
Cluster 2 | ~56% (manual | 72.1%
Accuracy annotator (automated,
agreement) post-prompting)

Table 5. Comparison between prior clustering
method and current VLM-based prompt classification.

4.4. Generalization Test Set

To validate temporal generalization, we selected
a new 200-image test set of new iteration of CNN
classified brownfield candidates at random using
SPOT23 and SPOT24 image pairs. These were
annotated by human experts and evaluated using
Prompt 3. Despite minor differences in illumination
and acquisition geometry, the model retained strong
precision and interpretability across most cases. This
confirms that the approach can extend to unseen

temporal baselines and satellite capture variations—an
essential property for operational deployment.

Human | Model: | Model: | Model: | Total
Label No Change| N/A
Change
Agree 17 8 0 25
Disagree 164 7 4 175
Total 181 15 4 200

Table 6. VLM results on generalization set
(SPOT23 vs. SPOT24). Evaluated using Prompt 3.

SPOT24 Generalization Insights: Table[6]shows that
out of 175 human-labeled “No Change” (Disagree)
cases, the model correctly predicted 164, indicating
strong specificity. It also captured 8 out of 25 “Change”
examples correctly, while misclassifying 17 of them as
“No Change” (false negatives). Additionally, 4 outputs
were marked “Unclear” due to content filtering by
Azure OpenAl’s Responsible Al policy. These results
confirm that while Prompt 3 retains solid generalization
performance, sensitivity to subtle or early-stage change
remains an area for continued refinement. While
these results validate the semantic consistency of
Prompt 3 across temporal domains, full deployment at
scale requires careful consideration of computational
overheads. We next analyze the token efficiency and unit
inference cost characteristics of our VLM pipeline.

Token Efficiency and Computational Cost: Each
VLM query in our system consumes approximately
1,950 tokens on average—roughly 1,900 for the prompt
and 50-60 for the response. Given that commercial
VLM APIs such as Azure OpenAl charge per 1,000
tokens, the unit cost for a single image pair is equivalent
to processing 2 full prompt-completion cycles. For
example, if token pricing is $0.003 per 1K tokens,
each sample costs nearly $0.006, making large-scale
inference over all 75,000 SPOT image pairs cost around
$450 in API costs per full pass. In addition to economic
overhead, latency is another constraint. Even with
parallelization, querying VLMs for tens of thousands
of pairs introduces non-trivial delays due to prompt
formatting, model loading, and network calls—none of
which are negligible at scale. Therefore, our design
favors a hybrid architecture: a lightweight, unsupervised
clustering pipeline performs first-pass triage over the
entire dataset, identifying stable regions (Clusters 0 and
1) and ambiguous zones (Cluster 2 and 3). VLMs
are then selectively applied to these high-priority,
high-uncertainty subsets, significantly reducing both
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runtime and token usage, while maximizing semantic
value per query. This ensures operational scalability
without sacrificing interpretability.

As large-scale VLMs are increasingly adopted in
satellite change detection, integrating Responsible AI
diagnostics with domain-aware fallback strategies will
be essential for building operationally robust and
ethically aligned geospatial systems.

4.5. Transparent Failures and Responsible Al
Compliance

A notable methodological contribution of this work
is the explicit surfacing and traceability of failures
caused by content policy enforcement. During
inference, a small fraction of image pairs yielded NaN or
empty responses not due to visual ambiguity or model
uncertainty, but because Azure OpenAl’s Responsible
Al filters flagged the inputs as potential violations (e.g.,
“violence” or “sensitive content”), despite the imagery
lacking overtly problematic content.

For instance, image ID DETHL56P0000yGQ3FL
triggered a 400-level error:

The response was filtered
due to the prompt triggering
Azure OpenAl’s content
management policy.

Figure 9. Image of the pair rejected by the VLM
due to Responsible Al filtering.

These cases were recorded as null outputs (NaN)
and excluded from quantitative metrics. Although
rare, such events introduce a critical benefit absent in
traditional pipelines: transparent failure handling.
Earlier unsupervised methods often failed silently or
misclassified such samples without signaling errors.
In contrast, VLM-based pipelines emit structured
responses that surface content policy violations as
auditable exceptions.

This capability transforms the pipeline from a
black-box classifier into a traceable system aligned
with principles of trustworthy and explainable AI in
geospatial workflows. It also opens new opportunities
for robust fallback design in production-scale EO
systems, where such exceptions can be monitored,
logged, and escalated appropriately.

5. Discussion, Limitations, and Future
Work

Reframing the contribution. This work is
primarily a system integration study: a VLM verification
layer inside an existing clustering triage, not a new
model. The value lies in selective deployment guidance
and interpretable decisions in ambiguous zones.

When to use what. Clustering suffices in visually
stable regions (Clusters 0—1). VLMs add semantic
discrimination and explainability in ambiguous or
transitional zones (Clusters 2—3) but can be sensitive to
minor spectral shifts.

Platform dependence. A small fraction of pairs
were filtered by the provider’s policy; we treated these as
transparent failures (auditable). In production, diversify
providers, route filtered samples for human review,
or use self-hosted/open models to avoid exogenous
filtering.

Validity and trade-offs. The SPOT24 test shows
a noticeable false-negative rate on subtle/early changes.
Mitigations include (i) adding weak-cue priors to the
prompt, (ii) fusing SAR or vector layers, and (iii)
confidence-based fallback to manual review.

Conclusions and future work. This study
demonstrates that Vision-Language Models (VLMs),
when carefully prompted and evaluated against
annotated satellite imagery, can improve interpretability,
transparency, and robustness in Earth Observation (EO)
change detection workflows. While the clustering
pipeline offers computational efficiency and is effective
for broad triage in visually stable zones (Clusters 0-1),
it lacks semantic grounding and local explainability.
Prompt 3 delivered gains in ambiguous regions such
as Cluster 2 (+16.1 pp over clustering) and added
diagnostic value through explanations, confidence,
and policy-signal surfacing. SPOT23-SPOT?24 testing
supports temporal robustness while highlighting
sensitivity to early-change signals.

Looking ahead, the most promising directions
involve (i) hybrid schedulers that combine clustering for
efficient triage with VLMs for semantic discrimination
in ambiguous subsets, and (ii) multimodal supervision
that fuses optical imagery with SAR and GIS layers
to reduce sensitivity to spectral shifts. These
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avenues, along with domain-specific prompt tuning and
systematic audits, can help transition this approach from
a controlled evaluation setting to operational use cases in
post-disaster response and infrastructure monitoring.
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