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Abstract

This paper explores the development of more intelligent
and competitive Al agents for adversarial environments.
A hide and seek simulation environment with three
sensor models is developed, including a lidar, a far-filed
sensor, and a near-filed sensor. Four Al vs Al
adversarial scenarios are investigated using the
Proximal Policy Optimization (PPO) and Soft Actor-
Critic (SAC) reinforcement learning (RL) algorithms.
Various experimental results across RL algorithms and
sensor models have shown the seeker and hider have the
most competitive advantage in the scenario of a SAC
seeker versus a PPO hider and a PPO seeker versus a
SAC hider, respectively. Additionally, the impact of
sensing modalities on agent learning performance is
investigated. Comparative studies reveal that extra
sensing modalities improve agent performance, and the
far-field sensor outperforms the near-field sensor. The
results also suggest that an agent with a competitive
advantage of Al algorithm is more resilient to variations
in sensing modalities.

Keywords: Reinforcement learning, adversarial
environment, proximal policy optimization, soft actor-
critic, hide and seek.

1. Introduction

In recent decade, reinforcement learning (RL) has
attracted significant attention as one of the most exciting
and promising areas of research in machine learning. It
has been successfully applied to various domains, such
as games [1], robotics [2], self-driving cars [3], natural
language processing [4], sensor resource management
[5], etc. These applications have demonstrated the
potential of RL to solve complex problems and create
innovative solutions even at a higher-than-human level.
Al vs. Al adversarial environments are scenarios where
one Al system tries to manipulate, deceive, or attack
another Al system. Such adversarial environments can
potentially enable the development of Al systems that
are more intelligent, robust, and trustworthy by utilizing
Al agents competing or cooperating with each other
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[61[71[8]. In this paper, we explore the learning
performance of RL agents in adversarial environments
using the game of hide and seek. The seeker must learn
to navigate around the environment and capture the
hider, while the hider is tasked to avoid capture. The
game of hide and seek has become a powerful tool for
exploring adversarial Al behaviors in recent years
[9]1[10]0. The most prominent example was a study on
emergent tool use by OpenAl [9], where hiders learned
to grab or lock objects in order to properly hide
themselves from seekers. Policies are optimized using
Proximal Policy Optimization (PPO) [12] and
Generalized Advantage Estimation (GAE) [13]. In
another interesting study [10], the seeker employs a
simple deterministic policy, but the hider agent is
trained using a Policy Optimization (PPO) algorithm
and only receives a two-dimensional visual input of the
environment. While these previous studies focused on
emergent behaviors, this paper aims to explore the
following two questions: (1) How to use Al techniques
to build more competitive and intelligent agents in
adversarial environments? (2) How to effectively use
sensing modalities to improve the performance of such
agents?

A hide-and-seek adversarial environment is
developed in this research using the Unity game engine
along with ML-Agents [14][12]. Three sensors are
utilized to provide the agents with various observations,
including a Raycaster senor simulating a lidar, a near-
field sensor (NFS) simulating a camera, and a far-field
sensor (FFS) simulating a radar. The PPO [12] and Soft
Actor-Critic (SAC) [15] RL algorithms are trained to
steer the behaviors of the agents. Four adversarial
scenarios are considered to analyze the performance of
the agents, including PPO versus PPO, SAC versus
SAC, PPO versus SAC, and SAC versus PPO. Various
experiments across RL algorithms and sensor models
are conducted. Comparative studies reveal that the
seeker has the most competitive advantage in the case of
a SAC seeker versus a PPO hider, and the hider has the
best performance in the case of a PPO seeker versus a
SAC hider.

Additionally, in order to investigate the impact of
sensing modalities on agent performance, various
experiments are conducted by manipulating the sensory
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input provided to the agents and analyzing how it affects
their performance. Analytical results suggest that extra
sensing modalities improve the agent performance, with
the far-field sensor surpassing the near-field sensor.
Furthermore, comparative studies indicate that an agent
with a competitive advantage resulting from RL
algorithms exhibits greater resilience to variations in
sensing modalities. In other words, varied sensing
modalities have less impact on the performance of such
an agent.

The paper is organized as follows. Section 2 gives
a brief overview of RL, and Section 3 presents the hide
and seek simulation environment and performance
metrics. Some experimental results with the direct
visibility model are described in Section 4. Section 5
presents a comparative study of the RL algorithms under
various observation models, including varying hider
sensing modalities and varying seeker sensing
modalities. The impact of sensing modalities on the
agent performance is described in Section 6. Finally,
some concluding remarks are given in Section 7.

2. Overview of reinforcement learning

Deep RL is a learning framework under which an
agent learns by means of interaction with its
environment [16]. PPO is a recent advancement by
OpenAl and has shown remarkable performance [12]. It
trains a stochastic policy in an on-policy way. Unlike
some other policy gradient methods, PPO strikes a
balance between ease of implementation, sample
complexity, and tuning effort. It aims to compute an
update at each step that minimizes the cost function
while ensuring that the deviation from the previous
policy remains relatively small [12]. In contrast with
PPO, SAC is more sample-efficient, because it uses off-
policy learning, which means it can learn from
experiences collected at any time during the past. As a
"maximum entropy" algorithm, SAC enables
exploration in an intrinsic way [15]. Another key
advantage of SAC is its robustness to hyperparameters,
which allows it to generalize well to a variety of
simulated environments with a single set of
hyperparameters. However, SAC tends to require more
model updates and training time.

3. Hide-and-Seek simulation environment

3.1. Game environments

The simulation environment is created using the
Unity game engine along with ML-Agents [12]. The
setup of the training environment includes a game
terrain, where one agent is trying to hide and the other

one tries to catch the hider. The following two game

environments are designed.

1) Random-room environment. This environment is
used for both training and testing. As shown in
Figure 1, there is a randomly generated room with
walls that the agents must learn to navigate. The
location of the room is randomly populated each
episode.

2) Complex-wall environment. In order to further
assess the generalization performance of the trained
agents, a more complex testing environment is
created. As shown in Figure 2, the complex
environment has more immovable variably-shaped
walls or path obstructions that the agents must
navigate to accomplish their tasks.

Random Room

Episode: 53

Hider: 0.104
Seeker: -0.104

Figure 1 Random-room environment

The agents are first trained in the simpler random-
room environment. Then, the hider and seeker
engagement is tested in both environments to evaluate
how well the trained RL policies can work in an
environment similar to the training environment and
generalize to a new and more complex environment
(i.e., the complex-wall environment).

Complex Wall

Episode: 33

Hider: 0.288
Seeker: -0.288

Figure 2 Complex-wall testing environment

The agents’ starting positions and orientations are
randomly selected for each episode. The hider agent is
given a positive small reward (+0.0005) for each living
step but a large negative reward (-1) once captured. On
the contrary, the seeker agent is provided with a small
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negative reward (-0.0005) for each lasting time step and
a large positive reward (+1) when the seeker
successfully catches the hider, which is defined as a
collision between the two agents. Furthermore, if any
agent gets stuck with the walls, a penalty of (-0.0025) is
assigned to the agent at each time step to motivate it to
learn to avoid such a situation. Each game episode
concludes when the hider is caught or the episode
reaches 2000 steps.

The physical movement of the agents is simulated
using the Unity ML-Agents engine. Agents have two
action types that can be chosen simultaneously at each
step. First, they may have a translational movement by
setting a force along their x and z axis, respectively.
Second, they may rotate around the y-axis by
commanding a torque. The force and torque are
continuous actions determined by the RL polices. A
maximum threshold is introduced to limit the
translational velocity and rotational rate, respectively.

3.2. Metrics for performance evaluation
In order to evaluate the performance of the trained

RL agents, a test campaign is designed. We run the

trained agents for 100 new episodes in the random-room

environment and  complex-wall  environment,
respectively. To standardize statistics, the initial poses
are pseudo-randomly initialized across the 100 testing
episodes. When comparing the performance of the
agents across RL policies, sensing modalities, and the
two game environments, the same random initial pose is
used for each specific episode to have a fair comparison.
For each testing episode, the statistics collected
include: episode count, number of steps per episode,
agent rewards, agent position, distance between
adversaries, and the capture status (binary). Based on
the data collected, a set of performance metrics are
analyzed for performance evaluation, including:

*  Cumulative rewards - Cumulative agent rewards
across 100 episodes. Calculated as a raw sum for
the seeker and hider, respectively.

* Living steps - Number of steps that occur up to
capture. Normalized as a percentage of the total
number of steps per episode (2000 Steps)

»  Capture count -Number of captures that occur
across 100 episodes.

» Distance v. time steps -The distance between agents
per step. Designed to investigate the long-term
dynamics of the agents before capture occurs.

4. Comparative studies of adversarial
scenarios with direct visibility

In this section, we consider the case of direct
visibility model, where each agent is provided with
explicit knowledge of its adversary. Specifically, at each

time step, each agent observes the distance to and
direction toward its adversary.

We considered four Al versus Al scenarios for the
seeker and hider, respectively, including PvP (i.e., PPO
seeker versus PPO hider, SvS (i.e., SAC seeker versus
SAC hider), PvS (i.e., PPO seeker versus SAC hider),
and SvP (i.e., SAC seeker versus PPO hider). The
performance of the trained agents is tested using the
metrics defined above in the random-room environment
and complex-wall environment, respectively. Figure 3
shows the capture count out of the 100 testing episodes,
where the cases of random-room environment and
complex-wall environment are represented by light and
dark colors, respectively. Bounding the playground will
limit the evasive capabilities of the hider. Without the
option to flee out-of-bounds, the hider must perform
run-turn-run maneuvers to avoid capture. We find that
this gives the seeking agent a clear competitive
advantage over a hiding agent. As shown in Figure 3,
the seeker was able to capture the hider in most episodes
(100% for the cases of PvP, SvS, and SvP, and 93% for
PvS) in the random-room environment. Additionally,
Figure 3 clearly show the capture count decreases under
all the four scenarios in the complex-wall environment,
which has much more obstructions that are not
encountered during training in the random-room
environment. Specifically, the PvS case (shown in
yellow) has the worst generalization performance in the
complex-wall environment. This observation is further
verified in Figure 4, where the seeker’s cumulative
reward is shown.
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Figure 3 Capture count under the direct visibility
model for the four adversarial scenarios: PvP, SvS,
PvS, and SvP.
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Figure 4 Cumulative reward (direct visibility
model)
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5. Comparative studies of RL algorithms

with varying sensor modalities
In a more realistic game, agents would not always

have explicit knowledge of the distance or direction of
its adversary, as assumed in Section 4. This is especially
true if there are visual obstructions. In this section, we
sprinkle complexity into the engagement by moving
away from the assumption of direct observations for the
agents at each time step and require the use of more
realistic sensor models to observe the environment.

5.1. Sensor models
We consider the following three types of sensors for

the agents:

1) Lidar sensor. The lidar sensor is constructed using
a native ML-Agents Unity class
RayPerceptionSensor3D(). Lidar uses a series of
RayCast with a spherical collider at the end to
determine the Tag information of Unity
GameObjects within the environment. Tags are a
user-defined enumerable used to classify game
objects, which enables an agent to distinguish
between adversaries (Seeker, Hider, or Dummy)
and walls.

2) Near-Field Sensor (NFS). The near-field sensor is
inspired by a camera with a fixed view radius and
view angle. A Unity sphere collider with a small
and fixed radius is projected from the center of the
agent. If an object collision is detected within the
sphere and the object is further located within a
fixed-angle in front of the agent (local z-axis), then
the object state (position, velocity, distance,
direction) is observed by the agent. The NFS model
requires a direct “Line of Sight” to observe an
object (i.e., there can be no occlusion between the
agent and object).

3) Far-Field Sensor (FFS). The far-field sensor is
inspired by a radar sensor with a fixed field radius.
A sphere collider with a large and fixed radius is
projected from the center of the agent. If an object
collision is detected within the sphere, then object
state information (position and direction) is
observed by the agent. To simulate uncertainty,
zero-mean Gaussian noise is added to the observed
states. The variance of the injected noise is a linear
function of distance, such that objects observed
further away are subject to more noise than objects
observed nearby. Specifically, the variance of

Lo _ d
sensor noise is computed as a;,5 = amax(m),

where a,,,,, 1S the maximum variance, d,,,, is the
maximum sensing range, and d is the actual
distance measurement. Additionally, if the object is

observed without a direct Line of Sight, the
maximum variance is scaled by a factor of 2. An
additional observation is provided to the agent to
distinguish whether the object is observed with or
without a direct Line of Sight.

The multi-sensor scenarios can be modeled simply
by combing the two or more sensing modalities. Figure
5 shows an example of an agent with three sensors,
including the lidar, FFS, and NFS.

Figure 5 Example of multi-sensor scenario

5.2. Comparative studies of RL algorithms
with varying hider sensing modalities

In this section, the performance of RL algorithms is
investigated with the sensor models described above.
The study described in Section 4 have indicated the
seeker has a clear competitive advantage over the hider
if they have the same sensing capabilities. Therefore,
here we start with the case where both agents have a
lidar sensor, which is served as a baseline for
comparison. Then, we gradually add extra sensing
modalities to the hider. Specifically, the following four
observation models are considered:

e alidar seeker versus a lidar hider,
e alidar seeker versus a hider with a lidar and a NFS,
e g lidar seeker versus a hider with a lidar and a

FFS,

e a lidar seeker versus a hider with all three

Sensors.

Table 1 and Table 2 show respectively the capture
count and cumulative reward of the 100 testing
episodes. As described above, in this study the seeker
always has a lidar sensor, while the hider has varying
sensing modalities (shown in column 1 of the tables).
Under each of the four observation models, four Al
versus Al adversarial scenarios are compared (shown in
each row of the tables), including PvP (i.e., PPO seeker
versus PPO hider), SvS (i.e., SAC seeker versus SAC
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hider), PvS (i.e., PPO seeker versus SAC hider), and
SvP (i.e., SAC seeker versus PPO hider). The testing
results obtained from both the random-room
environment (shown in the blue color) and complex-
walls environment (shown in parenthesis and in red
color) are included.

Table 3 summarizes the comparative results
obtained from Table 1 and Table 2. As we can see, the
best Al versus Al adversarial scenarios across the four
observation models are SvP for the seeker and PvS for
the hider, respectively.

Table 1 Capture count of four adversarial scenarios
with varying hider observation model

Hider

sensors PvP SvS PvS SvP
Lidar 94 (89) | 98 (98) | 95(80) | 100 (92)
Lidar+NFS | 96 (66) | 98 (90) | 73 (42) | 100 (99)
Lidar+FFS | 73 (69) 3 (10) 1(3) 99 (78)
All 34 (41) 1(8) 0 (6) 97 (76)

Table 2 Cumulative reward of four adversarial
scenarios with varying hider observation model

Hider

sensors PvsP SvS PvS SvP
Lidar 70 (54) 86 (78) 71 (40) 85 (63)
LidartNFS | 67 (12) 73 (53) 23(-22) | 87(79)
LidartFFS | 16 (14) -94 (-80) | -98(-95) | 75(35)
All -46 (-34) | -98(-84) | -99(-88) | 66 (32)

Table 3 Summary of comparative results with
varying hider observation model

Lidar Lidar Lidar Lidar
VS S S S

Lidar | (Lidar+NFS) | (Lidar+FFS) All

Seeker SvS

best & SvP SvP SvP
cases SvP

Hider

best PvS PvS PvS PvS
cases

Figure 6 shows the time behavior of the distance
between the agents under the observation model of a
lidar seeker versus a hider with both a lidar and NFS,
(corresponding to column 3 of Table 3). Fifteen
randomly selected episodes in the complex-wall testing
environment are shown in each plot of Figure 6. As we
can see, the distance in the SvP case (shown in Figure
6(d)) has the smallest average value and converges the
fastest to zero (i.e., hider captured), while the PvS case
(shown in Figure 6 (c)) has the largest average distance

and the most episodes with the non-zero distance at the
end (i.e., hider was not captured).

Distance Between Agents

Agents

Distance Bet

versus SAC

(@ PPo

Distance Between Agents

(d) SAC versus PPO

Figure 6 Time behaviors of distance under the lidar
versus (lidar + NFS) observation model in the
complex-wall environment
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5.3. Comparative studies of RL algorithms
with varying seeker sensing modalities

The studies described in Section 5.2 have indicated
that the hider has a clear competitive advantage over the
seeker in the case of a lidar seeker versus a hider with
all three sensors. In this section, we add more sensing
modalities to the seeker to enhance its competitiveness
in the game. Specifically, the following four observation
models are considered:

o lidar versus all (i.e., a lidar seeker versus a hider
with all three sensors),

o (lidar + NFS) versus all (i.e., a seeker with a lidar
and NFS versus a hider with all three sensors),

o (lidar + FFS) versus all (i.e., a seeker with a lidar
and a FFS versus a hider with all three sensors),

o all versus all (i.e., a seeker with all three sensors
versus a hider with all three sensors).

With each of the above four observation models, we
evaluate the performance of the agents under the four
adversarial scenarios, including PvP, SvS, PvS, and
SvP. The capture count and cumulative reward obtained
from the 100 testing episodes are given in Table 4 and
Table 5, respectively. Note that the hider always has all
three sensors, while the seeker has varying sensing
modalities (shown in column 1 of the tables). The
results for the random-room environment and complex-
walls environment are shown in blue and red,
respectively. The comparative study based on Table 4
and Table 5 is summarized in Table 6. Again, the best
adversarial scenarios are SvP for the seeker and PvS for
the hider, respectively.

Table 4 Capture count of four adversarial scenarios
with varying seeker observation models

Table 6 Summary of comparative results with
varying seeker observation models

Seeker

Sensors PvP SvS PvS SvP
Lidar 34 (41) 1(8) 0 (6) 97 (76)
Lidar+NFS 96 (72) 0(2 1) 100 (97)
Lidar+FFS 91 (87) | 96 (56) 6 (33) 100 (98)
All 99 (86) | 100 (99) | 94 (80) | 100 (100)

Table 5 Cumulative reward of four adversarial
scenarios with varying seeker observation model

Seeker

sensors PvP SvS PvS SvP
Lidar -46 (-34) -98 (-84) -100 (-88) 66 (32)
Lidar+NFS 71 (29) -100 (-96) -98 (-98) 89 (74)
Lidar+FFS 62 (65) 66 (-1) -88 (-37) 85 (83)
All 87(64) 93 (92) 66 (50) 94 (90)

Lidar | (Lidar+NFS) | (Lidar+FFS) All
Vs Vs Vs Vs
All All All All
Seeker SvP SvP SvP SvP,
best SvS
cases
Hider PvS, PvS, SvS PvS PvS
best SvS
cases

6. Comparative Study of Sensing
Modalities

In this section, the impact of sensing modalities on
agent learning performance is investigated. We start
with a baseline with both agents having a lidar sensor,
where the seeker is able to dominate the hider. Next, we
start to add more sensing modalities to the hider until it
has all three sensors. In this case, the hider is able to win
most of the games. Now, we add more sensing
modalities to the seeker until it has all three sensors.
More specifically, the following seven observation
models are considered:

1) alidar seeker versus a lidar hider (i.e., lidar vs lidar)

2) alidar seeker versus a hider with a lidar and a near-
field sensor (i.e., lidar vs (lidar+NFS))

3) a lidar seeker versus a hider with a lidar and a far-
field sensor (i.e., lidar vs (lidar+FFS))

4) a lidar seeker versus a hider with all three sensors
(i.e., lidar vs all)

5) a seeker with a lidar and a near-field sensor versus
a hider with all three sensors (i.e., (lidar +NFS) vs
all)

6) a seeker with a lidar and a far-field sensor versus a
hider with all three sensors (i.e., (lidar+FFS) vs all)

7) a seeker with all three sensors versus a hider with
all three sensors (i.e., all vs all)

The comparative studies of capture count for these
seven observation models under each of the four
adversarial scenarios (i.e., PvP, SvS, PvS, and SvP) in
the random-room environment and complex-wall
environment are shown in Figure 7 and Figure 8,
respectively. The box plot of living steps with the seven
observation models under each of the four adversarial
scenarios are shown in Figure 9 to Figure 12,
respectively, where the results for the seven
aforementioned observation models are shown in order
from left to right in each figure, and the outliers are
represented as “x”. Only the results from the complex-
wall environment are given here due to page limitations.
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As we can see, as more sensing modalities is
provided to the hider (i.e., observation models 2, 3, and
4), its competitiveness improves, represented by
reduced capture count (in Figure 7 and Figure 8) and
increased living steps in Figure 9 to Figure 12.
Analogously, as more sensing modalities is provided to
the seeker (i.e., observation models 5, 6, and 7), its
competitiveness also improves, represented by
increased capture count (in Figure 7 and Figure 8) and
reduced living steps (shown in Figure 9 to Figure 12).

Additionally, the results suggest an extra far-field
sensor surpasses a near-field sensor. For instance, by
comparing observation model 3 (i.e., lidar vs
(lidar+FFS)) with observation model 2 (i.e., lidar vs
(lidar+NFS)), we can see a general trending of reduced
capture count (shown in Figure 7 and Figure 8) and
increased living steps (shown in Figure 9 to Figure 12).
Analogously, when comparing observation model 6
(i.e., (lidar+FFS) vs all) with observation model 5 (i.e.,
(lidar+NFS) vs all), we can see a general trending of
increased capture count (shown in Figure 7 and Figure
8) and reduced living steps (shown in Figure 9 to Figure
12). Extreme cases can be seen from the comparison of
observation models 3, 4 and 5 in the cases of PPO vs
SAC (shown in black) and SAC vs SAC(shown in blue)
in Figure 7 and Figure 8, where the capture count curve
remains almost flat. This indicates that little
performance improvement is obtained when the
observation model changes from lidar vs (lidar+FFS) to
lidar vs all and from lidar vs all to (lidar+NFS) vs all,
respectively.

As an illustrative example, Figure 13 shows the
time behavior of the distance between agents under the
SAC versus PPO adversarial scenario for 15 randomly
selected episodes in the complex-wall environment. By
comparing with the baseline (Lidar versus All Sensors)
observation model shown in Figure 13(a), we can see
that when the seeker is provided with an extra near-field
sensor (Figure 13(b)), an extra far-field sensor (Figure
13(c), or both near-filed and far-field sensors (Figure
13(d)), the average distance and oscillation decreases,
and the case of All Sensors versus All Sensors (shown
in Figure 13(d)) has the smallest average distance.
Furthermore, by comparing Figure 13(b) and Figure
13(c), we can see that the an extra far-field sensor more
effectively reduced the average distance than an extra
near-field sensor, which indicates the far-field sensor
leads to more improved seeker performance than the
near-field sensor.

Another interesting observation is that, in the SAC
versus PPO scenario, even though similar general
trending was observed, the agents’ performance is less
affected by variations in observation models than other
three adversarial scenarios (for instance, see the capture
counter curve shown in green in Figure 7 and Figure 8).

As described in Section 4, the seeker has a RL algorithm
advantage in the SAC versus PPO case. This suggests
when one agent has a competitive advantage resulting
from its Al algorithm, the agent’s performance is more
resilient to variation in sensing modalities.

Figure 14 and Figure 15 compare the cumulative
reward for the seven observation models under the four
adversarial scenarios in the complex-wall environment.
The seven observation models are shown in order from
left to right in each scenario. The plots are consistent
with the results described above.

7. Conclusions

In this paper, a hide and seek adversarial
environment with three sensor models is developed. We
explore four Al vs Al scenarios using the PPO and SAC
reinforcement learning algorithms, with the goal of
enhancing the intelligence and competitiveness of the
agents in adversarial settings. Experimental results
under various observation models reveal that in the
scenario of a SAC seeker versus a PPO hider, the seeker
has the most competitive advantage, while in the
scenario of a PPO seeker versus a SAC hider, the hider
holds the most competitive advantage. Additionally, the
impact of sensing modalities on agent performance is
investigated. Comparative studies have shown that extra
sensor information improves learning performance,
with an extra far-field sensor surpassing an extra near-
field sensor. Furthermore, the analytical results suggest
that an agent becomes more resilient to the variation in
sensing modalities when it has a competitive advantage
in Al algorithms.

In order to improve the generalization capability of
agents in new environments, the investigation of
analogical reinforcement learning [19] in adversarial
environments is an interesting topic for future research.
Additionally, one seeker versus one hider is considered
in this paper. Therefore, another interesting direction for
future research is the extension to multiple collaborative
agents/robots for each competing team and the adoption
of intelligent edge computing [20] for minimized
latency and enhanced security, which is particularly
important for collaborative real-world mobile robots.
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