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Abstract

Machine learning models have been critiqued for
their opaqueness, so recent work has created models to
accurately convey model confidence. High performance
is the most important aspect of trust in the model.
However, when performance drops, accurate decision
confidence leads to higher trust outcomes. The current
research expands upon this work investigating how
incorrect, low confidence decisions differentially impact
the trust process. Incorrect decisions were either made
on stimuli the model was trained to classify or stimuli
outside those classification categories. In a between-
subjects design, participants monitored low performing
models of varying low confidence error type in an online
image classification task. Results demonstrated when
the model flagged incorrect stimuli it was not trained to
classify with low confidence, process perceptions
increased, while decision time and task performance
decreased. Our results extend the current framework
regarding how model confidence influences the trust
process. Implications, limitations, and future research
are discussed.

Keywords: transparency, machine learning, human-
machine interaction, trust

1. Introduction

Machine learning (ML) is a powerful tool that is
frequently used in decision-making tasks (Mahmud et
al., 2022) but has been critiqued for being black box in
nature (Hassija et al., 2024). This lack of
understandability and explainability from ML models’
decision-making processes is associated with a lack of
transparency (Alarcon & Willis, 2023). This in turn
limits user trust and willingness to rely on the models
(Miller, 2019), which also impacts actual reliance
behaviors, or the actual user behaviors interacting with
the model (Lee & See, 2004). Hence additional
information about the models could lead to
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appropriately gauged trust (Tomsett et al., 2020). Lyons
(2013) leveraged the theory put forth by Lee and See
(2004) and stated that transparency is how
trustworthiness is perceived and conveyed to the user.
Trustworthiness is a crucial part of developing
appropriate trust in machines and consists of three
factors: performance perceptions, or how well users
understand a system’s capability to achieve intended
goals; purpose perceptions, or how well users
understand why the system is used or developed; and
process perceptions, or how well users understand how
the system works (Lee & See, 2004). Therefore,
increased transparency in ML models is necessary for
users to calibrate their trust appropriately and adapt their
expectations of the ML. Increased transparency leads to
more desirable outcomes such as increased performance
in human machine interactions (Chen & Barnes, 2014;
Skraaning & Jamieson, 2019), while a lack of
transparency may lead to users not utilizing the models
as they ought to, leading to uncalibrated reliance.

To combat these issues of transparency, engineers
created Calibrated Classification Models (CCMs;
Bennette et al., 2020; Gao et al., 2017). These ML
models convey more accurate confidence intervals of
their performance in classifying stimuli. Traditional ML
models (or Uncalibrated Classification Models; UCM)
report high confidence regardless of the stimuli due to
operation under a closed-world assumption, or the
assumption that every class has been represented in the
training dataset (Scheirer et al., 2012). This means when
stimuli are encountered that the model was not trained
to classify, they are categorized with high confidence as
though those stimuli originate from a known class.
CCMs on the other hand, utilize an open world
assumption, which acknowledges that stimuli can be
encountered after training a dataset (Dhamija, et al.,
2018). CCMs often utilize the detection of out of
distribution scores (OODs; Hendrycks et al., 2019),
which provide low confidence predictions for errors and
data outside of the training classification categories.
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This allows the model to fail dependably and offload the
low confidence decisions for human intervention.

Prior work has incorporated CCMs and UCMs and
found that CCMs lead to higher task performance, lower
decision times, and higher perceptions of model
performance and purpose when directly compared to
UCMs (Alarcon, Harris, et al., 2024). Although there
were no significant differences for process perceptions
between UCMs and CCMs, Alarcon, Harris, et al. found
significant decreases and increases in process
perceptions when partnering with the CCMs and UCMs
first, respectively.

Further work has specifically investigated user
interactions with CCMs of varying confidence and
performance and found that novice users rate models
with low performance and high confidence as the least
trustworthy (Capiola et al., 2024) and result in the
lowest levels of task performance (Capiola et al., 2024;
Harris et al., 2024) compared to other combinations of
confidence and performance attributes. This mismatch
led to the highest decision times, and users responded
more quickly when expectations and behaviors matched
(e.g., high confidence with high performance) compared
to instances of mismatch, expanding on the importance
of (un)met expectations in previous work (Capiola et al.,
2023; Lyons et al., 2023).

The current work contributes to the literature by
expanding our understanding of the impact of
confidence intervals in ML models on trust outcomes.
Specifically, even though model confidence has been
controlled with regards to varying model performance,
no study has sought to examine the differential effects
of the types of errors CCMs make with low confidence.
CCMs that err on images from within the trained
classification categories compared to images from
outside the trained classification categories may be
perceived differently by users. Regardless of whether
algorithms make the same number of errors, if users
have disparate perceptions of different types of errors,
then they may leverage CCMs differently. The current
study examines the intricacies of stimuli classified with
low confidence in an image classification task to
compare trust-relevant outcomes depending on the
quality of those unmet expectations, i.e., the effects of
errors classified on (un)trained categories. For example,
errors on stimuli from outside of the trained
classification categories may not be associated with
negative outcomes whereas errors on stimuli from the
same classification categories as it was trained may be
perceived more negatively.

Previous research has demonstrated that the
inclusion of confidence estimates at the case level
improve trust calibration in decision making tasks
(McGuirl & Sartar, 2006; Zhang et al., 2020) and help
the user decide on their reliance of the system because

they are provided information on when the model will
err (Bansal et al., 2019). Although the confidence
information alone is not improving the transparency of
purpose and process directly, it makes the performance
of the model more transparent (Hoff & Bashir, 2015).
Also, the three factors of trustworthiness are found to be
inter-related (Alarcon, Capiola, et al., 2024), therefore,
because perceptions of performance should increase
with the inclusion of confidence intervals, purpose and
process perceptions should also increase.

However, the inclusion of confidence information
might not always increase trust outcomes in a model.
For example, if an image from within the training
classification categories is flagged with low confidence,
it might be trusted less. This can be considered a
negative expectancy violation (Burgoon, 2016), such
that users expect the image to be classified with high
confidence because that is what the model is trained to
classify. These negative violations lead to negative
reactions, and in high stakes situations, this could lead
to potentially disastrous outcomes. Therefore, it is
imperative for users to be able to understand the
strengths and weaknesses of the model with
interpretable alerts of low confidence decisions
(Tomsett et al., 2020). Specifically, Tomsett and
colleagues emphasize the need for confidence in the
form of flagging decisions that are outside of the
classification categories. We consider these confidence
levels as positive expectancy violations, such that users
expect the image to be classified with low confidence
because it is an error on images from outside the trained
classification categories.

Previous research has suggested that positive
violations can lead to positive reactions (Burgoon,
2016). Interestingly, Capiola et al. (2023) found that in
a human-machine interaction, when positive behaviors
from an autonomous partner followed negative
expectations of that partner (i.e., self-interested intent
and benevolent behaviors), this resulted in nearly
identical trust behaviors as human-machine interactions
when an autonomous partner demonstrated positive
behaviors followed by positive expectations (i.e.,
benevolent intent and benevolent behavior). These
results demonstrate that even when expectations and
behaviors misalign, users may not experience negative
trust outcomes when they perceive the violation as
positive. Therefore, based on prior work with
confidence information, trustworthiness, and
expectancy violations, we propose the following
hypothesis.

HI: CCMs that report low confidence errors on
stimuli from outside the trained classification categories
will be perceived to have higher levels of
trustworthiness (performance, purpose, and process
perceptions) compared to CCMs that report low
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confidence errors on stimuli from within the trained
classification categories.

When errors are flagged with low confidence on
images from outside of the classification categories, the
confidence of the image classification is more
transparent, providing users with additional information
about what is considered an error. In other words, it
reminds users about the imperfect nature of the model
and that it can only provide a “best guess” (Hoff &
Bashir, 2015). Therefore, users will be better able to
appropriately calibrate their reliance intentions, or their
willingness to rely on the model (Bansal et al., 2019).
Furthermore, the more transparent errors should more
appropriately alert users to override the classification
because the images flagged with low confidence
comprise stimuli from outside of the classification
categories. Thus, they should perform better and
respond to the errors more quickly.

H?2: Users will have greater intentions to rely upon
CCMs that report low confidence errors on stimuli from
outside the trained classification categories compared to
CCMs that report low confidence errors on stimuli from
within the trained classification categories.

H3: CCMs that report low confidence errors on
stimuli from outside the trained classification categories
will result in higher user task performance and lower
decision times compared to CCMs that report low
confidence errors on stimuli from within the trained
classification categories.

2. Method

2.1. Participants

We recruited participants for the study online via
Amazon’s Mechanical Turk (MTurk). Qualified
participants had to be at least 18 years of age, live in the
United States, and speak English fluently. We leveraged
CloudResearch (Litman et al., 2017), a platform that
coordinates with MTurk, to further refine participant
selection for a higher quality sample. We restricted

participants to those who participated in at least 100
human intelligence tasks (HITs) and had at least a 95%
approval rating. An a priori power analysis was
conducted in G*Power (Faul et al., 2009) for the
experimental design. When assuming a medium effect
size (f'=.25) and 80% power (1 — ) and an a = .05, we
required 128 participants to conduct appropriately
powered independent samples #-tests on criteria. We
collected additional participants to account for issues of
data quality. The HIT received complete data from 138
participants. The final sample (N = 130; see the Data
Cleaning section below) was 67.69% male, 76.15%
white, and the average age was 39.69 (SD = 12.07).
Participants were paid a base rate of $3.00 and could
earn up to $5.00 in bonuses (M = $3.30, SD = $1.29).
The study was conducted in compliance with the AFRL
Institutional Review Board (protocol FWR20210170E).

2.2. Task

We adapted the task utilized in Harris et al. (2024).
Participants were tasked with monitoring the decisions
of an ML model that classified images of cats and dogs.
Participants could override the ML model to modify
incorrect classifications. The testbed contained a grid of
15 images of cats, dogs, and other small mammals (e.g.,
squirrels) per trial. Participants were told that the model
was trained to classify images of cats and dogs but was
unable to classify other animal images. All classification
decisions appeared under each image to inform
participants of the model’s decision. Participants had the
opportunity to correct any incorrect decisions with a
dropdown menu beneath each image and select the
appropriate answer between the options of “cat,” “dog,”
and “other”. Along with the classification decisions,
each image was given a confidence level to represent the
machine learning model’s confidence. This was
designated by a colored border around the images, with
green borders representing high confidence (at or above
80% confidence) and yellow borders representing low
confidence (< 80%). See Figure 1.

Machine Learning: DOG
OVERRIDE ~

Machine Learning: DOG

OVERRIDE ~

Machine Learning: DOG
OVERRIDE ~

Machine Learning: DOG
OVERRIDE v

Figure 1. Examples of high and low confidence images for within and outside error conditions, respectively.
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2.3. Procedure

Participants read about and consented to participate
in the study and then proceeded to complete a training
tutorial which informed them about the various aspects
of the task. After the tutorial slides, participants
completed a comprehension quiz to ensure they were
paying attention and understood the nature of the task.
The tutorial emphasized that the models, although high
performing, were not perfect and needed to be closely
monitored. Upon successfully completing the
comprehension quiz, participants completed two
practice trials and five experimental trials of the task.

Participants were randomly assigned to one of the
two task conditions, with one condition including only
images of cats and dogs and the other condition
including images of cats, dogs, and other small
mammals. Each trial lasted 18 seconds, during which
the participants monitored 15 classifications and
overrode perceived errors. Their performance during
each trial of the experiment influenced their bonus
amount. Participants started the task with $5.00 in
bonuses and lost $0.25 for every incorrectly classified
image. Images were deemed incorrect if the ML model
classified the image incorrectly and the participant did
not override the image or if the participant incorrectly
overrode correct classifications. Following the five
experiment trials, participants reviewed their
performance and final bonus amount and then
responded to two questionnaires and several open-ended
questions. Finally, participants were thanked for their
participation and compensated for their time and
performance. Participants completed the survey at an
average time of 28.51 minutes (SD = 12.67).

2.4. Manipulations

We manipulated one aspect of the machine learning
model in the between-subjects design: error type. There
were two error conditions, with one condition providing
low confidence for incorrect classifications of images
that were from within the trained classification
categories (cats and dogs) and one condition providing
low confidence for incorrect classifications of images
from outside the trained classification categories (other
mammals). The manipulations are denoted as “within
errors” and “outside errors” in the Results, respectively.
As such, half of the participants saw mistakes from the
ML model that only included pictures of cats or dogs
and, therefore, should have been correctly categorized
because they were from the categories on which the
model was trained. The other half of the participants saw
mistakes from the ML model that only included images
of other small mammals outside of the trained
categories. Importantly, in both conditions, the model

displayed those errors as low confidence decisions (a
yellow border indicating < 80% confidence). Each
round of both conditions had five incorrectly classified
decisions that were highlighted yellow. Across both
conditions, the placement of the incorrect decisions in
the grid were consistent but varied for each trial such
that their position could not be solely determined based
on prior trial experience.

2.5. Measures

2.5.1. System Trustworthiness. Following the task,
participants’ perceptions of trustworthiness were
assessed with the 15-item System Trustworthiness Scale
(STS; Alarcon, Capiola, et al., 2024) with the referent
changed to “machine learning algorithm”. The STS
consists of three factors assessing performance,
purpose, and process perceptions. The responses were
on a 5-point Likert-type scale (1— Strongly Disagree to
5— Strongly Agree), and reliabilities for each factor were
sufficient (performance perceptions: a = .90, purpose
perceptions: o = .84, process perceptions: o = .86).
2.5.2. Reliance Intentions. After the task, participants’
willingness to rely on the model was assessed using the
10-item Reliance Intentions scale (RI; Lyons & Guznov,
2019) adapting the referent to “machine learning
algorithm”. The items were answered on a 7-point
Likert-type scale (1- Strongly Disagree to 7— Strongly
Agree), and the reliability was sufficient (o = .94).
2.5.3. Task Performance. We assessed task
performance by calculating the total number of correctly
overridden images in each trial.

2.5.4. Decision Time. Decision time was calculated by
the amount of time in milliseconds (ms) it took to
override each incorrect image in each round of the task.
2.5.5. Written Responses. We asked participants to
respond to four open-ended questions after completion
of the task to access their views on model reliability,
accuracy, their interactions with the model, and their
strategy in the task. The four items were: “Please
describe the reliability of the machine learning
algorithm,” “Please describe your interactions with the
machine learning algorithm,” “Please describe the
accuracy of the machine learning algorithm,” and “What
strategy or strategies did you use to monitor the machine
learning algorithm?”.

Table 1. Task Measures.

System Trustworthiness Scale

Performance

1. The machine learning algorithm performs its job
well.

2. The machine learning algorithm is incompetent.

3. The machine learning algorithm is effective.

Page 305



4. The machine learning algorithm is reliable.

5. The machine learning algorithm performs the task
accurately.

Purpose

6. The machine learning algorithm is used as intended.
7. The machine learning algorithm is programmed
specifically to complete this task.

8. The machine learning algorithm executes its
designer’s intent.

9. The machine learning algorithm is designed to
assist users in this context.

10. The machine learning algorithm is utilized as its
creators intended.

Process

11. It is clear how the machine learning algorithm
completes its tasks.

12. The machine learning
operation/decision-making is transparent.
13. T understand how the machine learning algorithm
is supposed to work.

14. Tt is clear to me how the machine learning
algorithm makes decisions.

15. The machine learning algorithm conveys its
reasoning to users.

algorithm’s

Reliance Intentions

1. When the task was hard, I felt like I could depend
on the machine learning algorithm.

2. 1 would be comfortable allowing this machine
learning algorithm to make all the decisions in this
type of task.

3. If I had my way, I would NOT let the machine
learning algorithm have any influence over issues that
are important to the task.

4. If T were facing a very hard task in the future, I
would want to have this machine learning algorithm
to help me.

5. I would be comfortable giving the machine learning
algorithm complete responsibility for the task.

6. I would feel comfortable relying on the machine
learning algorithm in the future.

7. 1 would rely on the machine learning algorithm
without hesitation.

8. I would be comfortable allowing the machine
learning algorithm to implement its decision, even if
could not monitor it.

9. I think using the machine learning algorithm will
lead to positive outcomes.

10. I really wish I had a good way to monitor the
decisions of the machine learning algorithm.

2.6. Data Cleaning

We incorporated multiple cleaning procedures to
assure data quality. Upon entering the HIT, we included
a CAPTCHA to prevent bot participation. Participants

also had to pass the comprehension quiz as a knowledge
check to continue to the task. We assessed careless
responding by including attention check items in the
surveys (“For this item please select disagree;” Ward &
Pond, 2015), flagging participants who did not override
any images on over half the rounds, flagging
participants who responded quicker than 2 seconds per
item in the post-task questionnaires (Bowling et al.,
2023), and by checking the open-ended responses for
nonsensical answers. Based on these metrics, we
removed the data for 8 participants, leaving us with a
final sample for analysis, i.e., N = 130.

3. Results

To test our hypotheses regarding trustworthiness
perceptions and reliance intentions, we conducted
independent samples #-tests in Rstudio (RStudio Team,
2022) using the JessR package (Gerbing, 2023).
Descriptive statistics and the results of the #-tests can be
found in Table 1. To investigate the effect of condition
on performance metrics, we analyzed the results
utilizing linear mixed effects models with /me4 (Bates
et al.,, 2015) and emmeans (Lenth et al., 2023).
Descriptive statistics and the results of the mixed effects
models can also be found in Table 2. All results’ figures
utilize the standard error of the mean for the error bars.

3.1. Trustworthiness and Reliance Intentions

First, we investigated the effect of condition on
performance perceptions. The results demonstrated no
differences in performance perceptions across
conditions. Similarly, we found no significant
differences between conditions for purpose perceptions
or intentions to rely on the model. However, results
demonstrated that participants in the outside errors
condition rated process perceptions as significantly
higher than those assigned to the ML that demonstrated
within errors (¢=2.09, p = .039). See Figure 2. Thus, we
found partial support for Hypothesis 1, but no support
for Hypothesis 2.

3.5
3
2.5
2
15
1
0.5
0

HH

HH

Process Perceptions

Outside Errors  Within Errors

Condition
Figure 2. Condition on Process Perceptions.
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3.2. Performance Metrics

To test the effect of condition on metrics of
performance, first we investigated the average number
of correct responses a participant gave over the five
trials. We found that participants in the within errors
condition (M = 4.57, SD = 0.92) scored significantly
higher than those in the outside error condition (M =
4.25, SD = 1.10; ¢t = -3.36, p = .001), opposite of the
hypothesized direction (Figure 3).

Next, we examined the effect of condition on
decision time in the task. Results demonstrated that
those in the within errors condition (M = 9647.04, SD =
4257.32) spent significantly more time making
decisions in the task when compared to the outside
errors condition (M =9102.44, SD =4154.12; t = -2.26,
p = .026). See Figure 4. Overall, we found partial
support for Hypothesis 3.

3.3. Qualitative Data

Along with the quantitative analyses, we examined
the qualitative data to provide additional insights on the
participants’ perceptions of the task. Throughout both
conditions, participants mentioned the less confident,
yellow-bordered images were often incorrect, whereas
the highly confident, green-bordered images were
typically correct. Because of this, some participants
viewed the ML model as reliable because it always
flagged its mistakes, but others viewed the model as
unreliable because it made any mistakes. Participants in
the outside errors condition noted the model was good
at classifying cats and dogs but struggled on anything
outside of the trained classification categories, e.g.,
“The algorithm did well with identifying dogs and cats
but was lost when other animals were involved.” Those
in the within errors condition were apt to mention there
were issues with the cat/dog pictures that were labeled

o 4.8 incorrectly, e.g., ““...seemed to have the most issue with

c 4.6 I more ambiguous images where it wasn't explicitly clear

g 4.4 T | from the lighting, angle or breed whether it was a cat or

L 42 I dog.” This suggests those in the outside errors condition

e 4 understood how the model was classifying images with

x low confidence, whereas participants in the within

i 3.8 errors condition were trying to produce reasons why

3.6 images were marked as low confidence and incorrectly

Outside Errors Within Errors categorized.

Condition Across both conditions participants varied in their

Figure 3. Condition on Task Performance. views towards the models, with some mentioning that

they would not depend on the model and did not trust it

because it made multiple mistakes, e.g. “The program

'g 10000 T made many mistakes. I would not trust it to do this task

o 9500 | for me by itself.” Others mentioned they would rely on

£ T it as long it was supervised, and finally some

'; 9000 1 participants said they would rely on it because it flagged

2 any mistakes with low confidence. One participant

'S 8500 mentioned the level of reliability would depend on the

o specific task, e.g., “...good for a relatively insignificant

8000 task but not for something very important.”

Outside Errors  Within Errors Along with reliability and accuracy, we also asked

Condition participants about their interactions with the model and

Figure 4. Condition on Decision Time. their.strategies for the task. Some of the participants

mentioned they checked the yellow boxes first because

Table 2. Descriptive Statistics and Results for Variables of Interest.
Criteri Outside Errors Within Errors
riterion M SD M SD df t D d

Performance Perceptions  3.38 0.91 3.14 0.95 127 1.54 127 0.27
Purpose Perceptions 3.85 0.77 3.81 0.66 127 0.35 .728 0.06
Process Perceptions 3.18 0.88 2.85 0.94 127 2.09 .039 0.37
Reliance Intentions 3.60 1.43 3.51 1.39 127 035 .729 0.06
Task Performance 4.25 1.10 4.57 0.92 127 -3.36  .001 0.29
Decision Time (ms) 9102.44 415412 9647.04 4257.32 121.80 -2.26 .026 0.20
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those were low confidence. Participants also mentioned
“cleaning up” after the model and focusing only on the
low confidence decisions and letting the model focus on
the high confidence images. However, even after
checking the flagged images, many participants double-
checked the highly confident images, demonstrating a
lack of trust. As an example, “...I quickly saw that only
when the AI was lacking confidence did it get the
classifications wrong. That still didn't fill me with
confidence or certainty though because I still didn't trust
it, and so I ended up checking all the pictures anyway.”
Others mentioned that they ignored the model
confidence levels and went through and quickly checked
every image, indicating an overall lack of trust in the
model. An example is “...The algorithm wasn't accurate
so I had to verify each one manually,” and “I had to
check every box to see if the answer was correct. In my
opinion that defeats the purpose of the algorithm”.

4. Discussion

Human decision makers are becoming increasingly
reliant on ML for support in a variety of domains (Chen
& Barnes, 2014). Research has demonstrated these ML
models need to be high performing because users will
be more apt to penalize mistakes from models (Bogert
et al.,, 2021). Not only that, but research has also
suggested ML models should have accurate confidence
to increase transparency and gauge appropriate trust
(Tomsett et al., 2020). Interestingly, however, if the
models are high performing, confidence has been found
to be less important, but once the performance drops,
users depend on the confidence to gauge their trust and
perceptions in the model (Capiola et al., 2024).
However, even with increased precision in confidence,
the current study investigated if users perceive models
differently depending on if classification errors were
made on stimuli from within the trained classification
categories or outside the trained classification
categories. Overall, results found individuals had higher
ratings of process perceptions when the model
demonstrated classification errors for images from
outside the trained classification categories.
Furthermore, participants took more time when images
from within the trained categories were classified
incorrectly, but also had higher task performance.
Therefore, the current study demonstrated that the types
of errors ML models make have differential effects and
are perceived differently. This suggests that before
implementation, ML models should not only be high
performing, but also have more accurate confidence
levels. When performance drops, models give more
information and are better understood when the errors
are on novel pieces of information.

4.1. Trustworthiness and Reliance Intentions

We investigated whether individuals would
differentially perceive models that either reported low
confidence errors from within the trained classification
categories or from outside the trained classification
categories. Specifically, we hypothesized users would
have higher levels of trustworthiness and intentions to
rely on models that were flagging errors from outside of
the trained classification categories. Overall, we found
only process perceptions were significantly different
between the two error types. When interacting with a
model that flagged outside errors, process perceptions
increased compared to when interacting with a model
that flagged stimuli from within the trained
classification categories. Contrary to the present results,
prior research has demonstrated that while performance
and purpose perceptions were significantly different,
process perceptions were not likely to be perceived
differently between image classification models due to
neither model giving different levels of information
about how the models were operating (Alarcon &
Willis, 2023; Alarcon, Harris, et al., 2024).
Interestingly, the current study found only process
perceptions were significant.

One potential explanation for the significance of
process perceptions is that in the outside error condition,
all images not from within the trained classification
categories were flagged as low confidence, giving users
information about how the images were classified. This
was emphasized in the qualitative responses.
Specifically, participants mentioned the model was not
trained to classify images other than cats and dogs (e.g.,
“It was not reliable for small animals other than cats or
dogs. I think it was because it wasn’t programmed to
recognize any other animal but cat or dog”). On the
other hand, in the within errors condition, low
confidence decisions were on images of cats and dogs,
i.e., from within the trained classification categories.
Therefore, participants were unable to understand how
the low confidence images were being classified and
were given no additional information on the underlying
processes of the model. These findings were
emphasized by the qualitative answers because in the
within errors condition, participants had to guess the
process by which the images were flagged (e.g.,
lighting, breed, angle) and even commented on not
knowing how the model worked (e.g., “...I did not know
its process...”).

The current study did not find evidence for
differences in performance or purpose perceptions or
reliance intentions between conditions. A potential
reasoning was participants only saw one condition.
Therefore, the participants were unable to compare the
model they interacted with to any other model. Prior
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work has emphasized the need for a comparison group
to have a frame of reference to accurately judge model
trustworthiness (Alarcon, Harris, et al., 2024; Mahmud
et al., 2022). This aligns with the trust literature in that
users adapt their perceptions after interaction (Lee &
See, 2004). Therefore, without having a model with
which to compare, participants could only rate the
trustworthiness, along with their intentions to rely on the
model, with the knowledge they had from only one
referent model. Furthermore, across both conditions,
performance was controlled such that every trial had
five images being incorrectly classified and flagged as
low confidence. This could explain the lack of
significant findings for performance and reliance
intentions. Purpose has been found to be highly
correlated with performance (Alarcon, Capiola, et al.,
2024), therefore, because there were no significant
differences with performance, it makes sense that
purpose would be perceived similarly as well.

4.2. Performance Metrics

Performance metrics included both task
performance and decision time. Interestingly, the
current study found task performance was higher in the
within errors condition compared to the outside errors
condition, opposite of the hypothesized direction.
However, decision time was significantly higher in the
within errors condition, supporting the hypothesized
direction. Therefore, participants were able to respond
to the errors more quickly in the outside errors condition
but did not do as well in the task. The ability to make
quicker decisions supports the literature that increased
transparency provides additional information to better
inform users on the task (Lyons, 2013) and demonstrates
that participants were more accepting of the model’s
decisions for what to change, which could be considered
areliance behavior (Lee & See, 2004). Even though they
responded more quickly, those in the outside errors
condition had lower task performance. It is important to
note that the differences in performance between the
two conditions were quite small, and therefore could
have been a spurious finding. Furthermore, these
findings are not unheard of and align with Wright et al.
(2016) who found that increased transparency did not
lead to better task performance. Another potential
explanation is that participants in the outside errors
condition were over reliant of the model and became
complacent (Parasuraman & Manzey, 2010) because it
correctly marked all the errors of novel images.
Therefore, participants spent less time scanning for
errors and paid less attention, which could have been
reflected in lower task performance.

On the other hand, participants in the within errors
condition took more time to correct the model’s

mistakes and overall had higher performance. Perhaps
taking extra time because they had to check images
more closely demonstrated participants were paying
closer attention. This aligns with a speed-accuracy
tradeoff interpretation, such that there is often an inverse
relationship in response speed and decision accuracy
(see Heitz, 2014 for a review). Overall, results
demonstrated individuals did better because they were
able to respond more quickly and understand the nature
of the task in the outside errors condition; however,
those in the within error condition took more time and
may have paid closer attention to the task, increasing
overall accuracy. Therefore, because speed and
accuracy are important components of user
performance, examining both is essential to gauge how
individuals are coordinated with ML demonstrating
different error types.

5. Implications

The present work has both theoretical and practical
implications. Previously, research has stated process
perceptions are not salient in image classification
(Alarcon & Willis, 2023); however, the current study
demonstrated when ML models flag only images
outside the trained classification categories, users can
gain additional information on model process. These
results add to existing theory regarding how users
perceive ML models with added transparency. Further,
it has been suggested process is not salient when
providing confidence information (Hoff & Bashir,
2015). However, our findings demonstrate the
underlying process of the model can be perceived
differently with the inclusion of confidence information,
but this depends on the error type. In other words, model
confidence can provide more information on how the
model is making decisions when the unmet expectations
of the model consist of a positive expectancy violation.
When errors that should be classified as low confidence
(i.e., outside errors) are flagged, users can better
understand what is considered an error. This not only
provides more insight into what users consider when
determining the process of a model, but also the
importance of expectancy theory in human-machine
trustworthiness (e.g., Capiola et al., 2023).

As for practical implications, designers could
increase model transparency by providing users with
information about how images are binned and what
constitutes low confidence. However, our findings also
suggest the speed-accuracy tradeoff might influence
overall performance. If individuals are given a model
that is too reliable with what it flags, participants may
be less careful and respond too quickly, resulting in
complacency (Parasuraman & Manzey, 2010).
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6. Limitations and Future Research

The current study is not without limitations. First, it
was a between-subjects design, limiting participants to
one condition. Participants did not have a reference
group for comparison when gauging trustworthiness and
reliance intentions. Furthermore, participants only went
through five trials, which might not have been enough
to appropriately inform their trust. Both the lack of a
comparison group and low number of interactions
correspond to the trust literature. Trust is an iterative
process based on information gained from previous
interactions (Lee & See, 2004) and without these
interactions, users cannot calibrate their trust
appropriately. Research has also stated that prior to
interactions, users base their trust on individual
difference variables, such as personality or propensity to
trust (Gibson et al., 2020; Lee & See, 2004; Merrit &
Ilgen, 2008; Miller et al., 2021). Therefore, future work
should examine individual difference variables and
provide a comparison group or additional rounds to
better gauge trust in the model.

An additional limitation was that the current study
was low risk for participants. The participants were
asked to monitor the decisions of an ML model
categorizing images of cats and dogs, a low stakes
situation. This could have impacted their interactions
and level of trust in the model. Prior work has suggested
that risk is a potential moderator to the relationship for
trusting ML (Alarcon & Willis, 2023). Participants even
mentioned this point in their written responses, “...good
for a relatively insignificant task but not for something
very important.” Therefore, future work could
manipulate levels of risk to examine these error types.

7. Conclusion

We aimed to investigate how transparency in ML
models can be differentially perceived depending on the
type of error that is flagged with low confidence. We
found that when ML decisions only flag images from
outside the trained classification categories, participants
had higher levels of process perceptions of the model
compared to when a model flagged images from within
the trained categories. The participants noted that they
understood how the model was trained and what it
would get incorrect. Not only that, when the model erred
by classifying images from outside the trained
categories, participants responded more quickly
demonstrating their trust in the model’s decisions.
However, this speed came with lower task performance,
highlighting the importance of both speed and accuracy
in examining performance in human-ML interaction.
Results demonstrated partial support for a priori

hypotheses. These results could lend insight for future
work and the design of favorably transparent systems.
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