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Abstract

Social media platforms are important venues for
people affected by opioid use disorders to seek support.
To ensure a safe and respectful online environment,
many social media platforms have implemented
mechanisms involving human volunteers to moderate
such discussions and enforce community rules,
especially for complex topics involving marginalized
populations. To enhance consistency and efficiency
in moderation, we propose leveraging large language
models to triage content and prioritize certain
items for timely and proactive moderator review
and intervention. Specifically, we develop a causal
attention neural network (CANN) for the prediction
of emotionally intense and harmful comments and
simulate the moderation process. We demonstrate the
superior performance of CANN against other algorithm
benchmarks with a maximum relative improvement of
297.62% in area under the precision–recall (AUPR)
curve and 12.61% in area under the receiver operating
characteristic (AUROC) curve. CANN can be leveraged
to obtain a 23.27% improvement in timely moderation.

Keywords: Social media and technology, language
models, opiates recovery, predictive risk model, and
timely intervention.

1. Introduction

Social media platforms have become an important
medium for social discourse, as people often share
their views and information candidly within their
social networks. As a result, these platforms are
increasingly important sources of valuable customer
and stakeholder information for many organizations.
Since information posted on the platforms are natural
language statements, machine learning algorithms have
proved useful in analyzing this information, for instance
to identify sentiments and opinions. Furthermore,
due to the interactive and threaded nature of the
discussions that occur, detection of sentiments often

requires consideration of more than a single post.
In this setting, machine learning algorithms based

on causal attention neural networks (CANN) have
some advantages, based on their ability to analyze
temporal patterns in sequences of information content,
including natural language text, audio and video.
Causal self-attentions are employed to analyze the
sentiment, tone, or emotion expressed in a text
sequence, and can make high-fidelity and context-aware
predictions (Rohekar et al., 2023). Causal attentions
are unidirectional, i.e., the model can only attend to
previous and current tokens, not future ones. This
is essential for preserving temporal order (e.g., for
real-time emotion tracking) (Vaswani et al., 2017).

The purpose of this paper is to report on a study
of the effectiveness of the CANN-based approach to
text-based social media content, to detect conditions
under which interventions by platform operators or
appropriate participants are appropriate. The study is set
within the context of social media discussions of opioid
drug use and recovery, which is a major healthcare
concern in society today.

The opioid epidemic has been devastating for
hundreds of thousands of people. A unique challenge
of opioids is that they often result as a side effect of
pain management, rather than from intentional users
experimenting with recreational drug use. As a result,
the demographics of Opioid Use Disorder (OUD)
are much wider than those of traditional recreational
drugs. And many of the people suffering from OUD
are embarrassed by their condition, which discourages
disclosure of their condition. In such situations,
discreet and even anonymous interaction on social
media platforms can be a valuable source of support.
For example, the community description of one of the
largest Reddit OUD-related networks mentions, “You
Are Not Alone In This Fight. We are a group of people
dedicated to helping each other stop and stay stopped.”1,
and past research has shown that online social media
platforms can be a significant resource for victims of

1https://www.reddit.com/r/OpiatesRecovery/
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opioid addiction and abuse (Kumar et al., 2021).
A strength of Reddit is its communities organized

topically by subjects, threaded conversations,
convenient tools for navigating content by user, topic
and chronology, and gamification features that reward
constructive participation. It also supports significant
moderation capabilities, with volunteer moderators (or
“mods”) for individual communities (“subreddits”). In
addition to removing, editing, or warning posts and
comments that violate their community-specific rules,
moderators can guide the look, purpose, and types of
content in their communities and have a positive impact
on all of their subscribers’ Reddit experience (Reddit
Help, 2025). Mods also often serve as domain experts,
helping and advising other participants.

In the context of subreddits on opioid use and
recovery, mods serve as counselors and advisors, similar
to social workers in the real world. In particular,
they intervene in conversations, by posting constructive
information, advice, and rules. Subreddits related to
opioid use and recovery often see some of the heaviest
moderation, due to the sensitive nature and severity of
the content.

Moderators can check the discussions any time
they’d like. Or, they can sign up for reports and
modmail that are automatically sent on a daily basis.
However, moderators are volunteers who typically
have other obligations, and thus have limited time
to engage in community activities. Moderation is
time and energy-consuming; visible moderation actions
often underestimate and thus do not directly reflect the
actual labor performed (Li et al., 2022). Furthermore,
conversations in settings such as opioid use and recovery
can be lively and intense (and not always well-organized
and/or coherent), resulting in a lot of posted content that
can easily overwhelm moderators. Thus, better support
and recognition of human mods is essential to promoting
healthy online discourse.

With this in mind, this study explores the use
of machine learning algorithms for assisting mods by
“triaging” their attention towards conversations and
participants most in need of intervention. The semantic
richness of terminology, phraseology and colloquialism
that characterizes the online opioid-related discourse
makes it a challenging context for filtering and
classifying content using top-down reasoning, and
motivates a data-driven pattern-recognition approach
(Nasralah et al., 2020). We propose a CANN-based
approach to direct mod attention to posts of specific
types with high risks. The approach is based on the
following steps:

1. Characterization of different types of posts and
comments based on their content

2. Predicting comment types based on the current
chain of content, including the original posts and
comments

3. Direction of mod attention towards the types of
post or comment most likely to benefit from risk
predictions, early triage, and proactive or timely
intervention

This is an example of a human-in-the-loop
(HITL) (Mosqueira-Rey et al., 2023) augmented
intelligence approach. The goal of our approach
is to enhance the efficiency and effectiveness of the
human moderator, rather than to replace them. It
leverages algorithmic analysis of high-volume and
relatively high-velocity data, while allowing the human
expert (moderator) to compose the sensitive and highly
subjective response and intervention. The paper is
organized into five sections. After a review of the
relevant literature in Section 2, we lay out our predictive
risk model approach for moderator review in Section 3.
Then, in section 4, we lay out our analytical framework
to evaluate the effectiveness of the approach, leading to
a discussion of the results and future research directions
in section 5.

2. Related Work: Opioid Use Disorder
Discussions on Social Media

Social media has emerged as a powerful
lens through which researchers have studied
opioid-related topics such as stigma (Bremer,
2023), misinformation (ElSherief, 2024),
unverified treatments (Chancellor, 2019), and
recovery (D’Agostino, 2017; Young, 2020).

Several studies have retrospectively examined
sentiments, emotions, and indications of OUD in
social media discussions. Early work by Pandrekar
(2018) analyzed over 50,000 Reddit posts using
linguistic inquiry and word count and topic modeling
to extract linguistic and psychological patterns related
to opioid discussions, and then explored social support
dynamics and anonymity effects. Complementing
this, Lokala (2024) incorporated knowledge-aware
bidirectional encoder representations from transformers
(BERT) models trained on both social media and dark
web data, performed analyses on sentiment and emotion
towards drugs, and predicted the presence of substance
use disorder in posts. Our CANN framework differs
from existing literature as we dive into the real-time
prediction of emotions and topics of text-based threads
as online conversations unfold.

Recent studies highlight the value of integrating
causal reasoning into predicting tones and emotions
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in text for improved interpretability and performance.
For example, Rohekar et al. (2023) introduced a causal
interpretation of self-attention in Transformers, showing
how these mechanisms can represent structural causal
models. Their findings support the feasibility of
using attention heads to uncover causal relationships in
sentiment-related tasks. We developed our multi-head
self-attention causal neural network that effectively
takes in sequences of embeddings and predicts emotions
and other labels in real time.

The decentralized approach of community-driven
moderation on Reddit has attracted significant academic
interest, leading to a diverse body of literature
examining various aspects of moderation on the
platform, such as moderation interventions (Trujillo &
Cresci, 2022), volunteer labor (Li et al., 2022), and
algorithmic governance (He et al., 2024). Existing
studies focused on moderating controversial topics,
often in politically polarized or generally toxic
subreddits, but little was mentioned specifically about
opioid use and recovery. To the best of our knowledge,
we are also the first study the real-time prediction
and the benefit of HITL moderation by integrating the
proposed framework.

3. Our CANN-based Approach

We focus on one of the largest subreddits on opioid
recovery: r/OpiatesRecovery. Data was collected
in February, 2025, and includes 56,579 posts and
702,701 comments from 17,180 users who participated
in discussions within the subreddit since February 2012.

Our analytical approach consists of the following
steps for every published post or comment (as illustrated
in Figure 1):

1. For a comment, we first search the database for
the comment chain from this comment up to the
post. If it is a post, there is no need to trace back.

2. We generate a 768-dimension embedding vector
for each post and comment, using the pre-trained
TweetNLP from Camacho-Collados et al. (2022)
to the text of each post and comment in the
comment chain.

3. We predict the risk level of the post of comment
by applying the trained CANN (the training
process will be introduced in the next subsection)
on the embedding vectors of this comment chain.
The CANN predicts the risk levels of languages
that may contain triggers as described in Table 1
or negative emotions specified in Table 2.

4. If the predicted risk level of one or multiple

negative emotions/languages is higher than a
cut-off point, we define this new post/comment as
high-risk, and this information can be fed into an
intervention process. (Section 4).

5. The final step is the intervention. We identify a
list of high-risk posts and comments to facilitate
timely interventions from the subreddit mods,
whose time and attention might be limited.

The advantages of the suggested approach include
its lightweight, in-house, and privacy-preserving nature,
which does not require access to cloud-based large
language models such as ChatGPT.

In step 3 of the aforementioned process, we detect
opioid craving from the semantics of the new post or
comment. When craving is detected, this information
can be supplemented to the internal language model in
Step 5, to generate more specific messages for redditors
before viewing the post or comment, and fed into the
simulation model that helps generate lists of high-risk
posts or comments for the moderators to intervene. A
post or comment is believed to be associated with a high
risk of opioid craving if its texts meet at least four of the
five criteria in Table 1.

Table 2 describes the labels for emotions associated
with each post or comment, and the positive-to-negative
ratios of the labels. Controversiality and downvote
labels are provided by Reddit itself, however, these
incidents appear to be very sparse. The labels
for the comments are obtained by directly using
Reddit-provided information or retrospectively using
TweetNLP, after the comment is observed, whereas our
predictive risk framework predicts the type before the
comment is made. We validate our predictions using
labels integrated from Reddit and TweetNLP.

3.1. The Causal Attention Neural Network
(CANN)

For the prediction of potentially intense and harmful
comments, we build a causal attention neural network
(CANN) that takes in existing texts to predict strong
negative emotions and potentially harmful comments in
the future.

Specifically, our CANN takes a sequence of
embeddings and includes three sequential modules.

1. An element-wise module consisting of a linear
layer with 128 neurons, followed by Layer Norm
and LeakyReLU. Sinusoidal positional encodings
are then added.

2. Four multi-head self-attention layers with a
hidden dimension of 128.
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Figure 1. Workflow illustration for the predictive risk model.

Criteria Examples
Greater than 60% of pronouns are 1st-person I, me, my, mine, myself

Has drug-related slang term(s) Fent, subs, nod
Has phrase(s) expressing urgency need it now, I can’t wait, desperate for a hit

Has explicit time mention(s) Day 5, clean for 12 hours, last dose was
Has craving slang term(s) craving, fiending, relapsed

Table 1. Five semantic criteria of potential opiate craving posts/comments.

3. An element-wise module consisting of a
linear layer with 128 neurons, Layer Norm,
LeakyReLU, and a linear layer with 7 neurons.

3.2. Experimental Results

Table 3 shows the superior performance of our
proposed CANN compared to several baseline models:
decision tree, logistic regression, and random forest.
Our CANN outperforms all three baselines in all seven
tasks in terms of both Area Under the Precision–Recall
(AUPR) curve and Area Under the Receiver Operating
Characteristic (AUROC) curve, with a maximum
relative improvement of 297.62% in AUPR and
12.61% in AUROC. Qualitatively, our proposed CANN
predictive framework can effectively detect clues of
intense emotions in post and comment chains before a
comment is made.

In addition to its accuracy, our proposed framework
featuring CANN enables lightweight and low-latency
inference. We conducted numerical experiments on a
single core of an AMD EPYC 7763 64-core processor.
With respect to the runtime for each module: the causal
neural network executes in 0.002 seconds, comment

embedding requires 0.17 seconds, and post embedding
takes 0.40 seconds. Consequently, processing a new
post requires a total of 0.402 seconds (0.40 + 0.002),
while a new comment is processed in 0.172 seconds
(0.17 + 0.002). Analyzing posts takes longer than
comments due to the greater length of post content.
However, because the causal neural network is very fast,
the length of a comment chain has minimal effect on
overall latency.

4. Evaluating Prediction-Based
Moderator Interventions

We next assess the value of our CANN-based
predictive model in guiding moderation decisions by
human mods under availability constraints. We consider
one subreddit where a team of homogeneous moderators
has a total time budget for voluntary moderation. One
post or comment is reviewed by up to one moderator,
as redundant reviews are unnecessary. Each post or
comment belongs to a certain type, and a moderator
may take an action (such as approve, remove, or provide
resources) based on the post or comment’s type. The
utility of reviewing a post depends on its true type
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Label name Definition Source Pos:neg ratio
Controversiality At least one direct comment labeled

“controversial”
Provided by Reddit 0.19%

Downvote This post/comment has more downvotes
than upvotes

Provided by Reddit 0.42%

Fear One direct comment labeled “fear” Labeled by TweetNLP 14.50%
Irony One direct comment labeled “irony” Labeled by TweetNLP 17.60%

Negative One direct comment labeled “negative” Labeled by TweetNLP 34.21%
Offensive One direct comment labeled “offensive” Labeled by TweetNLP 22.21%
Sadness One direct comment labeled “sad” Labeled by TweetNLP 8.99%

The first two are obtained from Reddit, and the five emotion-related labels are obtained using TweetNLP after observing the
comment. Our CANN approach is designed to predict these comment types in advance, based on the existing chain(s) of
content, and before the comments are made.

Table 2. Emotion Labels Used for Posts and Comments.

Task Model AUPR (Training) AUPR (Test) AUROC (Training) AUROC (Test)

Controversiality

Decision Tree 0.0047± 0.0008 0.0030± 0.0002 0.6969± 0.0100 0.6309± 0.0289
Logistic Regression 0.0043± 0.0005 0.0034± 0.0010 0.7284± 0.0445 0.6452± 0.0382
Random Forest 0.2056± 0.0106 0.0042± 0.0008 0.8269± 0.0091 0.6906± 0.0034
Causal Attention 0.0726± 0.0134 0.0167± 0.0097 0.9799± 0.0036 0.7777± 0.0228

Downvote

Decision Tree 0.0210± 0.0011 0.0157± 0.0013 0.8016± 0.0020 0.7296± 0.0040
Logistic Regression 0.0209± 0.0057 0.0175± 0.0052 0.7951± 0.0314 0.7658± 0.0286
Random Forest 0.1100± 0.0002 0.0289± 0.0087 0.8264± 0.0006 0.8123± 0.0068
Causal Attention 0.0668± 0.0045 0.0412± 0.0045 0.9198± 0.0056 0.8339± 0.0100

Fear

Decision Tree 0.2317± 0.0020 0.2133± 0.0080 0.6440± 0.0022 0.6174± 0.0043
Logistic Regression 0.2950± 0.0019 0.2818± 0.0067 0.7033± 0.0009 0.6901± 0.0039
Random Forest 0.2509± 0.0008 0.2436± 0.0043 0.6627± 0.0005 0.6497± 0.0051
Causal Attention 0.3178± 0.0021 0.3075± 0.0042 0.7349± 0.0008 0.7240± 0.0035

Irony

Decision Tree 0.2545± 0.0020 0.2366± 0.0023 0.6077± 0.0021 0.5950± 0.0053
Logistic Regression 0.3110± 0.0015 0.3090± 0.0064 0.6745± 0.0009 0.6657± 0.0036
Random Forest 0.2823± 0.0018 0.2726± 0.0071 0.6344± 0.0020 0.6295± 0.0112
Causal Attention 0.3374± 0.0014 0.3303± 0.0032 0.7007± 0.0015 0.6940± 0.0022

Negative

Decision Tree 0.4777± 0.0007 0.4639± 0.0034 0.6576± 0.0006 0.6440± 0.0024
Logistic Regression 0.5487± 0.0016 0.5446± 0.0058 0.7124± 0.0008 0.7077± 0.0031
Random Forest 0.4997± 0.0004 0.4987± 0.0035 0.6777± 0.0005 0.6698± 0.0025
Causal Attention 0.5680± 0.0016 0.5601± 0.0071 0.7299± 0.0010 0.7234± 0.0035

Offensive

Decision Tree 0.3281± 0.0016 0.3114± 0.0015 0.6375± 0.0006 0.6164± 0.0020
Logistic Regression 0.3967± 0.0010 0.3878± 0.0035 0.6938± 0.0006 0.6858± 0.0024
Random Forest 0.3441± 0.0008 0.3384± 0.0030 0.6593± 0.0006 0.6439± 0.0031
Causal Attention 0.4311± 0.0009 0.4212± 0.0044 0.7271± 0.0011 0.7181± 0.0030

Sadness

Decision Tree 0.1600± 0.0018 0.1448± 0.0019 0.6552± 0.0008 0.6269± 0.0015
Logistic Regression 0.1990± 0.0093 0.1876± 0.0068 0.6901± 0.0078 0.6732± 0.0071
Random Forest 0.1933± 0.0023 0.1782± 0.0001 0.6865± 0.0004 0.6612± 0.0026
Causal Attention 0.2355± 0.0015 0.2274± 0.0021 0.7233± 0.0012 0.7156± 0.0055

Table 3. Performance Comparison of Models Based on AUPR and AUROC for the Prediction of Controversies,

Highly Downvoted Answers, and Various Emotions.

and the action taken. Skipping the review of a post
or comment yields a default utility based on the type.
Our goal is to maximize the expected total utility
subject to the moderators’ time budget constraint. We
assess the value of using our CANN-based prediction

of post/comment type under three scenarios, based on
what moderators know about a post or comment before
deciding whether to review it.
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4.1. Scenario Descriptions

Scenario 1: Global Review Probability, Unknown
Type Before Review. This scenario assumes the
moderator does not know a post or comment’s type
before reviewing it. All posts and comments are
reviewed with the same probability p. If reviewed, the
true type is revealed, and an action is chosen based on
that type. Skipped posts and comments yield a default
utility.
Scenario 2: Type-Aware Review Probability. This
scenario assumes that the moderator knows the post
or comment type before making the review decision.
Each type has its own review probability pt. The
moderator chooses an action based on the true type
after review. Skipped posts and comments yield a
type-specific default utility. This is an ideal scenario
where mods can optimize and prioritize their time on
the posts and comments that require the most reviews
and interventions.
Scenario 3: Imperfect Type Prediction Before
Review. This is the most realistic scenario, in which
the moderator does not know the true post or comment
type but has access to a predicted type based on a noisy
classification. The decision to review depends on this
predicted type. After review, the true type is revealed,
and the actions are chosen accordingly.

4.2. Model Formulation

This subsection introduces the notation for
the HITL model for evaluating the effectiveness
of language model-assisted human-moderated
interventions. We denote K as the set of post
or comment types, indexed by k. Specifically,
K = {Fear, Irony,Negative,Offensive,Sadness}. Let
A denote the set of possible moderator actions, where
a ∈ A = {Approve,Remove,Warn/Edit, Ignore,
Provide Resources}. The moderators may also skip
a post or comment by not reviewing it and thus not
taking any action. Let qk represent the probability that
a post or comment is of true type k; by definition, we
have

∑
k∈K qk = 1. u(k, a) is the utility of taking

action a on a post or comment of type k, and uskip(k)
is the utility of skipping a post or comment of type k.
Different actions require varying amount of time, and
we denote c(k, a) as the time cost of taking action a on
a post or comment of type k. The expected available
moderator time is B minutes per post or comment.
In this numerical study, we choose B = 0.1, i.e., the
average time budget for each item is 0.1 min. A detailed
description of all other estimated parameter values is
deferred to the Appendix.

Scenario 1: Global Review Probability. In the first
scenario, moderators review all posts and comments
with the same probability because no information about
the true type is known beforehand. To achieve the most
overall effectiveness of moderation, the moderators can
choose their global review probability and what actions
to take distributionally for each type of post or comment,
given a limited time budget and different priorities of
post or comment types. We denote xk,a ∈ [0, 1] as the
fraction of times action a is taken on type k if reviewed,
and p ∈ [0, 1] as the probability of reviewing any post or
comment. The goal of maximizing the overall utility
derived from the moderation can be expressed in the
following objective function:

max
∑
k∈K

qk

[
p ·

∑
a∈A

u(k, a)xk,a + (1− p) · uskip(k)

]
(1)

s.t. p ∈ [0, 1], xk,a ∈ [0, 1] (2)∑
a∈A

xk,a = 1 ∀k ∈ K (3)

∑
k∈K

qk · p ·
∑
a∈A

c(k, a) · xk,a ≤ B (4)

When optimizing (1), the moderation team faces
the following constraints: (2) mandates that the global
review probability p and the time fraction for each type
of post or comment xk,a take values between 0 and 1,
whereas (3) requires that the total fractions of actions
sum up to 1. The left-hand-side (LHS) of (4) describes
the actual expected time of moderation, and (4) ensures
that it is no greater than the time budget B.

Note that the decision variables p, xk,a,∀k ∈ K, a ∈
A are multiplied in the objective 1 and the LHS of
constraint 4. Nevertheless, in section 4.3 we derive an
equivalent linearized optimization problem that gives us
the optimal moderation decisions.
Scenario 2: Type-Aware Review Probability. In
scenario 2, moderators can adjust their review
probabilities based on the true type known in advance.
We denote the review probability of type k as pk ∈
[0, 1]. Thus, the objective function is:

max
∑
k∈K

qk

[
pk ·

∑
a∈A

u(k, a)xk,a + (1− pk) · uskip(k)

]
(5)

Besides the type-specific review probabilities, the
moderation team can decide the action distribution for
each type, as in Scenario 1. Similarly, (2) and (3) must
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be satisfied because the time fraction for each type of
post or comment xk,a takes values between 0 and 1, and
the total fractions of actions sum up to 1. In addition,
(6) requires the type-specific review probabilities are
between 0 and 1, and (7) enforces that the actual time
spent is less than or equal to the available budget B.

pk ∈ [0, 1] ∀k ∈ K (6)∑
k∈K

qk · pk ·
∑
a∈A

c(k, a) · xk,a ≤ B (7)

Similar to scenario 1, in (5) and the LHS of (7), decision
variables pk and xk,a are multiplied, resulting in a
non-linear objective function and constraint. Section 4.3
shows that we can linearize this formulation by using
joint variables and solve the optimized decisions.
Scenario 3: Imperfect Type Prediction. In scenario
3, we use π(k̂ | k) to denote the probability that a

post or comment of true type k is predicted as k̂ by the
classification model. Since moderators do not accurately
know the true type, they review with the predicted
type k̂ ∈ K. Let pk̂ ∈ [0, 1] denote the probability

of reviewing a post or comment predicted as type k̂,
a decision variable that the moderators can choose to
optimize the overall utility. The objective of maximizing
total utility for this scenario is:

max
∑
k∈K

qk
∑
k̂∈K

π(k̂ | k)

[
pk̂ ·

∑
a∈A

u(k, a)xk,a

+ (1− pk̂) · uskip(k)

]
(8)

Same as the first two scenarios, (2) and (3) must hold
to properly define xk,a. Additionally, (9) requires that
the review probabilities based on the predicted types are
between 0 and 1, and (10) enforces that the actual time
spent is less than or equal to the available budget B.

pk̂ ∈ [0, 1] ∀k̂ ∈ K (9)∑
k∈K

qk
∑
k̂∈K

π(k̂ | k) · pk̂ ·
∑
a∈A

c(k, a) · xk,a ≤ B (10)

(8) and the LHS of (10) contain multiplication of
decision variables pk̂ and xk,a, and thus, are nonlinear.
In Section 4.3, we find an equivalent linearized program
that gives the optimal moderation decisions to the
original nonlinear optimization.

Scenario 3, which considers imperfect type
prediction before review, is the most general and

realistic of the three formulations. Scenario 1 (Global
Review Probability) and Scenario 2 (Type-Aware
Review Probability) are both special cases of Scenario 3
under specific assumptions about the prediction process.

4.3. Linearization Using Joint Variables

Since the original optimization problems are
nonlinear, we present a linearized reformulation that can
be easily solved using standard solvers.
Linearized Scenario 1: We define a new variable
yk,a := p·xk,a. Plugging yk,a into the original objective
function and nonlinear constraint gives:

max
yk,a,p

∑
k

qk

[∑
a

u(k, a)yk,a + (1− p)uskip(k)

]

s.t.
∑
a

yk,a = p ∀k

∑
k

qk
∑
a

c(k, a)yk,a ≤ B

yk,a ∈ [0, 1], p ∈ [0, 1]

The objective and constraints above become linear in
yk,a and p. It is straightforward to see that the linearized
scenario 1 is equivalent to scenario 1, because the
mapping yk,a = p · xk,a preserves feasibility and the
optimal objective value. The constraint

∑
a xk,a = 1

holds if and only if
∑

a yk,a = p.
Linearized Scenario 2: Similarly, we define yk,a :=
pk · xk,a. Substituting pk · xk,a from the objective
function and nonlinear constraint with yk,a we get:

max
yk,a,pk

∑
k

qk

[∑
a

u(k, a)yk,a + (1− pk)uskip(k)

]

s.t.
∑
a

yk,a = pk ∀k

∑
k

qk
∑
a

c(k, a)yk,a ≤ B

yk,a ∈ [0, 1], pk ∈ [0, 1]

Linearized scenario 2 is equivalent to scenario 2, except
that the objective and constraints are linear in decision
variables pk and yk,a. Feasibility and optimal value are
preserved.
Linearized Scenario 3: We denote yk,a,k̂ := pk̂ ·xk,a,k̂.

Then the decision variables are yk,a,k̂ ∈ [0, 1] for all k ∈

K, a ∈ A, k̂ ∈ K and pk̂,∀k ∈ K. Since
∑

a xk,a,k̂ =
1, this relationship holds if yk,a,k̂ = xk,a,k̂pk̂. The
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constraints on pk̂ require
∑

a yk,a,k̂ ∈ [0, 1] for all

k̂. Plugging in yk,a,k̂ and we arrive at a linearized
optimization problem for scenario 3:

max
yk,a,k̂,pk̂

∑
k

qk
∑
k̂

π(k̂ | k)

[∑
a

u(k, a)yk,a,k̂

+
(
1− pk̂

)
uskip(k)

]

s.t.
∑
a

yk,a,k̂ = pk̂ ∀k ∈ K, k̂ ∈ K

∑
k

qk
∑
k̂

π(k̂ | k)
∑
a

c(k, a)yk,a,k̂ ≤ B

yk,a,k̂ ≥ 0 ∀k ∈ K, a ∈ A, k̂ ∈ K

pk̂ ∈ [0, 1] ∀k̂ ∈ K

Please note that the linearized scenario 3 is equivalent
to the original scenario 3. Given a solution xk,a,k̂, pk̂
in linearized scenario 3, if we define xk,a :=∑

k̂ pk̂π(k̂|k)xk,a,k̂∑
k̂ pk̂π(k̂|k)

, then we get xk,a ∈ [0, 1],
∑

a xk,a =

1, and the linearized program preserves objective value
and expected time cost.

4.4. Simulation Results

We illustrate the types of emotions and estimate
the simulation parameters based on the empirical
distribution of the dominant emotions and the CANN
results in Section 3. Please refer to Section 4.2 and
the Appendix for detailed descriptions of estimated
parameter values. Gurobi was used to solve the
linearized optimization problems for each scenario
and to determine the moderators’ optimal decisions.
Figure 2 shows that the optimized total utility in the
most realistic Scenario 3 increases as the classification
accuracy improves. We define α as the accuracy of the
classification model π(k̂|k) where α ∈ [−1, 1], with a
higher α representing a higher classification accuracy.
When α ≤ 0, the probability of classifying the true
type k as k̂ is −α · 1

|K| + (1 + α) · π(k̂|k). In

other words, the classification matrix with an x-value
of α is the convex sum of a uniform distribution and
the classification probabilities of the predictive model,
where the weight in the uniform distribution is −α.
When α ≥ 0, the probability of classifying the true
type k as k̂ is α · 1k̂=k + (1 − α) · π(k̂|k), where

1k̂=k = 1 if and only if k̂ = k, otherwise it equals

0. When predictive classification achieves very high
accuracy (i.e., α −→ 1), the resulting utility approaches
that of Scenario 2 (full advance information about the
true types). When the classification model provides no
information (i.e., α = −1), the optimal total utility
in scenario 3 matches that of scenario 1 (no advance
information about the types). The optimized objective
value is initially increasing and convex in α when α ≤
0.1, it only appears to become concave when α ≥ 0.1,
and as the classification accuracy approaches 1. At
α = 0, the default accuracy is that of CANN. Convexity
in the objective value when α ≤ 0.1 justifies using
a complex yet more accurate predictive model, such
as CANN, as any accuracy improvement leads to a
significant and nondiminishing utility increment.

Figure 3 shows that the optimized total utility
in Scenario 3 is consistently higher than that of
Scenario 1 at all budget levels, indicating that noisy
classification, such as that produced by the prediction
framework, can be effectively leveraged to improve
overall moderation utility. Not surprisingly, scenario
2 has the highest optimal utilities, as moderators
possess perfectly accurate type information in advance.
Scenario 1 sees the lowest overall utilities as the
moderators must split their time between uncovering the
true types from scratch and taking actions. At B =
0.1, the optimal utilities for scenarios 1, 2, and 3 are
−0.2255, 0.2172, and −0.1225, respectively; scenario
3 with CANN predictions (illustrated in Table 5) filling
23.27% of the utility gap caused by lack of information
between scenario 1 (no advance information) and
scenario 2 (full information). However, it appears that
the differences between scenarios 1 and 2 are widening
first when B ≤ 0.06, but then shrinking 0.08 ≤ B ≤
0.18 and disappearing when B ≥ 0.18. This shows that
additional predictive information is useful only when the
time budget is tight enough, i.e., B ≥ 0.18, and most
useful when B ∈ [0.04, 0.06]. The optimal utility curves
of all three scenarios are increasing monotonically and
concave in B, confirming that the marginal utility of
more expected time budget is positive, yet decreasing.
Figures 4 and 5 illustrate the sensitivity of optimal
utilities when the skipping utilities and the costs of
key emotions (including fear, negative, and offensive)
decrease by 50% and increase by 100%. Modifying the
time costs appears to have a greater magnitude on the
overall utilities, and any cost or utility changes to the
emotion “offensive” seem to have the most impact on the
objective values. These observations help illustrate the
trade-offs between the opportunity costs of skipping an
item and time investment in reviewing and intervening;
our results suggest that the time requirements are more
critical in decision making.
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Figure 2. The optimized objective value (maximized

total utilities) under different classification fidelity

levels π(k̂ | k)’s. We set B = 0.1.
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Figure 3. Optimized objective values (i.e.,

maximized total utilities) under three scenarios
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5. Discussion and Concluding Remarks

This paper proposes a predictive risk approach
based on CANN that predicts emotionally intense
and potentially harmful comments in real time. We
then analytically demonstrate how these predictions
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Figure 5. Optimal total utilities under doubled

skipping utilities and time costs for “fear”,

“negative”, and “offensive.”

can support community moderation by optimizing
review probabilities based on predicted types and
action distributions, and mod time budgets. Our work
not only introduces a model that excels at real-time
prediction of emotional and language intensity as online
conversations unfold, but also evaluates its effectiveness
in enhancing human-in-the-loop (HITL) moderation.

Our focus in this paper has been on analyzing
posts and comments to guide intervention decisions.
We are currently extending our approach to guide
moderators on the appropriate type of intervention,
and expanding our dataset by including additional
opioid-recovery-related subreddits. We also plan
to conduct further analysis on the potential use of
AutoMod and Reddit’s in-house LLM to improve user
experience and moderation efficiency in opioid-related
Reddit discussions. We hope this work inspires future
research on the reliability and biases of predictive risk
models, their effective implementations, and practical
guidelines.
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Appendix: Estimated Parameter Values for
Section 4

Below, we describe the estimated parameter values
in Section 4.

We estimated qk values directly from our Reddit
data analysis in Section 3: qfear = 0.0949, qirony =
0.1379, qnegative = 0.2892, qSeeking Sources = 0.1,
qoffensive = 0.2194, and qsadness = 0.2586. A post
or comment belongs to type k if the corresponding
probability is the highest. For the time cost in minutes,
we have c(k,Approve) = 0.1, c(k,Remove) = 0.5,
c(k,Warn/Edit) = 2, c(k, Ignore) = 0.05 for all k.
The time costs associated with “Provide Resources” are:
1.1 (fear), 0.5 (irony), 0.6 (negative), 1 (offensive), and
1.2 (sadness). Table 4 shows the estimated values of
utilities u(k, a) (between −10 to +10). Table 5 presents

estimated π(k̂ | k) values, i.e., probabilities that the true

type k is predicted as k̂ in scenario 3 (where moderators
review items with inaccurate classifications). Note that
rows describe true types, whereas columns are predicted
types.

Post Type Approve Remove Warn/Edit Ignore Provide Resources Skip Utility
Fear 2 -5 -2 -3 5 -3
Irony 0 -2 -1 0 0 -1
Negative 0 -1 -1 0 3 -2
Offensive -6 5 2 -7 1 -5
Sadness 1 -5 -4 -2 5 -5

Table 4. Estimated utilities for type k and action a.

True ↓ / Pred → Fear Irony Negative Offensive Sadness
Fear 0.0669 0.2112 0.4217 0.0754 0.2248
Irony 0.0460 0.6812 0.1093 0.0338 0.1297
Negative 0.1304 0.1890 0.3846 0.0969 0.1992
Offensive 0.1714 0.4014 0.1975 0.1157 0.1140
Sadness 0.0656 0.1740 0.3109 0.0730 0.3765

Table 5. Estimated values for π(k̂ | k), probabilities
that the true type k is predicted as k̂ in scenario 3.
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