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Abstract

Accurate and efficient object identification under
occluded imagery conditions remains a core challenge
in common machine learning tasks such as image
recognition and autonomous vehicle navigation. We
introduce the Part-annotated Fine-Grained Visual
Classification of Aircraft (“Part-annotated FGVC-A")
dataset consisting of over 2,700 images with labels
for four to nine pre-identified airplane parts. We use
the visual probabilistic analogy mapping (visiPAM)
model to demonstrate two complementary data
pre-processing pipelines for zero-shot part matching
between different aircraft. First, a human-in-the-loop
procedure achieves 64% accuracy but requires 204
hours of manual annotation.  Then, we automate
this pipeline using semantic segmentation and
clustering, resulting in a 76.9% accuracy, 22%
higher than the human-in-the-loop approach, while
cutting pre-processing time by 97%. These results
demonstrate the potential of analogical reasoning as
a zero-shot solution for part-based identification tasks
for various computer vision applications dealing with
minimally-labeled or occluded data.

Keywords: analogical reasoning, data pre-processing,
airplanes, part identification, part matching

1. Introduction

Typical intelligence, surveillance, and
reconnaissance (ISR) tasks include reviewing hours
of video or 2D images to detect, classify, and identify
the targets within (Bhanu, [1986) (J. Wang et al,
2019). Human analysts historically completed these
tasks, all of whom are subject to some degree of
cognitive fatigue (Kim et al., [2024) (Ratches, 2011).

URI: https://hdl.handle.net/10125/112122
978-0-9981331-9-5
(CC BY-NC-ND 4.0)

H{CSS

Trevor J. Bihl
Air Force
Research Laboratory
trevor.bihl.2 @us.af.mil

Spencer Howlett
Applied
Research Solutions
glemming @appliedres.com

This lack of automation in this area was and still is
a problem for security operations centers and related
organizations (Shutock & Dietrich, |2022). To speed up
this process and reduce the mental fatigue of analysts,
automated target recognition (ATR) algorithms were
created to help assist humans in these tasks and related
decision-making (Jiang et al., 2021) (Bhanu, [1986).
ISR and ATR applications along with autonomous
vehicles (e.g., self-driving cars and uncrewed aerial
vehicles (UAVs) all share common computer vision
challenges such as the need to identify objects based on
partial information (Bihl et al.,[2023)) (Ruan et al., 2023)
(Y. Zhang et al., [2023)) (Ouardirhi et al.,[2024) (Solmaz
et al., 2024) (T. Zhang et al., 2014). One approach to
help alleviate this issue is to decompose objects into
segments and recognize them “by parts” (Sobel et al.,
2003). The ability to match these identified parts to
previously seen similar ones is key to the correct target
identification, but is a difficult task (Jiang et al., 2021)
(Jin et al., [2021).

Mapping between two similar, but different
scenarios has been at the heart of analogical reasoning
research since its genesis in the second half of the
20th century (Gentner & Maravilla, 2017). We aim to
reason and formulate this into two research attempts a
part identification/matching problem by leveraging the
mapping capability of analogical research questions:

1. How efficient 1is analogical
performing aerial part matching?

reasoning  at

2. What is the impact of automating pre-processing
steps on the overall efficiency of aerial part
matching?

To answer these questions, we discuss the relevant
background in Section [2concerning 2D aircraft datasets
(2.1), feature matching (2.2, and analogical reasoning
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(2.3). Next, we discuss data curation steps in Section
In Section 4] we propose two methodologies and
metrics: the human-in-the-loop in Section 4.1] and the
automated pre-processing in Section f.2] The results
of those experiences are presented in Sections [5.1] and
respectively, followed by a discussion in Section
[6l Finally, Section [7] suggests future work and major
findings.

This paper provides several contributions to the
current research in this field:

1. Curation of the ‘“Part-annotated Fine-Grained
Visual Classification — Aircraft” (Part-annotated
FGVC-A) dataset

2. Demonstration of an analogical reasoning
algorithm’s highly accurate performance on aerial
part matching

3. Developed an automated data pre-processing
pipeline to replace the current manual process

2. Background

This paper builds upon three areas of research: 2D
imagery of aircraft, feature matching, and analogical
reasoning, which are covered throughout this section.

2.1. Aircraft 2D Imagery Datasets

There are several aerial-relevant datasets in the
literature. One of the most popular datasets for natural
2D images is the Fine-Grained Visual Classification of
Aircraft (FGVC-A) dataset, which consists of 10,200
images of commercial aircraft (Maji et al., 2013).
This dataset has four hierarchy classification levels:
manufacturer (e.g., Boeing), family (e.g., Boeing 737),
variant (e.g., Boeing 737-700), and model (e.g., Boeing
737-761J). This dataset is excellent for the classification
of airplanes but does not have any further annotation
on the airplanes such as different parts or background
detection. Researchers have also considered synthetic
aircraft data exemplified by the RarePlanes dataset,
which mimics satellite imagery and includes feature,
attribute, and sub-attribute labels (Shermeyer et al.,
2021). There are 5 features (engines, fuselage, wings,
tail, and role) attributed to each plane which are further
broken down into 10 attributes (e.g., number of engines
and propulsion type for engines), with sub-attributes
(e.g., unpowered, jet, or propeller for the engine
attribute). Although this dataset provides the part-level
details of interest, it poses it as a classification and
does not provide mask segmentation of the identified
features. There are also datasets exploring other
sensor modalities such as inverse synthetic-aperture

radar (ISAR) exemplified by the Multi-Type Aircraft of
Remote Sensing images (MTARSI) 1 & 2 (Wu et al.,
2020) (Rudd-Orthner & Mihaylova, [2021). MTARSI 1
consists of 9385 images of 20 different aircraft types and
focuses on the classification of aircraft given variants in
their background, resolution, pose, etc. There is a clear
gap for part-annotated aircraft datasets that would allow
for the benchmarking of models focusing on occluded
and/or obscured imagery.

2.2. Feature Matching

Matching is a fundamental task common within
many domains such as business and engineering.
(Ren et al., 2021). Prior research classified image
matching into area-based (extract features and then,
match) and feature-based (feature detection). To
many, (image) features are abstract, sub-symbolic
embeddings as exemplified by the Scale Invariant
Feature Transform (SIFT), Speed-Up Robust Features
(SURF), and Oriented FAST and Rotated BRIEF (ORB)
algorithms among others (Ren et al., [2021). However,
features can also have intrinsic semantic meaning (Geng
et al., 2018) (Mai et al., 2017). Semantically-rich
features may correspond to whole object(s) or individual
parts of 2D images (see (Ulku & Akagiindiiz, 2022)
(Guo et al.,[2023)) (Xie et al.,[2013)) and 3D point clouds
(see (J. Zhang et al.,[2019) (R. Zhang et al., [2023))).

Recent work looking at semantic part matching
largely grew out of the research completed by (Choi
et al., [2018). That paper proposed three part-matching
datasets:

1. Diagram Part Labeling (DiPART) dataset
2. Pascal Part Matching (PPM) dataset
3. Cross-DiPART-PPM (Cross-DP) dataset

The DiPART dataset consists of 4921 “diagram”
images (simple black-and-white cartoon-like pictures),
whereas the PPM dataset consists of 2326 “natural”
images of real-world scenes. The cross-DiPART-PPM
dataset combined these two datasets for part matching
across diagrams and natural pictures of five types of
animals.

In (Choi et al., |2018)), the Structured Set Matching
Network (SSMN) is described, a one-shot algorithm
that uses convolutional neural networks within a
prediction model for matching parts between images.
On average for the three datasets shown in Table 1,
the SSMN achieved 58.1% accuracy on the DiPART
dataset, followed by 46.6% on the PPM and 30.8%
on the Cross-DP datasets. Later, the Automated
Search Multi-view Matching Network (Auto-MMN)
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Figure 1. The visual probabilistic analogy mapping (visiPAM) model diagram from (Webb et al., [2023))

was proposed (S. Wang et al., 2024), which leverages
global-local, local-local, and cross-local views of the
source and target to perform one-shot part labeling
and yielded average accuracies ranging from 70-83.4%
on the same datasets. Another approach to these
part-matching datasets was the visual probabilistic
analogy mapping (visiPAM) model created by (Webb
et al., and shown in [T} visiPAM requires two
perceptual inputs (left-most side of [I) one is a source
image with labeled annotations for various parts and
their location on the image and a target image where
these same parts have their location identified but not
labeled. This is passed to the vision module to generate
the node and edge attributes parts within a source/target
image to generate separate source and target structure
visual representations. Next, these representations are
passed to the probabilistic analogy mapping (PAM)
model portion, which “maps” alike nodes to one another
given their node and edge attribute similarity. Finally,
visiPAM inferences on the unlabeled target image,
which nodes correspond to the labels from the source
image. Though only attempting the PPM dataset,
visiPAM achieved an impressive 63.2% accuracy by
leveraging zero-shot analogical mapping. This is a
substantial improvement over the previously mentioned
studies given visiPAM’s zero-shot nature (i.e., no
training samples required), as opposed to the SSMN and
Auto-MMN being one-shot (i.e., one training sample
used). Given that most datasets have some human
involvement in their annotation or verification process,
minimizing the amount of training data needed is one of
the unique advantages of analogical reasoning.

2.3. Analogical Reasoning

Analogical reasoning leverages analogies to perform
comparisons and infer knowledge that is beyond the
models’ current knowledge base (Gentner & Maravilla,
(Combs, Lu, & Bihl, 2023). This is key
given that it is impossible to train on every scenario a
mode may encounter. Visual analogical reasoning has
predominantly occurred on abstract geometric datasets
such as Raven’s Progressive Matrices (RPM) (Raven
& Court, (Mekik et al., (C. Zhang et al.,
2019). Analysis of real-world images (or synthetic
versions thereof) has largely been ignored in the field
(Combs, Bihl, & Ganapathy, 2023). However, recent
studies have evaluated analogies including realistic
synthetic images such as cars (e.g., (Ichien et al.,
12023)) and Al-generated images (e.g., (Combs & Bihl,
12024)). Despite being task-specific or general models,
the application of analogical reasoning has shown
to be adaptive and efficient while still maintaining
human-level performance on similar tasks (Ichien et al.,
2023). Looking at the generative Al visual analog of
textual analogies, models are capable of solving these
analogies with up to 70% accuracy for synonym and
antonym relationships (Combs & Bihl, 2024).

3. Part-annotated FVGC-A Dataset

Specifically, visiPAM requires two components:
a labeled annotated source image and an unlabeled
annotated target image, which are shown in Figure [I]
under “Perceptual Inputs” on the rightmost side. The
source image has its pre-determined parts of interest
identified by a single node which is labeled with the
part’s name. The target image is also annotated by nodes
corresponding to the pre-determined parts of interest,
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Figure 2. Traditional human-in-the-loop data preprocessing pipeline with the following steps: (a) object masks
are generated by SAM, (b) humans identify which masks correspond with specified airplane parts, and (c)
resulting part mask centroids are calculated and sent to visiPAM.
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Figure 3. Proposed automated data preprocessing pipeline with the following steps: (a) GroundingDINO (Liu
et al., [2024)) generated a bounding box for an "airplane” and its mask is detected by SAM, (b) the SAM mask is

split into five generic parts and Algorithms |z| and |I| determine the tail and applies consistent labeling to the
remainder of the parts, and (c) tail and other part centroids are calculated and sent to visiPAM.

but these are unlabeled. Although a one-to-one part
mapping is shown in Figure[T] visiPAM does not require
that the source and target image have the same number
of parts identified.

Section discussed a lack of an aerial vehicles
dataset that met visiPAM’s input criteria; therefore, one
was curated as part of this study. The FGVC-A dataset
originally proposed in (Maji et al., was selected
for its extensive representation of various aircraft and its
variability in viewing angles. As part of a preliminary
data filtering process, only images with an intact and
full-body view of the plane were considered. A total of
2,743 images were identified and used in the remaining
pre-processing steps.

4. Methodology & Metrics

As previously stated, current research is limited
in the amount of available labeled aircraft datasets.
Two experiments synthesizing both primary research
areas were performed to address this imbalance.
Sections [5.1] and [5.2] outline the experimental procedure
(compared in Figures 2] and 3) and metrics for each.
The human-in-the-loop data pre-processing pipeline
discussed in Section [5.1] leveraged human data truthers
to further refine the dataset from Section [4] by adding
annotations for each airplane. Section on the
automated data pre-processing pipeline advanced the
data pre-processing of [5.1] by introducing an automated
element to reduce human latency.

4.1. Human-in-the-loop Data Pre-processing

The original visiPAM study conducted a small
experiment on one-to-one aircraft mapping with
four parts (body, left-wing, right-wing, and tail)
which resulted in a 42.5% part-matching accuracy.
This experiment served as a feasibility test to
assess VisiPAM’S capabilities on the newly created
Part-annotated FGVC-A dataset. Using the images
described in Section [] the data needed further
pre-processing to be converted into compatible visiPAM
inputs. Shown in Figure J(a), the remaining images
were fed into Meta AI's Segment Anything Model
(SAM) (see (Kirillov et al., [2023)). These results
were filtered by human annotators for images that had
complete SAM masks for both wings, body, and tail.
A complete mask was considered one that covers the
entire “part” as shown in Figure [ as opposed to the
mask in Figure[5] This was completed through a small
team of paid data truthers who selected the generated
SAM mask corresponding to each part and labeled it.
In addition to the aforementioned four main parts, up
to two engines and three wheels were identified and
labeled if visible. This step is shown in Figure 2|b).
From these masks, their centroids were calculated and
used as the input for visiPAM shown in Figure [J[c).
In summary, the Part-annotated FGVC-A dataset was
created in 204 hours and consists of 900 images all
of which have four to nine aircraft parts annotated and
labeled.

These refined images were then evaluated by
visiPAM in three groupings based on the number of
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Figure 5. An example of an "incomplete” SAM mask

parts identified in the source and target images (see
Figure [6). The first group consisted of source and
target images where both images had the same four parts
identified, hence called the “equal” case where the four
parts were the body, tail, left wing, and right wing. The
other two categories included scenarios when there was
an unequal number of parts such that the source had
more parts identified than the target (i.e., S; T Figure [6)
in or vice versa (i.e., T;S Figure[6). At a minimum, all
images had the same four parts identified and additional
parts that may be identified if visible in the image were
the left wheel(s), right wheel(s), front wheel(s), left
engine, and right engine.

Source Image Target Image

Equal (S=T)
4 source parts
corresponding
to 4 target parts

Unequal
(S>T)
5 source parts
corresponding
to 4 taraet parts
Unequal
(T>S)
4 source parts
corresponding
to 5 target parts

Figure 6. Example part-to-part mappings between a
source and target image pair

Given this study was the first benchmark on the
Part-annotated FVGC-A dataset, results were compared
to the random chance of correctly mapping the parts as a
baseline. The random chance baseline for the equal parts
scenario was 25% since there were four parts identified
in each image. The random chance baseline for the
unequal parts scenarios ranged between a maximum

baseline of 25% (up to four part mappings like in the
equal scenario) and a minimum baseline of 11.1% (up
to nine part mappings) since each image had between
four and nine parts annotated.

4.2. Automated Data Pre-processing

In Section [5.I] human-in-the-loop pre-processing
was a necessary, but time-consuming step which is not
practical to deploy in an autonomous system such as
an ATR algorithm. Therefore, we aimed to automate
the data pre-processing steps while maintaining the
algorithm’s accuracy.

The automated data pre-processing pipeline has
three steps shown in Figure [3(a)-(c). The same 900
raw images from the previous experiment described
in Section @ were used. However, instead of using
the associated human-assigned parts and annotations,
the pipeline automatically identifies parts and assigns
an annotation. The first step in the pipeline, shown
in Figure [3(a), identifies a bounding box around the
airplane in the image by prompting GroundingDINO
(see (Liu et al., 2024)) with the query “airplane.”
This bounding box’s coordinates were fed into SAM
to generate the corresponding mask of the airplane.
Step 2, shown in Figure [3[b), takes each pixel in the
airplane SAM mask and sorts it into five clusters via
k-means clustering. These clusters are now generic
parts and are to be automatically identified, as opposed
to the pre-determined parts identified in Section [5.1]
(i.e. body, tail, etc.). Images with partial/incomplete
GroundingDINO bounding boxes and SAM masks were
removed from further analysis reducing the number of
images to 883.

The variables used by the algorithms are shown
and described in Table[T] The tail-identified algorithm
(Algorithm [T identified the part that corresponded to
the tail based on the a priori assumption that the tail is
often identifiable as the highest point on an aircraft. The
part labeling algorithm (Algorithm [2)) ensured that the
remaining non-tail parts were consistently labeled.

Algorithm [I] first determined the y-maximum
coordinate of the plane and then, identified the part
closest to the y-maximum as the “tail.” Some arbitrary
heuristic values were implemented based on manual
image inspection to prevent infinite loops.

Algorithm [2] implemented consistent part labeling
using Euclidean distance to label parts according to
proximity to the tail. In this algorithm, the closest part
to the tail was called “Part 1,” the second closest was
“Part 2,” and so forth. In this algorithm, a sorted part list
was created by calculating distances between parts, and
the tail centroid was calculated. After the conclusion
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Table 1. Algorithms’ Variables and Descriptions

Variable Description

C Set of coordinates representing the
centroid cluster, denoted (C, Cy)

dq Euclidean distance between R and W

do Euclidean distance between R and a given
(Qu; Qy)

ds Distance comparison variable

dy Euclidean distance between a given

(Cy,Cy) and W

G Set of Euclidean distances between each
non-tail part C; and the tail T’

Gs G sorted in order of ascending distances

K Formatted part list such that K is the
tail centroid coordinates and the remaining
coordinates correspond to the order in G4

M Set of (x,y) coordinates containing the
points within each image’s airplane mask

R Reference x-extremum corresponding to
the orientation of the plane

T Tail centroid in (z,y) coordinates

U Mask point coordinates (x,y) with the
greatest x-value (highest x-extremum)

Vv Mask point coordinates (z,y) with the
smallest x-value (lowest x-extremum)

w Mask point coordinates (z,y) with the
greatest y-value (highest y-extremum),

Z Mask point coordinates (x,y) with the
smallest y-value (lowest y-extremum)

of Algorithm 2] an image is properly formatted for
visiPAM as shown in Figure [3[c). After quality checks
related to the k-means clustering and labeling, the
number of images was reduced to 556. Opposed to how
the same image is formatted in the human-in-the-loop
pipeline (shown in Figure [2|c)), the tail is the only
semantically relevant part and the remaining parts are
generic.  Additionally, there are always five parts
(including the tail) identified as opposed to there being
between four to nine in the human-in-the-loop pipeline.

Images were fed into visiPAM in a round-robin
pairwise comparison method and analyzed for correct
mappings between automated-labeling parts. Since each
image had five parts (a tail and four other general
“parts”) identified, only an equal one-to-one visiPAM
mapping was possible. As in the previous experiment
described in Section[5.1] images were sent to visiPAM in
a round-robin pairwise comparison based on accuracy.
The average accuracy was compared against a random
accuracy baseline of 20% to calculate the difference
between the visiPAM average accuracy and random
chance.

Algorithm 1 Tail Identification Algorithm
Input: M; C
Output: 7'
let U = {(z,y) € M|x =maxz’|(z',y’ € M};
V ={(z,y) € M|z =minz’|(2',y' € M};
W ={(z,y) € M|y =maxy’|(z',y’ € M};
Z = {(z,y) € M|y =miny'|(2",y" € M}
if U, — W,| < |V, — W,| then

R=U
else

R=V
end if

dy =|Ry = Wy;n=0
while d; > 100 and n < 2 do
Q=10
for (M., M,) € M do
if |[M, — W, | < 65 then
QU (M., M,)}
end if
end for
for (Q., Q,) € Q do
dy = \/(Ra — Q)+ (Ry - Qy)2
if d, > d- then
W= (Q.,Q,)
dy = |Ryx — W,
end if
n+ =1
end for
end while

5. visiPAM Results

Sections [5.I] and [5.2] describe the proposed
methodology’s results and the evaluation metrics from

Sections[4.1]and 4.2} respectively.

5.1. Human-in-the-loop Data Pre-processing

The visiPAM results based on the data
pre-processing methodology from Section is
shown in Figure [/ across three different categories that
vary on the number of parts associated with the source
and target images. The first category comprised over
400,000 source-and-target image pairs. The second
category included over 256,000 source-and-target
image pairs and the third category included over
232,000 image pairs.

When comparing an equal number of parts between
the source and target, visiPAM achieved 64% accuracy.
When there was an unequal number of source and
target parts, visiPAM performed slightly better when the
number of source parts was greater (52%) compared to
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Algorithm 2 Cluster Labeling Algorithm

Input: 7'; C
Output: K
let G,K =(
for (C,,,C,) € C'\ T do
GU{/(C, — T +(C, - T,)%)
end for
f:G—=1L
Gs = (913927 ag|G\) st.g1 <ge <. < 91G|
K=TU{f(9)lg € Gs}

when the number of target parts was greater (47%). We
compare these results to the minimum and maximum
random chance accuracy based on the number of source
(s) and target (t) parts as calculated in (I) and (@),
respectively. In the case of equal parts, the minimum
and maximum random chance accuracy are the same.

Min. Random Chance Accuracy = 1/max{s,t} (1)

Max. Random Chance Accuracy = 1/min{s,t} (2)

The random chance accuracy for when there were an
equal number of parts was 25%, which visiPAM saw a
1.6x improvement over in its mapping. For the unequal
categories, the minimum random chance accuracy was
11.1% (shown in red in Figure [7) and the maximum
random chance accuracy was 25% (shown in blue in
Figure[7). These varied as the source/target could have
anywhere from four to nine parts. Since the number of
source parts was greater than the number of target parts
there was an average 1.1-2.7x increase over random
accuracy. Similarly, when the target parts were greater
than the number of source targets there was an average
0.9-2.4x increase in random chance accuracy.

5.2. Automated Data Pre-processing

Since all images had exactly five parts, there was
only one experiment conducted in this section. In total,
there were 154,290 image pairs. On average, visiPAM
correctly mapped the parts to one another 76.9 + 28.7%
of the time, which was a 2.8x increase over random
chance (20%) as shown on the left of Figure ??. For this
section, the data pre-processing only took 3.42 hours.
This includes any time needed for quality assurance
(e.g., the bounding box did not encompass the entire
airplane). Assuming an o = 0.1, a 90% confidence
interval ranges from 76.8% to 77%.

80 1 Accuracy Legend
70 = Min Random Chance
64% —— Max Random Chance
60 4 — Average Observed
. 52%
& 50 1 47%
>
C 404
5
|%}
< 30 [2.4x]
20- l l
10 A
0 T T T
Equal Unequal Unequal
Source=Target Source>Target Source<Target

Figure 7. The visiPAM human-in-the-loop data
pre-processing average accuracy when there are an
equal number of source and target image parts, when
there are more source than target image parts, and
when there are more target than source image parts
identified.

Accuracy Legend
== Random Chance
30 4 76.9% —— Average Observed
® 90% Confidence Interval
62.9%
~ 60~
=
>
Zs
3 -l.Sx
£ 404
20 [rm————————
0 T T
Automated Human-in-the-loop

Figure 8. The visiPAM automated data
pre-processing average accuracy compared to the
human-in-the-loop data pre-processing on the same
subsection of the Part-annotated FGVC-A dataset.
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Since the automated experiment only included a
section of the original Part-annotated FVGC-A dataset
(see Figure [6), those specific images were re-run in
an adjusted human-in-the-loop experiment to ensure an
apples-to-apples comparison between the two methods.
This resulted in a 62.9 + 28.6% accuracy among this
subset of images leveraging the human-in-the-loop data
pre-processing method shown in Figure [§] Similarly,
at « = 0.1, a 90% confidence interval ranges from
62.8% to 63%. The random chance accuracy for both
pre-processing methods is shown with a dotted line
corresponding to 20% for the automated process since
there are five parts for each airplane and 25% for the
human-in-the-loop process since there are four parts for
each airplane. This yielded a similar average accuracy
to the original study (62.9% vs 64%, respectively). This
is discussed further in Section [6]

6. Discussion

Returning to the first research question, analogical
reasoning was shown to be efficient when performing
part matching, given that in the two experiments
conducted, accuracies of 64% and 77%, respectively,
were achieved. This is in addition to noting that
visiPAM is a zero-shot learning algorithm, meaning no
additional time was needed for training.

To address our second research question, the
primary goal of this study was to maintain similar
accuracy on the Part-annotated FGVC-A dataset while
automating data pre-processing. Overall, there was
a 22% increase in accuracy between the automated
and human-in-the-loop data pre-processing methods.
Furthermore, the average observed accuracy increased
from 1.5x to 2.8x between the human-in-the-loop and
automated methods. Given that there is no overlap
between the 90% confidence intervals around both
methods’ averages, there is a statistically significant
difference between the two.

Histograms of the part accuracy frequency for the
automated and human-in-the-loop methods are shown in
Figures [9] and [T0] respectively. The automated method
most often gets 100% of the parts correct as opposed
to the human-in-the-loop method most frequently gets
50% of part mappings correct, which contributes to the
automated method’s improved overall accuracy.

Another metric of interest was how long data
pre-processing took. Previously reported in Section
the automated method took only 3.42 hours while
the human-in-the-loop method was estimated to take
126 hours for this subset of the dataset. Originally
reported in Section [5.I] the human-in-the-loop data
pre-processing took 204 hours to annotate 900 images.

100 1 —e~ cumulative Frequency
[ Frequency

80 -

60

40 A

Frequency (%)

20 1

—

0 20 40 60 80 100
Part Accuracy (%)

Figure 9. The histogram of visiPAM part accuracy
for the proposed automated data pre-processing
pipeline.

100 1 —e— cumulative Frequency
[ Frequency
80
S
> 60
(9]
c
]
>
S 40
—
[T
20 1
>
0 —1/ . . . .
0 25 50 75 100

Part Accuracy (%)

Figure 10. The histogram of visiPAM part accuracy
for the traditional human-in-the-loop data
pre-processing pipeline.
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Since there was just over half of those images used
in the Section experiment, the pre-processing time
was prorated to account for this. The automated
method showed an impressive 97% improvement over
the human-in-the-loop pre-process time.

These results indicate that automating data
pre-processing has an immensely positive impact on
part-matching problems without sacrificing accuracy.
Leveraging analogical reasoning’s zero-shot nature
while minimizing human involvement shows it to be a
highly accurate and quick method of part matching.

7. Conclusions

This paper introduces a new dataset called
“Part-annotated FGVC-A”  (Fine-Grained Visual
Classification of Aircraft) designed for the matching
of up to nine identified aircraft parts. This dataset
was used in a feasibility study to determine the visual
Probabilistic Analogy Mapping (visiPAM) model’s
performance on aerial targets, which yielded up to
64% accuracy. One of the downfalls was the data
pre-processing time, which took 204 hours. An
automated data pre-processing method was proposed
which was shown to not sacrifice visiPAM’s accuracy
while enabling a 97% decrease in pre-processing
time. Being able to leverage analogical reasoning’s
zero-shot nature while ensuring the process is fully
automated makes similar have a great potential for
impacting automated target recognition models. We
acknowledge some limitations of this work includes lack
of generalization to other non-aerial subjects. Future
work should consider a broader comparison among
other models on the contributed dataset, inclusion of
additional metrics (i.e., precision, recall, Fl-score,
& confusion matrices), and dynamic self-adapting
thresholds to avoid arbitrary values in the algorithms.
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