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Abstract

Advancements in Artificial Intelligence (AI) are
enabling adversaries to more efficiently penetrate
and navigate networks, posing new risks to critical
infrastructure such as the electric power grid. This
study evaluates three attack strategies—AI-based,
Brute-Force, and Random—within the Network
Attack Simulator (NASim), a synthetic environment
designed for cybersecurity testing. The AI-based
methods include Deep Q-Network (DQN) and
Deep State-Action-Reward-State-Action (SARSA)
reinforcement learning algorithms. Training results
show that both AI approaches effectively learn to
conduct subnet scans, service/process scans, and
privilege escalation attacks to gain root access. During
testing, AI agents completed their objectives in fewer
than 28 actions, while Brute-Force and Random
methods required over 200 actions. These findings
demonstrate AI’s efficiency and potential to automate
the launch of cyberattacks targeting Distributed Energy
Resources (DERs), offering a baseline for future
research targeting real-world networks.

Keywords: AI, Reinforcement Learning,
Cybersecurity, Hacking, Distributed Energy Resources

1. Introduction

Artificial Intelligence (AI) is transforming the
cybersecurity landscape—enhancing both defenses and
offensive capabilities. As noted by Hemberg et al.,
2020, AI can improve threat detection and response
mechanisms, yet it also introduces new risks. Zeadally
et al., 2020 highlight how AI can be used by adversaries
to conduct cyber-attacks with increased speed and
precision.

Prominent AI systems, such as IBM’s Deep Blue,
described by Bloomfield and Vurdubakis, 2008, and
Google’s AlphaGo, in Silver et al., 2017, illustrate AI’s
capacity for complex decision-making. If leveraged
maliciously, AI could automate intelligent, large-scale
cyber threats targeting critical infrastructure, including
Distributed Energy Resources (DERs) connected to
the electric grid. Yet, how AI might conduct
such attacks—particularly in DER networks—remains
poorly understood.

This paper aims to advance that understanding by
simulating AI-driven threats in a synthetic environment.
Within the Network Attack Simulator (NASim)
described by Schwartz and Kurniawatti, 2019, we
evaluate AI algorithms executing:

1. Subnet Scans – Discovering active hosts within a
subnet.

2. Service & Process Scans – Identifying open
services and running processes.

3. Privilege Escalation – Gaining root access to
protected resources.

NASim offers a simplified but flexible
cyber-physical network environment to simulate
adversary actions. Our test network includes multiple
subnets and hosts mimicking PV plant operations, such
as a Modbus-connected PV inverter and monitoring
systems behind firewall rules in a DMZ.

Four attack strategies were deployed, including a
Random approach, Brute-Force, and Deep Q-Network
(DQN) based on the reinforcement learning model
introduced by Mnih et al., 2013. The Deep
State-Action-Reward-State-Action (SARSA) algorithm
described by Zou et al., 2019 and Mohamed and Ejbali,
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Figure 1: Block diagram depicts the network topology. It includes computing resources inside three subnets. Connections between subnets are
permissible between certain machines using certain protocols. It mimics that of a PV inverter network and a controller.

2023 is expected to outperform the others due to the
following advantages:

1. It avoids overestimation by learning from actions
actually taken.

2. It maintains a more stable
exploration-exploitation balance in stochastic
environments.

This study contributes to the growing body of
research on AI-enabled cyber threats by assessing
how reinforcement learning can perform complex
cyber-attacks on DER environments. While NASim
does not represent full-scale real networks, it enables
controlled experimentation. The findings offer a
baseline for future research into real-world AI-enabled
threats to DERs.

1.1. Related Work

Cyber-attacks in Operational Technology (OT)
and Information Technology (IT) systems often
follow structured phases such as reconnaissance
and exploitation, as described by Hutchins et al.,
2015. Reconnaissance tasks include subnet, service,
and process scans, which help adversaries gather
intelligence on devices and services within a network.
B. Li et al., 2013, Bou-Harb et al., 2014, and Tundis
et al., 2018 have extensively reviewed such techniques.
Subnet scanning, as discussed by Heo and Shin, 2018,
identifies active hosts, while service and process scans
reveal available ports and running tasks.

Among exploitation techniques, privilege escalation
is especially relevant for network-connected DER

devices. Prior work highlights the risks and challenges
of this exploit in OT systems, and most recently
described by Andress, 2024.

AI is increasingly used to automate such attacks.
GANs, for instance, have been shown by Radanliev
and Santos, 2023 to deceive defensive systems.
Reinforcement learning (RL) enables autonomous
adversarial behavior, including exploration of unknown
environments, as highlighted by H. Li et al., 2020 and
for reconnaissance described in Hoang et al., 2022;
Stone et al., 2021. Kujanpää et al., 2021 further
demonstrate RL’s potential for automating privilege
escalation.

NASim, described by Schwartz and Kurniawatti,
2019, provides a synthetic environment to evaluate
AI-driven cyberattacks in structured, repeatable
scenarios. It has been previously applied to intelligent
penetration testing using GANs, described in Chen
et al., 2023, and DQN algorithms explored by
Zhou et al., 2021. This paper extends that work by
implementing custom implementations of both DQN
and Deep SARSA, and evaluating their abilities to
perform reconnaissance and privilege escalation tasks,
offering a comparative analysis not previously studied
for the specific network configurations and host types.

2. Methodology

2.1. Network Topology

NASim supports the creation and simulation
of custom network environments, enabling
experimentation with cybersecurity methods such
as reconnaissance and exploitation. For this work,
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we modeled a PV inverter plant with three subnets
to administer monitoring and controls of the DC-AC
inverters, as shown in Figure 1. Each device is labeled
by its subnet and host ID (e.g., (1,0)), and connections
between subnets are governed by specific firewall rules
detailed in Table 1.

Subnet 1 includes internet access and a DMZ host
(1,0), which restricts and mediates traffic to other
subnets. Subnet 2 contains a centralized Linux-based
DER controller (2,0) with FTP, SSH, and Modbus
services. Subnet 3 hosts three Windows machines: a
PV inverter (3,2), a monitoring system (3,0), and a data
storage server (3,1).

The DER controller accesses Subnet 3 devices using
SSH and FTP, and regularly communicates with the PV
inverter via Modbus—mimicking realistic control and
monitoring operations within a protected DER network.

Table 1: Network Firewall Rules Between Subnets

Source Destination Allowed Services
0 (internet) 1 [http]
1 0 (internet) [http, ftp,

ssh]
1 2 [ftp]
1 3 None
2 1 [ftp]
2 3 [ftp, ssh]
3 1 [http, ftp,

ssh]
3 2 [ftp, ssh]

2.2. Implementation Scenarios

Its critical for adversaries to understand the network
for effective deployment of attacks. To achieve
this, adversaries use scanning and monitoring tools to
learn and understand network configurations. NASim
supports this by providing two options at the start of an
experiment:

1. Observable - Complete visibility of subnets and
connected devices prior to training and testing.

2. Non-observable - No understanding of subnets
and connected devices before training and testing.

Tests that allow for an observable network, provide
the adversary with the ability to understand the
network’s structure, including the devices, routers,
switches, and their interconnections at the initial
and subsequent steps. These observations provide
the adversary with an advantage and allow them to
immediately understand potential attack paths. An
unobservable network, in contrast, means that the

network is hidden to the adversary at the start of an
attack. Specifically, the adversary starts with zero
knowledge of the initial network configuration and
receives only observations of the environment/network
that are directly related to the action taken at each step.
This increases the level of difficulty for the adversary
seeking to understand the layout of the network and thus
complicating attack planning and execution. Because
of the added difficulty associated with gathering
intelligence, adversaries rely on guesswork or basic
intuition, which increases the likelihood of detection.

2.3. Adversary Actions

Adversaries in NASim perform a range of Tactics,
Techniques, and Procedures (TTPs) to compromise,
exploit, or disrupt networked systems. These include
reconnaissance and exploitation tasks drawn from a
50-action space summarized in Table 2, varying by
service, process, and target type.

Reconnaissance begins with subnet, service, and
process scans. These actions, each with a theoretical
cost of 1, enable the RL agent to discover hosts, detect
open ports (e.g., HTTP, SSH, FTP), and identify running
processes along with privilege levels. NASim functions
simulate these scans with input parameters such as
action cost, target address, success probability, and
required access level. Tools like Nmap Tanner, 2019
inspire the scanning logic, though NASim simplifies it
via parameterized simulation.

Exploitation follows reconnaissance to gain
unauthorized access through known services, including
SSH, FTP, and HTTP. These incurs a cost of 1–3. A
successful scan yields a reward of 50, while privilege
escalation—used to gain root/admin access—yields
100. NASim does not emulate password acquisition;
rather, success depends on predefined probability
values.

Accessing Sensitive Hosts, such as the PV inverter
or monitoring systems in Subnet 3, requires successful
execution of both reconnaissance and exploitation
steps. In practice, this mimics techniques like lateral
movement and credential abuse. In the simulation,
adversaries escalate privileges once access is achieved,
enabling interaction with critical services. These actions
mirror real-world adversary behavior, abstracted for
repeatable evaluation in NASim.

2.4. Adversary Methods

This study evaluates four adversary strategies
with varying levels of sophistication: Brute-Force,
Random, Deep Q-Network (DQN), and Deep SARSA.
While Brute-Force and Random approaches follow
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Table 2: NASim Adversary Action Details

Type Service Process Target
OS

Probability
of Success

Access Cost Reward

Subnet Scan 1
Service Scan 1 50
Process Scan 1 50
OS Scan 1
Exploits ssh windows 0.8 user 2
Exploits ftp linux 0.9 root/admin 1
Exploits http None 0.9 user 3
Privilege Escalation tomcat linux 0.8 root/admin 1 100
Privilege Escalation ssh daclsvc windows 0.8 root/admin 1 100
Privilege Escalation modbus linux 0.8 root/admin 2 100

uninformed logic, DQN and Deep SARSA use
reinforcement learning (RL) to optimize attack
sequences through training.

Brute-Force involves exhaustively trying all
possible actions without leveraging system knowledge.
It relies on sequential logic, significant computational
time, and NASim’s agent implementation Schwartz,
2024a, which simulates scans and exploit attempts
based on a predefined configuration.

Random agents select actions without strategy,
introducing high variability in success rates. The
NASim implementation Schwartz, 2024b mimics an
attacker applying arbitrary scans and exploits in the hope
of discovering a valid path to compromise.

Deep Q-Network (DQN) uses off-policy RL to
approximate the optimal action-value function Q∗(s, a)
through Q-learning Mnih et al., 2013. The agent learns
from environment interactions using a deep neural
network and PyTorch Paszke et al., 2019, trained with
Adam optimizer Kingma and Ba, 2017. Its objective is
to maximize cumulative rewards:

Rt0 =

∞∑
t=t0

γt−t0rt (1)

The Q-function is updated via the Bellman equation:

Q(s, a) = r + γmax
a′

Q(s′, a′) (2)

and refined with temporal-difference error δ and Huber
loss Huber, 1992:

L(δ) =

{
1
2δ

2 if |δ| ≤ 1,

|δ| − 1
2 otherwise

(3)

Minimization is performed over
mini-batches Goodfellow et al., 2016.

Deep SARSA is similar to DQN but uses an
on-policy strategy Singh et al., 2000; Sutton and Barto,
1998. It updates Q-values based on the actual action
taken, making it more sensitive to exploration:

Q(st, at)← Q(st, at)

+ α [rt+1 + γQ(st+1, at+1)−Q(st, at)]

(4)
Deep SARSA’s policy incorporates ϵ-greedy
exploration:

π(s) =

{
random action with probability ϵ

argmaxa Q(s, a) with probability 1− ϵ

(5)
The same Huber loss and batch optimization scheme as
DQN is used for convergence.

These four strategies enable comparison between
naive exploration and learned behaviors. While
Brute-Force and Random agents rely on repetition or
chance, DQN and Deep SARSA learn to navigate the
environment efficiently through reward feedback. The
objectives, of these adversaries, are to understand the
environment and target exploits at critical devices in
Subnet 3. This likely entails subnet scans, service and
process scans on the critical devices in the sentisitive PV
network, and gain privileged access to each of the three
sentivive devices in the PV power plant subnet.

3. Results

After creating the environment and assembling the
attack methods, the experiment deployed each method
to observe and record its ability to achieve exploration
and exploitation goals. The following subsections
describe the performance of the two AI methods, the
Brute-Force, and the Random implementations.
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Figure 2: Plots show the training rewards and the respective reward gradient. A gradient at or close to zero implied that the algorithm converged
and thus ready for testing.

3.1. Artificial Intelligence - Training

The DQN and Deep SARSA algorithms each trained
in the test network and learned how to perform
reconnaissance and exploitation tasks, as shown in
Figure 2. Three separate experiments, depicted by
Figure 2 subfigures, focused on the execution of the
main adversary objectives, described in Section 2.3.
First, the AI algorithms learned how to perform subnet
scans (Figure 2(a)) required to gain an understanding
of the network topology. Second, the two algorithms
learned the required actions to complete service/process
scans of the target devices (Figure 2(b)). The third
experiment trained the AI algorithms to understand the
environment and know how to access critical devices
(Figure 2(c)).

This implementation includes slight modifications
from the NASim provided DQN. The DQN within
NASim failed to converge and included noisy training
results. The noise was especially bad in the epochs
near the end of the training sessions where the algorithm
training involves testing of the gained knowledge. To
avoid this behavior, the DQN included a softmax-based
approach that inabled it to have an enhanced exploration.
As a result, the RL adversary training was fast and,
because it converged so quickly, proved to train
effectively.

Figure 2 provides an overview of the training results.
The Subnet Scan training results, shown in Figure 2(a),
indicate that the DQN and Deep SARSA both learned
how to perform the scan quickly and efficiently. The top

figure, in Figure 2(a), shows how quickly the algorithm’s
rewards increased and reached a steady state, and thus
indicating proper training convergence. The bottom
plot shows how the gradient (i.e., the rate of change
of rewards), from one epoch to the next, initially had
a significant range with a median value around 0.
The median value remained around zero and the range
quickly decreased. For this action, the two algorithms
had only slight variations in their ability to converge
between the observable and unobservable scenarios.

The two AI methods achieved higher rewards in
the service scans and privilege escalation objectives.
Figure 2(b) shows how the two algorithms, subject to
the observable and unobservable scenarios, tended to
follow similar convergence patterns. The DQN method
had slightly more variation than the Deep SARSA, but
each converged to a similar reward around the same
number of epochs. The bottom of Figure 2(b) provides a
quantitative review of the convergence by showing how
the median gradient tended towards 0 for each of the
algorithms and scenarios. This reward gradient, shown
at the bottom of Figure 2(b), provided evidence that
having the ability to observe the network at the start
helped both algorithms early in the training epochs. But,
as the number of epochs increase the difference between
the observable and unobservable scenarios decreased.
Although slightly scattered, the observable scenario
generally had results where the median values were
closer to zero and the box plot range was smaller -
indicating less variance than the unobservable scenario.

For the privilege escalation training, the models
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(a) The two plots show the observable (left) and unobservable (right) for the DQN’s Service/Process Scan.

0 5 10 15 20
Number of Actions

DMZ (1,0)

Host 0 (2,0)

Host 1 (3,0)

Host 2 (3,1)

Host 3 (3,2)

Ta
rg

et

ssh
,ro

ot

htt
p,u

ser

ftp
,ro

ot

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

0 5 10 15 20
Action Number

htt
p,u

ser

ftp
,ro

ot

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

ssh
,us

er

Ob
je

ct
iv

e 
Co

m
pl

et
e 

in
Ob

se
rv

ab
le

 E
nv

iro
nm

en
t

SubnetScan
SubnetScan

PrivilegeEscalation
PrivilegeEscalation

Exploit
Exploit

ProcessScan
ProcessScan

ServiceScan
ServiceScan

Successful Unsuccessful

Observable Unobservable

(b) Plots display the observable (left) and unobservable (right) results for the Service/Process Scan using the Deep SARSA Algorithm.

Figure 3: Subplots depict the testing results for the Service/Process Scan for DQN and Deep SARSA. (The color indicates the action type and the
shape identifies if the action was successful (star) or not (x).)

quickly converged to a total reward above 600 - shown
in Figure 2(c). Training the DQN under observable
conditions had a noticeable advantage. The Deep
SARSA algorithm difference between observable and
unobservable was not as noticeable. The bottom box
plots show that the spread reduced to a very small
amount quickly, especially compared to the service scan
training, in Figure 2(b).

3.2. Artificial Intelligence - Testing

The subnet scan testing results proved to be very
simple for each of the AI adveraries. For each algorithm,
completion of the subnet scan only required two actions.
The two actions resulted in an understanding of all the
devices in Subnet 1 and did not include any attempts to

access and/or scan other sub-networks. Each of the three
objectives including training and then testing in the same
NASim environment.

The service and process scan tasks produced more
interesting results than the initial subnet scan and
Figure 3 depicts the testing results for the two
algorithms subject to the observable and unobservable
scenarios. In Figure 3(a), the observable (left) and
unobservable (right) results show the decisions that
the DQN algorithm made to complete the scans. For
both scenarios, the DQN’s actions included exploits and
scans. Even though the DQN’s objective was to perform
only scans, the adversary mistakenly tried 9 exploits and
1 privilege escalation tasks in the observable case and 11
exploits and 1 privilege escalation in the unobservable
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(b) The two plots show the observable (left) and unobservable (right) for the Deep SARSA’s Privilege Escalation.

Figure 4: Subplots depict the testing results for the Privilege Escalation for DQN and Deep SARSA. (The color indicates the action type and the
shape identifies if the action was successful (star) or not (x).)

scenario. In the observable scenario, the DQN needed
a total of 25 actions to complete process and subnet
scans on the target machines (in Subnet 3). Whereas,
in the unobservable scenario it took the trained DQN
28 actions to complete the six actions required to fulfill
the ultimate objective. For this experiment, the Deep
SARSA algorithm performed slightly better than the
DQN and completed the service/process scans after 22
and 23 actions for the observable and unobservable
scenarios respectively, as shown in Figure 3(b).
Similar to the DQN implementation, the Deep SARSA
algorithm also unnecessarily performed exploits (6
observable scenario and 10 unobservable) and privilege
escalation (1 observable and 0 unobservable) actions.

Figure 4 shows the results for the two algorithms
attempting to achieve the privilege escalation objective.
Figure 4(a) provides a review of the number and

type of actions attempted by the DQN algorithm and
Figure 4(b) depicts the results from the Deep SARSA
implementation. Each completed the preliminary tasks
(i.e., subent and service scans) and the primary task
(privilege escalation) in a timely manner for both
the observable and unobservable scenarios. For both
algorithms, the observable scenario resulted in faster
execution of the tasks need to complete the privilege
escalation objective. In each deployment, the algorithm
sought to understand the network and the connected
devices, by performing subnet and service scans. Then,
attempts to access the device using SSH were performed
and eventually lead to access with root privileges.
Again, similar to the scanning objective actions, the
algorithms completed the necessary tasks faster when
the tests began with the network fully observable. And,
the actions were not always perfect, since failed attempts
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to access the device occurred. The algorithms kept at it
and eventually gained root access to the three critical
devices.

Note that the x-axis of these plots do not directly
relate to the exact action needed to gain privileged
access. In this synthetic network, simulations assume
a defined probability for the algorithm to successfully
execute a task and did not include subtasks like
password spoofing or other realistically actions needed
to complete a real-life attack. Instead, this experiment
showed that the DQN and Deep SARSA have similar
behaviors. Also, the Deep SARSA was able to complete
the tasks only slightly faster than the DQN.

3.3. AI vs Brute-Force vs Random

A comparison of the two AI algorithms with
the Brute-Force and Random methods provides some
evidence of their potential to strengthen adversary
actions. Figure 5 compares the number of actions
performed by the attack methods prior to successful
completion of each objective. Each of the plots include
the average total rewards at each action number for the
two AI algorithms and the results of the Brute-Force
and Random implementations. Figure 5(a) shows that
the AI adversary completed the subnet scan much faster
than the other two less sophisticated methods. Clearly,
the Brute-Force and Random approaches were not as
focused and took over 10 (12 for the Random and 52
using Brute-Force) actions to complete this objective.

Again, when applied to the Service/Process scan,
the AI adversary proved to be more effective for an
adversary - as shown in Figure 5(b). Both the Random
and Brute-Force implementations required over 200
actions to perform the 6 scans. In contrast, the AI
adversary, on average, finished the objective within 25
actions.

The third objective, to gain access to the devices,
was also completed more quickly and efficiently by the
AI-based methods. Figure 5(c) shows that the average
total rewards went from 0 to over 600 within 25 actions.
The Brute-Force action complete the objective after
about 188 actions and a total reward equal to about
425. The Random method ended up being the worst
with 105 rewards after over 400 actions. This result
was different than the other two objectives, where the
Random method performed better than the Brute-Force.
The Random method likely performed better for the
simpler tasks because it required a limited number
of actions to complete. As the number of needed
actions increased, it became less likely that the Random
approach would find the correct action at the appropriate
step in the attack.
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Figure 5: This figure provides an overall comparison of the AI
approaches with the Brute-Force and Random implementations for

each of the objectives.
4. Conclusion

This study demonstrates how AI-driven algorithms,
DQN and Deep SARSA, can perform reconnaissance
and privilege escalation tasks within a synthetic DER
network. Compared to Brute-Force and Random
methods, AI significantly reduced the number of
required actions. The experiments, which identified the
advantages of performing actions with full observability,
described the value of seeing and understanding
the cyber environment for the adversary. These
results highlight AI’s efficiency and offer a baseline
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for future real-world applications when performing
actions. Continued work will expand testing to unseen
environments and real systems to validate these findings.
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