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Abstract

The System Trustworthiness Scale (STS) is a
recent measure designed to capture trustworthiness
perceptions. However, no tests of measurement
equivalence (ME) have been conducted despite its
importance for scale implementation. Measurement
equivalence testing determines if the construct of
interest is interpreted the same across groups, which
is an important pre-requisite to examining group mean
differences. The present work sought to investigate the
measurement equivalence of the STS with multigroup
confirmatory factor analyses across two different
tasks to better understand the impact of context on
system trustworthiness. The results provided evidence
of ME, demonstrating the interpretability of the STS
across contexts, providing additional evidence for the
diverse use and interpretability of the STS as a
measure of system trustworthiness. The authors
implore future research to further examine potential
measurement differences to better understand the
generalizability of the STS.

Keywords: Trust, Measurement, Task Differences,
Perceptions, Human-Machine Interaction

1. Introduction

The System Trustworthiness Scale (STS;
Alarcon, Capiola, et al., 2024) is a recent measure
designed to capture the trustworthiness perceptions of
performance, purpose, and process. Recent work has
suggested  trustworthiness  perceptions  differ
depending on the context and the implemented system
(Alarcon & Willis, 2023). In fact, Alarcon and Willis
state that the factors of trustworthiness have
differential relevance depending on the situation and
theorize that accurate purpose and process perceptions
might not always be necessary for trust in a system as
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long as performance is salient. However, it is
imperative to examine the measurement equivalence
(ME) of trustworthiness across types of tasks to better
understand the generalizability of the STS scale. The
benefit of ME would be that the results could
demonstrate if there are actual differences in
trustworthiness across research contexts, or if users are
interpreting and responding to the measure differently.
Furthermore, if not all trustworthiness factors are
apparent in different situations, ME could inform
theory by demonstrating if all factors of
trustworthiness are relevant to measure and should
therefore be assessed. Also, measurement equivalence
across types of tasks would provide evidence for the
widespread use of the STS and would validate a
measure of trustworthiness for use in a variety of
contexts. This is important as previous work has
emphasized the lack of research on the validation of
self-report trust measures in different settings (Gebru
et al., 2022). The current study employed multigroup
confirmatory factor analyses (MGCFAs) to explore
the measurement equivalence of the STS across two
different tasks to better understand the impact of
context on system trustworthiness.

1.1. Trust and Trustworthiness

Lee and See (2004) defined trust as an attitude in
which an agent will help a user achieve goals in
situations of uncertainty and vulnerability. Trust
antecedents preclude trust and include individual
difference variables and trustworthiness. Experience
with the automation and dispositional factors such as
perfect automation schemas or propensity to trust are
often used as individual difference variables in human
machine interaction.

More important for the current study is the trust
antecedent: trustworthiness. Lee and See (2004)
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delineated trustworthiness perceptions into three
factors: performance, purpose, and process.
Performance is the competency, or ability of the
automation to achieve specific goals. Purpose refers to
if the automation is being used as intended and
emphasizes why the automation was developed.
Process is defined as the appropriateness of the
system, or how the automation operates. Prior to
obtaining information about the system, users utilize
their dispositional traits to inform their decisions (Hoff
& Bashir, 2015; Lee & See, 2004). After interaction,
however, trustworthiness influences trust, and with
increased interaction, trustworthiness perceptions
change and adapt, forming a feedback loop until
trustworthiness perceptions are based on the system
(Merritt & Ilgen, 2008).

Although Lee and See (2004) delineated the three
factors of machine trustworthiness, no adequate
measure existed to capture these facets. Consequently,
machine trustworthiness has often been measured with
ability, benevolence, and integrity (ABI; Mayer et al.,
1995) even though the ABI was intended for human
trustworthiness. Researchers have attempted to
measure machine trustworthiness, but the measures
did not capture all three factors. For example, one
study suggested that trustworthiness comprises one
factor (Jian et al., 2000), while another found two
factors, in which purpose and process were best
represented as a single factor (Wojton et al., 2020).
Recently, Alarcon, Capiola, et al. (2024) created the
STS to capture trustworthiness perceptions. Their goal
was to create and validate a measure of system
trustworthiness comprising all three factors:
performance, purpose, and process. In the scale
creation, Alarcon, Capiola, et al. (2024) found
performance and purpose were highly correlated,
however, the STS was found to fit best with all three
factors of performance, purpose, and process put
forward by Lee and See (2004). Also, the STS was
intended to not be system-specific and could therefore
be applied across a variety of contexts. Even though
the STS has been examined in machine learning
models of differing transparency pre- and post-task
(Alarcon et al. under review), no research has been
found to examine these differences with ME.

As previously mentioned, trustworthiness
changes over time as a user interacts with automation
(Lee & See, 2004; Merritt & Ilgen, 2008). Moreover,
recent work has suggested that trustworthiness
perceptions may differ depending on the context and
type of automation (Alarcon & Willis, 2023). For
example, there can be difficulties in assessing
trustworthiness perceptions in certain contexts
because not all information is provided or relevant to
the user. Therefore, the user does not have the

information to appropriately calibrate their levels of
trustworthiness, leading to inaccurate perceptions of
the factors (Alarcon, Capiola, et al., 2024).
Performance is considered the most important aspect
of system trustworthiness (Malle & Ullman, 2021),
whereas purpose and process might not always be
salient or necessary (Alarcon & Willis, 2023; Hoff &
Bashir, 2015). Without being able to understand
aspects of purpose or process, accurately
understanding and responding to all factors of the STS
could be difficult.

1.2. Machine Learning Model Task
Differences in Trustworthiness

Machine learning (ML) models are used in a
variety of contexts, and users may have differing
levels of trustworthiness depending on the nature of
the task. For instance, participants who are asked to
simply monitor an ML completing a task may have
different perceptions compared to those who are asked
to perform a task themselves while simultaneously
monitoring an ML completing a second task. This
could result from differences in attention allocation
and the extent to which users can monitor and evaluate
each model. Additionally, this could lead to
differences in the effects of individuals’ trust biases
towards ML, in general.

In many instances, ML is being incorporated to
ease the workload of users by offloading simple tasks,
while users are engaged in other, cognitively
demanding tasks. Thus, users do not have the time or
cognitive load to consistently monitor the ML
decisions without detriment to their other task
(Kahneman, 1973). One of the key components of
trust is vulnerability and reliance without monitoring.
Therefore, it is important to examine if trustworthiness
perceptions are interpreted differently depending on if
they are tasked with monitoring a machine learning
model compared to having to complete a dual task
while working with a machine learning model.

Furthermore, recent work has used the System
Trustworthiness ~ Scale  (STS) to  explore
trustworthiness perception differences across time.
Alarcon, Jessup, et al. (2024) found various significant
interactions with model transparency and time on STS
factors. Before the task, participants had higher
perceptions of performance and purpose towards an
image classification ML model with low transparency.
After the task, they found no differences in
performance perceptions and slightly higher purpose
perceptions for a high transparency ML model. These
findings emphasize differences in trustworthiness
perceptions between machine learning models over
time. Therefore, it is imperative to also examine how
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the trustworthiness factors relate to one another before
and after interacting with the tasks.

1.3. Measurement Equivalence

Measurement equivalence (ME) is an important
step in psychological research because it is a pre-
requisite for examining group mean differences
(Putnick & Borenstein, 2016). ME determines the
psychometric equivalence of a construct across groups
to determine if the construct is interpreted the same
depending on group membership. Research often
makes assumptions about ME when testing mean
differences without actually testing if there is evidence
for ME (Vanderberg & Lance, 2000). Violations of
ME lead to theoretical confusion via the interpretation
of results because it is unknown if observed
differences between groups are due to actual construct
level differences, or due to differences in how the
measure is interpreted. Thus, ME is important to
consider across a variety of research contexts such as
across diverse groups, translated measures, and even
types of study designs (Luong & Flake, 2023). The
ability to demonstrate comparability across research
designs will provide evidence for the generalizability
of the STS and its use in a wide variety of tasks.

Therefore, the current study was interested in how
the STS was interpreted in two task types. Of note, the
two tasks were a monitoring task in which participants
monitored and overrode any incorrect image
classification decisions by an ML model or a dual task
setting such that participants similarly monitored an
ML classifying images, overriding any incorrect
images, while completing an additional task on their
own. Importantly, the two task types utilized the same
underlying ML model. Therefore, we were interested
in examining if a monitoring task and a dual task led
to comparable interpretations of the STS when
interacting with the same underlying ML.

1.4. Current Study

The authors could find no study that investigated
the ME between types of tasks with respect to
trustworthiness, even though examining the STS with
ME would inform theory and provide information
about the generalizability of the scale. Evidence of
nonequivalence would demonstrate differences in how
users conceptualize the trustworthiness construct and
interpret items on the STS. On the other hand,
evidence of ME would demonstrate that differences
between the factors are attributed to actual differences
in trustworthiness. Many researchers (Schmitt &
Kuljanin, 2008; Somaraju et al., 2022; Vanderberg &
Lance, 2000) advocated for the multigroup

confirmatory factor analyses (MGCFA) method as a
useful approach for assessing multiple constructs,
therefore we utilize MGCFAs in the current study.

2. Method

2.1. Participants

Participants (N = 383) were recruited online via
Amazon’s Mechanical Turk (MTurk) as part of a
larger set of various data collections. CloudResearch
(Litman, 2017) was utilized to facilitate all data
collections, in which participants were restricted to
those who had completed at least 100 human
intelligence tasks (HITs) and had at least a 95%
approval rate for previous HITs. Eligible participants
had to be 18 years of age or older, reside in the United
States, and speak English. The average age was 39.09
years old (SD = 10.26) and 56.40% male.

2.2. Measures

We used the System Trustworthiness Scale (STS;
Alarcon, Capiola, et al., 2024) to assess perceived
trustworthiness pre- and post-task. The scale is
comprised of three 5-item sub-scales: performance,
purpose, and process. Table 1 provides the full 15-item
scale. Participants responded to the STS using a 5-
point response scale (1 = Strongly Disagree to 5 =
Strongly Agree). Scale reliabilities were sufficient at
both time points (see Table 2).

Table 1. System Trustworthiness Scale Items by Factor
System Trustworthiness Scale

Performance
The system is incompetent.*
The system is effective.
The system performs its job well.
The system is reliable.
The system performs the task accurately.
Purpose
The system is used as intended.
The system is programmed specifically to complete
this task.
The system executes its designer’s intent.
The system is designed to assist users in this context.
The system is utilized as its creators intended.
Process
It is clear how the system completes its tasks.
The system’s operation/decision making is
transparent.
I understand how the system is supposed to work.
It is clear to me how the system makes decisions.
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The system conveys its reasoning to users.

Note. * = reverse-scored item.

2.3. Procedure

2.3.1. Model and Confidence Information.
Participants were partnered with a traditional image
classification ML model classifying images of cats and
dogs. The overall models’ classification decisions
were set to approximately 80% reliability. Model
confidence information was instantiated with a
colored border surrounding each image. High
confidence classifications (80% confidence and
above) were represented with a green border and low
confidence classifications (less than 80% confidence)
were represented with a yellow border. All incorrectly
classified images involved stimuli outside the primary
classification categories (other small mammals, e.g.,
squirrels). However, traditional ML models often
report high confidence, even if incorrect. Therefore,
the images were often surrounded by the green border,
even if the classifications were incorrect. Thus, models
indicated mixed confidence classifications, such that
within each trial there were yellow borders around one
to two incorrect images and green borders around the
remaining incorrect images.

2.3.2. Tasks. In the monitoring task, participants
completed an image classification task, monitoring the
classification decisions of the ML model. Participants
first completed initial training covering ML basics and
task information, and two practice rounds of the study
task to get acquainted with their assigned ML model.
This was followed by a pre-task STS questionnaire,
ten experimental rounds of the study task, and a post-
task STS questionnaire. Within each task round,
participants had 15 seconds to review 15 images that
were presented on a single page in a 3x5 matrix and
the classification decisions of their ML partner.
Participants had the option to override the ML

image. After each round, participants were given
feedback on their performance.

In the dual task, participants monitored the
classification decisions of the ML model, while
simultaneously completing a separate reading
comprehension task. The task procedure was largely
identical to task 1, however, participants completed
five experimental rounds of the study task. Within
each task round, participants had 120 seconds to
complete both tasks that were presented side-by-side.

On the left side of the screen, participants were
tasked with reading Graduate Record Examination
(GRE) passages that were approximately 100 — 300
words in length. After the trial, participants answered
four questions about the contents of the passage. On
the right side of the screen, participants were tasked
with monitoring the image classification decisions of
an ML model, similarly to task 1. However, this task
consisted of 20 animal images that were presented
sequentially for six seconds, during which,
participants were able to override incorrect ML
classifications for the individual image presented. Due
to time constraints, participants were required to
switch between tasks to perform well. Note,
participants interacted with two model manipulations
in task 2 and for some of the sample in task 1, however,
only the data from the same, traditional ML model that
had to be seen first was utilized for the purpose of this
study.

2.4. Analyses

Data were analyzed in the R (version 4.2.2)
environment. We used the lavaan package (Yves
Rosseel, 2012) for all MGCFA analyses. The
MGCFAs were run with all 15 items of the STS. Prior
to testing ME, the fit was tested for each condition
separately using confirmatory factor analyses (CFAs).
A within-groups test of the measurement model
provides evidence that the measure of interest has

decision and select the correct classification for each overall adequate fit in each condition. After
Table 2. Scale Reliabilities, Descriptives, and Latent Means
Monitoring Study Dual-Task Study La.tent Mean
) Differences
Time Scale t
o M SD M SD -
monitor — dual z
Pre-task
Performance .90 3.24 0.88 3.58 0.52 4.46** -0.77 -8.23%*
Purpose .82 3.84 0.72 4.13 0.46 4.90** -0.28 -4.49%*
Process 87 3.31 0.91 3.50 0.91 1.90 -0.20 -1.90
Post-task
Performance 91 3.35 0.93 3.28 0.68 -0.76 -0.13 -1.12
Purpose .87 3.85 0.73 3.92 0.67 091 -0.07 -1.10
Process .90 3.22 0.98 3.27 0.92 -0.44 -0.01 -0.08

Note. * p <.05; ** p <.01. M = mean. SD = standard deviation.
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demonstrating acceptable fit for each condition, a
series of increasingly restrictive tests are conducted
with ME. Although the number and order of steps in
ME analyses often vary across studies (Vandenberg &
Lance, 2000; Schmitt & Kuljanin, 2008), the points of
interest are generally tests of configural, metric (a.k.a.
weak), scalar (a.k.a. strong), and strict (a.k.a. residual)
invariance (a.k.a. equivalence). Configural invariance
tests whether the same number latent factors are
present across groups. This examines if users
interacting with different systems correspond to the
items on the same latent variables. Metric invariance
tests whether factor loadings are the same across
groups, or if users implement the same metric across
groups. Scalar invariance tests whether item intercepts
are different across groups, or if response bias is the
same across groups. Finally, strict invariance tests
residual invariance, or that the sum of specific
variance and error variance are the same across
groups. Moreover, with evidence of metric invariance,
structural invariance can be assessed for latent factor
variances and covariances, and with evidence of scalar
invariance, group mean differences can be examined
for the latent factors.

Complete ME is often not supported because it is
difficult to attain and frequently unrealistic (Steinmetz
et al., 2009), so it has become common practice to
allow violations and attain partial invariance (Schmitt
& Kuljanin, 2008). Research suggests that partial
invariance could be attained if a majority of the items
on the factor are invariant (Steenkamp &
Baumgartner, 1998; Vanderberg & Lance, 2000). For
the current study, we went with these guidelines of
over half of the items being invariant to achieve partial
invariance.

When testing the fit of the increasingly restrictive
steps, it is common to compare two nested models and
examine how well the more constrained model fits the
data. Fit indices can be split into two broad categories:
absolute fit and incremental fit indices (Chen, 2007).
Absolute fit indices gauge how poor the fit of the
model is, therefore, smaller numbers are considered
better. The most used measure of absolute fit is the

Table 3. Overall Fit of Scale at both Time Points for both Tasks

Chi-squared (y?) test. The root mean square error of
approximation (RMSEA) and the standardized root
mean square residual (SRMR) are two additional types
of absolute fit indices. On the other hand, the
comparative fit index (CFI) is the most common
incremental index. RMSEA is considered a good fit if
the value is < .05 and an acceptable fit if between .05
and .08 (Brown, 2014), SRMR is considered to be a
good fit if the value is < .08, and CFI > 90 is
considered acceptable fit, with CFI > .95 considered
good fit (Hu & Bentler, 1999).

When comparing nested models, %> is the most
often used, with a significant difference between the
two models demonstrating worse fit. However, there
are limitations with the ¥ test, such as a sensitivity to
sample size and violations of normality (Chen, 2007).
Therefore, it is suggested to also report the additional
indices mentioned above. Chen (2007) had
recommendations that differed based on sample
characteristics for these indices: if the sample is small
(N <300) or the groups are unequal, the cutoff for non-
invariance would be ACFI < -.005 and ARMSEA >
.01; if the sample is large (N > 300) and the groups are
equal, more stringent criteria are suggested with ACFI
< -.01 and ARMSEA > .015. Furthermore, Chen
(2007) recommended ACFI as the main criterion
because the other indices over-reject invariant models
when sample sizes are small but emphasized that the
recommended criteria should be used with caution as
ME is complex. Hence, it is important to base cut-off
values and chosen criteria on specific data of interest.

Thus, we ran a comparable series of nested
models for both pre-task STS items and post-task STS
items to test configural, metric, scalar, and residual
invariance, respectively. We then tested the structural
invariance with variance and covariance tests and tests
of the latent means. When comparing the nested
models, we decided to use the main criterion of both a
significant Ay’ and significant ACFI (< -.005 due to
unequal sample sizes; Chen, 2007). In the case of
significant  differences between models for
measurement invariance, partial invariant models
were run and compared to the previous non-significant

Time Model  (dD) CFI TLI RMSEA SRMR AIC BIC
Pre-task
Monitoring Study 236.64 (87) 0.93 0.91 0.09 0.06 6925.74 7035.56
Dual-Task Study 202.04 (87) 0.90 0.88 0.09 0.08 3626.55 3718.26
Baseline Model 290.118 (87) 0.94 0.92 0.09 0.06 10664.99 10789.87
Post-task
Monitoring Study 198.64 (87) 0.94 0.93 0.09 0.06 6792.46 6902.28
Dual-Task Study 240.36 (87) 0.94 0.93 0.08 0.06 8304.40 8420.61
Baseline Model 286.44 (87) 0.94 0.93 0.08 0.05 10611.10 10735.97

Note. df = degrees of freedom. AIC = Akaike Information Criterion. BIC = Bayesian Information Criterion.
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model. Therefore, the significance of both
aforementioned metrics meant using modification
indices to achieve partial invariance. Finally, the strict
model, or the fully invariant model was tested, but
because scalar non-invariance is sufficient for
structural testing (Vanderberg & Lance, 2000; Schmitt
& Kuljanin, 2008), significant strict invariance tests
are reported, but we continue to structural testing.

3. Results

Prior to testing for measurement invariance, we
tested for differences in the overall covariance
matrices with the Box’s M-test and found significant
differences between groups at both pre-task (> =
199.46 (120), p < .001) and post-task (x> = 249.39
(120), p <.001). Therefore, we found initial evidence
for measurement nonequivalence and proceeded with
the ME tests.

We then tested the fit of the STS in both study
tasks, the monitoring task (N = 133) and the dual task
(N =250) separately to examine if there was adequate
fit for each condition. Results are provided in Table 3
and demonstrate acceptable fit for both conditions at
the pre-task and post-task time points. Additionally,
we tested the overall base CFA models at both pre-task
and post-task trustworthiness. We examined the
overall fit for the scale at both time points to better
understand how trustworthiness is impacted by
experience with a model (Table 3). Following these
analyses, we continued with the ME models.

3.1. Pre-Task

Detailed fit statistics for all pre-task models can
be found in Table 4. First, we examined the ME of pre-

task trustworthiness perceptions for the two task types.
Model 1 (M1) was a CFA model of configural
invariance across task types. This is the least
demanding model, as it imposes no invariance
constraints between the two groups except that the
same factor structure is present. All items loaded
significantly onto their respective factors for both
systems. The correlations were higher for the
monitoring task (Performance and Purpose: » = .80;
Performance and Process: r = .70; Purpose and
Process: r = .66) compared to the dual task
(Performance and Purpose: » = .61; Performance and
Process: r = .40; Purpose and Process: » = .40). There
were no significant differences between the models,
indicating the same factor structure. As such, we
continued with the analyses.

Next, we constrained the factor loadings to test for
metric invariance (M2). Differences in fit between M1
and M2 were then assessed. The additional constraints
demonstrated no significant difference between M1
and M2 based on the Ay? or ACFL.

The third model (M3) tested whether the
intercepts of the items, in conjunction with the factor
loadings, were invariant on the STS between the
monitoring task and the dual task. The additional
constraints demonstrated a non-significant difference
at the pre-task point. Overall, these results illustrated
there were no significant differences in the response
bias of participants in the conditions.

The fourth model (M4) tested the strict
invariance, or the full invariance, of the model by
constraining not only the loadings and intercepts, but
also the residual variances. Results indicated the
additional constraints demonstrated a significant
difference at the pre-task point; Ay (15, N = 328) =
41.92, p = <.001, ACFI = -0.009. However, because

Table 4. Pre-Task Fit Statistics

Model x2 (df) CFI RMSEA SRMR Base Ay2 (Adf) ACFI ARMSEA  ASRMR

Measurement Invariance

M1: Configural Invariance 401.68 (174)  0.921 0.090 0.062 -- -- -- -- --

M2: Metric Invariance 417.27 (186) 0.920 0.087 0.069 M1 15.59 (12) -0.001 -0.002 0.007

M3: Scalar Invariance 439.60 (198) 0.916 0.087 0.071 M2 22.33 (12)* -0.004 0.000 0.002

M4: Strict Invariance 481.52 (213)  0.907 0.088 0.077 M3 41.92 (15)**  -0.009* 0.001 0.006

Structural

MS: Variance Covariance 473.76 (204)  0.907 0.090 0.193 M3 34.16 (6)** -0.010* 0.004 0.121*
M5a: Constrained Factors 465.98 (199) 0.908 0.091 0.173 M3 26.38 (1)** -0.009* 0.004 0.082%*
MS5b: Constrained Factors 455.45(199) 0911 0.089 0.140 M3 15.83 (1)** -0.005* 0.002 0.068*
M5ec: Constrained Factors 456.31 (199) 00911 0.089 0.136 M3 16.71 (1)** -0.005* 0.003 0.065%*

M6: Latent Means Invariance 508.50 (201) 0.894 0.097 0.130 M3 68.90 (3)** -0.023* 0.010 0.059*

Note. * p <.05; ** p < .01. df = degrees of freedom.
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we found scalar invariance, task-based measurement
invariance was obtained pre-task.

We then assessed the structural equivalence of the
STS and examined group differences between the
latent factors. We began by testing the
variance/covariance invariance model (M5) against
the scalar model (M3) and found the additional
constraints demonstrated a significant difference at the
pre-task point; Ay? (6, N = 383) = 34.16, p = < .001,
ACFI = -0.010. Then, we constrained the covariances
between factors one at a time (M5a-5¢). Constraining
performance and purpose (M5a); Ay? (1, N = 383) =
26.38, p = < .001, ACFI = -0.009, performance and
process (M5b); Ay? (1, N =1383) = 15.83, p =< .001,
ACFI = -0.005, and purpose and process (M5c); Ay’
(1, N=383)=16.71, p=<.001, ACFI =-0.005 all led
to significant differences. Therefore, we concluded
that none of the factors were interchangeable with one
another across groups pre-task. Next, we assessed the
latent means invariance model (M6) and found
significance differences; Ay? (3, N=1383)=68.90, p =
<.001, ACFI = -0.023. An examination of the latent
means demonstrated that performance and purpose
were significantly higher in the dual task compared to
the monitoring task (see Table 2). The observed means
corresponded to these results such that performance
and purpose were significantly different between the
study types and higher in the dual task study.

3.2. Post-Task

After examining the ME across systems pre-task,
we then conducted the ME analyses for post-task
trustworthiness. See Table 5 for detailed fit statistics.
In Model 1 (M1) all items loaded significantly onto
their respective factors for both groups, demonstrating
configural invariance. The factor correlations varied

for the monitoring task (Performance and Purpose: =
.78; Performance and Process: » = .60; Purpose and
Process: » = .60) and the dual task (Performance and
Purpose: r = .64; Performance and Process: r = .73;
Purpose and Process: »=.51).

Next, we tested for metric invariance. Differences
in fit between Model 1 (M1) and Model 2 (M2) were
assessed, and the additional constraints demonstrated
anon-significant difference. The results indicate items
load on the same latent constructs across groups.

The third model (M3) tested the scalar invariance.
Results indicated the additional constraints
corresponded to a significant difference post-task; Ay?
(12, N = 383) = 36.11, p = < .001, ACFI = -0.007.
Because of the significance of Ay? and ACFI, we tested
for partial scalar invariance (M3a). We relaxed the
constraints on one process item (“I understand how the
system is supposed to work”; LavTest x> = 16.36)
between groups, which yielded a non-significant
difference. The process item was higher in the
monitoring task (Intercept = 3.93) compared to the
dual task (Intercept = 3.57). Overall, these results
illustrated that outside of the one process perception
item, there were no significant differences in the

probability of participants endorsing an item,
regardless of the system they were using.
The fourth model (M4) tested the strict

invariance. Results indicated the additional constraints
demonstrated a non-significant difference. With
partial scalar invariance achieved, system-based
measurement invariance was obtained post-task.

We then assessed the structural equivalence of the
STS and examined group differences between the
latent  factors  post-task. We  tested the
variance/covariance invariance model (MS5) against
the partially invariant scalar model (M3a) and found
the additional constraints did not demonstrate a

Table 5. Post-Task Fit Statistics

Model ¥2 (df) CFI RMSEA SRMR Base Ax2 (Adf) ACFI ARMSEA  ASRMR
Measurement Invariance
M1: Configural Invariance 441.26 (174)  0.926 0.097 0.056 -- -- -- -- --
M2: Metric Invariance 467.47 (186)  0.922 0.097 0.069 Ml 26.21 (12)**  -0.004 -0.001 0.013
M3: Scalar Invariance 504.25(198)  0.916 0.098 0.072 M2 36.11 (12)**  -0.007* 0.001 0.003
M3a: Partial Scalar Invariance 487.35(197)  0.920 0.095 0.070 M2 19.88 (11)**  -0.002 -0.001 0.001
M4: Strict Invariance 510.64 (212) 0918 0.093 0.070 M3a 23.29 (15) -0.002 0.001 0.001
Structural Invariance
MS: Variance Covariance 501.67 (203)  0.918 0.095 0.087 M3a 14.32 (6)* -0.002 0.000 0.017
M5a: Constrained Covariance 490.96 (198)  0.919 0.095 0.079 M3a 3.608 (1) -0.001 0.000 0.009
M5b: Constrained Covariance 488.01 (198)  0.920 0.095 0.77 M3a 0.660 (1) 0.000 0.000 0.006
MS5c: Constrained Covariance 488.69 (198)  0.920 0.078 0.078 M3a 1.34 (1) 0.000 0.000 0.008
M6: Latent Means Invariance 489.68 (200)  0.920 0.094 0.072 M3a 2.33(3) 0.000 -0.001 0.001

Note. * p <.05; ** p < .01. df = degrees of freedom.
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significant difference at the post-task. Then, we
constrained all the trustworthiness factors one at a time
(M5a-M5c). Constraining performance and purpose
(M5a), performance and process (M5b), and purpose
and process (M5c) all led to non-significant
differences. Therefore, we concluded that all three
factors were interchangeable with one another across
groups post-task. Next, we assessed the latent means
invariance model (M6) and did not find significant
differences. An examination of the latent means found
no significance between any of the three factors, which
was reiterated in the observed means as well (Table 2).

4. Discussion

The current research aimed to investigate the
measurement  equivalence  of  trustworthiness
perceptions in two human machine learning
interaction tasks. With increases in machine learning
and user-machine learning interactions, gauging
accurate levels of trustworthiness is imperative for the
implementation of these systems. The STS is a recent
scale developed to capture the three factors of
trustworthiness and is intended to be used across a
variety of systems and contexts (Alarcon, Capiola, et
al., 2024). Without evidence of measurement
equivalence, researchers cannot be certain if the
results of the STS are interpretable across contexts.
Furthermore, there could be concern that the
differences in trustworthiness perceptions are due to
users having different interpretations of the construct
and items in the measure. Overall, the results
demonstrated that despite differences in tasks, in
general, users respond to the STS comparably,
providing evidence for the ME of the STS in different
contexts. Thus, the STS can be measured and
compared across settings.

Although the current work did not perform ME
between two time points, we separated the ME of the
STS between study types by pre-task and post-task.
This provided additional information into how the
models fit at each time point to compare them. Post-
task models overall had higher fit compared to the pre-
task models. The post-task time point also had
evidence for scalar non-invariance compared to the
pre-task time point. With increased interaction,
participants were more apt to respond to the measure
differently on one process item. In other words, with
experience participants responded differently to the
item about how the system works depending on the
task with which they have interacted.

4.1 Task Differences

Two task types—a monitoring task and a dual
task—were found to produce comparable
trustworthiness perceptions in terms of psychometric
properties after utilizing partial invariance for one item
post-task. One process item was higher in the
monitoring task setting for scalar non-invariance. In
the dual task setting, participants were relying on the
machine learning model while they completed a
second cognitively intensive task. Thus, participants
did not have the ability to closely monitor each
decision and had to make use of the information
provided by the ML. On the other hand, those in the
monitoring task had the ability to more closely
monitor the decisions and compare it to other
decisions on the same screen, giving them more
information about the lower transparency of the
system. Therefore, perhaps participants perceived a
better understanding of how the model is supposed to
work when they had the ability to monitor the system
more closely. Interestingly, there were no
measurement differences between groups regarding
the performance or purpose perceptions factors,
indicating participants viewed these perceptions
similarly regardless of task type, pre and post task.
This aligns with prior research, which emphasizes the
importance and salience of performance perceptions
(Alarcon & Willis, 2023; Malle & Ullman, 2021) and
the strong relationship between performance and
purpose perceptions (Alarcon, Capiola, et al., 2024).

Furthermore, all three factors of trustworthiness
were comparable across groups post-task, but not pre-
task. After interacting with the experimental rounds of
the task, users had similar relationships between the
factors of trustworthiness across task types, which
provides evidence for the learning aspect of
trustworthiness (Hoff & Bashir, 2014; Lee & See,
2004). This may be an indication that participant’s
conceptual understanding of the latent constructs has
fundamentally changed after completing the task. In
the organizational training literature, this is commonly
known as “Gamma change” (Golembiewski et al.,
1976), wherein a trainee’s conceptual understanding
of, say, leadership changes after some training
intervention. In the current study, participants were
asked to rate the trustworthiness of a machine learning
model along three dimensions. As users gain
experience with the task, the strength of relationships
between the factors stabilize as they increase their
understanding of the machine learning model,
regardless of context. On the other hand, prior to
experience in the task, tests of covariance invariance
indicated non-invariance for all three factors of
trustworthiness across groups. This also suggests the
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strength of relationships between the latent factors
initially differed depending on the task. More
specifically, an examination of the results
demonstrated that all three covariances were higher for
the monitoring task compared to the dual task prior to
interaction, suggesting the three trustworthiness
factors were more tied together in a monitoring task.
In other words, interactions with the ML in the dual
task may have facilitated a more conceptually clear
assessment of the three factors.

In a similar vein, results demonstrated
significantly different means for both performance
perceptions and purpose perceptions prior to
interaction, but a lack of mean differences for any of
the factors after interaction. With little interaction,
participants reported higher performance and purpose
perceptions when they were working with machine
learning while completing a second, cognitively
intensive task. Therefore, with increased workload,
participants rated the machine learning as more
trustworthy, perhaps due to baseline expectations of
working with machine learning algorithms (Dzindolet
et al., 2002) and the ability to offload repetitive tasks
to the algorithm. However, after interacting with the
algorithms in both task types, the means were no
longer significantly different. One potential
explanation is due to the mean changes from pre-task
to post-task for both studies. In the monitoring study,
trustworthiness perceptions did not have much change
after interaction, whereas in the dual task study,
trustworthiness perceptions decreased for all three
factors. Therefore, the means’ effects may have
washed out. This could be because with increased
interaction, participants were calibrating their
expectations about the model being imperfect, which
was shown in the decreases in the dual-task means.
Overall, these results emphasize the importance of
interaction such that with increased experience in the
task, users are more likely to gain a better
understanding of their perceptions of trustworthiness
in the model, and their perceptions stabilize across
groups, even if there were differences in
trustworthiness across groups prior to interaction.

4.2 Implications

The current study has implications for researchers
and practitioners alike. Evidence for ME across
different machine learning models with the STS
measure provides support for the measure’s
interpretability across contexts, as the developers
intended. Therefore, the results add justification to the
continued and more diverse use of the STS as a
measure of system trustworthiness. Practitioners and
researchers can thereby measure and compare user

trustworthiness perceptions across a variety of
systems. The current study also has implications for
researchers and theory building such that the evidence
for ME in trustworthiness perceptions emphasizes the
need for additional investigation of ME in trust
relevant variables to continue to better understand why
and how differences are occurring in these factors.

4.3 Limitations and Future Research

The present research is not without its limitations.
As previously mentioned, participants were
interacting with two machine learning models of
differing task types, however, a possible explanation
is that the two tasks were not different enough to
justify significant differences. Future research could
examine the ME of the STS in two tasks that are more
vastly different to emphasize their discrepancies.
Furthermore, because the factors of trustworthiness
are known to correlate significantly (Alarcon, Capiola,
et al., 2024), perhaps the rigid CFA constraints are not
the best approach. More recent methods of modeling
data, such as exploratory structural equation modeling
(ESEM), are available that may more accurately fit the
data and model what is actually occurring (Marsh et
al., 2009). Therefore, future research could utilize
ESEM to investigate the STS and ME.

Furthermore, the current sample was relatively
small for both groups as well as unequal between
groups (N = 133 and N = 250). Although Chen (2007)
has suggested that small sample sizes (N < 300) with
unequal groups can capture effects with specific
cutoffs, others have suggested that sample sizes should
be larger for detection (e.g., precision and power
increased with sample size; Meade & Bauer, 2007).
Therefore, perhaps our lack of significance stems in
part from low sample sizes, and future research could
examine the variables with a higher number of
participants to determine if this is the case.

4.4 Conclusion

The present work sought to investigate the
measurement equivalence of the recent System
Trustworthiness Scale (Alarcon, Capiola, et al., 2024).
The results provided evidence of ME, demonstrating
the interpretability of the STS across different
contexts. Furthermore, the presence of ME suggests
that any differences that occur in trustworthiness
across systems would be due to actual differences
instead of psychometric differences. Although the
current study found little evidence for differences in
trustworthiness across tasks, the authors implore
future research to further examine potential
measurement differences. Overall, the results provided
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additional evidence for the diverse use and
interpretability of the STS as a measure of system
trustworthiness and set the stage for additional
research in system trustworthiness.

5. Acknowledgment

Approved for public release; distribution
unlimited. AFRL-2025-2903; Cleared 10 June 2025.
The views expressed are those of the authors and do
not necessarily reflect the official policy or position
of the Department of the Air Force, the Department
of Defense, or the U.S. government. No potential
conflict of interest was reported by the authors. The
work was supported by the Air Force Office of
Scientific Research under Grant #22RICORO001.

6. References

Alarcon, G. M., Capiola, A., Lee, M. A., Willis, S., Hamdan,
I. A, Jessup, S. A., & Harris, K. N. (2024).
Development and validation of the system
trustworthiness scale. Human Factors, 66(7), 1893-
1913.

Alarcon, G. M., & Willis, S. M. (2023). Explaining
explainable artificial intelligence: An integrative model
of objective and subjective influences on XAl
Proceedings of the Hawaii International Conferences
on System Sciences.

Alarcon, G. M., Jessup, S. A., Meyers, S. K., Johnson, D., &
Bennette, W. D. (2024, May). Trustworthiness
Perceptions of Machine Learning Algorithms: The
Influence of Confidence Intervals. In 2024 IEEE 4th
International Conference on Human-Machine Systems
(ICHMS) (pp. 1-6). IEEE.

Alarcon, G., M. Jessup, S. A., Meyers, S. K., Willis, S.,
Harris, K. N., Johnson, D., Noblick, J., & Bennette, W.
D. (under review). The Trust Process Applied to
Machine Learning Algorithms: The Influence of
Calibrated confidence Estimates.

Chen, F. F. (2007). Sensitivity of goodness of fit indexes to
lack of measurement invariance. Structural equation
modeling: a multidisciplinary journal, 14(3), 464-504.

Dhamija, A. R., Manuel G., & Terrance B. (2018). Reducing
network  agnostophobia. Advances in  Neural
Information Processing Systems, 31.

Dzindolet, M. T., Pierce, L. G., Beck, H. P., & Dawe, L. A.
(2002). The perceived utility of human and automated
aids in a visual detection task. Human factors, 44(1),
79-94.

Gebru, B., Zeleke, L., Blankson, D., Nabil, M., Nateghi, S.,
Homaifar, A., & Tunstel, E. (2022). A review on
human—machine trust evaluation: Human-centric and
machine-centric perspectives. /[EEE Transactions on
Human-Machine Systems, 52(5), 952-962.

Golembiewski, R. T., Billingsley, K., & Yeager, S. (1976).
Measuring Change and Persistence in Human Affairs:
Types of Change Generated by OD Designs. The

Journal of Applied Behavioral Science, 12(2), 133—
157. https://doi.org/10.1177/002188637601200201

Hoff, K. A., & Bashir, M. (2015). Trust in automation:
Integrating empirical evidence on factors that influence
trust. Human Factors, 57, 407-434. Hu & Bentler,
1999)

Jian, J. Y., Bisantz, A. M., & Drury, C. G. (2000).
Foundations for an empirically determined scale of
trust in automated systems. International journal of
cognitive ergonomics, 4(1), 53-71.

Kahneman, D. (1973). Attention and effort. Prentice-Hall.

Lee, J. D., & See, K. A. (2004). Trust in automation:
Designing for appropriate reliance. Human Factors,
46(1), 50-80.

Litman, L., Robinson, J., & Abberbock, T. (2017).
TurkPrime.com: A versatile crowdsourcing data
acquisition platform for the behavioral sciences.
Behavior Research Methods, 49, 433-442.

Luong, R., & Flake, J. K. (2023). Measurement invariance
testing using confirmatory factor analysis and
alignment optimization: A tutorial for transparent
analysis planning and reporting. Psychological
Methods, 28(4), 905.

Malle, B. F., & Ullman, D. (2021). A multidimensional
conception and measure of human-robot trust. /n Trust
in Human-Robot Interaction (pp. 3-25). Academic
Press

Marsh, H. W., Muthén, B., Asparouhov, T., Ludtke, O.,
Robitzsch, A., Morin, A. J., & Trautwein, U. (2009).
Exploratory structural equation modeling, integrating
CFA and EFA: Application to students' evaluations of
university teaching. Structural equation modeling: A
multidisciplinary journal, 16(3), 439-476.

Mayer, R. C., Davis, J. H., & Schoorman, F. D. (1995). An
integrative model of organizational trust. Academy of
management review, 20(3), 709-734.

Meade, A. W., & Bauer, D. J. (2007). Power and precision
in confirmatory factor analytic tests of measurement
invariance.  Structural  Equation Modeling: A
Multidisciplinary Journal, 14(4), 611-635.

Merritt, S. M., & Ilgen, D. R. (2008). Not all trust is created
equal: Dispositional and history-based trust in human
automation interactions. Human Factors, 50(2),194—
210

Putnick, D. L., & Bomnstein, M. H. (2016). Measurement
invariance conventions and reporting: The state of the
art and future directions for psychological research.
Developmental Review, 41, 71-90.

Schmitt, N., & Kuljanin, G. (2008). Measurement
invariance: Review of practice and implications.
Human Resource Management Review, 18(4),210-222.

Somaraju, Ajay V., Christopher D. Nye, and Jeffrey Olenick.
"A review of measurement equivalence in
organizational research: What's old, what's new, what's
next?." Organizational Research Methods 25.4 (2022):
741-785.

Steinmetz, H., Schmidt, P., Tina-Booh, A., Wieczorek, S., &
Schwartz, S. H. (2009). Testing measurement
invariance using multigroup CFA: Differences between
educational groups in human values measurement.
Quality & Quantity, 43, 599-616.

Page 5356



Steenkamp, J. B. E., & Baumgartner, H. (1998). Assessing
measurement invariance in cross-national consumer
research. Journal of consumer research, 25(1), 78-90.

Vandenberg, R. J., & Lance, C. E. (2000). A review and
synthesis of the measurement invariance literature:
Suggestions, practices, and recommendations for
organizational research. Organizational Research
Methods, 3(1), 4-70.

Wojton, H. M., Porter, D., T. Lane, S., Bieber, C., &
Madhavan, P. (2020). Initial validation of the trust of
automated systems test (TOAST). The Journal of
Social Psychology, 160(6), 735-750.

Yves Rosseel (2012). lavaan: An R Package for Structural
Equation Modeling. Journal of Statistical Sofiware,
48(2), 1-36. https://doi.org/10.18637/jss.v048.102

Page 5357



