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Abstract

This paper introduces E2R2 (Explain, Embed,
Retrieve, and Reason), a framework that combines
SHAP-based feature attribution, case-based retrieval,
and  GPT-driven  reasoning for explainable
classification. Applied to student attrition prediction,
E2R2 achieved 89.2% accuracy and 84.1 F1 on a 500-
case holdout set, comparable to Decision Tree and
Random Forest baselines while offering higher recall
and balanced precision—recall. Validation showed
94% consistency across GPT sessions and resilience
to incomplete data (accuracy = 86.6% under 10%
feature dropout). Beyond predictive accuracy, E2R2
generates SHAP-grounded, peer-informed narratives
that improve cognitive accessibility. Although
demonstrated in higher education, the architecture is
domain-agnostic and adaptable to fields such as
healthcare or finance. By extending feature
attributions into context-aware explanations, E2R2
exemplifies the design of next-generation decision
support systems that combine analytic precision with
interpretability.

Keywords: Explainable Al, Case-Based Reasoning,
Generative Al, Decision Support Systems, Student
Attrition.

1. Introduction

As artificial intelligence advances from analytic
augmentation to autonomous cognitive collaboration,
the foundational assumptions of Information Systems
Research (ISR) methodologies are undergoing
significant transformation. Traditional approaches
such as decision analysis and design science have long
guided the development of decision support systems
(DSS), extending human cognition through
computational precision. However, the emergence of
explainable Al (XAI) and generative large language
models (LLMs) is reshaping these paradigms by
enabling systems that can reason, explain, and adapt in
ways previously attributed solely to human expertise
(Zhou et al., 2023).

This paper introduces a novel hybrid
methodology that exemplifies this methodological
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shift: an Al-assisted case-based reasoning (CBR)
framework, E2R2 (Explain, Embed, Retrieve, and
Reason), that integrates model explanation (via SHAP
(Lundberg & Lee, 2017)), case similarity (via
vectorized profiling), and generative reasoning (via
customized GPT models). Rather than simply
supporting decisions, E2R2 participates in the
reasoning process by retrieving precedent cases,
synthesizing explanatory narratives, and producing
transparent, data-grounded classifications.

While prior explainability methods such as LIME,
SHAP extensions, and rule-based frameworks have
advanced transparency, they typically produce outputs
that are either numerical or symbolic, lacking
contextual grounding. This creates a persistent gap
between computational precision and interpretive
relevance, particularly in domains where decision
makers require case-based reasoning and narrative
explanations. E2R2 addresses this gap by fusing
SHAP-based attribution with precedent-driven
analogies and LLM-powered reasoning, enabling
explanations that are both technically rigorous and
cognitively accessible. Our contributions are trifold:

1. Methodological Integration Across Al
Paradigms: We design and implement a pipeline that
fuses XAI (SHAP-based feature attribution), machine
learning-based classification, and LLMs into a
coherent, case-based decision framework. This
architecture not only delivers predictive outputs but
also produces explanatory narratives that support
human understanding and informed action (Luketina
et al., 2024).

2. Human-Centric AI Reasoning through
Case-Based Analogies: By using high-confidence
classification cases as explanatory precedents, we
construct a novel form of CBR that combines semantic
embeddings, similarity metrics, and natural language
generation to deliver personalized and context-aware
justifications. This enhances cognitive alignment,
transparency, and user trust (Zhang, 2025).

3. Design and Evaluation of a Digital Coaching
Prototype: We demonstrate and validate a digital
coaching system capable of offering personalized,
interpretable, and data-driven feedback. Applied to a
real-world attrition prediction problem, the system
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achieved high predictive performance and
demonstrated robust, human-aligned reasoning,
addressing the growing demand for transparent Al in
decision support (Sidorova & Rafiee, 2019).

Together, these contributions operationalize
explainable, precedent-driven decision support in a
compact, reproducible architecture.

2. Background

The methodological foundations of ISR have
evolved through multiple paradigms, from the formal
rigor of decision analysis to the pragmatic adaptability
of DSSs, design science, and, more recently, decision
analytics. These transitions have reflected a deepening
understanding of how information technologies can
augment human cognition in increasingly complex
environments. As the complexity and scale of decision
problems grow, ISR methodologies are challenged to
account not only for optimality and efficiency but also
for interpretability, cognitive alignment, and social
accountability.

XAl has emerged as a critical area of development
in response to this challenge, offering methods that
illuminate the inner workings of complex models. In
particular, SHAP has gained prominence for
quantifying the contribution of each input feature to
individual predictions. Within decision support
contexts, SHAP and other XAI tools play a vital role
in transforming opaque outputs into actionable
insights, supporting more informed and trusted
decisions. Recent literature underscores that
explainability is not only a technical requirement, but
also a cognitive and ethical imperative in Al-enhanced
systems, especially in high-stakes domains (Pradeep et
al., 2024; Vilone & Longo, 2021).

Beyond SHAP, several other explanation methods
have been proposed. LIME (Ribeiro et al., 2016) and
its variants, such as xLIME, approximate model
behavior with local surrogates to highlight important
predictors. SHAP extensions like TreeSHAP,
KernelSHAP, and Shapley interaction values improve
scalability or capture feature interactions, while rule-
based approaches such as Anchors and prototype-
based frameworks generate symbolic or exemplar-
driven explanations. While these methods provide
valuable insights into feature contributions or decision
boundaries, they remain primarily numerical, rule-
based, or local in scope. They do not offer the type of
precedent-driven, narrative explanations that align
with human reasoning in weakly structured decision
contexts. E2R2 builds on these foundations by
extending SHAP outputs into case-based analogical
reasoning and generative narratives, thereby
addressing a key gap in explainable decision support.

Parallel to the rise of XAI, CBR has offered a
distinct approach to decision support grounded in
analogical thinking. CBR systems retrieve similar
historical cases to solve new problems, facilitating
contextualized, example-driven decision-making.
This method is especially effective in weakly
structured or ill-defined problem domains, where
classical optimization approaches often falter due to
the lack of formal models, and where similarity-based
reasoning offers more context-sensitive solutions
(Miyashita, 2002). The integration of XAl with CBR
introduces a new potential: SHAP can guide the
identification of salient case features, while similarity
metrics grounded in vectorized profiles allow for
precise analogical matching and adaptive reasoning.

More recently, the rapid evolution of GenAl has
introduced a new frontier for cognitive augmentation
in information systems. These models excel in
transforming structured and unstructured inputs into
fluent, semantically coherent narratives. Within the
ISR, LLMs are being explored as engines of
explanation, capable of verbalizing Al logic,
contextualizing decision rationales, and synthesizing
multiple forms of evidence into human-readable
outputs (Warren et al., 2025). Their ability to perform
"reasoning-by-generation" aligns with the goals of
digital coaching systems and hybrid intelligence
platforms envisioned for ISR in the 2030s.

This research contributes to the growing body of
work that aims to synthesize XAI, CBR, and GenAl
into cohesive, transparent, and cognitively adaptive
decision systems. By integrating model explanation,
case-based analogy, and natural language reasoning
into a unified DSS, the approach operationalizes a new
form of digital fusion, one that moves fluidly from data
to information to knowledge. In doing so, it responds
directly to calls for ISR methodologies that support not
just decision accuracy, but decision understanding, a
hallmark of responsible Al in complex organizational
contexts (Zhou et al., 2023).

3. Methodology and System Architecture

The methodology unfolds in two major phases:
(1) construction of the explanatory training base, and
(2) development of the generative CBR engine.

Prior to explaining these phases in detail, we
present the dataset employed to implement and
validate the framework across the different stages.

3.1. Data

The dataset used to develop and evaluate the
E2R2 framework was drawn from institutional
enrollment records at a large public university in the
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US Midwest. It comprises over 52,000 unique

freshman student records spanning 13 academic years,

capturing a rich set of features related to student
demographics, academic, and financial status.

In total, the dataset included over 60 predictive
features, categorized into three major domains:

e Demographic features, such as age, gender,
race/ethnicity, citizenship status, first-generation
college student indicator, and residency
classification.

e Academic features, including high school GPA,
ACT sub-scores, transfer credits, fall semester
GPA, number of credits attempted and earned,
major classification (e.g., STEM), spring
enrollment, and academic engagement markers
(e.g., residence life, Greek life participation).

¢ Financial features, including financial aid, grants,
loans, parent contributions, and work-study
participation, for both fall and spring semesters.
The target variable was a binary flag indicating

whether a student remained enrolled in the fall

semester of their second academic year (i.e., an
operational measure of attrition). Approximately

19.8% of students in the dataset were flagged as

having dropped out, highlighting the challenge of

working with a class-imbalanced dataset.

In addition to the raw attributes, preprocessing
steps were applied to standardize, bin, or one-hot
encode relevant features, resulting in a final modeling
set of 111 transformed input variables. This dataset
served as the foundation for training the initial
classification model, computing SHAP scores, and
developing the reasoning base used throughout the
E2R2 pipeline. Prior to modeling, we examined
pairwise correlations among predictors and did not
observe extreme multicollinearity, suggesting that the
risk of SHAP distortions due to highly correlated
features is limited in this dataset.

3.2. E2R2 Phase 1: Constructing the
Explanatory Training Base

The first phase of the FE2R2 methodology
involved training a supervised classification model on
a large dataset of first-year student records to predict
the likelihood of second-year attrition. After validating
the model and obtaining a decent classification
performance (see Table 1), we extracted a high-
confidence subset (N = 988) consisting of test students
for whom the model’s prediction probability exceeded
0.90. This selection reduced noise and ensured that
downstream explanations were grounded in highly
reliable model behavior.

To interpret each prediction, we applied SHAP to
compute instance-level feature attributions. SHAP

assigns a contribution score to each feature,
quantifying its influence on the model’s prediction
relative to a reference baseline. Thus, a central
challenge in E2R2 was translating this quantitative
output into semantically meaningful reasoning. While
SHAP provides rigorous local attributions, its numeric
output remains cognitively demanding for non-
technical users (Davazdahemami et al., 2025). E2R2,
therefore, moves beyond raw scores to case-based,
narrative explanations.

Table 1. Performance of the initial supervised
classification model
Accuracy | Recall | Specificity | Precision | AUC
0.86 0.696 0.9 0.633 0.87

To address this, through a series of human-
involved experiments, we chose to employ OpenAl’s
03-mini model, a lightweight yet powerful GPT-4-
class language model known for its context-sensitive
reasoning abilities. It was selected for its ability to:

e Understand structured inputs like arrays and
tabular data,

e Interpret ranked SHAP scores and infer logical
patterns,

e  Generate human-readable,
reasoning statements.

Each student’s raw feature vector, SHAP-ranked
predictors, and associated metadata (including
definitions from the data dictionary) were formatted
into structured prompts and submitted to the 03-mini
model. The output was a personalized narrative that
detailed why the student was likely to leave or stay,
grounded in their profile.

This Explain—-Embed stage of E2R2 created a
hybrid dataset consisting of: 1) Normalized feature
vectors, 2) SHAP-based feature importance rankings,
3) Generative reasoning statements, and 4) Ground
truth labels (churn or retain).

These enriched instances formed the basis for
constructing the Retrieve—Reason stages (Phase 2),
enabling case-based inference on new instances.

context-aware

3.3. E2R2 Phase 2: Generative Case-Based
Reasoning Framework

The second phase of the E2R2 framework
operationalizes CBR through a custom GPT-powered
decision engine. This engine was customized through
GPT’s instruction-tuning interface with a few-shot
prompting strategy and primed using the dataset from
Phase 1, along with the original data dictionary.
Importantly, no parameter-level fine-tuning was
performed. Instead, the customization specified
structured prompts, illustrative examples, and retrieval
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logic to ensure the model grounded its explanations in

SHAP values, case IDs, and feature vectors while

maintaining consistent output structure. It accepts

feature vectors for new cases and, using GPTS5 as the
core engine, performs a four-step E2R2 sequence:

1. Embed + Retrieve: The system computes cosine
similarity between the new input and all cases in
the training base, retrieving the five most similar
cases using normalized vector embeddings. For
each new case, similarity is computed against all
982 instances in the explanatory training base
using cosine similarity. The system retrieves the
five most similar cases, subject to a minimum
similarity threshold of 0.5; if fewer than five
satisfy this criterion, only those above the cutoff
are used. To ensure transparency, the GPT
implementation displays the Python code used for
the cosine calculation, along with the IDs and
feature vectors of the selected cases. This makes
the retrieval process fully verifiable and
reproducible.

2. Explain Alignment: It examines the top SHAP
features from the matched cases to interpret how
the new case aligns or deviates from precedent
cases.

3. Reason: The GPT model synthesizes a custom
natural language explanation, grounded in the
retrieved SHAP features and similarity-based
evidence.

4. Classify: Based on predictor alignment and the
outcome labels of similar cases, the system
outputs a classification—either likely to churn or
to stay.

This Retrieve-and-Reason  process mirrors
traditional case-based reasoning but is enhanced
through vector-space semantics, SHAP-informed
feature importances, and generative modeling. Unlike
symbolic rule-based systems, E2R2 leverages learned
representations and free-form narrative generation to
provide contextually adaptive and human-readable
justifications.

Figure 1 illustrates the overall architecture of the
E2R2 framework.

To assess the practical utility and methodological
soundness of the E2R2 framework, we conducted a
series of validation experiments designed to test its
predictive performance, consistency across execution
contexts, and robustness under conditions of partial
data availability. These experiments are detailed in the
following section.

4. Framework Validation

We evaluated E2R2 on three dimensions:
predictive performance, session-to-session

consistency, and robustness to missing features under
realistic deployment conditions.
3
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Figure 1. The E2R2 Framework Development

4.1. Predictive Accuracy

In the first experiment, we applied the complete
E2R2 pipeline to a holdout sample of 500 students that
had not been included in the training base. The sample
was obtained using a random stratified sampling
process from the original data set so that it retains the
natural class distribution. Each student’s full feature
vector was processed through the system, which
performed embedding, case retrieval, SHAP
interpretation, explanation generation, and
classification.

We assessed predictive performance using
standard evaluation metrics: accuracy, precision,
recall, specificity, and F1-score. The results, detailed
in section 5.1, demonstrated strong alignment between
the system’s predictions and the ground truth labels,
confirming that E2R2 can generalize effectively to
unseen data while maintaining interpretability.

4.2. Reliability and Consistency

To evaluate the consistency of E2R2 across
different inference environments, we repeated
Experiment 1 in a new, independent GPT session with
a clean runtime state. The holdout dataset was shuffled
and reprocessed using the same configuration.

We compared the classifications and generated
explanations between the two sessions to assess
stability. Although generative models are inherently
probabilistic, the outputs showed a high degree of
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alignment, both in final classifications and in the
semantic content of the explanations (see Results).
This indicates that E2R2 supports reproducible
behavior across different executions, an important
property for dependable DSSs.

4.3. Robustness

In this experiment, we tested E2R2’s ability to
handle partial information. For each student in the
holdout sample, we randomly removed 10% of their
input features, selecting a different subset of features
per case. These incomplete vectors were then
processed through the same E2R2 sequence.

The goal was to assess whether the system could
maintain  coherent reasoning and  accurate
classification despite missing data, a frequent scenario
in real-world environments. Results showed only
minor decreases in performance, and the explanation
quality remained largely intact (see Results). This
suggests that E2R2 is not only accurate and consistent
but also robust to input uncertainty, making it well-
suited for deployment in operational contexts where
data may be incomplete or dynamic.

5. Results

This section presents the outcomes of the three
experiments conducted to validate the E2R2
framework. We begin with an evaluation of the
system’s predictive performance on a holdout sample,
followed by an assessment of output consistency
across sessions and robustness under partial feature
loss.

5.1. E2R2’s Predictive Performance

To contextualize E2R2’s predictive accuracy, we
compared its performance against three classical
classifiers: Decision Tree (DT), Random Forest (RF),
and k-Nearest Neighbor (kNN, with k=5). All baseline
models were trained using the same case base
provided to E2R2 and evaluated on the same 500-case
holdout sample. Table 2 summarizes the results.

Overall, E2R2 achieved accuracy comparable to
RF but delivered substantially higher recall, resulting
in the highest F-Measure. DT performed slightly lower
across metrics, while kNN achieved perfect precision
but near-zero recall, highlighting its imbalance. These
results demonstrate that E2R2 provides predictive
performance on par with strong baselines while
offering a more balanced tradeoff between recall and
precision, which is critical for early identification of
at-risk students.

Table 2. Predictive Performance of E2R2 on a
Holdout Sample

Model
Accuracy
Recall
Specificity
Precision
F1-Score

DT 0.830 | 0.849 | 0.820 | 0.717 | 0.778

RF 0.901 | 0.728 | 0.994 | 0.984 | 0.837
kNN 0.675 | 0.069 | 1.00 1.00 | 0.129
E2R2 0.892 | 0.808 | 0.899 | 0.877 | 0.841
While larger-scale cross-validation would
normally be desirable, such tests were not practical at
this stage of development. The current prototype,
implemented through a customized GPT interface,
performs best on case-by-case inference rather than
bulk uploads, which makes very large-scale
evaluations resource-intensive. We therefore position
these results as a proof-of-concept validation, leaving
more extensive benchmarking for future research.

To further illustrate E2R2’s interpretive
capabilities, we present an example from the holdout
sample. The system correctly classified this student as
likely to churn.

After embedding the student’s feature profile and
retrieving the five most similar peers, the system
identified the following top predictors influencing the
churn decision: fall gpa, fall pass_ratio, clep credit,
spring_credits_enrolled, and
spring_enrollment status.

A comparative analysis between the student and
peers (conducted by E2R2) is shown in Table 3.

Table 3. Feature Comparison Between
Student and Similar Peers

Feature Student | Peer Range | Notes
Value
fall_gpa 3.07 3.07-4.00 | At the
lower end
spring_enrollment 0 All=1 Diverges
_status from
peers
spring_credits 0 12-16 Diverges
_enrolled from
peers
clep credit 21 0-48 Moderate
fall_pass_ratio 1 All=1 Matches
peers

Based on this structured alignment analysis, the
system generated the following reasoning statement:

“Although the student shows strong

academic potential (solid GPA, ACT scores, and

a successful fall with no failed credits), the lack of

spring enrollment is the critical risk factor. Every

retained peer had spring enrollment; this student
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did not. This outweighs otherwise strong

indicators. Moderate CLEP credits and fall GPA

suggest capability, but attrition is likely since
non-enrollment in spring wusually signals
withdrawal.”

This example illustrates how E2R2 not only
achieves accurate predictions but also delivers
interpretable, peer-informed justifications that can
support data-driven interventions. Importantly, while
all five similar peers in this case were ultimately
retained, the system did not default to a majority vote
among those peers. Instead, it conducted a nuanced
SHAP-based analysis to assess how the new student
aligned or diverged from precedent cases on the most
influential predictors. The classification outcome (i.e.,
likely to churn) was thus the result of logical reasoning
grounded in feature-level attributions, not mere
similarity aggregation. This capacity to reason through
analogical contrast rather than rely on frequency-
based inference is a distinguishing feature of E2R2’s
design and aligns with the goals of next-generation
explainable and human-aligned DSSs.

5.2. E2R2’s Reliability Across Runtimes

The second validation experiment aimed to assess
the reliability and consistency of the E2R2 framework
across different GPT inference sessions. Since
generative models like GPT are inherently non-
deterministic and sensitive to runtime context, it is
important to establish that the framework delivers
stable outputs when deployed under repeat conditions.

To test this, the complete holdout sample of 500
students was reprocessed through the E2R2 pipeline in
a clean, independent GPT session. All configuration
parameters and prompts were preserved, and the
dataset was randomly shuffled to simulate a realistic
operational reset.

Performance metrics in the second session were
nearly identical to the first (shown in Table 4),
demonstrating that the system maintains predictive
integrity even under the probabilistic nature of LLM-
driven reasoning.

Table 4. Predictive Performance of E2R2
(Second GPT Session)
Accuracy | Recall | Specificity | Precision F1-
Score
0.890 0.813 0.901 0.867 0.840

Beyond aggregate performance, a one-to-one
comparison of individual classifications across the two
sessions revealed a 94.2% agreement rate,
highlighting a high level of session-level
reproducibility. This suggests that the embedding-
based retrieval, SHAP-informed logic, and prompt

structure within E2R2 collectively contribute to
session-stable behavior, an essential property for
decision  systems  operating in  production
environments.

To further illustrate the consistency of E2R2’s
reasoning, we revisited the same student analyzed in
Section 5.1. Despite being processed in a new session,
the system returned the same classification (i.e., likely
to churn) and generated a reasoning narrative that was
substantively aligned with the original, reinforcing the
system’s internal coherence:

“Despite a strong ACT and substantial CLEP
credit, her 3.07 fall GPA sits near the bottom of a
cohort mostly above 3.5. She also didn’t re-enroll
in spring, unlike retained peers who continued
full-time. These factors—only partly offset by aid
and prior credit—indicate she likely left after her
first term.”

This reinforces a key strength of E2R2: its
reasoning is not only accurate but also replicable, even
when deployed in different computational contexts.
Rather than producing erratic or overly variable
outputs, the system’s predictions remain grounded in
its structured SHAP analysis and case-based logic,
further supporting its suitability for integration into
decision-support workflows that require both
interpretability and consistency.

5.3. E2R2’s Robustness (to Incomplete Data)

The third experiment was designed to evaluate the
robustness of the E2R2 framework when presented
with incomplete input data. This reflects a realistic
operational scenario where certain student attributes
may be unavailable due to data lags, reporting gaps, or
system integration issues. To simulate this, we
randomly dropped 10% of the input features for each
student in the holdout set, with the dropped features
varying case by case. Despite the degraded inputs, the
E2R2 framework delivered strong predictive
performance, as summarized in Table 5:

Table 5. Classification Performance of E2R2

with Partial Input (10% Feature Dropout)
Accuracy | Recall | Specificity | Precision F1-
Score
0.866 0.782 0.876 0.848 0.814

These results indicate only a modest decline in
accuracy and Fl-score compared to the full-input
baseline (Section 5.1), suggesting that the model’s
reasoning and retrieval pipeline remains resilient even
when deprived of a subset of features. Moreover, the
agreement rate with the original predictions (from the
full-input session) was a solid 91.8%, confirming that
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E2R2 retains its decision coherence under input
uncertainty.

To illustrate this, we again consider the same
student discussed in Sections 5.1 and 5.2. In this
scenario, four features were randomly dropped from
her profile: hs percentile in class, ipeds stem,
aid_spring, and super_act_math. While the changes in
the feature vector caused E2R2 to retrieve a different
peer set, and thus draw on a slightly altered set of top
predictor features, the final verdict remained
unchanged: likely to churn. The system generated the
following reasoning narrative:

“Despite a strong profile (high ACT, CLEP
credit, solid HS GPA), she posted a 3.07 GPA in
fall and—most critically—did not enroll in spring.
All comparable retained peers re-enrolled full-
time; with modest fall GPAs, -continued
enrollment was decisive. Peer patterns indicate
she very likely left after the first semester.”

This outcome demonstrates E2R2’s capacity to
maintain  semantic reasoning integrity  despite
perturbations in the input. Rather than collapsing or
overfitting to incomplete vectors, the system adapts by
identifying alternate but valid peers and forming
rational, context-aware judgments based on available
information. This robustness is essential for real-world
deployments in higher education and beyond, where
clean, complete data cannot always be guaranteed.

Collectively, the results from these three
validation experiments demonstrate that the E2R2
framework offers a robust and interpretable solution
for Al-assisted classification in weakly structured
domains. The system achieved high predictive
accuracy (89.2%) on a holdout dataset, maintained a
94.2% agreement rate across independent GPT
sessions, and showed only modest degradation (to
86.6% accuracy) when operating on incomplete
feature sets. Importantly, E2R2 consistently provided
coherent, SHAP-informed explanations that aligned
with case logic, even under session variability and data
loss. These findings affirm that E2R2 is not only
accurate and reliable but also resilient and cognitively
transparent, satisfying key criteria for next-generation
decision support methodologies.

6. Discussion

This study presents E2R2, a novel, hybrid
methodology  that integrates XAI, semantic
embedding, CBR, and generative language modeling
to deliver interpretable and context-aware predictions.
While the framework was demonstrated in the domain
of student attrition prediction, its architecture is
domain-agnostic and particularly suited to weakly

structured problem spaces where decision-making
relies on a blend of empirical evidence and contextual
judgment.

6.1. Contributions to IS Research
Methodology

E2R2 contributes to ongoing efforts in advancing
DSSs for the 2030s by reimagining traditional CBR
through the lens of XAI and LLM-powered reasoning.
Unlike prior CBR systems that typically rely on
symbolic rules or surface-level similarity (Schoenborn
et al,, 2021), E2R2 performs analogical reasoning
through cosine similarity in high-dimensional
embeddings and explains outcomes using SHAP-
based causal attributions fused with GPT-generated
justifications.

While GPT models are not inherently transparent
in their internal workings, in E2R2 they are not used
as independent classifiers. Instead, GPT functions as a
narrative generator constrained by verifiable evidence:
SHAP-based feature attributions, cosine similarity
scores, and retrieved precedent cases. This design
ensures that the explanatory content is auditable, with
the underlying evidence (e.g., similarity code, case
IDs, feature vectors) displayed alongside the generated
narrative. In this sense, E2R2 does not replace
interpretability with another black box; rather, it
leverages LLMs to make existing evidence cognitively
accessible. Future work will explore integrating open-
weight LLMs (e.g., LLaMA) to further increase
transparency and adaptability.

This hybridization directly addresses the call for
semantic-rich and cognitively aligned methodologies
in IS research that go beyond opaque machine learning
pipelines (Kostopoulos et al., 2024; Yan & Cheng,
2024). It aligns with recent proposals to build human-
Al joint intelligence systems that deliver “context-
relevant advice” through digital coaching interfaces
(Antoniadi et al., 2021; Love et al., 2024).

Furthermore, the framework embodies the
principles of design science, as it operationalizes a
reusable artifact for intelligent decision support. By
generating case-specific natural language rationales,
E2R2 supports wuser trust and bridges the
interpretability gap identified as a major limitation in
existing Al-enhanced DSS systems (Hossain et al.,
2025; Kim et al., 2024).

Our comparative results further highlight that
E2R2 not only matches the predictive performance of
classical models but also delivers balanced recall and
interpretability, making it especially suitable for risk-
sensitive domains such as student attrition.
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6.2. Practical and Theoretical Implications

From a practical standpoint, the system’s
demonstrated predictive accuracy, high session
consistency, and resilience to missing features make it
a promising candidate for deployment in decision-
making environments with incomplete or uncertain
data.

Theoretically, E2R2 advances the discussion on
semantic reasoning in Al systems by showing that
embedding-based CBR can serve as an intelligible
alternative to black-box optimization. This reinforces
earlier insights by Keane & Kenny (2019), who argue
that explanation-by-example may offer a cognitively
plausible model for integrating human and machine
reasoning.

Moreover, E2R2 complements the growing body
of work emphasizing modular Al architectures where
explanation, retrieval, and reasoning are decoupled but
synchronized (Pradeep et al., 2024). Its layered design
is especially notable in the context of the longstanding
“precision vs. relevance” tradeoff, also known as the
principle of incompatibility, articulated by Lotfi Zadeh
(1973), who argued that systems may optimize for
precision or relevance, but not both simultaneously.
Rather than attempting to eliminate this tradeoff,
E2R2 offers a pragmatic synthesis: it preserves
computational precision through SHAP-based feature
attribution and similarity metrics, while also
enhancing interpretive relevance through human-
readable, GPT-generated rationales rooted in case-
based analogies. This dual-mode reasoning enables
E2R2 to provide decisions that are not only technically
sound but also cognitively accessible and actionable,
exemplifying a new class of ISR methodologies that
bridge analytical rigor with contextual intelligence.

6.3. Limitations

Despite its promise, the study has several
limitations. First, although the 03-mini GPT model
was shown to produce consistent and plausible
rationales, LLMs remain probabilistic, and their
outputs may vary subtly across sessions or user prompt
styles. This introduces a layer of uncertainty,
particularly in high-stakes domains like healthcare or
finance.

Second, the reliance on SHAP as the sole
explanation method, while widely accepted, may not
capture causal dynamics in all settings. As noted by
Slack et al. (2019) SHAP-based explanations can be
misleading in correlated feature spaces or non-linear
ensembles.

Third, while E2R2 provides personalized
explanations, it does not currently incorporate user

feedback loops into its retrieval or reasoning stages, an
increasingly important capability in adaptive digital
coaching systems, where iterative feedback helps
refine predictions and improve alignment with user
needs (Habibi et al., 2025).

A further limitation concerns reliance on SHAP
for feature attribution. While SHAP is widely adopted,
it is known to produce unstable or potentially
misleading explanations in settings with many
correlated predictors or very high-dimensional data
(Slack et al., 2019). Although our dataset is less
vulnerable to these risks due to preprocessing (e.g.,
binning, one-hot encoding) and semantically distinct
features (academic performance, financial aid,
demographics), SHAP remains a descriptive tool
rather than a causal one. Moreover, its additive
structure assumes independent feature contributions
and may fail to capture interactions or joint effects
among variables, a limitation highlighted in recent
critiques (Huang & Marques-Silva, 2024). E2R2
partly mitigates these challenges by embedding SHAP
attributions into case-based analogies and holistic
narratives, which contextualize the outputs and
improve cognitive accessibility. Nevertheless, the
inherent constraints of SHAP remain, and future
extensions could integrate model-driven XAI or
probabilistic approaches to better capture interactions
and causal structures.

Although E2R2 is demonstrated on student
attrition, the architecture is domain-agnostic. Adapting
it elsewhere primarily requires: (i) a domain-specific
data layer with structured predictors and outcome
labels  (e.g., diagnoses/labs for healthcare;
transactions/credit events for finance); (ii) a data
dictionary/ontology to map features into semantically
meaningful terms for explanation; and (iii)
construction of an explanatory case base (feature
profiles + SHAP attributions + labels) to support
similarity retrieval. With these elements in place, the
same pipeline (i.e., train a suitable predictor, compute
SHAP values, retrieve similar cases via cosine
similarity, and generate case-grounded narratives)
operates unchanged. We view full cross-domain
validation as future work, but this content-layer
substitution clarifies what is needed for transfer
without re-engineering the framework.

6.4. Directions for Future Research

The development and validation of the E2R2
framework opens multiple promising avenues for
future inquiry. One important direction involves
extending the evaluation of E2R2 across domains
beyond student attrition. The case-based reasoning and
SHAP-augmented explanation pipeline is well-suited
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to other weakly structured classification problems,
such as patient triage in healthcare, fraud detection in
finance, or customer churn in service industries.
Conducting cross-domain replications would help
assess the framework’s generalizability, adaptability
to domain-specific ontologies, and transferability of
reasoning logic.

Another opportunity lies in making the system
interactive by integrating a user-in-the-loop
component. Currently, E2R2 generates explanations
and classifications in a closed-loop fashion. Future
work could allow users, such as academic advisors or
case managers, to rate, question, or modify the
generated rationale. This feedback could then be used
to refine the retrieval logic or adjust how SHAP values
are weighted, enabling a form of adaptive learning
aligned with the goals of digital coaching systems.
Such  augmentation  would enhance  both
personalization and transparency over time.

The system’s current architecture is also
amenable to real-time deployment scenarios.
Embedding E2R2 into institutional dashboards or
advising platforms would enable live testing of its
impact on decision quality, user trust, and intervention
effectiveness. Longitudinal field studies could provide
insights into how the system influences outcomes and
how human users adapt to Al-assisted reasoning in
operational settings.

Moreover, future work could extend E2R2
beyond SHAP by incorporating model-driven XAl
approaches that explicitly represent feature
interactions, structures, or causal dependencies.
Probabilistic methods such as Bayesian networks may
also provide a promising foundation for capturing joint
effects while supporting interpretable inference.
Integrating such approaches with E2R2’s narrative
reasoning pipeline would help overcome some of the
inherent limitations of SHAP and further strengthen
the framework’s explanatory power.

Finally, the underlying pipeline could be extended
to handle multi-modal data inputs. While the current
study used structured tabular data, future variants of
E2R2 could incorporate temporal sequences, text
narratives, or even ethically sourced behavioral signals
from institutional systems, such as anonymized
patterns of campus resource usage, provided that
privacy safeguards and informed consent protocols are
in place. This would allow for richer case
representations and further expand the framework’s
applicability to complex decision environments
involving human behavior, policy, and longitudinal
change.

7. Conclusion

This study introduced E2R2, a novel Al-assisted
framework for explainable classification that
integrates =~ SHAP-based  attribution,  semantic
similarity retrieval, and generative reasoning via large
language models. Developed and tested in the context
of predicting student attrition, E2R2 demonstrated
high predictive performance, robustness to missing
input features, and consistency across GPT inference
sessions. More importantly, it delivered transparent,
peer-informed justifications that support user
understanding and actionable insights, addressing a
critical gap in contemporary Al-enabled decision
support systems.

E2R2 contributes to the evolving methodological
foundation of Information Systems Research by
illustrating how modular Al components—
explanation, embedding, retrieval, and reasoning—
can be combined into a coherent pipeline that balances
computational precision with human relevance. Rather
than merely predicting outcomes, the framework
explains why a classification is made, in terms
accessible to both technical users and frontline
decision makers. This approach reimagines case-based
reasoning through a modern lens, combining vector-
space similarity and narrative generation to support
cognitive alignment and stakeholder trust.

The findings position E2R2 as a flexible,
interpretable, and domain-transferable framework,
offering both theoretical and practical value for ISR in
the 2030s. By bridging the gap between opaque model
behavior and human reasoning, E2R2 exemplifies the
type of hybrid, explainable, and adaptive systems that
will define the next generation of intelligent decision
support.
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