Proceedings of the 58th Hawaii International Conference on System Sciences | 2025

Impact of AI Adoption on the Sentiment of Customer Service Agents:
Evidence from A Field Study

Shunyuan Zhang
Harvard University

szhang@hbs.edu

Abstract

We examine how Al affected the sentiment of
customer service agents. Collaborating with a meal
delivery company, we conducted a field study which
exploited variation in Al adoption. We found that Al
improved the self-reported sentiment of agents who
worked in only the chat channel (especially those with
shorter tenure and poorer performance). Yet, Al hurt the
sentiment of agents who worked in both the chat and
non-chat channels—a negative spillover as a result of
Al shifting the reference point. Also, Al increased the
likelihood of neutral-to-positive agent sentiment but
reduced the likelihood of very positive sentiment,
perhaps because Al prevented agents from feeling
deeply fulfilled in their jobs. Our results support the use
of Al for onboarding new hires and mitigating agent
attrition.  Managers should anticipate complex
psychological consequences (alongside economic
benefits) and be cautious of spillovers among employees
with a mix of experiences with and without Al

Keywords: Human-algorithm interactions, customer
service, Al, employee sentiment.

1. Introduction

Artificial intelligence (AI) is transforming
customer service. Empowered by sophisticated machine
learning models and rich datasets, Al algorithms can
process human language and understand customers,
thereby automating and speeding up customer service
interactions. The upsides are clear: the automation of
routine customer service can enable the business to
handle a large volume of customer requests for a lower
operational cost. Yet, Al may ignore equity in decision-
making while maximizing outcomes of interest
(Obermeyer et al. 2019) or produce misleading
outcomes due to ambiguity in the context (Vincent
2021).
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A human-Al partnership may mitigate such
limitations and concerns. For example, human
intervention can be useful when Al is unable to resolve
ambiguity on its own (Agrawal et al. 2019) or makes
biased decisions (Choudhury et al. 2020).
Unsurprisingly, Al is gaining popularity as a tool to
assist human decision-making (Agrawal et al. 2022) in
domains such as sales coaching (Luo et al. 2021),
teaching (Holstein et al. 2020), and hiring (Chakraborty
etal. 2022).

However, a firm’s decision whether to adopt a
human—AI hybrid model is complicated by the potential
reactions of human workers to their new Al partners.
Human workers may feel threatened, as if they are
“losing the race” to or even be substituted by Al
(Brynjolfsson and McAfee 2011, Acemoglu and
Restrepo 2018). Alternatively, they may feel pleased
about “botsourcing” as Al expedites mechanical tasks,
which reduces their stress (Waytz and Norton 2014).
Although it remains unclear whether and when human
workers will react positively to Al assistance, the
possibility of improving employee and customer
experiences is one of several soft benefits that makes Al
attractive to executives. Indeed, a recent survey of
executives revealed that soft benefits ranked higher than
cost-saving (53% vs. 39%) as a motivation for adopting
Al (Interactions Research Whitepapers 2020).

In the present paper, we investigate the effects of
Al adoption on employee sentiment to offer guidance
for businesses that are deciding whether and how to
adopt Al. We collaborated with a leading prepared meal
delivery company in the US to conduct a randomized
field experiment. Customer service agents (hereafter
agents) at the firm serve customers via three channels—
email, phone, and chat. In 2021, the company adopted
an Al algorithm, an employee-facing support tool that
assists agents but does not replace them. The motivation
was to improve the quality of customer support and help
agents serve customers more efficiently. The Al uses
natural language processing (NLP) models to
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understand questions from customers, and it provides
agents with suggested replies and guidance about the
best strategies for addressing customers’ concerns (see
Figure 1).
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Figure 1. Example Conversation with Real-Time
Suggestions and Guiding Notes from Al

The firm decided to introduce Al in the chat
channel but not in the email or phone channels as Chat
was their major channel of customer support.
Importantly, Al did not become available for all chat
agents at the same time—rather, the company followed
a staggered adoption design (see Athey and Imbens

2022) and randomized the timing of Al adoption among
the chat agents, with the agent’s “Al start date” falling
between January and October 2021. Our identification
hence hinges on the exogenous variation in Al adoption.
Analyzing the sample of agents, we measure agent self-
report sentiment on a daily basis and investigate the
impact of Al on agent sentiment.

Ample evidence is found in the extant literature that
supports the prediction that Al may improve agent
sentiment. Al has been found to outperform humans on
various tasks (Luo et al. 2019; Fu et al. 2021; Zhang et
al. 2021). Agents might feel positive about working with
Al if it can improve the effectiveness of their customer
interactions, increase their work output, and make their
job easier by expediting the process of structuring and
typing many of their replies. In addition, automating
part of the agent’s work may improve sentiment of the
agent if s/he perceives Al as helpful and complementary
to own skills (Colombo et al. 2019) rather than
threatening and substitutive. For example, the Al might
handle mechanical tasks such as checking for typos and
grammatical errors, reducing the agent’s stress
(especially when working in a non-native language) and
giving them more flexibility (Helpe et al. 2017; Rust and
Huang 2021).

In contrast, several researchers have provided
evidence to the contrary, suggesting that Al may
actually worsen agent sentiment. While Al is designed
to handle common tasks, given that each customer’s
request is unique, Al can underperform on some types
of customer conversations (Longoni et al. 2019) or fail
to resolve ambiguities in certain situations (Agrawal et
al. 2019). From the agent’s perspective, if agents see
customer—agent interactions as emotional tasks rather
than technical ones, they might feel uncomfortable
about being “botsourced” (Waytz and Norton 2014).
Furthermore, an agent’s motivation and work
performance may worsen if Al makes them feel insecure
in their job (Tong et al. 2021), perhaps because Al is
perceived as a substitute for them (Frey and Osborne
2017; Tong et al. 2021).

To examine the effects of Al on agent sentiment,
we collected self-reported daily sentiment from all
agents using a 7-point scale ranging from 1 = Very
Unhappy to 7 = Very Happy. Controlling for agent
tenure (level of experience) and the time of day
(morning or afternoon), we found worse sentiment
among agents who adopted Al than among those who
did not. Prima facie, it would seem that Al adoption hurt
agent sentiment. When we controlled for the channel,
however, we found that the negative average effect was
driven by negative cross-channel spillover. Specifically,
agents who worked in only the chat channel reported
higher (i.e., more positive) sentiment upon gaining
access to Al; we reason that Al made the agents” work

Page 5460



easier, thereby improving their sentiment. However,
agents who worked in both chat and non-chat channels
were negatively affected by the adoption of Al—when
working in non-chat channels, agents felt more negative
if Al was available to them in the chat channel than if
they had no access to Al. This finding is consistent with
the reference-dependent framework: the realized utility
of consumption depends not only on the focal
product/experience but also its reference, for example,
previous consumption (Tversky and Kahneman, 1991;
Genesove and Mayer, 2001). It seems that once agents
“saw a better world” with Al, their reference point
shifted (Gul 1991; Bell and Lattin 2000; Mas 2006;
Seetharaman 2009), and the channels without AI no
longer met their expectations. The phenomenon of
negative cross-channel spillover was corroborated by
our interviews of agents.

Finally, we found that the increase in sentiment was
larger for less-experienced agents (i.e., shorter tenure)
and for those with poorer pre-adoption performance,
consistent with the findings on the effectiveness. Also,
we the effect of Al on agent sentiment was non-linear:
Al increased the likelihood of neutral or positive
sentiment over negative sentiment, but it reduced the
likelihood of very positive sentiment over mildly or
moderately positive sentiment.

We reason that Al mitigated negative sentiment by
alleviating the stress of the job, but it also may have felt
threatening (i.e., a substitution effect) and/or prevented
agents from feeling deeply fulfilled. In subsequent one-
on-one field interviews with agents, we learned that
agents felt psychologically rewarded when they solved
customers’ problems (similar to the findings of Grant
2007; Grant and Ashford 2008; Grant and Berg 2012).
If Al transforms the work from an exercise in problem-
solving and empathy to a mechanical clicking task,
agents may lose the sense that they are actively helping
customers, and they may not experience very positive
sentiment in their work.

Our findings have implications for companies that
are investing in Al algorithms. First, the boost in agent
sentiment is promising. As businesses struggle to attract
and retain employees after the COVID-19 pandemic, Al
may be useful for keeping employees happy enough to
stay. Second, an Al algorithm is usually designed with
a precise scope of practice in mind. However, our
finding of a negative spillover effect suggests that
companies should understand that Al might affect
outcomes outside of the context in which it is applied. If
a firm is testing Al on a small scale, managers should be
wary of spillover if employees have a mix of
experiences with and without Al. Third, our finding of
a non-linear effect of Al on agent sentiment suggests
that managers should anticipate complex psychological
and economic consequences. It seems that Al both

reduces stress by making work easier and reduces
fulfillment by removing the agent’s ownership over
solving the customer’s problem.

Theoretically, we contribute to the nascent
literature on the role of Al algorithms in customer
service (Luo et al. 2019; Mende et al. 2019; Adam et al.
2020; Ameen et al. 2021; Crolic et al. 2022). Most
existing research has taken the customer’s perspective
to examine how Al affects customer purchases (Luo et
al. 2019), customer satisfaction (Belanche et al. 2020;
Wang et al. 2020; Crolic et al. 2021), customer
experience (Ameen et al. 2021), customer discomfort
and purchases (Mende et al. 2019), customer
compliance with agent requests (Adam et al. 2020), and
the perceived knowledge, empathy, and personalization
of Al (Luo et al. 2019). We are among the first to
investigate the effect of Al on the sentiment of agents.
The topic is practically relevant as agents directly
influence customer experience/ loyalty and indirectly
influence the revenue and profitability of the business
(as discussed, for example, in the service profit chain
literature, see Bowman and Narayandas 2001, 2004;
Heskett et al. 2008). As more companies invest in Al for
customer service, it is useful to understand human—Al
interactions, because the final outcome of adoption
depends on how Al is perceived and used in context.

2. Research Context and Data

We study an agent-facing support tool developed
by L.ai, a company that grew out of the Crisis Text Line,
a not-for-profit crisis hotline that provides free mental
health services via text. Crisis Text Line founded L.ai in
2018, and the team built an Al toolkit for customer
support.

L.ai used the NLP techniques and trained an Al
model on more than 3 million customer service
conversations involving diverse scenarios, which
enabled the Al to learn appropriate responses for most
customer requests. Now, the trained model can assist
agents in their conversations by analyzing customer
messages and providing real-time suggestions for the
next response or guidance about how to respond. The
recommended responses follow four basic steps—an
offer to help, an apology, a validation formula, and
gratitude. Figure 1 presents an example of real-time
suggestions (in the box with red borders). Note that
customers were not notified that Al is involved in the
conversation.

The present study was conducted at Company X, a
leading meal delivery company in the US that was
founded in 2012. Customers order prepared meals and
customize their meal plan (4-12 meals per week) and
delivery day. Customers browse available dishes based
on dietary restrictions (e.g., gluten-free), categories
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(e.g., proteins, sides), and nutritional preferences (e.g.,
calories, sodium). Figure 2(a) presents a screenshot of
the meal ordering page on Company X’s webpage. Each
meal is pre-cooked, so customers simply need to reheat
it; see Figure 2(b).

Customers typically contact customer support
while placing the order or before or after delivery;
common conversations include inquiring about a
missing or late delivery, requesting a refund, and asking
for details about a meal. Support is available via chat,
email, and phone (see Figure 2(c) for examples of the
three channels). Support is available via chat, email, and
phone. Company X accepts all types of inquiries in all
channels; it does not strategically distribute different
types of customer requests to specific channels, so
customers can choose how they wish to communicate.
By the time of the study, the majority of customer
inquiries were handled in the chat channel, and the
breakdown by channels remained consistent before and
after the experiment.

(a) Ordering Meals

Sunday, Jun12 v ®

(-]
(b) Preparing a meal
Heat-and-eat in 3 minutes or less

It easy to prepare a chef-cooked meal

147 u i =

c) Customer Support: Three Chanéls

My delivery for: Sunday, Jur

Sunday, Jun 12 v

Zingy Buttalo
Chicken

Figure 2. Company X’s Webpage: Meal
Ordering, Meal Preparation, and Accessing
Customer Support

2.1. Study Design

We conducted a field experiment with Company X
from January 1 to October 30, 2021. We randomly
assigned Al adoption dates among the chat agents, with
the first adoption on January 18 and the last adoption on
September 29 (such that all chat agents were using Al
by the end of the study). Company X did not make
assignments based on the agent’s tenure, demographics,
or performance; assignments were essentially
randomized across these variables. We performed a
randomization check and confirmed that adoption dates
were randomized across agents, and the chat and non-
chat groups were similar in agent characteristics.

Since Al was enabled in Chat only, the channel shift
could impact the treatment assignment. For example, an
agent would not be able to adopt Al at any time, if s’he
was never assigned to the chat channel during our
experiment. Importantly, we confirmed with Company
X that during the study, agent shifts were not adjusted
based on the Al adoption condition. Furthermore, avoid
a demand effect or observation effect (that agents might
have modified their behavior knowing an experiment
was being conducted) and did not broadly publicize the
varied Al adoption dates. The company did, however,
communicate privately with each agent about the Al
adoption a day before the assigned adoption date.

2.2. Key Variables

Before agents departed at the end of each workday,
we asked them to indicate the channel(s) in which they
worked that day and to rate their sentiment on a scale
from Very Unhappy to Very Happy using a radio button.
Figure 3 presents the two questions. We included non-
chat agents as well as chat agents because agent
sentiment can be affected by many factors that are
unrelated to Al (e.g., promotions, a change in operating
procedures, training programs). Thus, we use agents in
the non-chat channels as a control to incorporate
company-wide factors that may correlate with agent
sentiment.

We obtained data on agent characteristics: Tenure,
the number of days since the agent joined the company
(a measure of experience), and Survey Time = AM,
which equals 1 (0) if the agent answered the self-
reported sentiment question in the morning (afternoon).
Survey Time was extracted from the timestamp of the
survey submission and captures time-related factors that
may affect sentiment. We also included dummies for the
week to control for seasonal patterns that might affect
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the effectiveness of customer—agent interactions or
agent sentiment. For example, as Company X grew and
expanded, or in certain seasons, they might attract
customers who are generally more difficult to satisfy.

(a) (b)
How are you feeling right now? * Which channel or channels were you working in today? *
O Very Unhappy O Email
O Unhapey O Phone
(O somewhat Unhappy O Chat
O Neutral
QO somewhat Happy
O Happy
QO  Very Happy

Figure 3. Agent’s Self-Reported Sentiment and
Channel (Daily Survey)

3. Empirical Framework

In a fairly general setting, we let Z denote the
experimental condition: 1 if Al was adopted, and 0
otherwise. Then, Y;(1) and Y;(0) are the potential
outcomes for individual 7 in the treatment and control
conditions, respectively (Khandker et al. 2010). The
outcome of interest for agent i can be written as follows:

Y =ZY(1) + (1 - Z)Y;(0)

For each agent i, we observed a tuple of {z;, Y;, X;},
where z; € {0,1} is the binary treatment status and X; is
agent covariates. The exogenous assignment of Al
adoption eliminates the endogeneity associated with
self-selection. Let o0; = (Y;(1) — Y;(0)) denote the
causal effect for agent i with covariates X;. Then, the
following equation specifies, &, the average treatment
effect of Al adoption on the outcome variable:

N

.1

6= NZ Elo;]
i=1

N
1
- N;{Emm ~ %)} 0

N
= iz = 1]

i=1
- [(Y;(®)]Z; = 0}

where E(.) denotes the mathematical expectation
operator. Thus, the causal effects of Al adoption can be
constructed by comparing the changes in Y of the treated
units with the changes in Y the untreated units.

Since our research setting involves a series of daily
outcome measures, we further specify outcome for
agent i in period ¢ in Equation (2):

Y;; = Constant + o - Z,(G; 2
=g +A- Xy
+ 5t + Eit

where Y;; denotes agent sentiment, and Z(G; = g)
denotes the treatment adoption status, Al Adoption, for
unit 7 in period . We controlled for the agent’s channel
each day because channel-specific factors might affect
agent sentiment. For example, an agent might tend to
feel less positive when working in the phone channel if
the work is more intense and difficult than in the chat
and email channels.

4. Results and Discussions

We examine the effect of Al on agent sentiment.
We measured self-reported agent sentiment daily
(numericized from —3 = Very Unhappy to 3 = Very
Happy, with 0 = Neutral). We also asked agents to report
the channel(s) in which they worked that day, and we
used agents in non-chat channels as controls (because
no Al adoption occurred in those channels). Thus, we
control for any idiosyncrasies of the three channels.

4.1. Did AI Adoption Improve Agent Sentiment?

We start with a model-free exploration of the data.
In Figure 4, we split the sample based on Al Adoption.
We find that agents who had access to Al reported lower
sentiment than agents who did not. (Note that the daily
sentiment observations in the A Adoption = 0 category
come from non-chat agents, chat agents who had not yet
been granted Al access, and chat agents who /sad been
granted Al access but were working in a non-chat
channel on the focal day).

The results in Table 1 corroborates the model-free
result in Figure 4: the coefficient of AI adoption is
negative and significant (b = —0.381, p < 0.05). The
results seem to suggest that Al was counterproductive
for the happiness of its adopters. However, as described
in Section 2, many of the agents worked in multiple
channels. For example, agent i may work in the chat
channel (with access to Al) on day ¢ and work in a non-
chat channel (without Al) the next day. Thus, the effect
of Al adoption on sentiment is not necessarily confined
to agents’ experiences in the chat channel—after an
agent gains access to Al in the chat channel, the new
experience may shape his/her expectations for customer
service work in general, thereby creating a spillover on
her sentiment while working in non-chat channels.
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Al Adoption = 0 Al Adoption = 1

Mean of Sentiment Score of Agents

°
Graphs by Al Adoption

Figure 4. Mean Agent Sentiment by the Agent’s
Access to Al

Table 1. Impact of Al on Agent Sentiment

ESTIMATES (Robust Std. E11.)

VARIABLES @

Agent ti t
AI Adoption -0.381* (0.163)
log Tenure 0.0340 (0.190)
Survey Time (PM as default) 0.215 (0.158)
Fixed Effect Weekl:
Observations 6518
Log likelihood —10589.1

Notes. The unit of observation was per agent per day. We use an ordered-logit specification to estimate the
effect of Al adoption on agent sentiment, self-reported daily. Estimated cutpoints are not reported for brevity.
The sample size differed from the analyses in Section 3 because the survey (1) started in May instead of
January, (2) was sent to both chat and non-chat agents, and (3) was not completed by every agent, every day.
Robust standard errors are clustered at agent and reported in parentheses. * p < 0.05, ** p < 0.01, *¥* p <
0.001

To test for the possibility of spillover, we define a
new variable, Channel_Shift; , which has three
possible values: Chat Only agents worked in only the
chat channel during the sample period, Never Chat
agents worked in the email and/or phone channels, but
not chat, and Mixed Channel agents worked in both chat
and non-chat channels. We use Chat Only as the
baseline. We estimate the effect of Al adoption on the
sentiment of the Chat Only agents and how the effect of
Al adoption varied between Chat Only and Mixed
Channel agents.

The results are presented in column (1) of Table 2.
First, note that Al adoption significantly improved the
sentiment of the Chat Only agents (b=2.079, p <0.001)
but hurt the sentiment of Mixed Channel agents (the
coefficient of A1 Adoption x Mixed Channel is —3.196,
p <0.001), leading to the negative overall effect that we
found in Table . In column (2), we restricted our
estimation to the observations of agents when they
worked in Chat channel that day. On this subsample, we
consistently found a positive coefficient of Al Adoption,
however, the interaction coefficient of Al Adoption x
Mixed Channel dissipated (b = -0.563, p > 0.1). The
results suggest that agents experienced a boost in the
sentiment as long as they worked in Chat channel, and
that the negativity of the coefficient of Al Adoption x
Mixed Channel in column 1 was attributable to agents
reporting a drop in their sentiment post Al adoption,
when they worked on a non-chat channel.

Table 2 highlights an interesting tension. Al
improved the sentiment of agents who worked in the
chat channel, but when agents worked in a non-chat
channel, those who had experienced Al felt more
negative than those who had never experienced Al. The
finding is consistent with Prospect Theory (a reference-
dependent framework): the realized utility of consuming
a product or an experience depends on not only the focal
product/ experience but also the reference, that is, the
previous consumption (Kahneman and Tversky 1979).
When the realized outcome is inferior to the
expectation/ reference, people tend to feel disappointed
(Tversky and Kahneman 1991; Genesove and Mayer
2001). We reason that Al affected the reference by
improving the agent’s effectiveness and easing the
workload (see results in Section 3), leading to higher
expectations that could not be fulfilled in the non-chat
channels.

Table 2. Impact of Al Adoption and Channel Shift on
Agent Sentiment

ESTIMATES (Robust Std. Err.)

@ (2)
Interaction with Channel Shift,

VARIABLES Interaction with

Channel Shift when working in Chat that day
AI Adoption (baseline: Chat Only) ~ 2.079*** (0.251) 2.896%+* (0.547)
Channel Shift: Mixed Channel 2.240%** (0.331) 2.795%%* (0.769)
Channel Shift: Never Chat 1.640%** (0.258)
AI Adoption x Mixed Channel —3.196*** (0.388) -0.563 (0.891)
log Tenure -0.227 (0.191) -0.553 (0.366)
Survey Time (PM as default) 0.208 (0.157) 1.115%%* (0.284)
Fixed Effect Weekly Weekly
Observations 6518 1154
Log Likelihood —10450.18 -1339.71

Notes. The unit of observation was per agent per day. Model (1) reports the results from estimating Equation
(5) on all agents, while Model (2) also estimates Equation (5) but analyzes observations of self-report sentiment
when agents worked in Chat channel that day, such that the sample sizes differ. The models use an ordered-
logit specification. Estimated cutpoints are not reported for brevity. Robust standard errors are clustered at agent
and reported in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001

4.2. Who Did AI Benefit the Most?

Building on the finding that Al had a positive effect
on agent sentiment (excluding the negative spillover),
we next explored which types of agents experienced the
greatest boost in sentiment from adopting Al
Specifically, we tested for moderation by the agent’s
experience (Tenure).

We added Pre-adopt Tenure and its interaction with
Al Adoption to Equation (2) and used an ordered logit
specification. The coefficient of the interaction term is
negative and significant (b = —0.291, p < 0.05),
suggesting that Al improved sentiment more for agents
with less experience. It seems that the typical agent’s
sentiment improved because their job became easier,
whether because of experience or Al adoption. In the
absence of Al, the average agent needs more than one
year of experience to feel as happy as a brand-new agent
who has access to Al
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4.3. Was Al More Effective at Boosting
Sentiment for Relatively Happy or Relatively
Unhappy Agents?

Finally, we tested for non-linearity in the effect of Al on
agent sentiment. As noted, the sentiment spectrum
ranges from Very Unhappy to Very Happy, and it is
possible that Al was more effective at boosting
sentiment for agents who started with relatively low
sentiment or for agents who started with relatively high
sentiment. We estimated the logistic regression in
Equation (3):
HigherSentiment;, 3)

= Constant + ¢

- AI_Adoption; + A - X;;

+ 6t + Eit
where HigherSentiment;, is a binary variable that
equals 1 (0) if the sentiment of agent { on day ¢ was
above (below) a specific threshold. Specifically, in
regression 1, we used a subsample of sentiments ranging
from -3 (Very Unhappy) to 2 (Happy), with Higher
Sentiment = 1 if Sentiment;; > 0 (Neutral). In
regression 2, we used a subsample of sentiments ranging
from 1 (Somewhat Happy) to 3 (Very Happy), with
Higher Sentiment = 1 if Sentiment;; = 3 (Very Happy).
[ captures the incremental contribution of Al adoption
to the likelihood that i would fall in the higher-sentiment
segment.

Columns (1) and (2) of Table 3 report the estimation
results from regressions 1 and 2, respectively. In column
(1), Al adoption significantly increased the likelihood
that an agent would report neutral or positive sentiment
rather than negative sentiment (b = 0.709, p < 0.05). In
column (2), Al adoption significantly decreased the
likelihood that the agent would report Very Happy
sentiment rather than Somewhat Happy or Happy
sentiment (b = —0.966, p < 0.01). We reason that Al
mitigated negative agent sentiment by alleviating stress,
thereby enabling agents to be at least neutral or
somewhat happy (regression 1). At the same time,
automation may have felt threatening and/or reduced the
feeling of fulfillment that came from resolving
customers’ problems and improving their sentiment.
making it unlikely that agents who used Al would be
Very Happy (regression 2). In Conclusions and
Discussions, we examine managerial implications of the
nonlinear effect of Al for companies that wish to adopt
Al while preserving or improving employee sentiment.

Table 3. Impact of Al Adoption on the Likelihood
that Agents Would Report Higher Sentiment

ESTIMATES (Robust Std. Err.)

) [¢)]
Neutral or Positive Rather Very Positive Rather Than

VARIABLES

Than Negative Positive
AI Adoption 0.709* (0.307) —0.966** (0.329)
log Tenure 0.800* (0.376) 0.573 (0.373)
Survey Time (PM as default) 0.148 (0.168) 0.530 (0.338)
Constant —2.894* (1.169) —4.675* (2.040)
Fixed Effect Weekly Weekly
Observations 2207 1953
Log likelihood —543.16 —1081.62
Notes. The unit of observation was per agent per day. In Models (1) and (2). we estimated Equation (6) with different
subsamples and definitions of HigherSentiment;,: In 1, we used a of ranging
from —3 (Very Unhappy) to 2 (Happy), with Higher Sentiment = 1 if Sentiment;, = 0 (Neutral). In regression 2,

we used a subsample of sentiments ranging from 1 (Somewhat Happy) to 3 (Very Happy). with Higher Sentiment =
1 if Sentiment;; = 3 (Very Happy). Both models excluded the Mixed Channel agents. Standard errors are clustered
at agent and reported in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001

5. Conclusions and Discussions

The customer support function has been growing in
importance, especially as firms incorporate the digital
channel in their go-to-market strategies. Across a
variety of industries, these firms are finding that the
support functions have considerable impact on customer
loyalty, retention, and business profitability. Over the
last few years, firms have increasingly invested in Al to
augment their customer service functions; the market
size is projected to increase at a compound annual
growth rate of 20.0% and reach $33 billion by 2030
(Rake et al. 2021). While most of the existing literature
on the role of AI has focused on the customer
perspective in terms of satisfaction, purchases, and
compliance (Luo et al. 2019; Adam et al. 2020; Ameen
et al. 2021; Crolic et al. 2021), here we empirically
examine the effects of Al adoption on the other side of
the dyad, that is, the customer service agent. As the
service provider and the adopter of Al agent has a direct
influence on the final outcome of customer service.

Exploiting exogenous variation in the Al adoption
in a randomized field experiment, we found positive yet
nuanced effects of Al on agent sentiment, which was
self-reported daily. We found that Al improved the
sentiment of chat-only agents, especially those with
shorter tenure, presumably because automation made
their work easier and less stressful. However, the
adoption of AI hurt the sentiment of mixed-channel
agents by causing a negative spillover effect. That is, the
introduction of Al in the chat channel caused a shift in
their reference point (Gul 1991; Bell and Lattin 2000;
Mas 2006; Seetharaman 2009), such that agents who
worked in multiple channels found that their experience
in the non-chat channels no longer fulfilled the higher
expectations they had developed in the chat channel.
Finally, the effect of Al on agent sentiment was non-
linear: Al increased the likelihood of neutral or positive
sentiment over negative sentiment, but it reduced the
likelihood of very positive sentiment over mildly or
moderately positive sentiment.

The present study contains managerial implications
for companies that are considering investing in Al for
customer service and beyond. The empirical results
suggest that Al is especially beneficial for inexperienced
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employees, as such it may be useful for onboarding new
hires in terms of boosting their sentiment. As a result,
Al may reduce the common problem of employee
attrition —a survey of customer service agents in the US
found that 60% quit their job because of work stress or
because they believed that they were not cut out for the
job. As our results indicate, in the absence of Al, the
average agent needs more than a year’s experience to
feel as happy as a brand-new agent who has access to
Al In an industry where a substantial amount of attrition
occurs in the first year, such a benefit can be enormously
powerful in retaining talent. The fact that Al gives new
hires a boost in their sentiment (as well as performance),
Al can be a valuable retention tool for businesses that
continue to struggle to attract and retain employees after
the COVID-19 pandemic.

Firms should, however, heed our finding of the
negative spillover effect. Although Al improved the
sentiment of chat-only agents, it seemed to differentially
affect the expectations and satisfaction of agents who
worked in both the chat and non-chat channels. When
deploying an Al model, it is common for firms to pilot
the Al model on a small scale to troubleshoot and
optimize the Al model before scaling up. If employees
had a mix of experiences with and without Al during the
pilot phase (or during the final implementation phase),
firms should be aware that cross-context spillover
effects may depress employee sentiment in the non-Al
contexts and could even potentially reduce revenue. In
the present study, we found that employee sentiment
was negatively affected in the non-Al contexts; as such,
their productivity may decrease and blunted the benefit
from their improved productivity in the Al contexts.
Hence, firms that take a phased approach to
implementing Al across communication channels to
engage their customers must consider the role of Al in
the context where it is initially applied as well as in
contexts where it has not (yet) been applied.

Our finding of a non-linear effect on agent
sentiment offers insight into the potential psychological
underpinnings of an agent’s relationship with AI. We
reason that Al increases the likelihood of neutral or
positive sentiment over negative sentiment because Al
alleviates job stress. At the same time, however, Al
reduces the likelihood of very positive agent sentiment
over mildly or moderately positive sentiment, because
agents might feel threatened by Al, which prevents them
from feeling deeply fulfilled in their job. In our
interviews with agents, agents spoke about the
psychological rewards that come from actively helping
customers. This was consistent with the findings of a
research stream on prosocial motivation that employees
are motivated in part by a desire to help others and make
a difference in their lives (Grant 2007; Grant and
Ashford 2008; Grant and Berg 2012). If Al turns the

work into a mere clicking exercise, it might raise doubt
about whether the agent or the Al helped the customer.
Hence, when launching an Al algorithm, firms should
anticipate consequences for employee sentiment and
motivation, not just for revenue and costs.

We contribute to the nascent but burgeoning
literature on how humans react to and interact with AL
Human-AlI interactions are important to understand as
firms increasingly invest in Al to assist their employees
with customer service. Several studies have evaluated
consumer—Al interactions. For example, Dietvorst and
Bartels (2022) found that consumers’ objections to Al
as a decision-maker are especially strong in the context
of morally relevant tradeoff decisions. Luo et al. (2019)
found that when consumers learned that they were
speaking with an Al bot rather than a human, they
prejudged the bot as lacking knowledge and empathy,
and they were less likely to make purchases. Similarly,
Longoni et al. (2019) suggested that consumers may
resist Al because they perceive that Al lacks
customization and cannot resolve their unique
problems. By contrast, Logg et al. (2019) found that
consumers appreciated algorithmic decisions when the
consumers lacked expertise. We add to this recent
research effort by studying agent—Al interactions. As
Zhang et al. (2021) suggested, the final outcome of
deploying an AI model depends not only on the mode of
performance but also its interactions with the adopters,
such as customer service agents, as in the present study.
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