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Abstract spatio-temporal neural architectures have been used in

Missing values in urban data can be caused
by sensor or software failures, data quality issues,
interference from weather events, incomplete data
collection, or varying data use regulations;, any
missing data can render the entire dataset unusable for
downstream applications. In our work, we adapt image
inpainting techniques to impute large, irregular missing
regions in urban settings characterized by temporal
dependency and spatial skew. To incorporate temporal
information, we adapt computer vision techniques for
image inpainting to operate on 3D histograms (2D
space + 1D time) commonly used for data exchange
in urban settings. To combat spatial skew of urban
data — small dense regions surrounded by large sparse
areas, we 1) train simultaneously in space and time,
and 2) focus attention on dense regions by biasing the
masks used for training to the dense resgions in the data.
We evaluate the core model and these two extensions
using the NYC taxi data and the NYC bikeshare data,
simulating different conditions for missing data. We
show that the core model is effective qualitatively
and quantitatively, that biased masking during training
reduces error, and that the number of timesteps during
learning exhibits a tradeoff between model performance
and resolution of transient events.
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1. Introduction

High-quality, longitudinal, and freely available
urban data, coupled with advances in machine learning,
improve our understanding and management of urban
environments. Although conventional machine learning
techniques are common in urban applications [17],
neural architectures are opening new opportunities
by adapting convolutional, recurrent, and transformer
architectures to spatiotemporal settings [11]; see
Grekousis 2020 for a recent survey [9]. For example,

predictions of rideshare demand [20], traffic conditions
[16], and air quality [15]. But these models depend
on access to complete, longitudinal datasets. Although
the amount and quality of urban data available has
dramatically increased with the proliferation of urban
sensing and the public release of administrative data,
missing data remains a challenge due to sensor or
software failures [26], legal restrictions [1], or unusual
events (adverse weather [6]). Missing values render
datasets unusable, thus limiting the opportunity for
understanding cities as the complex systems they
are [10]. For example, [5] showed that missing data
hinders the traffic prediction performance significantly.
[4] demonstrated that without sufficient traffic flow data,
the traffic control system is incapable of generating
appropriate management strategies.
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Figure 1: A histogram of taxi pickups in Manhattan. We
reconstruct corrupted data in urban settings: Our model
(upper left) uses biased masking and temporal context
to capture local effects (red circle). The basic model
(lower left) uses ordinary masking and is insensitive to
local effects. Baseline methods that ignore space (lower
middle) or time (lower right) are not competitive.

In this paper, we consider a neural data imputation
strategy based on masking out corrupted regions and
using a trained model to reconstruct the masked region.



These masks are necessarily large, irregular, and extend
in both time and space. By modeling arbitrary missing
masks, we afford user control: any areas can be masked
and reconstructed. Additionally, the proposed strategy
represents a general self-supervision framework for
urban regions and is applicable to any dataset of human
activity governed by population density.

Spatiotemporal interpolation of missing data has
been widely studied in the earth sciences, especially
in remote sensing where weather effects can obscure
measurement [26]. Conventional statistical approaches
to impute missing values, such as global/local mean
imputation, interpolation, and kriging, are essentially
linear, and therefore have limited ability to capture
the nonlinear dynamics needed to impute large
irregular missing regions. Neural image inpainting
techniques can recover missing patches via training on
large datasets of independent images, such that the
reconstructed images appear smooth and realistic.

These approaches have shown promising results with
global climate data [23], but have not been adapted to
the urban setting in which data are not smooth functions
of space and time, but are rather histograms of events
constrained by the built environment. This data property
leads to the challenge for imputation in the urban setting,
which is skew: urban data tends to follow population
density patterns — small dense regions surrounded
by large sparse areas. These population patterns can
dominate the learning process and fool the model into
ignoring numerical accuracy in dense regions, even
while aggregate error may remains low. Therefore,
the overall research question we aim to answer in this
work is: Can the spatially skewed, time-varying nature
of urban mobility data be exploited to improve over
existing methods for missing urban data imputation?

Following the literature, we represent spatiotemporal
event data in a 2D or 3D raster form (e.g., a histogram).
Our basic model uses the partial convolution approach
from Liu et al [13] to handle the irregular boundaries
of missing data (e.g., districts), which focuses model
attention on the valid regions while shrinking the
masked region, layer-by-layer, to obtain a complete
prediction. We extend the basic model to the
3D spatiotemporal setting to capture the temporal
information. To combat skew, we 1) bias the training
process to focus on populated regions by seeding the
mask in non-zero areas; 2) use 3D convolutions and
vary the number of timesteps in each 3D training
sample to capture transient events. Together, these
two techniques complement each other: biased masking
focuses attention on dense regions, and 3D convolutions
with a large chunk size focus attention on sparse regions.

We evaluate these techniques on the NYC taxi

data (a popular dataset for its coverage and quality)
and a NYC bikeshare dataset (less dominated by the
built environment). We find that the basic model
is effective for urban data imputation, while biased
masking reliably reduces error over random masking,
both globally and locally.  Additionally, we find
that the number of timesteps per training sample
exhibits a tradeoff: too few timesteps and the model
ignores transient patterns, while too many timesteps
significantly increases training time without enhancing
the inpainting results. We evaluate specific local
scenarios (high-traffic locations, low-traffic locations,
high-variability locations, anomalous events) to reflect
real-world use cases. Besides direct imputation,
additional applications may include forecasting, quality
assessment, transfer learning between cities, and
uncovering relationships between variables. In
summary, we make the following contributions:

* We evaluate a basic model adapting image inpainting
techniques to urban histograms characterized by
skew and sparsity effects due to constraints by
the built environment, demonstrating qualitative and
quantitative accuracy relative to classical methods.

* We improve on this basic model by extending to the
3D spatiotemporal setting to better recognize transient
events; we analyze the training time and performance
tradeoffs of varying the number of timesteps per
training sample.

* We propose a self-supervised training process called
biased masking to encourage the model to attend
to dense population regions and thereby improve
accuracy on the highly dynamic regions typical in
urban environments; we show that biased masking
reliably improves convergence.

* We evaluate these techniques on two real mobility
datasets (NYC taxi trips and NYC bikeshare trips),
both globally and locally in varying traffic conditions,
weather events, and disruptions. Finally, we show
that the model can be used to remove or synthesize
anomalous events through targeted masking.

2. Related Work

Image Inpainting Image inpainting involves
synthesizing missing pixels in images, such that
the reconstructed images are visually credible and
semantically realistic. In computer vision, there are
two broad categories of inpainting techniques. The
first category contains diffusion-based or patch-based
methods, which utilize low-level image features to
recover the missing pixels. We focus on the second
category, which contains learning-based methods that
generally involve the training of deep neural networks.



Learning-based methods are trained to learn image
patterns from large datasets of unrelated images to
recover missing regions and preserve semantics. Pathak
et al.[18] proposed the context encoder, combining
a CNN with a generative adversarial network in an
encoder-decoder architecture trained using both “,
reconstruction loss and generative adversarial loss in
the objective function. Yu et al. [25] proposed
proposed a two-stage coarse-to-fine model architecture
and incorporated contextual attention layer to attend to
related features from spatially distant regions. Liu et al.
[13] proposed partial convolution, allowing inpainting
models to be used on irregular holes rather than just
rectangular missing regions. On top the work of partial
convolution, Zhou et al.[27] incorporated dual spatial
attention modules into the U-Net architecture, which
can capture the correlations between facial textures at
different scales. We refer readers to the following survey
paper [14] for details of more inpainting methods, both
diffusion- and learning-based.

This recent trajectory in image inpainting involves
reducing or eliminating perceptual artifacts such as
discontinuous edges and blurred patches using new
loss terms, image preprocessing, or training regimes
that favor subjective quality over numerical accuracy.
For example, Xu et al. [24] both propose extensions
to partial convolutions to repair blurred boundaries
between missing and valid regions. Since our focus
is on numerical accuracy and downstream utility of
the synthesized data rather than perceptual smoothness,
and because we aim to study model-agnostic extensions
related to the urban setting, we base our approach on the
work from Liu et al. [13].

Geospatial Missing Data Imputation Classical
spatio-temporal interpolation methods, generally
variants of inverse-distance or nearest-neighbor
weighting [7], kriging [2], or matrix factorization [8]
are variations of linear methods that do not attempt to
(and cannot) interpolate within large, arbitrary, irregular
regions, and typically do not seamlessly consider both
space and time. Gong et al. [8] solve multi-variable
non-negative matrix factorization to impute urban data,
but assume the availability of multiple variables and do
not consider arbitrary irregularities. Zhang et al. [26]
proposed unified spatial-temporal-spectral deep CNN
architecture to recover the missing regions in satellite
images that were caused by atmospheric conditions.
Kang et al. [12] restored the missing patterns of
sea surface temperature (SST) from satellite images.
These methods focus on remote sensing data, which
represents a continuous field rather than event-based
data constrained to the built environment.

3. Methods

We articulate our imputation methods in this section,
including mobility datasets (3.1), model architecture
(3.2), loss function (3.3), biased masking technique
(3.4), and training details (3.5).

3.1. Representative Datasets

We consider two mobility datasets: NYC taxi
data and NYC bikeshare data. Although potential
applications of the proposed model are widely available,
datasets on which to evaluate the model are rare: we
need longitudinal coverage to provide ground truth,
sufficient complexity to study both global and local
fidelity, and public availability for reproducibility. For
example, census data tends to be too coarse and lacks
temporal resolution. The two mobility datasets satisfy
all of these requirements, and are representative of
human mobility in any urban region. The datasets are:

* NYC Taxi Data. NYC taxi trip data were collected
from NYC Open Data portal from 2011 to 2016'.
The year 2011 — 2015 cover the trips throughout the
entire year, while 2016 only covers the first half of
the year until June 30. The raw data are presented in
tabular format. Each record from the data summarizes
the information for one single taxi trip, which contains
the longitude and latitude of the location where the
taxi took off. Each record can be viewed as one taxi
demand count.

* NYC Bikeshare Data: NYC bikeshare data were
collected from NYC DOT from 2019 to 2021 portal.?
All three datasets cover the bike trips throughout the
entire year. Similar to the taxi data, the raw data
are presented in tabular format. Each data point
summarizes the information for one single bike trip,
including the longitude and latitude of the location
where the bike was unlocked. Each record can be
viewed as one bike demand count.

We aggregate both datasets into a 3D histogram
by defining a rectangular region, then binning mobility
events into a regular grid to create a 2D histogram
amenable to image techniques. These 2D images are
stacked to create 3D blocks. The temporal depth of
the block is a parameter we study in this paper. We
defined the NYC region as shown in Figure 3. At this
resolution, the region has a relatively balanced coverage
of areas with different levels of demand counts: high
demand in Manhattan and near airports, and low demand
elsewhere. This skew is common in urban applications
and represents both an opportunity and a challenge for

'https://opendata.cityofnewyork.us/data/
2https://ride.citibikenyc.com/system-data



neural prediction: the patterns are relatively stable, but
the sparse regions can dilute the learning process.

We then define a 64 64 grid over the region of
interest. We chose this resolution to be fine enough to
capture activity at the city block scale (each pixel is only
2-3 city blocks) while minimizing training time. We
did not study how varying the resolution affects results,
as previous works in computer vision have shown that
comparative model performance is relatively insensitive
to resolution [22]. Then, for each hour of each day, we
count the number of taxi/bike trips that began within
each pixel. The value is commonly interpreted as an
estimate of demand. We do not consider multiple
resolutions in this paper. After processing, we have
30,648 training images and 3,620 test images in NYC
taxi data, and we have 25,560 training images and and
720 test images in NYC bikeshare data.

3.2. Inpainting Model

In this section, we describe the basic model for using
partial convolutions for inpainting spatiotemporal urban
histograms. Each input sample consists of a masked
region with unknown, corrupted, or inaccurate values to
be reconstructed and a valid region with known values.
The task is to predict values in the masked region to
match the original image. Training is self-supervised by
creating random masks for any input image. We adapt
the architecture from Liu et al.[13], which proposed
partial convolutional layers to accommodate irregular
masks. Partial convolutions ignore the masked region,
but the mask “shrinks” after each partial convolution
layer by unmasking pixels near the boundary. After
several layers, the all values are unmasked and the
entire output is considered valid. We use the U-Net
architecture with skip connections [19], and replace
convolution layers with partial convolution layers.
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Figure 2: The model architecture is a U-Net extended to
3D, partial convolutional layers [13] to ignore masked
regions during training. In the decoding branch,
multiple 3D up-convolutional layers are utilized and
skip-connections are applied. In total, there are six
encoding layers and six decoding layers.

Web images only contain 2D information (ignoring
RGB channels), but urban histograms vary in both space

and time. As a result, our training data is essentially
one massive 3D block rather than a large number of
independent training images. We therefore have a
design choice of how to “shred” this block into training
samples. In this paper, we consider only the temporal
extent in 3D; varying spatial resolution, bounds, or
overlap during rasterization of the source data is left
for future work. We therefore extend all convolutional
layers, inputs, and masks, to 3D. The inputs are 3D
image blocks of dimension T W H, where T
represents the temporal dimension. The masks are also
in 3D blocks with the same shape as the image block.
The architecture is shown in Figure 2.

3.3. Loss function

We use “; loss as the objective function for
pixel-wise reconstruction accuracy. It bridges the
absolute gap between the reconstructed value and the
ground truth. We adopt the following notation:

o Igt 2 RT*WxH: the block of ground truth images. T
represents the temporal dimension of the block.

s Iout 2 RT*W>H: the block of reconstructed images.

* M 2 RT*WxH: the block of binary masks.

* Nt =T W H: number of pixels in the image block.

* Nyaiiq: number of valid pixels in the image block.

* Npole: number of missing pixels in the image block.

We separate the loss function for valid and hole regions.
Even though the valid region has available data and
we typically would not use the predicted values in
practice, we include this loss during training to improve
continuity across mask boundaries (therefore improve
overall error). The “; loss is calculated as: Ligtal =
Lvalid+ Lhnole, where Lpole = ﬁ]](l M) (Tout

Igt)jjl and Lyajig = ﬁJJM (Tout Igt)jjl-

3.4. Biased Masking

By default, masks can be generated by randomly
select a starting point in the image and then conducting
a random walk for a fixed number of step. We
call this process random masking. However, since
urban data is constrained by the built environment
and is therefore highly skewed toward populated areas,
random masks tend to include a large number of
zero-valued cells, squandering opportunities to learn
from the steep gradients in dense, high-traffic regions;
To focus attention on populated areas, we use a biased
masking approach: 1) Given an input image, apply
Gaussian blur to blend the pixel values and increase
the region of potential starting points. 2) Select a
threshold (e.g., 90 percentile of the image values) to
identify populous regions. In our experiments, the 90



percentile was set by considering multiple values on 24
representative timesteps via manual inspection. Setting
the threshold to the 90th percentile preserved important
high-traffic features such as the airport while excluding
low-traffic areas in the suburbs. This threshold can be
set by a domain expert following a similar heuristic
procedure, or set via hyperparameter tuning techniques.
3) Randomly select a starting location from one of the
detected areas and generate masks via random walk.
The probability of selecting one of the detected areas is
proportional to the size of the area. The biased masking
approach makes the learning problem more challenging
by increasing “contrast”: ensuring that masks tend to
include dense, dynamic regions, but also include sparse,
stable regions. To compare the performance of the
two masking approaches, we generated two masks (one
random and one biased) for each training sample.

3.5. Training

With NYC taxi data, we trained the models on
both mask types — random and biased, and with
different temporal dimension T = f1,2,3,5,7,10,15g.
Based on initial experiments on both mask types and
at lower temporal chunk sizes, we found that = 12
offered effective performance; we fix to be 12 for all
experiments on the taxi data. With NYC bikeshare data,
we trained models with both mask types, T = f1,2,3g,
and = 4. The batch size and initial learning rate are
set to 16 and 0.01 respectively. Learning rate decays
every 500 training iterations at rate of 0.9.

4. Experimental Evaluation

We consider the following sub-questions to evaluate the
model capabilities:

(Q1) Is the core 3D model qualitatively & quantitatively
effective at inpainting missing data? (Section 5.1,
Figure 3, Table 1)

(Q2) Does increasing the number of timesteps per
training sample generally improve performance?
(Section 5.2, Figure 4)

(Q3) Does the model faithfully reconstruct local,
dynamic conditions in specific areas of interest?
(Section 5.3, Figure 6)

QI helps us understand the effect of biased masking
on overall performances, while Q2 investigates the
effects of incorporating temporal information. Q3
helps demonstrate the utility of models in real-world
scenarios. Unless otherwise stated, we evaluate the
model on the test set using “1:nole, Which is the sum of
the absolute value of the difference between the ground
truth and predictions at the masked positions only. We
compare our models with baseline statistical methods:

* Temporal Global Mean: On the training data, we
calculate the average taxi demand at each pixel, for
each hour of the day. On the test data, we assign
each masked pixel the corresponding global mean
computed from the training data.

* Nearest Neighbor (NN) Interpolation: We assign
each masked pixel the value of the nearest unmasked
pixel. ~We experimented with both 2D and 3D
implementations using scipy.’

* RBF Interpolation We interpolate using radial basis
functions (RBF) on observations at points sampled
outside the masked region. We experimented with
both 2D and 3D RBF interpolation with RBF Python
implementation.*

We considered 3D kriging, but found the poor scalability
to be prohibitive: the estimated time to complete the
computation for an experiment with T=2 was about
two weeks on a typical platform! Moreover, kriging
is a local linear method, and we have no reason to
believe that it can reconstruct data across large, irregular
regions. Another approach, which we did not study, is to
use physics-based models based on computational fluid
dynamics [3] or agent-based models that directly encode
human behavior [21] to capture macro traffic dynamics.
These approaches can “fill” large missing regions, but
must be designed separately for each application.

5. Results

5.1. Model Effectiveness (Q1)

We find that for both taxi and bikeshare datasets
the proposed model faithfully captures qualitative visual
patterns and also significantly outperforms baseline
methods on multiple metrics.

5.1.1. Qualitative Analysis We first present some
visual examples of inpainting results on NYC taxi data
in Figure 3. The left figure shows taxi demand at
two different hours of the day (2PM and 2AM). From
left to right, we show the ground truth, the (biased)
mask, the mask applied to the ground truth, and the
reconstructed image. The inpainting model was trained
with 5 timesteps per training sample and with biased
masking. For all hours and all masks, the model is
effective at reconstructing missing data, even when the
majority of the signal is obscured. The reason is clear:
the patterns are sufficiently stable from timestep to
timestep as to allow the model to infer missing values
from temporal patterns as well as spatial patterns. The

3https://docs.scipy.org/doc/scipy/reference/
generated/scipy.interpolate.griddata.htmi\
#scipy.interpolate.griddata

‘https://github.com/treverhines/RBF
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Figure 3: Reconstructed results of taxi demand images (Left) and bike demand images (Right) at different hours time
trained with biased masking and 3D partial convolutions (T=5 for taxi data and T=3 for bikeshare). From left to right,
each column displays the ground truth image, mask, masked ground truth, and reconstructed data. From top to bottom,
each row presents the taxi demand at 2PM and 2AM, respectively.

model is also responsive to the time of day: We see
fewer rides at 2AM than at 2PM, as expected, suggesting
that the model has learned temporally local patterns
as opposed to relying on global spatial patterns. The
transition across the mask boundary is also smooth,
suggesting the model was able to consider local spatial
patterns appropriately. Overall, we find that the model is
perceptually effective at reconstructing missing values,
even in challenging cases. The right plot in Figure 3
shows corresponding results for bikeshare data. We
observe similar observations as the results from taxi data
— at all times of day and for all masks, the reconstructed
images are visually similar to the ground truth images,
indicating the consistent effectiveness of our model.

5.1.2. Quantitative Analysis Table 1 contains
quantitative results of baseline models and our neural
models in different evaluation metrics. We observe that:
1) Our neural models, trained with either masking type
or with any temporal dimension, always outperform the
baseline models. The 2D baseline models that ignore the
temporal dimension are especially ineffective. Global
mean ignores spatial effects and just models a function
pixel;hour ¥ value. 2D- and 3D- nearest neighbor
methods perform poorly when the nearest neighbors
may be far away; 2D- and 3D-RBF methods assume
relatively uniform sampling across the region, which is
not possible in our setting of wide-area missing data.
2) At T=5 and 7, our method performs similarly and

achieves the best performances — almost 50% lower
‘1 error and 66% lower ‘5 error than the best baseline.
3) SSIM does not significantly distinguish different
models; while popular in image inpainting, this metric
is designed to capture perceptual similarity of natural
images, which are not relevant for the spatiotemporal
aggregations we study. 4) The model training time
increases by about 9 minutes for every additional hour
included in a chunk. At T=5, the model takes 55

Model Mask ¢y note f2,hote SSIM  PSNR Time (m)
Type
G. Mean - 1.2644 553298 0.9973 61.4880 <5
2D-RBF - 3.1442 284.8807 0.9890 54.8346 70
2D-NN - 3.1179 318.6575 0.9884 54.0717 <5
3D-RBF - 1.6653 94.7708 0.9956 57.9921  >24h
3D-NN - 1.3632 84.0529 0.9964 59.1652 <5
3D-RBF - 1.6653 94.7708 0.9956 57.9921  >24h
Ours
T= biased 0.9081 37.8468 0.9984 62.4268 18
random 0.9406 40.3730 0.9983 62.4679 18
T =2 biased 0.8551 32.6429 0.9986 63.1815 27
random 0.8979 352923 0.9985 63.1056 27
T =3 biased 0.7847 25.8374 0.9987 63.6445 35
random 0.7950 26.4765 0.9989 63.7221 35
T =05 biased 0.7196 18.7080 0.9991 64.4028 35
random 0.7606 20.6116 0.9990 64.1000 55
T =7 biased 0.7185 18.6746 0.9990 64.3407 75
random 0.7489 20.0100 0.9990 64.2656 75
T =10 biased 0.7537 24.8383 0.9986 63.3329 75
random 0.7820 26.1138 0.9985 63.1288 75
T =15 biased 0.7729 25.3386 0.9985 63.1885 140
random 0.7849 21.9446 0.9989 63.8721 140

Table 1: Model training time and performance.



minutes to train. The baseline heuristic-based methods
— global mean and 2D- and 3D-NN — are very fast but
very inaccurate given that they do not attempt to model
global dynamics. The 3D-RBF method is inefficient:
T=2 required over 24 hours to train.

5.2. Temporal Dimension Tradeoff (Q2)

Figure 4 shows the prediction errors for NYC taxi
data, evaluated on random masks (top plot) and biased
masks (bottom plot). The y-axis is the “1 loss considered
for the masked region only ("Hole”). The x-axis varies
the number of timesteps included per training sample
(Temporal dimension), ranging from 1 to 15. (a) When
tested with random masks, the average mask covers the
entire region, concentrated at the center. Models trained
with biased masking reduces error at all sizes. The “;
error decreases as the number of timesteps increases up
until T=7, then starts to increase again (T=5 and T=7
have similar performances when trained with biased
masking.) At T=2, the model begins to make use of the
temporal dependency between the data by applying 3D
convolutions. With both biased and random masking,
the “; loss decreases sharply when T changes from 1
to 5. (b) When tested with biased masks, the average
masked cells are concentrated at the upper left due to
the bias toward populated regions. The plot has a similar
U-shape as that of random masking.
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Figure 4: Evaluation of models trained with biased
masking against those trained with random masking, at
seven temporal dimensions, with two different masking
scenarios — random and biased masking.
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Figure 5: Scenario masks overlaid on NYC map.
Annotation: The ratio of masked-to-unmasked area.

5.3. Scenario-Based Evaluation (Q4)

Spatiotemporal patterns of missing data in practice
are unlikely to resemble random walks. Instead, outages
will correlate with environmental features: sensors
may fail in certain weather conditions, transient events
may prevent data acquisition, or legal restrictions on
data availability may follow political boundaries. To
demonstrate applicability in real-world scenarios, we
evaluate on specific locations under varying conditions.
We tested five different scenarios to cover varying
spatial locations, temporal variances, and social events.
The five scenarios include masking 5th Avenue, Penn
Station, airport, lower east side, and Astoria (Figure 5).

5th Avenue and Penn station are representative of
busy and dense areas with heavy traffic. S5th Avenue
can also show the impacts of certain social events on
traffic patterns: The Pride Parade showed an anomalous
intervention where traffic was zero on the parade route.
Lower East Side is away from central Manhattan, with
relatively lighter traffic than the first two cases. The
scenario of airport and Astoria represent sparse regions
with light traffic. We chose two periods in 2016 to cover
temporal variance: 2/1 to 2/15 (capturing a snowstorm
that dramatically affected traffic city-wide; see Figure 6)
and 6/18 to 6/25 (capturing the Pride Parade near 5th
avenue that affected traffic in a more localized area.)

Scenarios G.T.- Biased G.T.-Random G.T. - Mean
02/01/2016 — 02/15/2016
5th Avenue 4.2 6.2 17.0
Penn Station 19.3 335 30.0
Lower East Side 2.5 2.8 8.2
Airport 2.3 1.6 1.8
Astoria 0.8 0.7 0.4
06/18/2016 — 06/30/2016
5th Avenue 3.6 4.8 22.53
Penn Station 21.6 37.5 30.0
Lower East Side 1.7 2.1 7.4
Airport 2.4 1.9 2.0
Astoria 0.8 0.7 0.4

Table 2: Average absolute error between the predicted
values and ground truth, over the missing regions, and
during the selected evaluation periods.

We test three inpainting models: our model trained
with biased masking at T=5, the same model but
trained with random masking at T=5, and the global
mean approach. We plotted the ground truth and
predicted values at the average pixel level in the missing
region, for each hour during the selected periods. The
visualizations are provided in Figure 6. The average
absolute errors between the ground truth and predicted
values, over the missing region and during the evaluation
periods, are reported in Table 2. We have the following
observations:

e For the traffic-dense location (5th Avenue, Penn






