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Abstract

The global proliferation of social media has
provided a unique platform for cross-cultural
exchange, greatly enhancing interactions between
users from different cultural backgrounds through
friend recommendation systems. However, the
highly complex and intrinsically coupled nature
of factors driving friendship formation makes it
difficult for traditional methods to effectively predict
and recommend genuinely deep social connections.
Therefore, this study proposes leveraging emerging
information technologies, specifically deep learning,
to optimize and improve friend recommendation
systems on social media platforms. This paper
introduces a novel personality trait disentanglement
method. By using large language models to extract
personality factors from user text, we constructed
a multi-subgraph convolutional method driven by
personality traits. This enables the model to clearly
distinguish the mechanisms of different personality
factors. Additionally, we designed a shared attention
layer to adaptively learn the importance weights of
different personality traits, and implicit representations
to capture non-personality-driven factors. Our research
combines deep learning with personality trait analysis
to foster deeper interpersonal understanding and
cultural exchange, thereby enhancing the quality and
breadth of interactions on social networks globally.

Keywords: Friend Recommendation, Disentangled
Learning, Personality Trait, Graph Partitioning
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1. Introduction

The rapid global spread of social media has
transformed how people from various cultural
backgrounds connect, primarily facilitated by
sophisticated friend recommendation systems. These
platforms, including major networks like Facebook,
allow users to share their lives and discover like-minded
individuals and potential friends. In recent years, many
friend recommendation systems have been proposed,
most of which are based on homophily, the tendency
of individuals to connect with similar others (Ning
et al., 2019). In other words, these systems recommend
friends who share common external characteristics
with the user. It is undeniable that people with similar
external characteristics, such as age, profession, and
hobbies, are more likely to form friendships. However,
this approach overlooks deeper factors. Personality,
although difficult to quantify, is a crucial determinant in
forming friendships. Ignoring personality factors may
lead to inaccurate simulations of real social scenarios,
resulting in decreased recommendation accuracy and a
loss of valuable interpretability.

Existing research has shown that personality traits
are important predictors of mate selection (Watson et al.,
2004), relationship processes (Solomon & Jackson,
2014), and relationship outcomes (Dhelim et al.,
2022). The most well-developed model concerning
personality traits is the Big Five personality model
(John, Srivastava, et al., 1999). This model consists
of five personality factors: Openness to Experience,
Conscientiousness, Extraversion, Agreeableness, and
Emotional Stability. Most existing personality-based
friend recommendation systems also use the Big
Five personality traits as the basis for personality
measurement (Dhelim et al., 2022). However, the
perception methods for similar personality friends in
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most current studies focus primarily on Personality
Neighborhood (Khelloufi et al., 2020) and Personality
Matching (Yang & Huang, 2019). Personality
Neighborhood typically employs proximity functions
to measure personality similarity, thereby identifying
users within the personality neighborhood and making
predictions accordingly. Personality Matching, on the
other hand, is similar to traditional content filtering
methods. For example, Yang and Huang (Yang
& Huang, 2019) assigned personality traits to game
products by calculating the average personality traits
of players. Personality Matching is usually applied
if a common matching criterion can be observed
between the recommended content and the target user.
However, these methods reduce personality similarity to
a simple score, failing to capture the complex, nonlinear
influence of personality on the formation of friendships.
Some research has adopted deep learning techniques.
Majumder et al. (Majumder et al., 2017) proposed
using a deep CNN for document-level APR. The CNN
extracts unigram, bigram, and trigram features from
document text and employs Word2Vec (Mikolov et al.,
2013) to represent each word as a fixed-length feature
vector. Language features (e.g., LIWC) are then fed into
a fully connected layer for personality trait prediction.
GraFRank employs specific modality-based neighbor
aggregators and cross-modality attention to learn
multifaceted user representations(Sankar et al., 2021).
Additionally, friend recommendation can be viewed as
a link prediction problem, which is a popular research
area (Guo et al., 2023; Tan et al., 2023; H. Wang et al.,
2023). Nevertheless, existing link prediction research
predominantly focuses on general link prediction
problems, emphasizing the design of various algorithms
to explore graph topologies and utilize node attributes.
However, these methods often overlook the importance
of personality traits in friend recommendation scenarios,
which can significantly impact prediction results. Based
on the aforementioned reasons, and considering the
rise of disentangled representation learning (X. Wang
et al., 2023) and the powerful reasoning capabilities
of large language models (LLMs), we propose
a novel personality-disentangled friend prediction
method. Using LLMs, we can identify users’ personality
traits from their language and categorize them into
different social subgraphs. Predictions are made
independently within each subgraph and then adaptively
integrated. This deep disentanglement not only
enhances prediction accuracy but also allows for a more
precise understanding of user behavior patterns, offering
good interpretability. In summary, the contributions of
this paper are as follows:

• Deep disentanglement of friendship formation

factors: This method extracts personality traits
by analyzing users’ linguistic behaviors and
disentangles their interactions in social networks
based on these traits. This personality-based
disentanglement models how different personality
types influence the formation of friendships.

• Division of social subgraphs and interpretability:
By categorizing users into different social
subgraphs based on their personality traits,
the overall interpretability is enhanced. Each
subgraph represents a group of users with similar
personality traits, making the prediction results
more intuitive and easier to understand.

• Superior model performance: Experimental
results on the Facebook social dataset
demonstrate that our model significantly
outperforms existing baseline models across
various performance metrics.

2. Related Work

2.1. Friend Recommendation

Friend Recommendation is an important task for
online social networks. Typical applications include
”People You May Know” on Facebook. Early
approaches typically employed heuristic methods based
on social graphs (Liben-Nowell & Kleinberg, 2003),
such as path-based Katz centrality (Katz, 1953) and
common neighbor-based Adamic/Adar (Adamic &
Adar, 2003). However, manually created metrics
can only cover a limited range of static features in
social networks (Song et al., 2022), and recommended
nodes are often concentrated in the local neighborhood
of the source node. This high level of homophily
exacerbates the issues of echo chambers and filter
bubbles (Tommasel et al., 2021). In recent years,
with the widespread adoption of deep learning,
embedding representation have been used to model
node representations from the link structures between
social nodes. Embedding representation methods
mainly consider the local structure of nodes, such
as DeepWalk (Perozzi et al., 2014), Line (Tang
et al., 2015), and Node2vec (Grover & Leskovec,
2016). With the success of Graph Neural Networks
(GNNs), social networks are now represented as
graph structures. Thanks to the powerful encoding
capabilities of GNN, they can learn representations
that combine graph structure and node/link attributes
without relying on costly feature engineering (Sankar
et al., 2021). Additionally, GNN have demonstrated
superior performance compared to shallow embedding
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methods like Node2vec. GCN (Kipf & Welling,
2016a) can effectively learn hidden embeddings of
nodes while preserving their local graph structure and
features. GAT (Veličković et al., 2017) designed
graph neural attention networks by leveraging different
weights of neighboring nodes, effectively learning
various neighborhood features for node classification.
Additionally, GraphSAGE (Hamilton et al., 2017) learns
node embeddings by sampling and aggregating features
from local neighborhoods. Furthermore, subgraph2link
is a newly proposed approach for link prediction.
The key idea is to represent each edge using its
surrounding subgraph and then apply GNN to learn the
representation of the entire subgraph. The pioneering
work of SEAL (Zhang & Chen, 2018) employs node
labeling, first creating structure-aware features for
nodes within a subgraph, and then aggregating node
representations obtained from GNN to obtain the final
edge representation.

2.2. Personality and Friendships Formation

Personality traits have been widely employed
to enhance the performance of recommendation
systems. PersoNet utilizes the Big Five personality
traits to improve the hybrid filtering process for
friend selection (Ning et al., 2019). FAFinder
employs the Hellinger-Bhattacharyya distance (H-B
distance) to measure users’ Big Five similarity
and recommends friends accordingly (Chakrabarty
et al., 2020). MatchMaker recommends friends to
Facebook users by matching and comparing their
online profiles with those of television characters
(Bian et al., 2012). (Tommasel et al., 2016)
analyzed three different similarity factors: overall
similarity calculated using the Big Five personality
traits, dimension-to-dimension similarity measures, and
cross-dimension similarity between each personality
trait and others. PSER combines user attributes with
the Big Five traits to recommend new followers (Xiao
et al., 2017). However, current personality-aware
friend recommendation methods primarily enhance
recommendations by examining the similarity of
personality traits. This static matching approach may
overlook important factors in friendship formation,
lacking the ability to capture the complex dynamics
driving the formation of friendships. Regarding
theories of personality traits, many trait approaches,
such as the Big Five (John, Srivastava, et al., 1999),
the interpersonal circumplex (Wiggins, 2003), and
attachment theory (Noftle & Shaver, 2006), have
been shown to significantly impact friendships. Since
the dimensions of many frameworks can be roughly

translated into the Big Five dimensions (Ansell &
Pincus, 2004; Noftle & Shaver, 2006), and given
previous studies have used the Big Five as a standard for
measuring personality traits (Chakrabarty et al., 2020;
Ning et al., 2019; Tommasel et al., 2016), we have
chosen to adopt the Big Five personality traits as the
fundamental theory for distinguishing personality traits.

3. Methodology

Social Network

Personality-aware sub-social network

{ Here are the text features of a user's 
social media post: <text features>, 
determine if the user exhibits the 
'Openness to Experience' trait from the 
Big Five personality traits. }
<text features>: 
Word Count: 86
Proportion of words with 6+ letters:29.07
Time word ratio:9.3

     : The user has the personality trait of 
Openness to Experience.

LLM Identifies Personality Traits

Subgraph 
Division

Figure 1. Using LLMs to infer user personality traits

and divide into social subgraphs.

3.1. Problem Definition

Given a social network G = (V,E), where V
denotes the set of N users and E is the set of edges,
E is typically formulated as an N×N adjacency matrix
A ∈ RN×N , If there is a social relationship from user
i to user j, then Aij = 1, otherwise Aij = 0. The
task of friend recommendation is to predict the missing
links in G. From the perspective of graph embedding,
a Graph Neural Network (GNN) model learns to map
each node u ∈ V to a low-dimensional vector eu. The
probability of an edge existing between node u and v
is determined by the dot product of their embedding
vectors: yuv = eTu ev .

3.2. Inferring User Personality Traits based
on LLMs

Because being similar in personality can affect
friendship selection processes (Selfhout et al., 2007),
we aim to identify individuals with similar personalities.
Unlike traditional studies that compute personality
similarity, we leverage LLMs to achieve this goal.
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Specifically, as illustrated in Figure 1, for users on
social platforms like Facebook, we extract linguistic
features from their daily posts using language analysis
tools. Here, we employ LIWC, which has been
proven to achieve acceptable accuracy in detecting
users’ personality traits from their text (Dhelim et al.,
2022). LIWC classifies the analyzed text into various
psychologically relevant categories known as “buckets”
such as ‘function words’ (e.g., conjunctions, articles,
pronouns), ‘social processes’ (e.g., mate, talk, friend),
and ‘affective processes’ (e.g., happy, nervous, cried).
Afterward, LIWC measures the word frequency in each
bucket and uses this data to predict the personality
traits of the subject (Dhelim et al., 2022). After
obtaining the linguistic features of users, we leverage the
powerful reasoning capabilities of LLMs by inputting
these features into the LLMs to infer the users’
personality traits. Here, we choose Llama 3, the
new generation of powerful reasoning open-source large
language models 1. Given the significant success of
the Big Five in modeling personality traits, and prior
research indicating that certain dimensions of linguistic
features extracted by LIWC are significantly correlated
with the various dimensions of the Big Five, known
as the “Kernel of Truth” (Koutsoumpis et al., 2022).
We categorize users’ personality traits into the five
dimensions of the Big Five (Openness to Experience,
Conscientiousness, Extraversion, Agreeableness, and
Emotional Stability), identifying whether an individual
exhibits a distinct personality trait. Specifically, for
Openness, we input the user’s word count, proportion of
words with 6+ letters and time word ratio into the LLM,
which has been validated in the literature (Koutsoumpis
et al., 2022). We adapt the prompt to extract personality
traits accordingly:

• Prompt: Here are the text features of a user’s
social media post: <text features>. Determine
if the user exhibits the “Openness to Experience”
trait from the Big Five personality traits.

The same procedure applies to the other personality
traits. After the LLM identifies the user’s personality
traits based on the provided text features, we obtain a
new user u with five personality trait attributes: u =
{u, up1, up2, up3, up4, up5}. If the user exhibits trait 1,
then up1 = 1; otherwise, up1 = 0.

3.3. Personality-Based Disentangled
Representation

1https://llama.meta.com/llama3/

Layer3

Layer2

Layer1

Layer3

Layer2

Layer1

Attention
Layer

Embedding 
Initialization Embedding Propagation Adaptive Weighted Fusion

Supplement to Implicit Embeddings

Embedding 
Learning

Attention
Layer

Figure 2. Overview of our DFFR model. ⊕
represents weighted summation

3.3.1. Social Subgraph Division After obtaining
users’ personality traits, we aim to partition the entire
social graph into multiple social subgraphs based on
these traits. As shown in Figure 2, each subgraph
represents a group of users with similar personality traits
within the social network. This allows us to capture
the internal connection patterns of user groups formed
based on different personality traits. Specifically, the
adjacency matrix Api of a social subgraph Gpi :

Api

ij =

{
1 if upi

i = upi

j = 1 and (ui, uj) ∈ A

0 otherwise
(1)

Based on the five personality traits, we obtain
the adjacency matrices of the five social subgraphs
(Ap1 , Ap2 , Ap3 , Ap4 , Ap5). Each social subgraph
contains social connections established solely due to the
same personality trait. Note that there may be overlaps
between the social connections in different subgraphs;
that is, a social connection might be established due to
multiple personality factors.

3.3.2. Disentangled Representation Learning
From the perspective of friend recommendation, we
aim to obtain disentangled representations of different
aspects of users’ personalities. When the social graph
is disentangled into multiple social subgraphs based
on personality traits, we only need to represent user
nodes independently within each subgraph. SEAL, a
link prediction framework that learns general graph
structural features from closed subgraphs and node
information matrices using GNNs, has achieved great
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success (Zhang & Chen, 2018). Here, we use SEAL
to learn the representations of user nodes within
subgraphs and make predictions. As shown in Figure
2, specifically, in the social subgraph Gpi , for each
user pair (ui, uk) to be predicted, we extract the
neighborhood structure that includes them within their
respective subgraph:

Gpi

sub(ui,uk)
= Gpi [Br(ui) ∪Br(uk)] (2)

Here, Br(x) represents the neighborhood of node x
within r hops. Then, in the neighborhood subgraph
Gpi

sub(ui,uk)
, we mark ui and uk as core nodes, while

other nodes are differentially labeled based on their
shortest distance to ui and uk to help distinguish their
structural roles in the graph. The label of ux is defined
as:

label(ux) = min(dis(ux, ui), dis(ux, uk)) (3)

where dis(∗) represents the path distance function. For
embedding learning of each subgraph, various graph
neural network models can be used. Here, we take GCN
as our underlying graph neural network model. The
node features of the l-th layer are:

E(l+1) = 0

(
D̃− 1

2 Ãpi

subD̃
− 1

2E(l)W (l)
)

(4)

Here, Ãpi

sub is the normalized adjacency matrix of the

neighborhood subgraph, D̃ is the degree matrix, W (l) is
the weight matrix for layer l, and 0(∗) is the non-linear
activation function. The final node representation in
social subgraph is:

epi
u =

1

L

L∑
l=1

E(l)
u (5)

3.3.3. Adaptive Fusion Prediction After
convolving each social subgraph, we obtain the
representation set of user u, {ep1u , ep2u , ep3u , ep4u , ep5u }.
These representations aggregate information from social
friends with similar personality traits, representing the
user’s social behavior patterns under each personality
trait. To enhance the model’s sensitivity to the influence
of different personality traits and to maintain good
interpretability, we make friend recommendations
within each subgraph separately. This means predicting
what type of friends a user would choose based on a
specific personality trait. Specifically, for the user pair
(ui, uk) to be predicted in the social subgraph Gpi :

Ppi

(ui,uk)
= lin2(Dropout(ReLU(lin1(epi

ui
⊙ epi

uk
)))) (6)

Here, lin1 and lin2 are two linear layers, Dropout(*)
is a regularization operation, ReLU(*) is an activation
function, and ⊙ denotes element-wise multiplication.
After obtaining the prediction results from each social
subgraph, an attention layer is used to adaptively fuse
the predictions to fit the complex mechanisms driving
personality trait-driven friendships. We calculate
weights based on node representations using a 2-layer
MLP:

αpi

sub(ui, uk) =
exp(W2·ReLU(W1·(e

pi
ui

∥epiuk
)+b1)+b2)∑

sub′ exp
(
W2·ReLU

(
W1·(e

pi
ui

∥epi
uk

′ )+b1
)
+b2

) (7)

Here, W1, W2, b1, and b2 represent the learnable
parameters of the attention layer. The final prediction
score is:

ˆyi,k =
∑
i

αpisub(ui, uk)Ppi

(ui,uk)
(8)

The adaptive fusion approach allows the model to
dynamically compute the contribution of each subgraph
to the final prediction based on the contextual
information of each subgraph. This means that each
personality trait’s contribution to friendship formation
is evaluated. Here, binary cross-entropy loss is used as
the prediction loss to train the model:

L = − 1
N

∑N
i=1 [yi · log(σ(ŷi)) + (1− yi) · log(1− σ(ŷi))] (9)

σ(x) is the sigmoid function, σ(x) = 1
1+e−x . ŷi is

the logits output by the model. yi is the ground truth
label, taking the value 0 or 1. N is the total number
of samples. The final model will learn the impact
mechanisms of different personality traits on friendship
formation and their coupled effects. It will identify the
potential factors that may lead to connections between
users and ultimately recommend potential friends whose
personality traits align with the user.

3.3.4. Capturing Potential Friendship Formation
Factors In social networks, users may exhibit
inconsistent behaviors or personality traits for various
reasons, such as different social environments or
fluctuating emotional states. Due to the complexity of
factors driving friendship formation and the potential
bias of text on social media in reflecting personality
traits, we additionally train a implicit representation of
users based on the original social network data. As
is shown in Figure 2, this implicit representation aims
to capture other potential factors that drive friendship
formation. Specifically, the final prediction score in
equation 8 is changed to:

ˆyi,k = (1− βi)(
∑

i α
pisub(ui, uk)Ppi

(ui,uk)
) + βiPi

(ui,uk)
(10)
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Here, βi is the weight of the implicit embedding
learned adaptively, and Pi

(ui,uk)
is the predicted score

of the implicit embedding. By incorporating implicit
representations, the model learns to capture implicit
traits that are not explicitly evident in user posts.
This helps to enhance the model’s understanding and
robustness in predicting user behavior.

4. Experiments

4.1. Experimental Setup

Table 1. Dataset Statistics.

Dataset Facebook
node num 8326
edge num 18388
node features 20

4.1.1. Dataset We implemented our strategy on
Facebook 2, which is a social network dataset we
collected ourselves. At Facebook, there is a keen
interest in identifying these potential social friends for
individuals using a completely data-driven approach.
We retained users who have both text information and
social relationships, and we used LIWC to extract text
features. Table 1 summarizes the details of the dataset.
The correspondence between text features and the Big
Five personality traits is shown in Table 2.

4.1.2. Baselines

• MLP (Hastie et al., 2009): This two-layer
Multi-Layer Perceptron features fully-connected
layers with ReLU activations, designed to learn
user representations effectively.

• GCN (Kipf & Welling, 2016a): Graph
Convolutional Networks utilize spectral-based
convolution operations to efficiently aggregate
and transform neighborhood features, enabling
effective learning of node representations.

• GAT (Veličković et al., 2017): Graph
attention networks leverage self-attentional
aggregation mechanisms to weigh the influence
of neighboring nodes, enabling adaptive feature
learning, which enhances the model’s ability to
capture complex node interactions effectively.

• VGAE (Kipf & Welling, 2016b): Variational
Graph Autoencoders integrate the principles of

2https://www.facebook.com/

variational autoencoders with graph convolutional
networks to enable unsupervised learning on
graph-structured data.

• SEAL (Zhang & Chen, 2018): SEAL employs
a novel localized subgraph extraction technique
that captures the structural context of nodes
by utilizing their attributed local neighborhoods.
By incorporating node and edge features within
subgraphs, SEAL adeptly addresses complex
patterns of interactions. SEAL(GCN) and
SEAL(SAGE) represent using GCN and SAGE
as the underlying graph neural network models,
respectively.

4.1.3. Metrics To evaluate friend recommendation,
we use ranking metrics Hit@K (HR@1000, HR@2000)
and the classification metric Area Under the Curve
(AUC). HR@K quantifies the probability that a correct
recommendation appears within the top K results, useful
for assessing the precision of friend suggestions. AUC,
on the other hand, measures the ability of the model
to correctly classify pairs of users as friends versus
non-friends, indicating the overall effectiveness of the
model in distinguishing between positive and negative
classes across all possible classification thresholds.

4.1.4. Settings The dataset is split into train,
validation, and test sets in an 85:5:10 ratio. For all
experiments, the batch size is set at 32, and optimization
is performed using the Adam optimizer across models.
Since some of the text features extracted by LIWC
have been proven to be significantly correlated with
personality traits (Koutsoumpis et al., 2022), we infer
the Big Five personality traits based only on those
relevant features. Table 3 shows the number of social
edges under each social subgraph.

4.2. Recommendation Performance

A comprehensive analysis was conducted to
evaluate the efficacy of various models. Compared
to SEAL, which focuses on fine-grained structural
features, models such as MLP and base GNNs (GCN,
GAT, VGAE) mainly aggregate local neighborhood
information. As a result, they cannot effectively
leverage the relationships and structural information
between nodes, leading to overall poorer performance
across various metrics. VGAE uses an encoder-decoder
structure to learn node embeddings, potentially
capturing complex non-linear relationships between
nodes. This enables it to better understand and
differentiate between positive and negative samples,
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Table 2. The text features were extracted by LIWC.

Personality traits Text traits (LIWC)

Openness to Experience
Word Count
Proportion of words with 6+ letters
Time word ratio

Conscientiousness

Body part word ratio
Negative affective word ratio
Proportion of words expressing anger
Name-calling word ratio

Extraversion
Positive affective word ratio
Proportion of sex-related words
Friend-related word ratio

Agreeableness

Positive affective word ratio
Negative affective word ratio
Proportion of words expressing anger
Name-calling word ratio

Emotional Stability

Article ratio
Proportion of words expressing sadness
Negative word ratio
Proportion of words expressing anxiety
Pronoun ratio
First person singular pronoun ratio

Table 3. The number of friendship relationships

driven by personality traits.

Personality traits Edge number
Openness to Experience 17096
Conscientiousness 124
Extraversion 22220
Agreeableness 5264
Emotional Stability 96

resulting in good performance on the AUC metric.
Within the SEAL framework, the results show minimal
differences regardless of the type of graph network
used. Additionally, while GCN and GAT perform worse
than SEAL in HR@1000, they show better performance
in HR@2000. This may be because these models
are more effective at learning broader or shallower
features, which means they perform better at capturing
more potential friends. When the evaluation metric
covers a larger number of recommendations (such
as HR@2000), these models may demonstrate their
advantages due to their wider recommendation range.
SEAL, on the other hand, extracts and utilizes more
complex patterns and relationships by using subgraphs
and specific graph structures, making it more accurate in
precise recommendations (fewer top recommendations,
such as HR@1000). Our proposed DRRF effectively
reduces internal heterogeneity and noise within the

graph by dividing it into personality-based subgraphs,
while adaptive fusion allows for a comprehensive
consideration of various personality-driven friendship
potentials. As a result, it achieves optimal performance
across all metrics. Its substantial outperformance
over SEAL and Base GNNs in HR@2000 indicates
that DRRF can not only make precise predictions but
also effectively identify a large number of potential
friendships, including those less obvious social
connections. This reflects its advantage in capturing
deep and subtle connections within complex social
networks.

w/o D w/o i 3 fea DRRF

0.80

0.82

0.84

0.86

0.88

0.90

0.92
HR@1000

w/o D w/o i 3 fea DRRF

0.525

0.550

0.575

0.600

0.625

0.650

HR@2000

w/o D w/o i 3 fea DRRF0.76

0.77

0.78

0.79

0.80

0.81

0.82 AUC

Figure 3. Ablation Study.

4.3. Ablation Study

To investigate the effectiveness of each component
of our model, we individually removed them:

• w/o D: Remove the disentanglement component.
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Table 4. Overall performance of our proposed method and baselines.

HR@1000 HR@2000 AUC
MLP 0.5762 0.5323 0.5595
GCN 0.7324 0.5821 0.6433
GAT 0.6169 0.5745 0.5980
VGAE 0.6561 0.5595 0.7504
SEAL(GCN) 0.8693 0.5598 0.8022
SEAL(SAGE) 0.7834 0.5420 0.7485
DRRF 0.9088 0.6434 0.8127

• w/o i: Exclude the implicit embeddings and
predict based solely on the disentangled parts.

• 3 fea: Consider that friendships based on
Conscientiousness and Emotional Stability are
less common, we only predict based on the other
three personality traits.

As shown in Figure 3, removing the disentanglement
component degrades the model to a GCN-based SEAL.
Since it cannot distinguish between different factors
driving friendship formation, its performance is
poor. Excluding the implicit representations leads to
neglecting non-personality factors that contribute to
friendship formation. This is reflected in the model’s
ability to identify more explicit friendships, resulting
in only a slight drop in HR@1000. However, implicit
representations usually help the model capture more
implicit relationships over a larger prediction range.
Therefore, removing implicit representations results
in a significant decrease in HR@2000. Additionally,
although there are fewer social edges based on
Conscientiousness and Emotional Stability traits,
predicting solely on the other three traits still results
in some loss of accuracy. This could be due to the
complex complementary relationships between the five
personality traits. Omitting two of these traits may
disrupt this complementarity, thus affecting the overall
performance of the model.

4.4. Case Study

In this section, we randomly sample users from the
dataset to examine the interpretability of the model.
Due to space constraints, we extract portions of users’
text information posted on social media and their
personality trait weights in DRRF. Specifically, there
is a friendship between User 539 and User 3452, with
the Extraversion trait receiving the highest weight of
0.4129 in the model’s prediction. This inclination is
also reflected in their texts, as shown in Table 5. Both
users express excitement and anticipation for social
activities, demonstrating a high level of extraversion,

which is a key factor in their friendship. In Table 6,
there is a friendship between User 2235 and User 3324,
with Agreeableness and Emotional Stability receiving
high weights of 0.3249 and 0.3011, respectively, in the
model’s prediction. The text reveals that both User
2235 and User 3324 exhibit clear characteristics of
friendliness and empathy, as well as a well-organized
lifestyle and a sense of responsibility. These traits likely
drive the formation of their friendship.

5. Conclusion

By examining friendship formation from the
perspective of personality traits, we constructed a
disentangled social graph model. This model, based
on an attention mechanism, allows the model to learn
the complex interactive relationships driven by different
personality traits in forming friendships. Extensive
experiments have demonstrated the effectiveness of our
method. Future work will focus on achieving more
fine-grained disentanglement to improve the accuracy
and personalization of friend recommendations.
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