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Abstract

Artificial intelligence (AI) has increasingly become a
popular alternative for performing tasks that are typically
performed by humans. Mammography imaging is one
context in which the role of AI is growing. Some experts
claim that, with recent advancements in image processing
algorithms and the increasing availability of data, AI
will replace radiologists. Others argue that the rise
of AI will change how diagnostic tasks are allocated,
eventually paving the way for human-machine collaborative
decision-making. In this research, we solve a hospital’s
AI acquisition problem for mammography imaging and
redesign its operations for human-computer collaborative
decision-making. To that end, we propose an optimization
model for the hospital that minimizes costs related to
mammography screening and determines whether and when
a complete automation (AI alone) strategy or a delegation
(collaboration between humans and machines) strategy
is preferable to an expert-alone strategy. We find that the
disease incidence relative to the ratio of follow-up against
liability costs is an important determinant of whether
the delegation strategy is preferable to the automation
strategy. In addition, reductions in algorithmic cost could
either result in the delegation (sharing of work between
humans and machines) or full automation depending on the
performance of the algorithm. Our work has implications
beyond radiology imaging for the design of work in the AI
era and in the human-machine collaboration context.

1. Introduction

becoming an alternate for humans in areas such as image
processing, self-driving, and speech recognition. Despite
these advances, there is a practical concern from an
operational point of view: how to apportion work between
humans and machines. An effective allocation of work
between humans and AI can help solve important problems
and redefine work, organizations, and society.

Allocating the work between humans and machines is
a challenging problem and has been a topic of research
interest among management researchers. On the one hand,
the continuing improvement in AI performance promises a
more automated future (Dietterich, 2017). On the other hand,
even in today’s high standards that are achieved, AI lacks
the “flexibility, adaptability, and generativity we generally
associate with human intelligence” (Von Krogh, 2018),
making human-only solutions as more viable in certain cases.
Perhaps, there could be solutions that combine abilities of
humans and AI in human-machine collaborative frameworks
(Wilson and Daugherty, 2018). Our research seeks an answer
to the question of who should control the work: humans,
machines, or a combination of the two. In answering
this question, we take the perspective of the firm in their
acquisition of predictive AI algorithms and allocation of
work between humans and machines. Our context is the AI
algorithms rivaling radiologists in mammography screening.

1.1. AI in Screening Mammography

Mammography, an x-ray picture of the breast, is the
primary modality for the early diagnosis of breast cancer.
In the year 2021, about 39 million women underwent
mammography screening in the US alone. One out of
every 10 women experiences a false-positive mammogram;
these false positives not only reduce the quality of life
of patients by causing unnecessary anxiety or subjecting
patients to biopsies that were eventually negative but it
also drives up healthcare costs. Partly owing to human
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limitations, about 16% of breast cancer cases are missed.
The imperfect radiologist performance, the relatively more
standardized task of image interpretation, and importantly,
the sheer scale of repeated work (and associated costs) make
mammography screening a prime target for automation
through machines (Lee and Elmore, 2019).

The interpretation of mammograms includes two stages.
In the first stage, radiologists form a visual perception of
abnormalities based on the mammography image and report
findings. A finding could be “no abnormality is observed”
or it can consist of a number of abnormalities and their
characteristics (such as shape and size of masses). Using
these findings and possibly the patient characteristics (e.g.,
age, race, menopausal status, hormonal therapy, and others),
in the second stage, radiologists assess the risk of cancer
on a standardized scale. The evaluation of risk depends
on the radiologists’ training, level of expertise, and prior
experience. If the assessed risk is high enough (in practice,
> 2% threshold is used), the radiologist recommends
follow-up procedures such as biopsy (i.e., pathological
evaluation of the abnormal tissue) for definitive diagnosis.
A follow-up recommendation indicates the radiologist’s
malignant assessment (i.e., the patient may have cancer).
Otherwise, the radiologist recommends that no further
action is needed, which indicates a benign assessment.

AI’s assessment of mammograms work similar to how
radiologists make recommendations based on images. One
example is deep learning algorithms, a type of AI, that can
simultaneously process an x-ray image (visual perception
stage) and then provide a risk (assessment stage).1 In the
visual perception stage, these algorithms determine tumor
volume, texture, location, and shape. In the assessment stage,
they classify the image into a malignant or a benign class,
therefore, providing a decision for patient management (i.e.,
follow-up decisions). Deep learning of radiological images
for clinical decision making has garnered significant interest
in the last decade and demonstrated on-par performance
with radiologists. Namely, a recent study evaluating
stand-alone commercial AI systems found 0.840 area under
the ROC curve against the average of the radiologists at
0.814, with no statistically significant difference between
the two (Rodriguez-Ruiz et al., 2019).

1.2. Research Objective

As the performance of AI for interpreting mammograms
improves, the radiology community is debating whether
AI should replace radiologists or take more of a supportive
role in diagnostic decisions (notes from an expert panel
at the RSNA conference, Hagland, 2021). Experts predict

1An alternative method is for the radiologists to extract features from
the mammography image and then feed the extracted information to
classification algorithms. We do not focus on such use of algorithms in
this manuscript.

full automation of radiological tasks may require up to a
decade to achieve (Hosny et al., 2018). It is also deemed
critical to determine how AI will support radiologists within
their workflow (Lee and Elmore, 2019). Consistent with the
ongoing debate, we consider two strategies, automation and
delegation, for incorporating AI into a population screening
program against the expert-alone strategy, in which the
radiologist is the sole decision-maker. The automation
strategy refers to the case in which AI replaces radiologists.
The delegation strategy refers to the case in which AI and
radiologists share the work based on the AI holding the
delegation authority (when to defer a case to a human
expert).

Our purpose in this research is to find a solution to
a hospital’s AI acquisition problem for mammography
imaging and redesigning its operations for human-computer
collaborative decision making. To that end, we propose an
optimization model for the hospital; the model minimizes
costs related to mammography screening and determines
whether and when automation with AI or delegation
strategies are desirable against the expert-alone strategy. In
modeling this problem, we rely on the statistical foundations
of how predictive AI algorithms work.

2. Modeling and Analysis

We introduce the key aspects of our model by defining
alternative strategies around an AI implementation. Consider
a hospital who is interested in adopting an algorithm for
redesigning work around AI (i.e., redesign/design
henceforth refers to the decision of allocating work to expert
radiologists, AI, or both) for its breast cancer screening
program. The hospital is aiming to use the predictions of
AI algorithm for breast cancer risk assessment based on
mammography imaging. The input to such an algorithm
would be patient characteristics (e.g., age, race, menopausal
status, hormonal therapy, and others) and the x-ray image
of a patient’s mammogram, collectively referred to as the
mammography information. The output of the algorithm
would be a risk assessment, i.e., the risk of breast cancer
associated with the patient’s mammography information.
The hospital needs to design a system to decide whether
to incorporate AI into the mammography-based diagnostic
decision making processes.

To help with the hospital’s design decision, we first
define the building blocks of the model and the hospital’s
objective function. Then, we study when would the hospital
prefer a work redesign strategy around AI, delegation
or automation strategies, against the expert-only strategy.
Finally, we characterize the design parameters of each
alternative and present comparative statics to provide
insights into the optimal design choice.
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2.1. Model Preliminaries

The default design for the hospital is expert-alone
(E) strategy, which we consider as our benchmark.
Under this strategy, all patient cases are sent to an expert
radiologist who makes diagnostic decisions based on the
mammography information. We consider two alternative
strategies for redesigning work around AI: delegation (D)
and automation (A).

Under the delegation strategy, the algorithm and the
human expert share the work based on the predicted risk.
The strategy works as follows. When the AI algorithm’s
predicted risk r is below a pre-determined threshold td, the
patient is deemed as healthy, h, by the algorithm. When
the risk r predicted by the algorithm is above that threshold,
a human expert such as a mammography-trained radiologist
will assess the image for further follow-up. Let e(r) denote
the assessment of the human expert, either sick, s, or healthy,
h, when the algorithm predicts a risk of r. We formally
define the proposed decision rule d(r) under delegation
strategy as follows:

d(r)=

{
h if r<td

e(r)∈{h,s} otherwise.
(1)

Observe that when td = −∞, the decision rule d(r)
corresponds to the expert-alone strategy.

Under the automation strategy, the AI replaces the
human expert. The AI algorithm predicts a risk score r for
a given image and related patient information. If the risk
score is below a fixed threshold ta, the patient is deemed
as healthy (h) and no follow-up is necessary. Otherwise, the
patient is deemed as sick (s) and the patient will undergo
follow-up procedures such as further imaging and biopsy.
In both cases, a primary care physician would approve
the algorithm’s assessment and hence there would still be
a human approval of the algorithmic decision. Yet, the
automation strategy avoids the expenditure associated with
the use of expert radiologist in decision making. We define
the decision rule a(r) for the automation strategy as:

a(r)=

{
h if r≤ta

s otherwise.
(2)

Irrespective of whether the human expert or AI
algorithm is making the assessment based on given
mammography information, the uncertainty in the
classification decision can result in one of the four outcomes
o: true-positive (TP ), false-positive (FP ), true-negative
(TN), and false-negative (FN). These outcomes occur
with probability Pj(o), j∈{E,D,A}. Following the prior
classification literature (e.g., Jiang et al., 2005), particularly

those within the radiology domain (see, e.g., Burnside
et al., 2009), we assume that the algorithm’s risk assessment
and the radiologist’s decision for a patient depend on the
patient’s health status and not on each other. That is, given
the health status of a patient, the algorithm’s and the human
expert’s assessments are conditionally independent. We
denote the prevalence of the disease being screened (i.e.,
breast cancer) in the population using λ.

Algorithmic performance is a key construct in our
analysis. To represent the performance of the algorithm
in our model setup, we use the area under the ROC
curve (AUC) metric. Following the statistical estimation
and performance measurement approaches in the binary
classification literature, we consider two Gaussian
distributions to underlie the ROC curve (Hanley, 1996).
That is, the assigned risk by the AI algorithm follows a
binormal distribution, two normal distributions for the
healthy and sick people. For simplicity, we restrict the
mean score for the the sick patients µs to be greater than the
mean score for the healthy patients µh, µh<µs, while class
conditional variances, σ, to be equal (e.g., see Fong et al.,
2021, for a similar assumption). Therefore, the estimation
of the unknown risk for a given mammography respectively
follows N(µs,σ) and N(µh,σ) for the sick and healthy
populations. Let I := µs−µh

σ denote the information content
of a predictive AI algorithm. The AUC of such an algorithm
is given by

AUC=Φ

(
µs−µh√

2σ

)
=Φ

(
I√
2

)
where Φ(.) is the standard normal cumulative distribution
function. Since the information content measure
monotonically relates to the AUC metric, we use I as the
key construct when characterizing algorithmic performance.

The expected cost that hospital incurs under the
delegation, CD(tD), and automation, CA(tA), strategies
depend on the respective thresholds used for delegating the
decision to human experts and for discriminating healthy
and sick patients. Using the algorithm costs the hospital
ca while using the human expert costs ce.2 When either
the AI or the human expert assesses the patient as sick
and recommend a follow-up, the hospital incurs cf . In the
case of mammography, a follow-up may be a more detailed
mammography study or alternative imaging technique such
as tomography. When the physician or AI falsely assess the
patient as healthy, the hospital faces the risk of litigation.
Accordingly, we let cl denote the expected cost of litigation
for a FN outcome.3 Note that positive assessments are

2We assume a subscription model for algorithm costs in which the
developer charges the hospital for using AI on a per-use basis. Our
conversations with healthcare practitioners on AI acquisition costs support
this assumption.

3This parameter subsumes the probability of patient filing a lawsuit
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mostly not subject to litigation in most healthcare settings
including the mammography context. Namely, Murphy
et al., 2018 report that the majority (approximately 93%) of
litigation cases in breast cancer screening are due to delay in
breast cancer diagnosis, i.e., false negatives. Hence, we do
not consider costs associated with a false positive apart from
the cost of follow up consistent with empirical observations.
We provide a summary of notation in Table 1.

Table 1: Summary of notations

Notation Definition Comments

p : True health status of a patient, either sick (s) or healthy (h) p∈{s, h}
r : The risk assessment by an algorithm
µi/σi : Mean/standard deviation of risk assessment by an algorithm for a sick (s) or

healthy (h) patient,
i∈{s, h}

d(r) : The delegation rule for a given risk r
e(r) : A human expert’s risk assessment (sick vs. healthy) for a given risk r e(r)∈{s, h}
a(r) : An algorithms’s risk assessment (sick vs. healthy) for a given risk r a(r)∈{s, h}
λ : The prevalence of disease in the patient population λ∈(0,1)
o : Diagnostic decision outcomes: false negative (FN) /false positive (FN) /true

positive (FN) /true negative (FN)
o∈{FN,FP,TP,TN}

Pj(o) : Probability of various outcomes (o) under different strategies j∈{E,D,A}
tj : Thresholds under different strategies j∈{D,A}
I : Information content of algorithm
cj : The cost of algorithm (.a), human expert (.e), follow-up (.f ), and liability for

misdiagnosing a sick patient (.l).
j∈{a,e,f,l}

Cj(tj) : Expected costs under delegation or automation with threshold t j∈{A,D}
C∗

j : Optimal costs of different strategies, j∈{E,D,A}

Let P(.) denote the probability of a given event and
t be the arbitrary threshold used under delegation and
automation strategies. We define the expected costs under
the expert-only, delegation, and automation strategies in the
following respective equations:

CE : = ce+

Expected follow-up costs︷ ︸︸ ︷
P(e(r)=s)cf +

Expected litigation costs︷ ︸︸ ︷
P(e(r)=h|s)λcl

= ce+λcl+PE(TP)λ[cf−cl]

+PE(FP)(1−λ)[cf ] (3)

CD(t): = ca+

Expected expert costs︷ ︸︸ ︷
P(r≥t)ce +

Expected follow-up costs︷ ︸︸ ︷
P(r≥t,e(r)=s)cf

+

Expected litigation costs︷ ︸︸ ︷
P(r<t|s)λcl+P(r≥t,e(r)=h|s)λcl

= ca+λcl+P(r≥t|s)λ[ce+P(e(r)=s|s)(cf−cl)]

+P(r≥t|h)(1−λ)[ce+P(e(r)=s|h)cf ] (4)

CA(t): = ca+

Expected follow-up costs︷ ︸︸ ︷
P(r≥t)cf +

Expected litigation costs︷ ︸︸ ︷
P(r<t|s)λcl

= ca+λcl+P(r≥t|s)λ(cf−cl)

+P(r≥t|h)(1−λ)cf (5)

2.2. Optimal Redesign of Work

In the context of our setup, the hospital’s objective
in redesigning work around AI is to reduce its costs and
therefore increase its profits. This objective is consistent
with the prevailing practice due to the following. In the
US healthcare system, hospitals, in general, are paid based
on the prospective payment system—a system in which
hospitals receive fixed fees for their services for a care
episode. Note that, this payment scheme separates the
intensity of services from the payment, thereby incentivizing

in the case of a missed diagnosis and the probability of lawsuit’s success
and hence is labeled as expected cost.

cost efficiency. Because of Civil Monetary Penalties and
Antikickback statutes, hospitals also are not legally allowed
to compensate physicians for less/more intense services.
Hence, hospitals cannot financially incentivize doctors
in exchange for medical decisions that favor hospital
profits. Motivated by these reasons, under each strategy,
the hospital’s design objective is to minimize its costs while
leaving physicians independent in their care decisions.

Let C∗
j be the optimal costs under strategy

j ∈ {E, A, D}. The hospital’s overall objective is
to choose the optimal strategy based on the following:

argmin
j∈{E, ,A, D}

C∗
j :=min{CE, min

td
CD(td), min

ta
CA(ta)}, (6)

where, the hospital first chooses the respective thresholds
td or ta for the delegation and the automation strategies
and then choose the strategy leading to the lowest costs. In
analyzing this model, we make two simplifying assumptions.
Assumption 1. ca/(1−λ)<ce<cf <cl.

Assumption 1 provides a relative ordering of various
costs involved in the redesign of work. In this ordering,
the liability costs for incorrect diagnosis of sick patient, cl
is highest. In addition, the cost of following up a patient
with further and more detailed imaging is more than the
cost of expert’s evaluation of current image, cf >ce. Both
assumptions are consistent with expected costs observed
in practice. Namely, Studdert et al., 2006 reports the mean
compensation paid for settling a litigation claim as $485,348
($756,156 when adjusted for 3% inflation for 2020 figures).
Also, the average cost of an expert radiologist reading a
digital screening mammography was reported as $139.89
($167.04 when adjusted for 3% inflation for 2020 figures)
while the total cost of diagnostic work (e.g., additional
imaging or invasive procedures such as biopsy) due to
follow-up ranged from $1,025.00 to $2,187.89 ($1223.90
to $2,612.46 when adjusted for 3% inflation for 2020
figures) (Stout et al., 2014). Finally, the left-most inequality
suggests that the cost of running the AI, ca, is low enough
in comparison to the costs associated with expert evaluation
of healthy proportion of the population, ce∗(1−λ).
Assumption 2. PE(TP)> ce

cl−cf
and PE(FP)<

cf−ce
cf

Assumption 2 imposes bounds on the performance of
the expert. According to this assumption, the human expert’s
performance in terms of true-positive rate and false-positive
rate should be high- and low-enough, respectively. This
assumption avoids the unrealistic scenario that even a
random algorithm is preferable of the human expert. A
recent study aiming to establish performance benchmarks
for human-only vs. stand-alone AI systems reported 73%
sensitivity (true positive rate) and 96% specificity (4%
false-positive rate) for radiologists in a population-based
mammography screening program (Salim et al., 2020).
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Using the aforementioned cost figures, PE(TP)≫0.01%
and PE(FP)≪=86.3% holds, hence further justifying our
assumption.

For brevity of presentation, we let

t1 :=
λ

1−λ

PE(TP)(cl−cf)−ce
ce+PE(FP)cf

and t2 :=
λ

1−λ

cl−cf
cf

.

Variables t1 and t2 are respective design parameters for the
delegation and automation strategies with an intuitive appeal.
Under respective strategies, t1 and t2 represent the relative
value (i.e., avoided costs) of detecting the disease compared
to the value (unnecessary costs incurred) of reassuring its
absence. The following theorem uses these parameters and
characterizes the optimal thresholds.
Theorem 1. Optimal thresholds given by

td=
µs+µh

2
− ln(t1)σ

2

µs−µh
and ta=

µs+µh

2
− ln(t2)σ

2

µs−µh

minimizes hospital’s expected costs under delegation and
automation strategies, respectively.

Under the delegation strategy, the system considers
the patient to be healthy for given radiologist performance
parameters, costs, and disease prevalence when the risk
r assessed by the AI algorithm is below the threshold td.
Otherwise, the system delegates the decision-making to
the expert radiologist. Under the automation strategy, the
system classifies the decision instance as healthy when the
risk r assessed by the AI algorithm is below the threshold
ta. Yet, when the risk r is above that threshold, the system
classifies the decision instance as sick and recalls the patient
for follow-up. Both thresholds increase as the information
content, I = (µs − µh)/σ, of the algorithm increases;
effectively, as the discriminative ability of the AI algorithm
increases, the system relies less on the expert radiologist
or it is less likely to recall the patient for follow up. The
thresholds for delegation or follow-up are decreasing
functions of t1 and t2, respectively.

Next, we characterize the optimal redesign strategy. For
ease of presentation, let

IED :=I∈R s.t. CD(td)=CE

IDA :=I∈R s.t. CD(td)=CA(ta).
(7)

IED and IDA respectively represent the level of algorithm’s
information content at which costs of expert-only vs.
delegation and delegation vs. automation strategies are
equal. Then, Proposition 1 presents how the radiologist
performance, cost parameters, and the discriminative ability
of the AI algorithm determines optimal redesign of work
around AI. It demonstrates when expert-only, delegation,
or automation strategies are optimal.

Proposition 1. Optimal system design is characterized in
Table 2.

Table 2: Optimal design strategy

PE(TP)λ[cl−cf ]−PE(FP)(1−λ)cf
≤ce−ca

Otherwise

PE(TP)−PE(FP)≤ cecl
cf (cl−cf )

I≤IED A E
I>IED A

Otherwise
I≤IED D E
IED<I≤IDA D†

IDA<I A A

(a) When disease prevalence is small with cf/cl>λ

PE(TP)λ[cl−cf ]−PE(FP)(1−λ)cf
≤(ce−ca)+λcl−cf

Otherwise

I<IED A E
IED<I<IDA A D†

IDA<I A A

(b) When disease prevalence is large with cf/cl≤λ

Notes. †: If IED≥IDA, then this region will disappear.

The characterization of optimal strategy depends on
a threshold over the disease prevalence. Specifically, in
Tables 2 (a) and 2 (b), we respectively tabulate distinct
redesign strategies based on whether the disease prevalence
is small or large. In both scenarios, the optimal strategy
reflects the trade-off between the expert’s and the AI
algorithm’s performance. The columns separate the
expert’s performance into two regions: the net expected
financial benefit from expert’s performance being small or
large. This net financial benefit (the left-hand-side of the
inequality) consists of the marginal prevalence-adjusted
benefit from avoiding litigation due to true positives (i.e.,
PE(TP)λ(cl − cf)) less the prevalence-adjusted cost
incurred due to false-positives (i.e., PE(FP)(1 − λ)cf ).
The rows, on the other hand, separate the net clinical
benefit due to expert performance (i.e., the extent to
which true-positive rate exceeds the false-positive rate,
PE(TP)−PE(FP)) being small or large (e.g., Table 2
a) as well as the discriminative performance of the AI
algorithm (represented by the information content, I) being
small, medium, or large (Tables 2 a and b).

We obtain interesting insights from Proposition 1. First,
observe that disease prevalence is a critical factor in redesign
efforts. How much more it costs to follow-up due to
false-positive assessment relative to that of litigation due
to false-negative assessment is the factor that defines the
critical prevalence value, λ < cf/cl or λ ≥ cf/cl, for
different redesign strategies. In the healthcare context, it
means that instead of a uniform strategy, hospitals may
need to devise different approaches for different diseases
depending on how the prevalence (e.g., breast cancer has
%0.13 incidence in the population vs. acute kidney injury
has 2-5% incidence in admitted patients) compares to
the ratio between the cost of a missed disease against a
false alarms for disease occurrence. Second, when the
net financial benefit from using a human expert (i.e., the
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expert radiologist) is relatively small, automation is the
desirable strategy in almost all cases. In this case, human
involvement becomes desirable only at the collaboration
level (i.e., through the delegation strategy) which happens
only when the net clinical benefit from using a human
expert is large enough while algorithmic performance is not
sufficiently large and the disease prevalence is small. Second,
when the net financial benefit and the net clinical benefit
from the expert’s performance are both large enough, any of
the three strategies can be optimal regardless of the disease
prevalence. In this case, which of the three becomes optimal
depends primarily on the algorithm’s performance. The
tables show a clear transition from expert-only, to delegation,
and to automation as the algorithm’s performance increases
from low to medium and to high, respectively. The findings
suggests a gradual shift away from the expert-only strategy
to the delegation strategy in which the mammography
interpretation task is parceled out between humans and
machines as the AI algorithm’s performance increases.
Eventually, the increases in algorithm’s performance pave
the way for full automation. An abrupt shift from expert-only
to automation with increasing algorithm performance is also
possible. It occurs when the disease prevalence is small
enough and the net clinical benefit due to expert performance
is not large, both of which indicates the increased uncertainty
in clearly delineating sick from healthy patients. In such
a case, relying solely on human expert or on the AI is
preferable against the collaborative effort by the human and
machine, i.e., the delegation strategy. Third, regardless of
the disease prevalence, the design of work can fully rely on
the human expert (i.e., AI is not used) when the net financial
benefit from human expert is large and the algorithm’s
performance is low (I≤IED). In the following corollary, we
conduct a comparative statics analysis on the thresholds for
the algorithm’s performance with respect to cost parameters.
Corollary 1. Suppose for a set of initial parameters
IED<IDA holds, hence, delegation is a possible redesign
strategy within the parameter space.

(1) IED is non-decreasing in ca for all ca.

(2) IDA is independent of ca.

(3) IED is non-decreasing in cl.

(4) IDA is decreasing in cl when Φ
(
IDA+

ln(tA)
IDA

)
>

PE(TP)Φ
(
IDA+

ln(tD)
IDA

)
. It is

increasing in cl when Φ
(
IDA+

ln(tA)
IDA

)
<

PE(TP)Φ
(
IDA+

ln(tD)
IDA

)
Corollary 1 provides further insights into the optimal

redesign strategy. Recall IED and IDA are the thresholds

for the AI algorithm’s information content; the optimal
strategy respectively switches from expert-only to delegation
and from delegation to automation when the information
content of the AI algorithm exceeds these thresholds.
Based on the comparative analysis over ca in the first
two parts of the corollary, we observe that reductions
in algorithmic costs can allow even a worse-performing
algorithm to become a part of the work design ceteris
paribus. This effect occurs through involving AI as part of a
human-machine collaboration strategy, i.e., the information
content threshold for switching from expert-only to
delegation is non-decreasing in ca as in part (1). However,
solely reducing the algorithmic cost with no changes into the
algorithmic performance does not facilitate fully replacing
humans with algorithms, i.e., the information content
threshold for switching from delegation to automation
does not depend on ca as in part (2). The intuition for
this result lies on the fact that both the delegation and
automation strategies utilize the AI algorithm for all cases
and eliminating the expert-only strategy is the only choice
for realizing cost savings due to reduced algorithm costs.
Part (3), the impact of litigation cost for switching from
expert-only to delegation, IED, has a similar intuition as in
part (1). Yet, part (4) presents a curious case which suggests
that human-machine collaboration (i.e., delegation) may
become more or less desirable against the machine-only
strategy (i.e., automation) with increasing litigation costs.
The direction of which strategy is more preferable depends
on the relative sensitivity of AI algorithm against the experts.

The comparative statics analysis of optimal costs under
different strategies suggests that, as would be expected, the
hospital can realize reductions in total costs due to redesign
when either the expert’s performance or the algorithm’s
discriminative ability increases.
Corollary 2. Let I′=IED|ca=0 and I′′=IDA be specific
information content levels corresponding to algorithm
performance and assume that I′ < I′′. Let an algorithm
have information content I.

(1) When I<I′, expert-only is optimal regardless of ca

(2) When I′ < I < I′′, there exists c′a such that D is
optimal if ca<c′a and E is optimal otherwise.

(3) If I > I′′, there exists c′′a such that A is optimal if
ca<c′′a and E is optimal otherwise.

Corollary 2 characterizes the optimal strategy from
the perspective of the algorithm’s performance against its
cost. Note that I′ < I′′ ensures that both the delegation
and the automation decisions can possibly be optimal
in the parameter space. When the algorithm has a low
performance, the optimal design does not use the algorithm
regardless of its costs (Part 1). When the algorithm has a
moderate performance, however, either the delegation or the
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expert-only strategies can be the optimal design depending
on the cost; delegation is optimal when the algorithm’s
cost is low and expert-only is optimal otherwise (Part 2).
When the algorithm has a high performance, the delegation
is no longer a possible optimal strategy. Automation is
optimal when the algorithm’s cost is low and expert-only
is optimal otherwise (Part 3). Collectively, there results
suggest that the interplay between the algorithm’s cost and
performance determines whether AI fully replaces humans
or a hybrid strategy is required. Also, high algorithm
performance does not necessarily mean full automation or
even a partial automation through delegation. Rather, for
a high-performing algorithm, organization could rely solely
on human experts when algorithm cost are high.

3. Summary and Conclusion

In this study we develop a work design strategy (in
allocating tasks between humans and machines) for a
hospital considering the acquisition of an AI system to aid in
the detection of breast cancer using mammography images.
We consider three options available to the hospital; namely,
expert-alone (human only), delegation (a combination of
human and machine), and automation (machine only). We
represent the algorithm-based decisions using a probabilistic
model that captures the underlying statistical foundations
of machine learning. Using this model, we solve the
hospital’s redesign problem by minimizing expected costs
and identifying different regions (as defined by the problem
parameters) within which each option is optimal. We
structurally characterize the optimal strategy based on cost
and performance parameters for humans and machines.

Our analysis provides insights that can help healthcare
organizations in planning the acquisition of AI for
apportioning work between expert radiologists and
algorithms. An interesting finding that results from our
study is that the prevalence of the disease is an important
determinant of the extent to which AI should be part of an
operation; high vs. low prevalence can influence whether
human-machine collaboration or full automation is optimal.
This finding implies that it may not be optimal for hospitals
to employ a one-size-fits-all strategy for all diseases. Rather,
the hospital’s decision to acquire AI and redesign can vary
depending on the disease being considered. In addition,
algorithm costs and costs for liability are critical in hospital’s
redesign choice. When AI’s predictive performance is
high, either the AI or the human can be given the full
responsibility depending on algorithm costs. Increased
tendency to choose expert-only or machine-only strategies
effectively eliminates human-machine collaboration in cases
when algorithm performance is high. Increasing litigation
costs can lead to a similar effect. Depending on algorithm
performance relative to human experts, automation can be

a more desirable strategy against the delegation strategy.
In conclusion, our work has significant implications

beyond radiology imaging for the design of work in the AI
era and in the human-machine collaboration context. Our
findings suggest that the interplay between the algorithm’s
cost and performance determines whether AI fully replaces
humans or a hybrid strategy is optimal. A high algorithm
performance does not necessarily indicate the optimality
of full automation, or even a partial automation through
delegation. Rather, even with a high-performing algorithm,
organization could rely solely on human experts if algorithm
costs are high.
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