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Abstract 
Companies create regulatory documents, such as 

policies, standards, and guidelines, to define their pro-
cesses and structures. Frequent updates to these docu-
ments can lead to inconsistencies and contradictions 
between the respective regulations, which can result in 
errors, delays, asset compromise, or enabling fraud and 
non-compliance. Given the variety of document types 
and their thematic, structural, lexical, syntactic, and 
domain-specific differences, automated conflict detec-
tion remains a challenge, especially due to the lack of 
annotated data from practice. As an alternative to 
supervised approaches, this paper investigates whether 
a prompt-based classifier can detect contradictions   
and inconsistencies between regulatory texts and what 
level of accuracy can be achieved. The evaluation of 
three prompt variants and seven large language models 
on a real-world regulatory dataset shows that the 
detection accuracy of a prompt-based classifier (F1-
score of 0.851), which includes 26 detailed formulated 
rules, is only 1.29% lower than that of a supervised 
model (F1-score of 0.862) trained with annotated data. 

 
Keywords: Contradictions, Inconsistencies, Regulatory 
Documents, Prompt-Engineering, Text Classification. 

1. Introduction  

In order to define and describe the target state of 
their processes and structures, companies create various 
regulatory documents, such as policies, guidelines, rules 
of conduct, workflow descriptions, operating proce-
dures, manuals, work and process standards or work  
and service instructions. These documents are used by 
employees to plan and carry out a process in accordance 
with the respective rules, and by auditors to familiarize 
themselves with the respective target state of an object 
to be audited. In this way, they are able to identify 
deviations between the target and actual state of the 
audit object (Peemöller and Kregel, 2014). 

In large companies and corporate groups, there        
is a particularly high number of regulatory documents, 
which are also subject to constant change due to differ-
ent company and market developments as well as exter-
nal legal reasons (Mitra & Chittimalli, 2017). For exam-
ple, after the merger of two companies, the data protec-
tion guidelines, communication guidelines and process 
standards must be revised to ensure a uniform level of 
security across the newly combined networks. However, 
such regulatory documents are not necessarily written 
and provided by a central authority, but also by actors 
from different departments (Morley, 2014), which in 
turn can lead to certain contents being in conflict with 
each other. In this context, it is crucial that "conflict" is 
not a universally valid term in this field of research. 
Instead, it is often used as a synonym for contradiction 
or inconsistency and, in rare cases, also for anomaly. 
Since normative statements made in regulatory docu-
ments can often be assigned to deontic logic, a common 
interpretation approach is that conflicts arise when obli-
gations, prohibitions, or permissions are mutually exclu-
sive (Aires & Meneguzzi, 2021). A simple example of 
such mutual exclusion is illustrated in the following two 
sentences between a permission (Sentence A) and a 
prohibition (Sentence B): 

 
Sentence A:   Smoking is only permitted on the 

company premises in the designated 
areas C and D. 

Sentence B:   Since 01.01.2025, there has been an 
unrestricted smoking ban on the entire 
company premises. 

 
Such conflicts in policies and procedures can create 

confusion among employees toward the right course of 
action, which could lead to errors or delays in perform-
ing tasks and thereupon have a negative impact on the 
entire organization (Schumann & Marx Gómez, Sep. 
2024). Moreover, contradictions and inconsistencies in 
regulatory texts can have a negative impact on the effec-
tiveness of internal auditing in two ways: If the conflicts 
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are identified by the auditors in advance, this leads to 
clarification work, which in turn results in longer audit 
preparation. If, on the other hand, the conflicts are not 
identified, an audit may be carried out based on incon-
sistent target specifications, which can lead to several 
risks for the company, such as compliance violations. 

Unlike structured data, such as .csv or .xls files, 
regulatory documents cannot be processed by traditional 
auditing data analysis methods due to their natural lan-
guage, textual nature. Ensuring consistency and free-
dom from contradictions between these documents is 
therefore only possible in traditional audit operations by 
manually comparing the textual content (Madaan et al., 
2018). However, with several hundred regulatory docu-
ments, each of which can consist of a large number of 
pages, sections, subsections, and paragraphs (Collarana 
et al., 2018), such manual reconciliation is error-prone, 
extremely time-consuming, and still not scalable to the 
total number of all documents – especially since the 
number of regulatory documents is constantly increas-
ing (Winter & Rinderle-Ma, 2018). 

To overcome the manual and sample-based com-
parison of natural language regulatory texts to iden-   
tify conflicts, various automated approaches have been 
developed in the last decade (Schumann & Marx Gómez, 
Sep. 2024). However, most of these approaches are 
either semantic and rule-based or require training data 
for supervised machine learning. In both cases, the 
transferability to a broader set of heterogeneous regula-
tory documents is uncertain, as overfitting to the charac-
teristic properties of the (training-)data used in each case 
cannot be ruled out. At the same time, the creation of a 
domain-specific training dataset for each application 
area is not a practicable solution, as this requires a time-
consuming and cost-intensive annotation phase. 

A novel approach that does not require training data 
for a classification problem is the use of a prompt-based 
classifier. A prompt is a natural language instruction that 
is intended to elicit a certain behavior or output from a 
model (Desmond & Brachman, 2024). In this context, 
“Prompt Engineering” refers to the process of formu-
lating such prompts to achieve the desired outcome. 
Prompts can serve various goals, such as generating or 
modifying images, texts, or other media, but can also be 
used for classification tasks (Kocoń et al., 2023). For  
the latter, the respective target classes are not learned 
through a supervised training phase using annotated 
data, but through a specific description of the target 
class characteristics, which in turn is formulated in a 
prompt. In a practical setting for regulatory documents, 
a classifier created in this way has the potential to act 
more generically, as it does not run the risk of being 
overly tailored to domain-specific language and conflict 
nuances from a given training dataset. Based on this 
potential, the aim of this paper is to investigate whether 

a prompt-based classifier is able to detect contradictions 
and inconsistencies in natural language regulatory texts 
of different domains and what specific classification 
accuracy can be achieved under what conditions. Since 
such an analysis has not yet been carried out, our paper 
makes the following contributions: 

• Evaluation of two prompt-based classifiers on a 
real-world dataset consisting of 4,016 regulatory 
sentence pairs covering 46 regulatory domains. 

• Detailed description of three prompts designed 
specifically for the classification of the four 
target classes “Contradiction”, “Inconsistency”, 
“Neutral” and “Not Related”.1 

• Comparison of seven state-of-the-art large lan-
guage models in terms of their classification 
accuracy (DeepSeek's R1, OpenAI's GPT-4o 
and GPT-o4-mini, Alibaba's Qwen-2.5 and three 
Llama variants).1 

This paper is structured as follows: Section 2 pro-
vides a brief overview of previous approaches to the 
detection of contradictions or inconsistencies in regu-
latory texts. In Section 3, we present two prompt-based 
classifiers, including the associated prompt variants, the 
data and setting used for the evaluation as well as the 
technical implementation. Section 4 summarizes the 
results of the experiments conducted in Section 3 and 
discusses them in terms of theoretical and practical 
implications as well as possible limitations and future 
research directions. 

2. Related Work 

To date, various studies have dealt with conflicts, 
contradictions or inconsistencies in the regulatory do-
main (Schumann & Marx Gómez, Sep. 2024). The 
normative statements analyzed in these studies can be 
roughly divided into two categories: Those that are 
formulated in "Plain Natural Language" and those that 
are formulated using a "Controlled Natural Language". 
The latter are, for example, business rules formulated by 
SBVR2, which is a standard that defines the "Semantics 
of Business Vocabularies and Business Rules" for their 
exchange among organizations and between software 
tools. It uses natural language but has a declarative char-
acter and a standardized representation that must be 
adhered to (e.g., "Condition-Subject-Object-Action" or 
"Subject-Verb-Object": "The ground crew (Subject) is 
required to open (Verb) the desk (Object)"). Approaches that 
focused on SBVR or other controlled natural language 
regulatory expressions such as CL (Contract Language) 

1  All prompts and code components can be found here: 
https://github.com/schumanng/prompt-based-detection-of-
contradictions-and-inconsistencies  

2   https://www.omg.org/spec/SBVR/1.5/About-SBVR 
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typically first transformed the respective rules into 
formal logical expressions and then checked them for 
conflicts using various “solvers”. For example, in the 
case of Chittimalli et al. (2019) and Mitra et al. (2018), 
an “Satisfiability Modulo Theories” solver was used, 
which summarizes all transferred rule conditions in 
specific formulas in order to check the compatibility of 
the rules. In this process, the solver searches for a value 
assignment that fulfills all requirements. If such an 
assignment is missing, this would indicate a conflict. 

If, on the other hand, the normative statements were 
formulated in pure (i.e. non-controlled) natural lan-
guage, the studies often used rule-based or machine 
learning-based approaches to detect conflicts. For the 
latter, corresponding training datasets were used that 
contained both contradicting and neutral sentence pairs. 
The actual training phase was then carried out using 
different model architectures, such as Long Short-term 
Memory (Huang et al., 2024; Alshamsan & Chaudhry, 
2022), Convolutional Neural Networks (Aires & Mene-
guzzi, 2021), Support Vector Machines (Aires et al., 
2019A; Aires et al., 2019B) and Transformers (van 
Leijenhorst et al., 2023; Ichida & Meneguzzi, 2021). In 
contrast, a common rule-based approach relies on a  
two-step procedure in which the similarity between the 
respective texts (or specific entities) is first measured 
and then used to detect conflicts or inconsistencies if it 
exceeds or falls below a pre-defined threshold (Aires et 
al., 2018; Ren et al., 2021). Other approaches were 
based on ontologies (Araszkiewicz et al., 2021; de la 
Vara et al., 2024), on text analysis and information 
retrieval (Hematialam, 2021) or on semi-formal analysis 
methods, for example using a frame-based knowledge 
representation (Araszkiewic & Zurek, 2018). 

Besides the formal verification methods, machine 
learning, ontology-based and semi-formal or rule-based 
approaches, a few studies have recently investigated 
how prompt engineering can be used to analyze con-
flicts or changes in regulatory texts. For example, 
Goknil et al. (2024) presents PAPEL, a framework that 
uses large language models and prompt engineering for 
the automated analysis of privacy policies. In addition 
to the annotation of privacy-relevant practices, PAPEL 
enables the detection of contradictions within real pri-
vacy policies (OPP-115 dataset) through specifically 
designed zero / one / few-shot prompts and predefined 
categories such as Logical Contradiction or Narrowing 
Definitions. Another recent study (Abualhaija et al., 
2024) investigated how prompt engineering can be used 
to detect and analyze changes in legal texts. The present-
ed system MURCIA uses specific prompts to recognize 
textual, semantic and deontic changes and was evalu-
ated on real-world legal revisions such as the “European 
Union Directive on alternative investment fund man-
agers”. Although this study does not focus specifically 

on conflicts, it enables human analysts to detect regu-
latory changes that can be understood as conflicts ac-
cording to common interpretive approaches. 

In contrast to these studies, our paper focuses on 
pairs of sentences drawn from a variety of regulatory 
document types and domains, for which the respective 
prompts are used to classify the sentence pairs not only 
into “Contradictions” and “Neutral” Cases but also into 
“Inconsistencies” and “Not related” cases. In addition to 
the broad subject area of the data set (Section 3.1), our 
study also expands on previous studies by evaluating the 
influence of both different prompt detail levels and a 
prompt-based generation of semi-synthetic training data 
on the classification accuracy. 

3. Prompt-based Detection of 
Contradictions and Inconsistencies 

This chapter presents two prompt-based approaches 
that are used to detect contradictions and inconsistencies 
between natural language regulatory sentences. In the 
first approach, we test three prompts with different 
levels of detail to perform the actual classification task 
directly in the inference phase of the model (Section 
3.2). In contrast, the second approach uses a prompt to 
automatically generate a semi-synthetic annotated data 
set from provided sentences, which is subsequently used 
for the supervised training of a pretrained language 
model (Section 3.3). Both approaches are then evaluated 
and compared on an annotated real-world dataset, which 
is presented in section 3.1. In order to have a comparison 
 

 
Figure 1. Procedures of Approach 1, 2 and Baseline. 
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Prompt 1, 2, 3 
(Fig. 3, 4)
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Output
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Ground truth target class
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to a conventional classification approach, this evalua-
tion dataset is also used to fine-tune a baseline model in 
a supervised manner (Section 3.4). The only difference 
to the second prompt-based approach is that this con-
ventional approach does not use the automatically 
generated semi-synthetic dataset for the fine-tuning, but 
the original evaluation dataset (with previous exclusions 
of five test sets via cross-validation) (Fig. 1). 

3.1. Data Selection and Understanding 

To investigate whether our prompt-based classifiers 
are able to detect contradictions and inconsistencies in 
natural language regulatory texts, we used the annotated 
real-world dataset compiled in (Schumann & Marx 
Gómez, March 2024; Schumann, 2025) as a basis for 
our evaluation. This dataset contains 4,016 sentence 
pairs, which were extracted from 1,980 German regula-
tory documents, thematically paired and then manually 
categorized into four target classes: (1) Contradiction, 
(2) Inconsistent, (3) Neutral, and (4) Not Related. The 
latter make up 17.3% of the dataset, while neutral sen-
tence pairs make up 52.4%, inconsistent sentence pairs 
24.7% and contradictory sentence pairs 5.6% of the 
dataset. Most of the sentence pairs can be assigned to 
the area of “Occupational Safety” (19.1%), followed by 
“Finances, remuneration & other payments” (16%), “IT 
security, data protection & information security” (8.6 
%), “Health, safety & environmental protection” (8.5%), 
“Code of Conduct” (8.0%) and “Quality Assurance” 
(7.3%). The remaining 32.5% of the sentence pairs 
cover a further 40 subject areas, such as “Technical 
Guidelines”, “Logistics” or “Corruption, Bribery & 
Conflict of Interest”. This dataset overcomes many 
current limitations of previous datasets (Schumann & 
Marx Gómez, Sep. 2024) by taking the following 
characteristics into account: 

• Contains both contradictions and inconsisten-
cies (i.e. does not only focus on conflicts ac-
cording to the principles of deontic logic). 

• Also considers “normal sentences” (i.e. not only 
those containing modal verbs like must / should). 

• All sentences in the dataset come from real 
regulatory documents from real companies 
(years: 2015 – 2023). 

• Shows high diversity in terms of regulatory 
document types and domains (46 subject areas). 

• No synthetically generated conflicts: The con-
tradictions and inconsistencies arise from the fact 
that sentences were compared with each other 
that are thematically related but come from dif-
ferent companies. Apart from this “forced com-
parison”, these sentences have not been modified 
on any syntactic, grammatical or semantic level. 

In addition to these characteristics, another crucial 
feature of the dataset is that it provides detailed descrip-
tions and examples for the interpretation of the four tar-
get classes (Fig. 2). Specifically, the associated papers 
(Schumann & Marx Gómez, March 2024; Schumann, 
2025) describe a total of 26 rules and illustrate each rule 
with 1-3 example sentence pairs. Thirteen of these rules 
describe the target class “Neutral”, six “Contradictions”, 
four “Not Related” and three the target class “Inconsis-
tent”. This is a basic requirement for our approach, as 
we will use these descriptions in our prompts as a set of 
concrete rules for the classification. In this context it 
should be noted that, the 26 rules generically describe 
how the four target classes should be interpreted, regard-
less of the sentence syntax and other lexical features. 
This  means  that  they  are  not  tailored  to  a  specific  lan- 

 
Figure 2. Four of the 26 annotation rules (exemplary excerpt) 

Rule + Description (only an excerpt) Target Class

ID 2 | Specifications without alternatives: 
If one of the sentences describes a normative statement as
the only possible option for a particular situation, condition, or
group of addressees, while the other sentence provides sev-
eral alternatives for it. In the case of permissions, such con-
tradictions are typically characterized by strict adjectives […]

Contradiction
(red flag)

ID 8 | Same situation, more detailed specifications: 
If one of the two sentences provides a more precise
instruction for the same situation / condition and thus leaves
the person concerned less leeway in complying with the 
respective instruction.

Inconsistent 
(red flag)

ID 15 | Justifications vs. no justifications: 
If one of the two sentences justifies a normative statement, 
while the other does not. Such cases can be interpreted as
"Neutral", as this additional knowledge is not decisive for
compliance with the respective regulation. Neutral

(no red flag)

ID 25 | Different context nuances:
If the subject (or situation) and an action that refers to the 
subject are identical, but the context that connects them
differs. This would be the case, for example, if two sentences
make normative statements on the collection and processing
of personal data, but one sentence refers to the "for what" 
and the other sentence to the "how".

Not Related 
(no red flag)

„Employees of partner
companies may only park 
their cars in the parking
garage to the left of the 
main gate.“ 

„Employees of partner
companies can park their
cars in the parking garage
to the left of the main gate
or in the outdoor parking
lot to the right of the 
driveway.“

„If a non-conformity is
detected on a delivery
item before delivery, a 
concession must be ap-
plied for from the client
before the planned
delivery.“

„If a non-conformity is
detected in a delivery item 
prior to delivery, a conces-
sion must be requested in 
writing from the client at 
least 4 days before the 
delivery.“

„Prototypes must be 
clearly marked with
special tags and 
stickers.“

„Prototypes must be clearly
marked with special tags and 
stickers so that they can be dis-
tinguished from series parts.“

„Personal data may only
be collected and processed
for specified, explicit and 
legitimate purposes.“

„Personal data must be 
collected and processed
in a lawful manner.“
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guage, even if they were applied to a German regulatory 
dataset (as in Schumann & Marx Gómez, March 2024). 
Moreover, a recent qualitative assessment (Schumann, 
2025) based on interviews with seven internal auditors 
from a large industrial group also revealed that 85.7% 
of the 26 annotation rules were considered plausible 
from a practical business perspective. The auditors' 
feedback on the implausible rules was in turn used to 
revise the corresponding dataset and the respective rules 
in order to make them more precise. 

3.2. Approach 1 – Prompt-based Classifier 

3.2.1. Creation of Prompts for the Classification. For 
our prompt-based classifier we created three different 
prompt variants, which differ primarily in the scope that 
the model has for the interpretation of the four target 
classes. In the first variant, we left the interpretation of 
when a given sentence pair should be assigned to which 
target class almost entirely to the model. This means 
that, in addition to the initial instructions (that a sentence 
pair is given and that it must be classified), the four 
target classes were only named and roughly described 
with 1-3 sentences (Fig. 3). 

 
Figure 3. Prompt 1 – brief target class description 

In contrast to Figure 3, in the second prompt variant 
we described in detail all the rules and conditions that 
are characteristic for the interpretation of the four target 
classes (according to Section III.F in Schumann & Marx 
Gómez, March 2024). For the structure of the prompt, 
this means that we now list and describe the rules and 
the associated conditions sequentially after the already 
existing description of each target class (Fig. 4, green   

From now on, you act as a classifier that should decide for two
given sentences (hereafter called 'sentence pair') whether they con-
tradict each other, are neutral to each other, are inconsistent, or
have different context (so you have exactly four possible answers: 
'Contradiction', 'Neutral', 'Inconsistent' and 'Not related'). Here is a 
brief description of the four target classes:

A sentence pair should be classified as 'Contradiction' if the 
normative statements described in the two sentences cannot be 
true at the same time or cannot be followed at the same time, i.e. 
only either 'Sentence 1' or 'Sentence 2' is possible.

A sentence pair should be classified as 'Inconsistent' if a compari-
son of the two sentences is meaningful because they deal with the 
same topic (same context), but their normative statements are in-
consistent without directly contradicting each other. This means that
both statements/provisions could be followed at the same time with-
out the other making this impossible. Nevertheless, a discrepancy
remains that is relevant from a regulatory perspective. The class
'Inconsistent‘ thus represents a preliminary stage to contradiction.

A sentence pair should be classified as 'Neutral' if a comparison of
the two sentences makes sense because they deal with the same 
topic (same context) and are neither contradictory nor inconsistent.

A sentence pair should be classified as 'Not related' if a compari-
son of the two sentences makes no sense because they do not deal 
with the same topic. This does not mean that the two sentences
have nothing to do with each other, but that the inherent essential 
normative statement within the superordinate topic is different 
between the two sentences and they are therefore not related to
each other.

Please provide only the name of the respective target class as
the answer (i.e. either: 'Contradiction', 'Inconsistent', 'Neutral'        
or 'Not related')! Here is the sentence pair to be classified:

Initial 
instructions

Short 
description
of the four

target
classes

Final format
instructions

From now on, you act as a classifier that should decide for two given
sentences (hereafter called 'sentence pair') whether they contradict
each other, are neutral to each other, are inconsistent, or have different 
context (so you have exactly four possible answers: 'Contradiction', 
'Neutral', 'Inconsistent' and 'Not related'). Here is a detailed description
of the four target classes:

A sentence pair should be classified as 'Contradiction' if the norma-
tive statements described in the two sentences cannot be true at the 
same time or cannot be followed at the same time, i.e. only either
'Sentence 1' or 'Sentence 2' is possible. The following rules will help
you to classify the transferred sentence pairs:

Rule 1: Antonyms, negations and mitigations: A contradiction
exists if one of the two sentences reverses or weakens the norma-
tive statement of the other sentence by means of antonyms, nega-
tions or other terms, so that both statements can no longer be 
followed simultaneously (e.g. sentence 1: 'If required, the supplier 
can issue an order confirmation.', sentence 2: 'The supplier must
issue an order confirmation in any case.', An example of a weak-
ening would be: Sentence 1: 'All welding and burning work must
be separated from other activities in terms of space and time', 
sentence 2: 'Where possible, welding and burning work must be 
separated from other activities in terms of space and time.'
Rule 2: …
Rule n …

A sentence pair should be classified as 'Inconsistent' if a comparison
of the two sentences is meaningful because they deal with the same 
topic (the same context), but their essential normative statements are
inconsistent without directly contradicting each other. This means that
both statements/provisions could be followed at the same time without
the other making this impossible. Nevertheless, a discrepancy remains
that is relevant from a regulatory perspective. The target class 'Incon-
sistent' therefore represents a preliminary stage to contradiction. The 
following rules will help you to classify the transferred sentence pairs:

Rule 7: Additional situations: An inconsistency occurs when one
of the two sentences specifies more situations for the same action
than the other sentence (situations are not to be confused with
(pre-)conditions that are not completely fulfilled). If the sentence
does not contain any strict terms that lead to a restriction (e.g. 'the 
action only applies in situation XY'), then these statements do not 
contradict each other, but only differ in their scope. An example of
an inconsistent sentence pair due to 'additional situations' is: Sen-
tence 1: 'When handling flammable liquids, all sources of ignition
must be avoided', Sentence 2: 'When handling flammable liquids
and in potentially explosive atmospheres, sources of ignition must
be avoided', Another example is…
Rule 8: …
Rule n …

A sentence pair should be classified as 'Neutral' if a comparison of the 
two sentences makes sense because they deal with the same topic
(the same context) and are neither contradictory nor inconsistent. The 
following rules will help you to classify the transferred sentence pairs:

Rule 15: Justifications: A sentence pair should be classified as
'Neutral‘ if one of the two sentences additionally justifies a norma-
tive statement, while the other sentence does not. Such cases
can be interpreted as 'neutral', as this additional knowledge is
not decisive for compliance with the respective regulation (e.g. 
sentence 1: 'Prototypes must be clearly marked with tags and 
stickers', sentence 2: 'Prototypes must be clearly marked with
tags and stickers in order to distinguish them from series parts').
Rule 16: …
Rule n …

A sentence pair should be classified as 'Not related' if a comparison of
the two sentences makes no sense because they do not deal with the 
same topic. This does not mean that the two sentences have nothing
to do with each other, but that the inherent essential normative state-
ment within the superordinate topic is different between the two sen-
tences and they are therefore not related to each other. The following
rules will help you to classify the transferred sentence pairs:

Rule 23: Different subject characteristics: A pair of sentences
should be classified as 'Not Related' if the essential normative 
statement (e.g. a requirement / measure / obligation etc.) is
identical in both sentences, but the only subject (situation, entity, 
addressee, condition etc.) to which the normative statement refers
is different in certain aspects. These cases occur frequently in the 
regulatory context and especially when comparing different 
documents, but should not automatically lead to contradiction or
inconsistency alerts, as both normative statements can refer to
several subjects or situations at the same time, i.e. they can apply
simultaneously as long as they do not contradict each other.       
An example of a pair of sentences with differing subject character-
istics is: Sentence 1: 'The use of heat exchangers made of alu-
minum materials is not permitted', sentence 2: 'The use of heat
exchangers made of plastic is not permitted‘).
Rule 24: …
Rule n …

Please provide only the name of the respective target class as the 
answer (i.e. either: 'Contradiction', 'Inconsistent', 'Neutral' or 'Not 
related')! Here is the sentence pair to be classified: 

Initial 
instructions

Detailed
description
of the four

target
classes

Final format
instructions

Figure 4.  Prompt 2 (black + green) and 3 (black + green + blue)
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text). In addition to the different number of rules per 
target class (see Section 3.1), the level of detail also 
varies between the rules, as some are more complex and 
therefore require more explanation. The description of 
all 26 rules resulted in a prompt containing over 1,500 
words, which cannot be shown in full in this paper       
due to space constraints (see Fig. 4 for an excerpt from 
the prompt | The complete prompt is available in our 
GitHub repository1). 

In the third prompt variant, the 26 rules used for   
the interpretation of the four target classes were also 
described in detail. However, in contrast to prompt 
variant 2, each of the 26 rules is now additionally illus-
trated by 2-3 sentence pair examples3, which we also 
took from Schumann & Marx Gómez (March 2024); 
Schumann (2025) (see Fig. 4, blue text). 

 
3.2.2. Model Selection for the Prompt-based 

Classifier. To run our three prompts (Section 3.2.1), we 
selected seven established large language models that 
differ both in terms of model size and training focus: 
Four of these LLMs are specifically fine-tuned for “in-
struction following”. These included: Alibaba's “Qwen-
2.5-instruct” with 72 billion parameters, Meta's “Llama-
3.3-8b-instruct” with 8 billion parameters, “Llama-3.3-
70b-instruct” with 70 billion parameters and “Llama-
3.1-405b-instruct” with 405 billion parameters. 

In addition to the models fine-tuned for instruction-
following, we also tested current reasoning models, a 
new class of LLMs that systematically and iteratively go 
through logical steps to achieve higher reliability. In 
contrast to conventional LLMs, a reasoning model uses 
additional computing resources during inference (test-
time compute), which increases response times, but 
allows the model to check its own train of thought and 
correct it if necessary. Specifically, we used DeepSeek's 
model “R1-70b-llama-distill” with 70 billion parame-
ters as well as OpenAI’s “GPT-o4-mini” (number of 
parameters not officially specified). Although not 
directly titled as a reasoning model, but still officially 
touted as having strong reasoning capabilities, the 
seventh and final model we tested was OpenAI’s “GPT-
4o”, which has approx. 200 billion parameters. All 
seven models have a context window of 128,000 tokens, 
making them sufficient for our prompts. 

 
3.2.3. Implementation of the Prompt-based Clas-

sifier. To implement our prompt-based classifier, we 
used the “Ollama” framework, which allowed us to run 
all of the open-source LLMs listed in section 3.2.2 
locally on our server. Within our corresponding Python 
script, we used the function “ollama.chat”, in which we 
loaded the respective LLM, defined the context window 
(8.300 tokens) and formulated the actual prompt. The 
latter is passed to the function as a tuple, which in turn 
is divided into the roles “system” and “user”. We then 

placed our prompts described in Figure 3 and 4 within 
the “system” role. The content within the “user” role, on 
the other hand, is the respective sentence pair, which we 
exchanged iteratively through a loop until all sentence 
pairs of the dataset (see Section 3.1) have been run 
through once. Accordingly, 4,016 individual predictions 
are made per model, with the respective model con-
sistently seeing the specified set of rules via the system 
prompt and only the presented sentence pair changing. 
For these predictions, we left all adjustable model para-
meters (e.g., temperature) at their default values. 

Due to the very high VRAM requirements of some 
models (e.g., Llama 405b), we ran this classification 
script on 8 Nvidia A100. For the commercial LLMs 
GPT-4o and GPT-o4-mini, we used the corresponding 
OpenAI-API instead. 

3.3. Approach 2 – Prompt-based Generation of 
Training Data with subsequent Fine-Tuning 

In this section, we do not use prompt engineering 
for the actual classification task (as in Approach 1), but 
for the creation of a semi-synthetic dataset that is subse-
quently used for the supervised training of a classifi-
cation model. This approach is inspired by previous 
studies in which various sentence transformations were 
used to collect “PHL triplets” (Premise, Hypothesis, 
Label) that were subsequently used to train supervised 
natural language inference (Varshney et al., 2021) or 
contradiction detection models (Schumann & Marx 
Gómez, 2023). In this process, a given sentence is treat-
ed as a premise, for which sentence transformations are 
then used to generate several hypothesis sentences that 
– in relation to the premise sentence – contain features 
that are characteristic of the respective target class. For 
example, to create a semi-synthetic sentence pair for the 
target class “Contradiction”, the original premise sen-
tence is copied and then, e.g., a negation or a modified 
number (if numbers occur in the sentence) is inserted 
into this copied sentence. In this way, an annotated data 
set can be created automatically, which provides several 
semi-synthetic hypothesis sentences with corresponding 
labels for each input sentence. Following this procedure, 
we created synthetic counterparts for all sentences in our 
evaluation dataset, which can be assigned to the four 
target classes “Contradiction”, “Inconsistent”, “Neutral” 
and “Not Related” based on their characteristic prop-
erties. In this context, the difference to Varshney et al. 
(2021) and Schumann & Marx Gómez (2023) is that,   
on the one hand, we used novel rules for our sentence 
transformations that are specifically focused on the 
regulatory domain and, on the other hand, we realized 
all transformations with the help of prompt engineering. 

3   The average is 2-3. There are a few exceptions where up to 10 examples 
were used when a rule is particularly complex and multifaceted.  
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3.3.1. A Prompt for semi-synthetic Sentence Pair 
Generation. In order to create our semi-synthetic sen-
tence pairs, we modified prompt variant 3 in such a way 
that the initial instruction does not announce a sentence 
pair, but a single sentence. For this sentence, the model 
must then generate a counterpart which, in combination 
with the original sentence, corresponds to one of the 
four target classes “Contradiction”, “Inconsistent”, “Not 
related” and “Neutral” (Fig. 5). To ensure the latter, the 
26 rules from prompt variant 3 (Fig. 4) will be used to 
create exactly one counterpart per rule. Iterating the 
prompt for a single input sentence would therefore lead 
to exactly 26 semi-synthetic sentence pairs as output. 

 
Figure 5. Prompt 4 – Generation of Training Data 

 
3.3.2. Model Selection and Implementation. For 

the execution of the prompt shown in Figure 5 and thus 
the generation of our semi-synthetic sentence pairs, we 
did not apply all models that were used in the prompt-
based classifier. This is due to the fact that not only the 
first step (the generation of the semi-synthetic sentence 
pairs), but also the subsequent supervised training on the 
output of all seven LLMs would have exceeded the time 
frame of this study by far. For this reason, we selected 
the open-source4 model that achieved the best results in 
the first approach to generate the semi-synthetic sen-
tence pairs. The implementation of this model then also 
followed the approach outlined in section 3.2.3, i.e. we 
also used the “Ollama” framework and the integration 
of the prompt within the “system” role of the “ollama 
chat” function. However, the main difference is that in 
the “user” role only one sentence is provided at a time 
instead of two (first sentence 1, then sentence 2 of the 
dataset) and that at the end of an iteration not the 
predicted target class should be output, but a triple 
consisting of: (1) the original input sentence, (2) the 
generated semi-synthetic sentence and (3) the associated 
target class. Since exactly 26 semi-synthetic counter-
parts are created for each input sentence, the execution 
of prompt 4 on our dataset resulted in 164,008 of such 
triplets (4,016 original sentence pairs including 6,308 
unique sentences | 6,308 × 26 = 164,008). 

3.3.3. Subsequent Supervised Fine-tuning. To de-
velop our second classifier, we used the 164,008 semi 
synthetic sentence pairs generated in section 3.3.2 to 
fine-tune the Bert (Devlin et al., 2018) models “gbert-
base”, “gbert-large” and “bert-base-german-cased”. 
With the exception of the “gbert-large”, these versions 
of Bert have 12 transformer layers, 12 self-attention 
heads, 768 hidden states, and a total of 110 million 
parameters. The “gbert-large”, on the other hand, has 24 
transformer layers, 16 self-attention heads, 1,024 hidden 
states, and a total of 337 million parameters. As part of 
the fine-tuning, we used the transformer module "Bert-
for-Sequence-Classification", which has a sequence 
classification / regression header as a linear layer on top 
of Bert’s pooled output. We trained for 5 epochs with a 
batch size of 8 and a learning rate of 1e-5. 

3.4. Conventional Supervised Approach using 
the Ground Truth Labels (Baseline) 

In order to evaluate the effectiveness of our prompt-
based approaches in a larger context, we also performed 
a conventional supervised training as a baseline. In con-
trast to the first two approaches, the resulting baseline 
classifier directly uses our annotated evaluation dataset 
as the data basis for a supervised training. In this training 
iteration, we used the same Bert variants as in section 
3.3.3 (i.e. “bert-base-german-cased”, “gbert-base” and 
“gbert-large”) with the same parameter settings. For the 
evaluation of the model quality, we used a 5-fold cross-
validation, in which 3,213 sentence pairs were used for 
training and 803 for testing the model in each validation 
round. We then averaged the resulting five accuracy 
values and included them in our evaluation table (see 
Fig. 6, bottom row). 

3.5. Evaluation 

As part of our evaluation, we examined the classi-
fication quality of our model approaches in three differ-
ent label settings: 

• Multi-Label-4: Original dataset with all four 
label categories (see Fig. 2). 

• Multi-Label-3: Modified dataset in which we 
combined the "Neutral" and "Not Related" label 
categories. 

• Multi-Label-2 (Binary): Modified dataset in 
which we combined the "Neutral" and "Not 
Related" labels as well as the labels "Contra-
diction" and "Inconsistent". 

The evaluation of our classification approaches in 
these three label settings show clear tendencies with 
regard to the following three aspects: 

 

You will be presented with a single sentence for which you
should now generate a counterpart (also as a sentence) 
which, in combination with the original sentence, corresponds
to one of the four target classes “Contradiction”, 
“Inconsistent”, “Neutral” and “Not related”. Below you will 
see six rules for the “Contradiction” target class, three rules for
the “Inconsistent” target class, thirteen rules for the “Neutral” 
target class and four rules for the “Not related” target class:

[…] (see Fig. 4 )

Please generate a counterpart sentence for each of these
26 rules and then always output the input sentence, the gen-
erated output sentence and the corresponding target class.

Initial 
instructions

Detailed
description of
the 4 classes

Final format
instructions

4  Since the accuracy of the best-performing open-source model was only 
1.19% below that of the best commercial model (see Fig. 6), we opted 
for the open-source model for this very token-heavy generation task. 
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Influence of Prompt Variant (PV): With increas-
ing information density within the prompt, the accuracy 
of the prompt-based classifiers increases significantly in 
all considered label settings. Specifically, this means 
that prompt variant 2 achieves better results than prompt 
variant 1 in all evaluation iterations (by an average of 
3.57%) and prompt variant 3 achieves better results than 
prompt variant 2 in all evaluation iterations (by an 
average of 5.02%). For example, models such as “GPT-
4o”, “Llama 3.3 70b” and “Llama 3.1 405b” show con-
sistently improved results when using prompt variant 3 
compared to variant 1 and 2. Specifically, the F1 score 
of “GPT-4o” in the most demanding scenario (multi-
label-4) increases from 0.561 (PV1) to 0.736 (PV3), 
while “Llama 3.3 70b” shows a similar increase from 
0.494 to 0.714. This development emphasizes that the 
combination of explicit rules and concrete examples 
helps the models to capture the semantic differentiation 
between the target classes more precisely – especially 
with regard to classes that are difficult to distinguish, 
such as Contradiction vs. Inconsistent. 

 
Influence of Model Size: The results show that 

model size has a significant influence on the classifi-
cation performance of models specifically trained for 
instruction following. For example, the model “Llama 
3.1 405b-instruct” achieved an F1 score of 0.710 when 
using prompt variant 3 in the most demanding scenario 
(multi-label-4), while a smaller model such as “Llama 
3.1 8b-instruct” only achieved a score of 0.452. How-

ever, if we exclude the multi-label-4 setting from our 
analysis, the “Llama 3.3 70b” achieves a better result 
with an F1 score of 0.814 in multi-label-3 and 0.841       
in multi-label-2. This could be due to the fact that our 
“Llama 3.1 405b-instruct” variant is quantized to 8 bit 
instead of 16 bit (to save RAM) and that the “Llama 3.3 
70b-instruct” is a newer Llama variant, which has a 
more differentiated contextual representation that en-
ables it to recognize finer nuances of meaning. 

In contrast, the evaluation of the reasoning models 
showed that a higher number of parameters does not 
automatically lead to better results – at least under the 
assumption that the “GPT-o4-mini” actually has fewer 
parameters than the other two reasoning models. The 
latter can only be surmised due to the lack of official 
information, but it would mean that a presumably 
smaller (reosoning-)model, such as the “GPT-o4-mini,” 
would achieve the best results in all three evaluation 
scenarios (F1 score of 0.738 in the Multi-Label-4 setting 
and F1 score of 0.851 in the Multi-Label-2). 

 
Influence of label setting: As expected, the model 

accuracy increases with a lower number of target clas-
ses, i.e. the accuracy is lowest in the multi-label-4 set-
ting and best in multi-label-2 / binary (with multi-label-
3 on average 20.1% better than multi-label-4 and multi-
label-2 / binary on average 3,74% better than multi-
label-3). However, it can also be seen that the informa-
tion density within the prompt (i.e. the prompt variant) 
has different effects on the classification accuracy 

Approach Model
Para-

meters
PV

Multi-Label-2 (Binary) Multi-Label-3 Multi-Label-4

Acc. Prec. Recall F1 Acc. Pre. Recall F1 Acc. Pre. Recall F1

Prompt-based

Classifier

Llama 3.1 
8b-instruct-fp16 8 billion

1 0.707 0.666 0.707 0.642 0.690 0.613 0.690 0.615 0.526 0.504 0.526 0.416
2 0.674 0.645 0.674 0.639 0.656 0.603 0.656 0.614 0.476 0.432 0.476 0.432
3 0.664 0.655 0.664 0.654 0.638 0.615 0.638 0.623 0.479 0.445 0.479 0.452

Llama 3.3 
70b-instruct-fp16

70 
billion

1 0.768 0.759 0.768 0.733 0.742 0.699 0.742 0.696 0.583 0.632 0.583 0.494
2 0.803 0.799 0.803 0.784 0.781 0.770 0.781 0.755 0.648 0.684 0.648 0.597
3 0.842 0.839 0.842 0.841 0.818 0.814 0.818 0.814 0.729 0.738 0.729 0.714

Llama 3.1 
405b-instruct-q8_0

405 
billion

1 0.780 0.768 0.780 0.764 0.746 0.720 0.746 0.723 0.607 0.663 0.607 0.537
2 0.806 0.798 0.806 0.798 0.777 0.763 0.777 0.767 0.676 0.705 0.676 0.640
3 0.821 0.815 0.821 0.816 0.796 0.786 0.796 0.789 0.723 0.725 0.723 0.710

Qwen 2.5 
72b-instruct-fp16

72 
billion

1 0.738 0.713 0.738 0.705 0.700 0.653 0.700 0.656 0.561 0.611 0.561 0.465
2 0.757 0.744 0.757 0.745 0.727 0.703 0.727 0.711 0.618 0.660 0.618 0.550
3 0.799 0.793 0.799 0.795 0.772 0.764 0.772 0.767 0.683 0.707 0.683 0.647

DeepSeek-R1
70b-llama-distill-fp16

70 
billion

1 0.731 0.721 0.731 0.666 0.712 0.639 0.712 0.635 0.541 0.584 0.541 0.415
2 0.735 0.716 0.735 0.705 0.704 0.659 0.704 0.664 0.564 0.624 0.564 0.465
3 0.783 0.842 0.783 0.793 0.740 0.815 0.740 0.759 0.674 0.732 0.674 0.677

ChatGPT

4o
approx. 

200 
billion

1 0.772 0.758 0.772 0.760 0.742 0.717 0.742 0.725 0.631 0.673 0.631 0.561
2 0.784 0.773 0.784 0.774 0.760 0.742 0.760 0.747 0.658 0.688 0.658 0.610
3 0.827 0.829 0.827 0.828 0.797 0.801 0.797 0.799 0.738 0.738 0.738 0.736

ChatGPT

o4-mini
not 

officially
confirmed

1 0.800 0.799 0.800 0.780 0.764 0.737 0.764 0.732 0.602 0.649 0.602 0.523
2 0.822 0.837 0.822 0.826 0.788 0.809 0.788 0.795 0.716 0.726 0.716 0.717
3 0.846 0.861 0.846 0.851 0.810 0.832 0.810 0.818 0.737 0.747 0.737 0.738

Prompt-based

Generation of

Training Data

Llama 3.3
70b-instruct
fp16

bert-based-gc 110 mio. 3 0.714 0.727 0.714 0.720 0.682 0.697 0.682 0.689 0.421 0.460 0.421 0.430
gbert base 110 mio. 3 0.722 0.752 0.722 0.733 0.685 0.725 0.685 0.701 0.438 0.504 0.438 0.444
gbert large 337 mio. 3 0.722 0.731 0.722 0.726 0.685 0.704 0.685 0.690 0.456 0.468 0.456 0.448

Baseline

bert-based-german-cased 110 mio. - 0.821 0.823 0.821 0.819 0.822 0.818 0.822 0.817 0.760 0.769 0.760 0.758
gbert base 110 mio. - 0.864 0.863 0.864 0.862 0.843 0.848 0.843 0.845 0.787 0.801 0.787 0.794
gbert large 337 mio. - 0.853 0.860 0.853 0.853 0.837 0.851 0.837 0.840 0.801 0.811 0.801 0.805

Contradiction

Inconsistent Neutral

Not RelatedContradiction

Inconsistent

Not Related 
OR

Neutral
Contradiction

OR
Inconsistent

Not Related 
OR

Neutral

Fig. 6. Evaluation results (PV = Prompt variant | Acc. = Accuracy | Prec. = Precision | Recall, Precision and F1 are weighted | In this study, we evaluated all
models on both the original German dataset and a version translated into English. Due to space constraints in this paper (and because the results are very similar) only
the metrics resulting from the original dataset are shown in this figure. The metrics for the English dataset are available in our GitHub repository1)
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between the three label settings. Specifically, this means 
that while the detailed prompt variant 3 in the multi-
label-4 setting “helps” significantly more to increase  
the classification accuracy (Ø 14.31% higher accuracy 
than with PV1), the difference in accuracy between the 
three prompt variants is significantly lower in the multi-
label-3 setting and especially in the binary setting (only 
Ø 5.07% higher accuracy with PV3 than with PV1). 

Our second classifier approach, in which a modified 
form of prompt variant 3 and the best performing open-
source LLM (“Llama 3.3 70b”) were used to generate 
semi-synthetic sentence pairs as the training basis for a 
fine-tuning of bert models, achieved mediocre results. 
Although the latter models achieve moderate accuracy 
in the simpler scenarios (e.g. F1 score of 0.733 for  
gbert-base in multi-label-2), they clearly lag behind the 
prompt-based classifiers, especially in the more com-
plex scenario such as the multi-label-4 (F1 score ≤ 0.45). 

A comparison of our best prompt-based classifier 
(“GPT-o4-mini”) with the results of the conventional 
(supervised) “Baseline” models showed that the super-
vised approach achieves a higher accuracy in all three 
label settings. However, while this accuracy advantage 
in the most demanding scenario (multi-label 4) with an 
F1 score of 0.805 for the “gbert-large” was still 8.32% 
higher than the best performing prompt-based classifi-
cation model (F1 score of 0.738), it was only 1.29% 
higher in the binary multi-label-2 settings. 

4. Conclusion  

Summary – In this paper, we investigated whether 
a prompt-based classifier is able to detect contradictions 
and inconsistencies in regulatory texts. For this purpose, 
we used 26 annotation rules (Schumann & Marx Gómez, 
March 2024; Schumann, 2025) describing the four 
target classes “Contradiction”, “Inconsistent”, “Neutral” 
and “Not Related” to create two different classifier 
approaches. In the first approach, we used the 26 rules 
directly in the inference phase to predict the target class 
for a given sentence pair using a corresponding classifi-
cation prompt. In the second approach, the rules were 
instead used to create a semi-synthetic training dataset, 
which was then used to fine-tune three different Bert 
classifiers. We evaluated the first approach using seven 
and the second approach using one state-of-the-art large 
language model with respect to their classification 
accuracy on an annotated real-world dataset (Schumann 
& Marx Gómez, March 2024; Schumann 2025) con-
sisting of 4,016 sentence pairs covering 46 regulatory 
topics. For a better assessment of the results, we also 
compared the classification accuracy with a conven-
tional supervised approach that used the annotated eval-
uation dataset as part of a cross-validated training. 

The results showed that the third prompt variant, 
which describes the target classes in great detail and 
with additional sentence pair examples, performed sig-
nificantly better than the first prompt variant, which 
gave the model more room for interpretation due to a 
superficial description of the target classes. In addition 
to the prompt variant, the model size also had a decisive 
influence on the classification accuracy – at least for 
models that were specifically trained for instruction fol-
lowing. It was therefore the 8 billion parameter variant 
of Llama 3.1 that achieved the worst results of all eval-
uation scenarios (F1 score between 0.452 and 0.654). At 
the same time, it was not the model with the most param-
eters (Llama 405b or GPT-4o) that achieved the highest 
accuracy, but a medium-sized model in the open-source 
sector, namely “Llama 3.3 70b-instruct” (max. F1 score 
of 0.841) and, among the commercial models, OpenAI's 
“GPT-o4-mini” (max. F1 score of 0.851). 

 
Theoretical and Practical Implications – With 

the evaluation findings resulting from this paper, we 
showed that it is possible to detect contradictions and 
inconsistencies in regulatory texts of different regula-
tory areas without the need for a prior training phase 
with annotated data. The latter is particularly important 
in practice, as annotated domain-specific training data is 
usually scarce, making it difficult to develop supervised 
classifiers that are generically applicable. In this con-
text, our study also showed that the model's own inter-
pretation of the target classes (using the knowledge con-
tained in the LLM) can already lead to comparatively 
good classification accuracy. However, in order to 
improve the classification accuracy – and thus increase 
the practical benefit – both the detailed rule descriptions 
as well as concrete sentence examples should be pro-
vided in the prompt. In that regard, the results also show 
that, in addition to models that have been specifically 
trained for instruction following, comparatively smaller 
reasoning models are also able to consider very subtle 
differences between the classification rules. 

To make these results reproducible and compa-
rable, we provide the complete and detailed prompts as 
well as all code components and the initial dataset that 
were used to generate our evaluation results.1 

 
Limitations and outlook – We are aware that the 

innovations in the field of large language models are 
very dynamic and that new state-of-the-art LLMs could 
therefore be published at increasingly shorter intervals. 
Accordingly, the evaluation results provided in this 
paper represent a snapshot of some of the currently best-
known large language models. Future research could 
therefore repeat the experiments conducted in this study 
to test whether new state-of-the-art models achieve 
better results under identical conditions or whether the 
classification rules should be optimized instead. 
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