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Abstract

Large Language Models (LLMs) enable the
automation of tasks that typically require substantial
manual effort. This work investigates their applicability
in the context of usability testing. First, we evaluate
whether LLM-agents can navigate in and interact
with different applications to accomplish given tasks.
Second, we compare LLM-generated streams-of-thought
with human think-aloud comments collected during
usability tests. Results show that, based on GPT-4o,
LLM-agents can successfully interact with websites and
perform tasks such as information search. However,
they often fail to recognize task completion and tend
to engage in actions beyond the intended goals. The
comparison further reveals clear differences between
LIM-based and human observations: while human
users overlook certain issues, LLM-agents identify
them. These findings demonstrate the potential of
LLMs as a preparatory step in usability testing and
outline directions for advancing their adaptation and
improvement.

Keywords: Large Language Models, Usability
Testing, Simulation of Human Users, Al Agents

1. Introduction

User Experience (UX) design aims to create
intuitive, efficient, and enjoyable digital services
(Kauer-Franz and Franz, 2023). To ensure a good
usability and experience, products need to be validated
by human users. Although some aspects such
as accessibility and responsiveness can be measured
in automated fashion, others like comprehensibility
and intuitive operability still require a human-based
evaluation, making it expensive and time-consuming.
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The advancement of Artificial Intelligence (Al) and its
growing ability to replicate human actions has given rise
to the potential for the use of Al in the field of UX. This
facilitates the initiation of a novel level of automated
testing, thereby extending the current capabilities of
Al-based application development. A literature review
by Lu et al. (2024) on human-centered Al shows that
review mining (e.g., analyzing user reviews), persona
creation, or Al-assisted brainstorming are popular areas
of Al use in the field of UX. The only two approaches in
the domain of automating usability tests with Al are the
UXAgent introduced by Lu et al. (2025) and SimUser
introduced by Xiang et al. (2024). Although these
approaches tackle many aspects of persona generation
and simulating human users, the first approach uses an
HTML-based representation of user interfaces as input
for the LLM, while the second uses a textual description
of the interface that both differ greatly from human
perception.

This paper explores the capabilities of modern
LLMs in simulating human users in the context of
visual usability testing. We leverage the ability to
recognize web application interfaces from screenshots
(and therefore exclusively visual input) and provide
generated think-aloud text to understand user needs and
to identify usability issues. The visual input forces the
LLM to base its interaction choices on the position and
format of the different elements, with the aim of creating
a similar testing scenario to that used for human testers.
The generated think-aloud text is qualitatively evaluated
based on its similarity to human-based test results,
as well as its effectiveness in identifying usability
problems.

The proposed concept integrates several components
bridging LLMs, automated web navigation, and
usability testing specifications. The contributions of this

Page 4463



paper are the following: 1. We describe an LLLM agent
that takes a task and a URL to a website as inputs and
automatically interacts with the website’s Ul to solve the
task. 2. We evaluate the LLM agent’s capability to solve
the tasks. 3. Analogously to human users in usability
tasks, stream-of-thought are generated while working on
a usability task. We evaluate whether the observations
and insights that can be extracted from the LLM’s output
are comparable to those insights of human users.

The paper is structured as follows: after setting
the broader context in Sections 2] and [3} we detail the
proposed concept in Section[d] Section [5] demonstrates
the working principle before Section [6] systematically
evaluates and discusses the concept. Section[7mentions
some limitations before Section [§|concludes the paper.

2. Usability testing

Usability testing plays a crucial role in product
development and improvement. The goals are to gain
information about usability, find usability problems,
and improve the product. Usability testing focuses
on interfaces that affect the user’s ability to achieve
goals effectively, efficiently, and satisfactorily (Geis and
Tesch, |2023). While performing tasks independently,
the think-aloud protocol encourages participants to
express their thoughts during interaction with the
product. This method helps to gain deeper insight into
user experiences by revealing not only their actions but
also their thoughts, reactions, and emotions (Barnum,
2011). At the same time, quantitative data, such as click
path and task completion rate, can be documented for
subsequent evaluation. Nielsen and Landauer (1993)
analyzed the optimal number of users required for a
usability test to determine the best balance between
the benefits of identifying usability issues and the costs
associated with involving additional participants. The
study showed that users tend to identify the same
problems, so there is a diminishing effect on discovering
new problems. They found that during small tests,
most usability issues are uncovered with just a few
users (about 3-7 users). However, depending on the
product, more users may be helpful in representing a
more diverse user group.

3. Alfor UX & usability testing

Pehar (2025) conducted a systematic review of 52
studies, providing an overview of the use of Al as
synthetic users in human-centered design. The fields
were broken down into four distinct categories: (1)
persona and user profile creation, (2) ideation and
prototyping, (3) user simulation for usability testing

and evaluation, and (4) agent-based simulations for
system validation and decision support. The overall
recommendation is that Al should be used to augment,
but not replace, human user input. Furthermore, it
is emphasized that it is essential to further understand
the strengths and weaknesses of using Al as a
synthetic user.  The study by Barambones et al.
(2024) can be mentioned regarding the first two
categories, as they investigate the potential of LLMs,
particularly, ChatGPT, in the design process by having
LLM generate different personas. In their study,
the LLM successfully created personas that included
characteristics, needs and challenges. However, while
the generation of personas was effective, the authors
identified a need for improvement in the diversity of the
LLM’s responses. In the field of web interfaces, Duan
et al. (2024) explored the potential of LLMs in providing
feedback on UI mockups.  Furthermore, OpenAl
released a paper introducing WebGPT, a fine-tuned
model for using a text-based web browsing environment.
It aims to navigate and search the web for information
and provide web references to its answers. Because it is
text-based, the goal is not to interact or understand Uls
but to retrieve information (Nakano et al., [2022)). Yao
et al. (2022)) presented an approach for creating an agent
which is capable of performing tasks in a webshop.
Therefore, it covers the execution of sequential tasks and
navigation through websites but naturally focuses on
task completion and lacks any focus on usability. With
Claude 3.5 Sonnet, Anthropic (2024) introduced a new
model capable of computer use. It allows interaction
with various applications by capturing a screenshot,
analyzing its contents, and automating interactions.
It aims to automate repetitive tasks and routine
digital work. Additionally, Browser-Use introduced
Al-powered browser automation (Browser-Use, 2024)),
where an Al interacts with elements of a web page
that are extracted beforehand. Also, Opera launched
a browser featuring an Al agent capable of answering
questions based on the content of the currently
opened web page (Opera, [2024). Overall, the results
can be categorized as improving the understanding
and navigation of Uls, assisting during the design
process, and supporting the evaluation of tests, such as
summarizing interviews. Recent research has shown a
growing trend towards the diverse use of Al and LLMs
to create agents for various tasks (Wang et al., 2024}
Acharya et al., 2025 Hosseini and Seilani, 2025).

The following two studies merit particular attention,
as they focus on simulating users interacting with
interfaces. Therefore, they belong to the same field
as the approach presented in this paper (based on
the distinction by Pehar (2025)). The proposed tool
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SimUser by Xiang et al. (2024) enables automated
usability testing with two agents. The first agent is
tasked with the creation of a description of the interface
(including e.g. haptic feedback), whilst the second agent
is responsible for the output of expectations, interface
selection and usability feedback. These outputs are
based on the configured persona and user scenarios.
The evaluation of the tool, which incorporated a
smartwatch interface, demonstrated that, depending on
the configuration, SimUser exhibited the capacity to
identify 35.7% to 100% of the usability problems
identified by human users. Another testing framework
was introduced by Lu et al. (2025) in which an LLM
navigates a web application. The simulation video is
then provided to a human UX researcher, who asks the
LLM questions in a chat environment using different
personas. While this approach offers an excellent way to
incorporate different personas, the interaction with the
application is not based on visual input, which is more
human-like, but rather on parsed HTML code. In this
particular context, the term human-like’ is employed
to describe the archiving of conditions and results
that are analogous to those obtained from usability
tests conducted with human users. The majority
of current approaches are oriented towards enabling
LLMs to understand and/or navigate through Uls or
web applications. In addition, the final approaches
demonstrate the integration of LLMs in usability testing,
facilitating the collaboration of diverse personas and
the identification of usability issues. Nevertheless, the
approaches under discussion are based on providing
HTML code or a textual description of all elements. It
indicate a necessity for the investigation of task-based
usability observations on web applications using LLMs
and visual input only, providing a comparable starting
context to that of human users (e.g., focus on the
importance of the position and presentation of elements,
and the fact that a human user is not always aware of all
the options available to them since they do not scan the
whole page before deciding how to interact with it).

4. Proposed LLM-driven usability tests

This section introduces the proposed concept by
providing an overview of the different components,
detailing the interfaces between the user, LLM
instances, web interaction, and final output, as can
be seen in The components are bundled
to perform an iterative process (based on intial input
(1)) consisting of four steps: (2) Ul analysis and
interaction choice, (3) element localization to prepare
automation, and (4) automated web interaction to realize
the LLM decisions from step (2). Steps 2-4 can be

repeated multiple times until the task is completed or
a termination criterion is met. As output (5), the
testing process yields the navigation path, generated
think-aloud thoughts, and metadata. When instantiating,
it can be adapted, e.g., in regard to the used model and
prompts, as well as to the amount of web interactions
and output format and content allowed.

4.1. UI testing task

The UI testing task definition specifies the tested
(web-)application (URL) and specific user task. The
URL is used to capture an initial screenshot, while the
task is embedded in the first prompt, as explained in the
next section. Examples of these tasks are presented in
Section[3land Section

4.2. Ul analysis and interaction choice

The first LLM call is prompted to make an
interaction choice based on the task definition and
visual input. The prompt sent to the first LLM
call comprises both static and dynamic parts: The
dynamic part of the prompt (changing over iterations)
incorporates a screenshot of the website, and an
evolving history of previous LLMs decisions to inform
the ongoing decision-making process. This structure
allows the LLM to build on earlier interactions while
minimizing repetitive decisions. Another improvement
was achieved by shifting from restrictive instructions
(e.g., "Don’t repeat the previous step”) to advising
guidelines (e.g., “Build your next decision on the
previous one”). To ensure that the LLM simulates a
more realistic interaction (e.g. considering position,
size, and colors of elements) and does not benefit from
additional technical information such as HTML code,
it was decided to use a screenshot as the primary
input for interaction decisions. As the LLM’s decision
may still be more based on textual matches in the
provided screenshot than visual aspects, the static
part of the prompt provides a brief introduction to
the method of usability testing, emphasizing the goal
of mimicking human behavior. To achieve this, it
instructs the model to consider factors such as colors,
positions, and sizes of elements, rather than simply
matching words on a screenshot, regardless of format
and design. This approach aims to make the model’s
decision-making more human-like. Pre-experiments
revealed inconsistencies in the output structure, which
were reduced through few-shot examples so that the
output is consistent (Schulhoff et al., 2024). An
important enhancement is the introduction of “Thought
Generation,” which requires the agent to outline the
interactions considered and to provide reasoning for
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Figure 1. Components of the proposed concept.

decisions (for an example, see Table E]) This fosters
greater transparency in the decision-making process and
contributes to more logical and contextually relevant
choices. To make the output more valuable as usability
test results, the prompt has been extended to also
request observations, feelings, and thoughts at each step.
To ensure comparability with human-based usability
testing, the prompt includes an explanation of the
think-aloud protocol, requesting that the LLM generate
thoughts in accordance with this protocol. The aim
here is to extract pain points, observations, positive
experiences, approaches, thoughts, and emotions, as is
done in human-based usability tests.

The output of the first LLM includes a list of possible
elements, an explanation of the decision, the element
type, the element label, a description (e.g. its position),
any text for an input field, observations or thoughts
during this step and a decision on whether the task is
complete. For documentation purposes, this output is
written to a file.

4.3. Element localization

The first LLM agent outputs a description of an
element. As it is only prompted with a screenshot
of the page, it cannot provide a concrete locator,
but rather a visual description of the element with
which it has decided to interact next (e.g.  the

green button labeled "Menu’ in the top right corner).
Therefore, a second LLM agent is used to facilitate web
interactions. Compared to other search or matching
techniques, the LLM-based approach offers flexibility
in description handling without a fixed format. This
ability allows it to handle icons and cases where multiple
elements have similar labels, ensuring that it accurately
identifies the element selected by the first LLM. It
cross-references element description provided by the
first agent with the underlying HTML code of the
considered website, and produces locators to support
automated actions. The respective prompt includes
a static system message detailing the required output
structure and a dynamic message that changes with each
iteration due to changing interaction choices of the first
agent and changing HTML code due to the interaction
of the previous iteration. The use of Thought Generation
helps to clarify how the locators are constructed, thereby
increasing their accuracy. The second agent generates
multiple potential locators, such as CSS selectors, IDs
and class names in order to increase the probability of
successful identification.

4.4. Automated web interaction and bringing
it all together

With the interaction choice made by the first LLM
and technically prepared by the second LLM, automated
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interactions are realized using Python in combination
with the Selenium Library.  After completing an
interaction the process is transferred back to the first
LLM together with a new screenshot and an extended
history. The process continues until either the task is
marked as complete by the first agent or a specified
number of iterations is reached (termination criterion).
For documentation and further analysis of the usability
test results, a screenshot of each interaction, the
navigational path, and the generated thoughts and
observations are collected as outputs.

5. LLM demonstrating its usability
testing capabilities

Instantiated using the GPT-4o0 model, we
demonstrate how the proposed concept can be used. The
user interaction are limited to clicking buttons, links,
drop-down menus, and radio buttons. Additionally,
hovering over elements and interacting with text fields
by entering or deleting text and navigating backward is
allowed for undoing previous interaction decisions. The
first example is a university’s website, which illustrates
the LLM’s ability to navigate a web application of
medium complexity. The task is to find a university’s
sports page, which lists all offered sport courses.
Table 1| shows a part of the output of the first LLM
covering the label of the element, the description of
where the element is located, the reasoning of the
interaction choice and the stream-of-thoughts of the
first LLM during each step (clarifying the difference
between typical LLM reasoning and think-aloud text
for usability testing). Besides the information provided
in[Table T] the whole output includes a list of interaction
options, field input (in the case of a text field), and a
task status. As an initial step, the first agent decides
to click on the button with the label ‘Life’ in the main
navigation bar. Further below on the starting page, there
is a link to ‘University sport’ in the Link section, which
would be a shorter path to finish the task. However, it is
also common human user behavior to consider the main
navigation bar first instead of browsing the whole site.
Therefore, the choice to explore the ‘Life’ section aligns
with a more human-like approach to website navigation.
The agent then chooses a reasonable and short path to
complete the task, demonstrating a systematic approach
narrowing down the desired information.

The second example is the demo system of a
portal for pension funds developed by a consulting
company (Viadee, [2024). This example was chosen to
demonstrate the LLM’s ability to identify misleading
user journeys. The task is to inform the pension fund
about a changed marital status. As a login is mandatory,

Master Data /7
First Name

Title Ute
Gender

Name Prefix Female

Marital Status Nationality

Single irish
Place of Birth

Birth Name Luimneach/Limerick(irland)

Country of Birth Tax ID

Figure 2. Reduced screenshot of pension fund portal.

the prompt was extended with login data. In executing
the usability test, the first three steps covered inserting a
user ID, password, and clicking the login button. Once
the LLM agent is logged in, the agent successfully
navigates to the ‘personal data’ section which is shown
in To continue editing personal information,
the user must click on the ‘pencil’ icon to activate the
edit mode. Up to this point, the LLM had consistently
chosen the shortest path to complete the tasks. However,
in this step, it repeatedly chose to interact with the
drop-down menu labeled ‘marital status’ until the
termination criterion. Although this field appears to be
an interactive drop-down menu, it is a static field, so any
interaction with it has no effect. For multiple iterations,
however, the LLM continued to attempt to interact
with this drop-down menu, convinced that this was the
correct action to take. At first glance, this seems to be a
test failure, as the LLM was unable to complete the task.
However, on closer inspection, this scenario reveals a
successful identification of a significant usability issue:
The presence of an arrow indicating a drop-down menu
that is not actually clickable may mislead users.

6. Evaluation

Building on the demonstration results (using the
same parameters), several systematic tests are conducted
to assess the effectiveness of the concept. For the
following tests, no specific persona was provided to the
LLM, but it was instructed to act as a human participant
in a usability test. The value of the concept for usability
testing is evaluated based on the recorded navigational
path through a website and the model’s self-documented
introspections/']

Code, navigational paths, introspection and evaluation results will
be accessible at GitHub: https://github.com/mariegrie/
Prototype_LLM UsabilityTesting.
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Label Description Reasoning

Generated Thoughts

Life Part of the navigation
bar at the top of the

Since I want to find the university sports page, the
’Life’ section seems to be the most relevant, as
website university sports often fall under leisure activities.

I hope that information about university sport can be found
under ‘ Life *. The navigation bar is clearly visible and easily
accessible.

University Right menu, second  Since I want to find the university sports page, the ~ The link is clearly visible and clearly labeled, which makes
sport entry from the top link with the label ’university sports’ seems to be the ~ navigation easy.

most relevant.
University Top of the page, centre Since I want to find the university sports page with ~ The link is clearly visible and seems to lead directly to the
sports at the a list of all the courses on offer, the link *University ~ information I am looking for
university sports at the university’ seems the most promising.

Sports offer Top navigation bar,
first entry from the left
seems the most promising

Since I want to find the university sports page with
a list of all courses offered, the link *Sports offer’

I hope this link will take me to a page that contains a list of all
the courses on offer. The navigation bar is clearly visible and
the labeling is clear.

Link on the left side of
the page, first item

Offerings
from Ato Z

I choose ‘Offerings from A to Z’ as this probably
contains a comprehensive list of all course offerings.

I think this is the right way to find a complete list of course
offerings. The labelling is clear and the element is clearly
visible.

Table 1. Demonstration example ‘University Website’

6.1. Experimental test cases

University webpage

Goal: focus on searching for information or finding pages

Task 1: Find email login.

Task 2: Find the university sports page.

Task 3: Change language to English; find information on
PostDoc and family compatibility.

Online shop

Goal: understand the structure of an online shop and search
for items

Task 4: Find a selection of mugs.

Task 5: Find accessories for children.

Task 6: Add sticker to basket; check it has been added
(includes accepting webpage cookies).

Department website

Goal: recognizing text fields and filling out forms

Task 7: Find contact form and fill email address.
Task 8: like task 7; also select a group to contact
Task 9: like task 7; then delete email again

Table 2. Summary of tasks for first set of tests.

The first set of tests assesses the ability to navigate
websites using visual input from screenshots while
performing different tasks. Three web applications
were chosen to represent different interaction types: a
university’s website, an online shop, and a department
website, see also Table 2] The tests aim at different
overall goals. While tasks 1-3 aim at finding specific
information to evaluate the LLM’s navigation skills,
test 4-6 examine the LLM’s ability to recognize
typical online shop structures and products. Tests 7-9
specifically target a contact form scenario to test the
LLM’s proficiency in interacting with text fields. Three
metrics were measured: (1) The number of steps taken
by the LLM to complete the task (LLMgps), which is
compared to the steps of the optimal path (mingeps), (2)
the success of the LLM in completing the task, and (3)
whether the LLM recognizes the completion of the task
and autonomously terminates the test. These metrics are
quantitative measures for how well the LLM navigates
through and interacts with websites based on the given

tasks. Note that if the agent completes a task but fails to
recognize this fact, still the steps are only counted until
the task is completed.

Pension fund platform (real software product)

Goal: introspection on navigation and editing

Task 1: Find personal data section and change marital status
by editing the respective field.

Task 2: Information gathering and message sending on
required processes for workplace change.

Task 3: Address update after moving to a new place.

Task 4: Apply for exemption from pension insurance.

Task 5: Information seeking on maximum monthly
contribution in 2023 and on childcare times.

Table 3. Summary of tasks for second set of tests.

The second set of tests shifts focus to the LLM’s
ability to provide insightful thoughts and observations.
Here, the LLM performs usability tasks derived from
a prior human-based study based on a platform for
managing pension funds already mentioned in Section
Bl The human-based usability test was motivated by
a consultancy company evaluating their own product.
Five participants aged between 20 and 50 and working in
IT (not specifically in UX) participated. The tasks given
to the participants and the LLM are shown in Table
Before the test, the participants were informed of the
goals of usability testing in general and introduced to
the think-aloud protocol to encourage communication
of their thoughts during the test. A UX specialist
observed the participant and documented any thoughts
communicated out loud, as well as subjects’ behavior
(e.g. when user got stuck).

6.2. Results & Discussion

Using the two test sets and in total 14 tasks, we
evaluate and discuss the performance of our approach
and compare the actions and intrspections of LLM- and
human-based UX testing.
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Task mingeps LLMgeps finished recognized
task? end?

1 2 2 yes no

2 3 3 yes yes
3 4 4 yes no

4 2 2 yes yes
5 2 2 yes no

6 4 5 yes no

7 3 4 yes no

8 4 - no no

9 4 4 yes no

Table 4. Results of testing LLM navigation ability.

6.2.1. First set of tests: Initially, we briefly evaluate
the quantitative measures for navigation and action
of tasks 1-9. The results from indicate
that the LLM (mostly, except for task 8, where a
wrong locator was generated by the second-stage LLM)
effectively completes tasks with the shortest possible
click path. For task 6, the LLM took an additional
step due to accepting the cookies before proceeding
with navigation, which remains a logical and reasonable
click path. However, it struggles with recognizing task
completion. It has to be reconsidered whether the
shortest path is necessarily the most accurate simulation
of human user behavior or whether another approach -
such as navigating through the main menu rather than
through footer links - better reflects human interaction
patterns.

Tables [5H9] present the results of the tasks
testing the pension fund portal, comparing the results
of the human-based study with that of the implemented
concept. The results are represented by means of
summaries of similar observations and thoughts, which
were extracted from the protocol of the manual usability
study and from the output of the LLM, respectively.

Thoughts and observations Human LLM

Reference to family status change

quickly found X
Autocomplete was good X
Frustration, as reference to change

of marital status not found directly X

Marital status gone in edit mode X

The message topic is not available

in the drop-down menu X

Lack of user guidance when

sending messages X

Message content unclear X

Missing confirmation for sending

messages X

Easy to find the personal data

section and marital status X
Clicking on non-clickable

drop-down several times X
Did not finish the task X

Table 5. Thoughts and observations for Task 1

6.2.2. Second set of tests: During the first task (see
[Table 5), the personal data needed to be changed on
an edit page. While the human participants completed
the task, the LLM identified the personal data section
but did not recognize that it had to enter the edit
mode by clicking the pencil icon. The LLM thus
terminated prematurely. Consequently, introspections
and observations differ as human users went further,
while the LLM repeatedly clicked on the visible but
non-interactive drop-down menu. Although it did not
actively identify and express a usability problem, we can
conclude from stagnation that this is a potential usability
problem in web interface design.

Thoughts and observations Human LLM

Search ’Glossary’ X
Search in "My Data’ X X
Wish to use Google X
Uncertainty about message content X
Editing contact information X
Did not finish the task X X

Table 6. Thoughts and observations for Task 2

The LLM and the majority of human users (three
out of five) were unable to complete the task 2 (see
[Table 6). Both attempted to navigate to the ‘My Data’
section to change their workplace address information.
As the LLM is instructed to stay within the application
being tested, it is reasonable that it did not suggest the
use of external sites such as Google. However, while
the human users failed to complete the task, the LLM
made a clear error by editing the personal address and
failing to distinguish between personal and workplace
addresses - an error that human users are unlikely to
make. However, the fact that neither the LLM nor the
human participants completed the task suggests that the
process may not be intuitive.

Human LLM

Easy and fast process X X
Surprise that TAN is required X

Pencil icon to activate edit mode X

annoying and not intuitive

Pencil icon intuitive and easy to find X
Division of the page into person and X

contact unclear

Save button very small

Save button easy to find X
Inline editing via edit mode

preferred

Thoughts and observations

Table 7. Thoughts and observations for Task 3

During the third task (see the feedback
was contradictory. While the human users criticized
elements such as the pencil icon for entering edit
mode and the small size of the save button, the LLM
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specifically highlighted these elements as intuitive and
easy to find. Despite these differences, both agreed that
the overall process was fast and easy. Another notable
observation is that the LLM recognized the pencil icon
as intuitive and easy to find in this task, although it did
not recognize it as an alternative path in the first task,
where it focused on the drop-down arrow instead. This
difference could be explained by the LLM’s certainty
in the first task, assuming that the drop-down arrow
was the correct option and therefore overlooking other
possibilities. In contrast, the address fields in the third
task had no obvious interaction pointers (such as the
drop-down arrow in the first task), which led the LLM
to focus more on the edit icon.

Human LLM

Button ”DRV exemption” is clearly X
visible and clearly labelled

Found the form in the first attempt
Pre-filled form makes the process
faster

”New application” button is clearly X
visible and highlighted in colour

Attempt to search for the employer

instead of manual entry

Poor readability due to small font

size for texts

The structure of the form is clear X
and the sections are clearly visible

Unclear selection options with X
“immediately”

Uncertain about what ’compulsory X
membership’ covers

Data is displayed in one place, but

must be edited in another place

Good user feedback with the X

message “submitted”

Thoughts and observations

X

o le

Table 8. Thoughts and observations for Task 4

For the fourth task, both the human users and
the LLM approached it in a similar way, but their
introspection during the process differed (see [Table 8).
In particular, the human usability test revealed that
while data was displayed in one area, it had to be
edited in another. This was due to prior knowledge, as
users recalled this information from prior experience in
previous tasks, which exceeds the history provided to
the LLM. It can also be noted that the feedback from the
LLM was characterized by similar wording across tasks.
The phrase ‘clearly visible’ was repeated three times in
the fourth task alone, and phrases such as ‘easy to find’
appeared three times in the first and third tasks.

presents the results of Task 5, an information
searching task. Human participants efficiently located
the necessary information by navigating directly to
the glossary. In contrast, the LLM explored multiple
sections but failed to access the relevant one. We applied
two approaches to further investigate the diverging

Thoughts and observations Human LLM
All information can be found X

quickly

Searches in ’Glossary Section” X

Searches in "Pension application X
Searches in “Evidence documents” X
Searches in "Documents” X
Only one entry can be opened at a

time

Texts in the glossary are difficult to

understand

In addition to the glossary, there

is a wish to use Google to find

information

Send a message to get the X
information

Table 9. Thoughts and observations for Task 5

human and LLM behavior. (1) We asked the LLM to
define “Glossary” leading to a definition that resembles
the formal textbook definition: According to the
response of GPT-4o, a glossary is used to “understand
technical, complex, or industry-specific language” and
typically contains a “collection of technical terms and
their definitions”. (2) We relabled the “Glossary”
section to “Common Questions”. Under this condition,
the LLM adapted its approach for the first sub-task (a)
and successfully explored the section. For subtask (b)
it further ignored this section. We assume that the
LLM interpreted the label ‘Glossary’ as misleading for
finding the required information. We speculate that
human users in contrast did not actively think about the
definition or did not interpret the label definition strictly
and considered it sufficiently similar to follow this path
anyway. Using the section label of the second approach
opens up the path also for the LLM solving task 5.a.
This anecdote can be interpreted in two ways: (1) as an
interpretational flexibility limit of the LLM (restricting
its navigational power) or (2) as a potential usability
problem or at least a misleading label in the investigated
application. As discussed in Section [2} a small sample
size is usually sufficient to identify the majority of
usability problems. Nevertheless, it is important to note
that some of the findings are based on observations of
individual users. Two usability problems were found
based on the LLM test results. These usability issues
were identified through analysis of the test results,
primarily by examining the click path rather than
through the introspections generated by the LLM. It is
important to note that final conclusions on usability were
drawn by human analysis. However, two issues became
apparent when considering why the LLM had difficulty
with the tasks. In general, simulating user emotions
remains a challenge. While models can recognize and
respond to emotions, their effectiveness is often limited
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to situations that evoke strong, well-defined emotions,
such as sadness or anger. Huang et al.,|[2023|concluded
that while LLMs typically respond with appropriate and
reasonable emotions to various situations, they do not
yet demonstrate strong alignment with human emotional
responses. However, newer models claim to offer
improved capabilities of emotional intelligence (e.g.
GPT-4.5 OpenAl, 2025bl) To assess the consistency
of the results, we conducted tests by repeating the
same task with the same instantiation multiple times.
Our observations indicate that in most cases the LLM
returned to the page specified by the task. Even when it
navigated beyond the target page, it generally returned
to it.

7. Limitations

The concept was evaluated through its instantiation
with GPT-40, incorporating specific parameters and
constraints, such as limited domain knowledge and
interaction capabilities. As a result, further testing is
required to explore different instantiations and the use
of different LLMs. In addition, a more comprehensive
evaluation is necessary to assess result’s consistency
in more detail. Furthermore, automating the analysis
of results and improving the quality of introspections
remains an important area for refinement. Currently, the
identification of usability problems still relies heavily on
manual, human-driven analysis, highlighting the need
for further automation.

8. Conclusion and Future Work

This paper introduced a concept to further automate
usability testing by using LLMs to navigate through
applications and provide introspection throughout
the testing process. By streamlining the interaction
decision process, accurately locating interaction
elements, and systematically documenting responses
and actions throughout testing, the concept may
inspire innovative tools for improving usability testing
methodologies.  Our integrated approach not only
facilitates human-like interactions, but also enriches the
data collected to provide insights into UX challenges.
The results indicate that it is possible to navigate
websites performing tasks using LLMs based on the
provided concept. However, the LLM has difficulties
in recognizing task completion, generating varied
emotional responses, and independently naming
identified usability problems. Nevertheless, usability
problems can be identified by manually analyzing the
LLM’s navigational path and introspections. These
findings have practical implications, as this concept

could serve as a pre-step of human-based usability
testing. This approach may reduce the likelihood
of human testers encountering problems early in
the process that might affect their ability to test the
entire product. As a result, the overall quality of the
human-based usability test results could be improved
and testing is made more cost and resource efficient.
Considering the presented portal (Section [6), identified
usability problems underwent revision by the consulting
company. Changing perspectives, this concept can
be applied to the development of LLM-friendly web
applications. As LLMs become increasingly important,
optimizing web applications is no longer just about
achieving better search engine rankings, but also
about improving information accessibility for LLMs
(e.g., [Perplexity). This shift reframes the goal from
simulating human users to improving the accessibility
of applications for efficient information retrieval and
task completion - an aspect directly addressed by the
first research question.

In future work, the approach could incorporate
additional evaluation criteria beyond direct user
feedback, such as usability heuristics or design
principles. Furthermore, a diverse user group could
be simulated as already done in UX design process
(Lu et al., 2024). Using multiple LLM prompts,
different aspects of the interaction process can be tested
without significantly increasing prompt length. This
is particularly important as excessively long prompts
can degrade the quality of output. In particular,
the ability to provide emotional feedback could be
improved that way. In line with the trend of agentic Al,
OpenAl (Operator) and Anthropic (Computer use) are
launching the first preview versions of automatic user
interactions, both of which are based on the models’
vision capabilities (Anthropic, 2024, OpenAl, [2025a).
Therefore, advancing these agents could increase the
reliability and scope of the presented concept. Related
to usability testing, differences in the perception of
user interfaces by humans and LLMs needs further
exploration. This includes differences in Al-perception
when presented with visual or HTML-based information
as well as areas of visual focus/interest of humans and
Al (e.g. comparing Al focus with human eye-tracking
data). An overall goal must be to develop advance
indicators for usability testing based on these insights.
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