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ABSTRACT

Increasingly, customer-sited distributed energy resources (including distributed generation,
energy storage systems, controllable appliances, and electric vehicles) are being used as assets to
support the operation of electric power systems through grid service programs, in which
customers are compensated for their devices’ participation or performance in responding to power
grid needs. In this dissertation, we study how to best control customer energy resources (with a
focus on battery energy storage systems) in order to reduce customer costs while participating in
utility tariffs and grid services programs. We focus on a commonly implemented, but not widely
studied, class of grid service programs known as baseline-based demand response, where
customers are compensated based on how much their electric load during grid service events
differs from a “baseline load” based on their prior electric load. Optimizing control under
baseline-based demand response presents additional challenges (compared to demand response
based on time-varying pricing without baselines) due to uncertainty in current effective electricity
prices and significant time delay between control decisions and learning the cost impact of these

decisions.

This work aims to develop methods and insights to improve the utilization of customer resources
in grid services programs, in order to ultimately reduce system cost, improve reliability, and
support integration of renewable generation. Control methods studied and developed in this work
can be used to manage customer resources in real time or to support studies of grid service
program designs. This dissertation addresses our topic from several angles: (1) analytically, with
mathematical analysis of the underlying optimization problems, (2) numerically, by developing
and evaluating performance of control algorithms based on dynamic programming, stochastic
programming with model predictive control, imitation learning, and reinforcement learning, and
(3) practically, by demonstrating and testing control algorithms on a hardware-in-the-loop test

bed.
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This work led to several notable findings and results. We found that optimal distributed energy
resource control to save customers money under baseline-based demand response leads to
baseline modification under a variety of customer parameters and demand response program
structures. For an example simulated Hawaii customer, we found that the optimal battery control
strategy led to 66% of the delivered demand response coming from baseline modification. The
level of baseline modification does vary with program design, and we found that increasing the
number of days in the baseline load calculation can reduce the level of baseline load modification.
Our best-performing control algorithm, based on a neural network trained with reinforcement
learning, achieved over 4% annual electricity cost savings compared to benchmark controllers in
simulations with realistic forecast errors. We showed that controllers like this run thousands of
times faster than controllers based on stochastic programming and can be deployed on small
distributed smart home hub computers, making them feasible options for widespread use. Finally,
we developed an Energy Internet-of-Things test bed, which can be used for future studies of smart
home and smart grid technologies and control strategies, in order to understand their potential

impacts on customers and the power system.
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INTRODUCTION

In this work, we develop methods and insights related to the control of distributed energy
resources that participate in electric grid services programs, with a focus on customer-sited

batteries participating in baseline-based demand response programs.

In recent years, electric utilities and power system operators have been implementing mechanisms
to leverage customer-sited distributed energy resources (DERs) to serve power grid needs, in
order to support an electric power system that is reliable, resilient, sustainable, and affordable. It
is common for utilities and system operators to access these customer resources through
baseline-based demand response programs, where customers are compensated based on how
much they change electricity consumption compared to prior baseline load. Baseline-based DR is
used in many utility DR programs, such as programs in New York and Hawai‘i [1,2]. Baselines
are also central to DR participation in U.S. wholesale energy markets, as regulated by the Federal
Energy Regulatory Commission [3]. Participation of distributed energy resources (DERs) in U.S.
wholesale electricity markets is expected to grow in coming years based on Federal Energy
Regulatory Commission Order No. 2222, which aims to facilitate DER participation in wholesale
markets [4].

At the same time, electric customers are increasingly deploying home batteries with home solar
systems. These home batteries can be valuable assets for demand response, since they are
high-power devices that can be precisely controlled to increase or reduce electric load without
significantly impacting customer comfort or convenience. In recent years, several companies have
announced initiatives to enroll customer batteries in utility and wholesale demand response

programs in regions including California, New York, Massachusetts, Vermont, and Hawai ‘i.

For these reasons, it is important to understand how to best control customer-sited batteries that
are participating in baseline-based demand response programs. Effective control algorithms can
be used for real-time operations of customer batteries, to help reduce customer electricity costs,
and for studies of demand response program designs, in order to identify program designs and

parameters that achieve desired load response in economically viable ways.

This dissertation addresses our topic from multiple angles: (1) analytically, with mathematical
analysis of the underlying optimization problems, (2) numerically, by developing and evaluating

performance of control algorithms based on dynamic programming, stochastic programming with



model predictive control, imitation learning, and reinforcement learning, and (3) practically, by

demonstrating and testing control algorithms on a hardware-in-the-loop test bed.

In chapter 1, we introduce the problem of a customer who can choose how to modify its pattern of
electricity consumption in order to minimize expected costs under a baseline-based demand
response program where the schedule of demand response event days is uncertain. In the type of
demand response program considered, the electric utility notifies customers each day whether the
following day will have a demand response event. If there is a demand response event, customers
are paid for their level of electricity demand reduction during the event hours, where reduction is
measured relative to a baseline load based on energy consumption on prior days. This chapter
presents a simplified model of this problem, results based on mathematical analysis of the
problem, and numerical solutions from a dynamic programming algorithm for a discrete version
of the problem. This chapter is based on work from a published journal article [5] and conference
paper [6]. The dynamic programming approach taken in this chapter does have some significant
limitations. We modeled discrete state and action spaces in order to keep the size of the problem
small enough to allow for an exhaustive solution with backward induction. This approach does
not reflect the full granularity of the available actions and states for a realistic customer. In the
following chapters, we address this limitation by developing solution techniques that can be

extended to continuous action and state spaces.

In chapter 2, we present a more detailed and realistic model of a customer with a solar system and
battery who participates in certain electricity tariffs and demand response programs, a solution
algorithm based on stochastic model predictive control, and results based on an example
residential customer in Honolulu. The model and solution approach in this chapter support
additional features that are not included in chapter 1, including realistic modeling of battery
operations, support for electricity tariffs with time varying rates and different rates for imports
and exports, support for demand response programs with monthly capacity payments, and
allowing for continuous values of customer load and control actions. This chapter is based on
work from parts of a published book chapter [7]. The MPC approach taken in this chapter
addresses some limitations of the dynamic programming approach from the prior chapter (we can
now consider continuous states and actions), but it does have some of its own significant
limitations. The successful use of our MPC approach depends on having relatively accurate
models of the customer and the tariff and grid service programs with relatively accurate forecasts
for future home solar production, electricity demand, and grid service events. Additionally, this
approach has limited applicability for use in real-time control due to the significant computational
requirements to solve a stochastic program in each time step. In the following chapters, we aim to

reduce the computational requirements for real-time control by using controllers based on neural



networks and we aim to mitigate the dependence on accurate models and forecasts by developing

a controller training approach based on reinforcement learning.

In chapter 3, we present an Energy Internet of Things (E-IoT) testbed architecture, which
integrates (1) distributed electric grid monitoring, communications, and control devices, (2)
distributed smart home sites with smart home hubs that manage customer IoT energy devices, and
(3) advanced control algorithms for management of customer resources to support customer and
grid needs. An example application of the testbed is presented, where a neural network is
designed and trained to imitate the performance of the model predictive control algorithm from
chapter 2, and a control algorithm using that neural network is deployed on a physical smart home
hub, where it manages a simulated battery system based on grid services signals from a physical
grid monitoring device. This chapter shows how a computationally intensive optimization-based
control algorithm can be used to train a neural network controller that is small enough to be
deployed on small smart home hub computers and used in real-time operations. This chapter is
based on work from a published conference paper [8] and book chapter [7]. While the imitation
learning approach developed in this chapter does significantly reduce the computational
requirements for real-time control compared to the MPC approach in the prior chapter, it still
inherits MPC’s dependence on having relatively accurate models of the customer and the tariff
and grid service programs with relatively accurate forecasts for future home solar production,
electricity demand, and grid service events. In the following chapter, we aim to mitigate the
dependence on having accurate models and forecasts by developing a controller training approach
based on reinforcement learning. Additionally, the E-10T testbed, in its current implementation,
has some limitations that could be addressed in future work. In particular, the EnergyPlus
building energy simulation is not ideally designed to reflect the diversity of solar and load profiles
across a diverse fleet of customers over multiple years. Integration of more realistic simulated
customer data, perhaps based on anonymized real customer data, would improve the credibility
and usefulness of simulations run in the testbed. Further improvements to the testbed are left as

future work.

Finally, in chapter 4, we present a method for using reinforcement learning to train neural
networks for control of customer-sited batteries in baseline-based demand response programs.
Reinforcement learning has significant potential advantages compared to the model predictive
control and imitation learning approaches presented in chapters 2 and 3, where we model
uncertainty through discrete scenarios in a stochastic programming formulation. Since the size of
a stochastic programming problem grows with the number of scenarios, the chapter 2 and 3
approaches require a rough approximation of the multidimensional uncertainty in our problem.

Alternatively, a reinforcement learning agent learns from repeated interaction with a training



environment, which can have a more realistic representation of uncertainty in future home
electricity demand, solar production, and grid service event schedules. In this chapter, we identify
promising classes of reinforcement learning algorithms for battery scheduling problems, we
develop modifications to the training environment reward function that address aspects of battery
scheduling under baseline-based demand response that are challenging for reinforcement learning
(such as sparse rewards), and we develop methods for leveraging prior knowledge of the problem
to speed up training and improve performance. We present simulation results for an example
Honolulu customer that validate the benefits of components of our solution and show that the
reinforcement learning controller achieves a lower expected customer cost compared to
benchmark controllers (including the imitation learning controller from chapter 3) when there are
realistic uncertainties in demand, solar, and grid service event schedules. This chapter is based on

work from a journal article that was submitted for review.

Publications
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CHAPTER 1

INCENTIVES TO MANIPULATE DEMAND
RESPONSE BASELINES WITH UNCERTAIN
EVENT SCHEDULES

1.1 Introduction

Demand response (DR) aims to modify customers’ electricity consumption in order to improve
operation of the electric grid (e.g., reduce costs, improve reliability, reduce emissions). A wide
variety of DR mechanisms have been proposed or implemented [9, 10]. Most of these
mechanisms fall into three categories: price-based DR, auction-based DR, and incentive-based
DR. In price-based DR (e.g., real-time pricing [11, 12]), the price of electricity varies over time,
which encourages customers to reduce consumption when prices are high and increase
consumption when prices are low. In auction-based DR, customers submit bids (e.g., supply
functions [13], utility functions [14, 15]) to compete for payment for DR services. In
incentive-based DR (e.g., peak time rebate [16, 17]), customers are paid incentives based on

participation or performance in the DR program.

An important class of incentive-based DR is baseline-based DR [15-21], where incentive
payments are based on the difference between baseline consumption (e.g., average consumption
during previous days) and event consumption for each DR event. A DR event is a specific window
of time in which the DR program asks participating customers to reduce energy consumption.
Baseline consumption, or baseline in short, is an estimate of what the customer’s energy
consumption would have been during that same window of time if it was not a DR event, and is
calculated based on the customer’s energy consumption on prior days without DR events.
Baseline-based DR is used in many utility DR programs, such as [1]. Baselines are also central to
DR participation in U.S. wholesale energy markets, as regulated by the Federal Energy
Regulatory Commission [3]. Given its prevalence in practice, baseline-based DR will be the focus

of our paper.

With the growing use of baseline-based DR, it is important to understand incentives and behavior

of participating customers, since actions of customers and control systems acting on their behalf
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Figure 1.1: Example of an event schedule for baseline-based DR with a 5-day baseline. E indicates
an event day and NE indicates a non-event day. For event day 9 (in orange) the 5 prior non-event
days (in blue) are used to determine the baseline load.

are the primary determinant of overall DR program performance and cost. Baseline-based DR can
create complicated customer incentives, including incentives to take action both during DR events
(desired behavior) and to manipulate baselines during non-event times. In general, customer
incentives can be difficult to predict, because optimal decisions for each time period are
interrelated and can depend on the customer’s current baseline consumption, customer costs, the
demand response program structure, and uncertain future values (such as when DR events will

occur).

It is not new that baseline-based DR is susceptible to baseline manipulation. Randomized control
trials [22] and legal settlements [23] provide real-world evidence that customers may manipulate
baselines. Interested readers can also see [24] for a high-level discussion of the potential for
inflating baselines in baseline-based DR. In cases with incentives for baseline inflation, ignoring
these behaviors can lead to significant errors in projections of required DR quantities, DR costs,
and demand forecasts. As the use of DR for critical grid services grows and as customer
responses to DR programs become increasingly sophisticated through automated control systems,

these errors could cause significant impacts to the cost and reliability of the grid.

We build on the prior work in the area of baseline-based DR and develop a novel model to
identify optimal customer decisions under a baseline-based DR program with an uncertain event
schedule (see Section 1.2 for a discussion of related work). Our model solves the customer’s
multi-stage stochastic decision problem with a dynamic programming algorithm, thus providing
an optimal policy for how much to reduce or increase electricity consumption based on time,
current customer baseline, and whether a DR event is active. The key contribution of our
approach is representation of the customer’s imperfect knowledge of when DR events will occur
over the course of a DR season, which can have significant impacts on the optimal policy and is a
primary uncertainty for DR participants. As a demonstration of the value of our approach, we will
show non-obvious results based on a real-world DR program (in Section 1.5), including examples
of how imposing penalties (i.e., negative payments) for increasing load during DR events affects

DR program performance. Our major contributions in this chapter are as follows:



* To the best of our knowledge, we present the first solutions for optimal customer policies
under a variety of baseline-based DR structures with multi-day baselines and multiple

uncertain events over a DR season.

* For a special class of baseline-based DR models, we provide structural results on the

customer’s optimal policy, which sheds light on the design of the DR program.

* For a general baseline-based DR model, we develop an efficient dynamic programming
algorithm by exploiting the structure of the problem, which is capable of providing

solutions quickly for extended DR seasons of several months or longer.

* We provide a detailed rigorous analysis of the computational complexity of our algorithm,
and conduct empirical analysis of the robustness of our model in the presence of imperfect

knowledge about the DR event probabilities.

* We provide sensitivity analysis on baseline determination rules to illustrate how to use our

model to inform the design of a baseline-based DR program.

The remainder of this chapter is organized as follows. Section 1.2 discusses related works.
Section 1.3 describes the model. Section 1.4 provides analytical results for special cases. Section
1.5 presents numerical results from a computer implementation of the general model. Section 1.6

summarizes our conclusions.

This chapter is based on work from a published journal article [5] and conference paper [6].

1.2 Related Work

There is a vast literature studying DR programs. Here we only discuss works on baseline-based
DR programs [15-21].

Some works [17] [18] [25] study issues other than baseline manipulation. For example, the work
in [17] focuses on learning the optimal payment rule in baseline-based DR programs, the work
in [18] compares different baseline structures in terms of metrics such as the accuracy of the
baseline, and the work in [25] studies competition between generators in an electricity market
with baseline-based demand response. However, the focus of our paper is the study of incentives

to manipulate baselines.

Most of the works that address baseline manipulation focus on mechanism design of the DR
program [15,19-21]. More specifically, [15,19,21] allow customers to self-report baselines, and
encourage truthful reporting by excluding a subset of customers from each event, and imposing

penalties for deviations from reported baselines for those non-participating customers. In [20]



there is a profit-sharing mechanism designed to discourage manipulating baselines for a DR
program in which the baseline is the load at the start of the DR event. In contrast, we study a class
of existing DR programs where the baseline is defined as a customer’s consumption during
previous non-event days. The structure of the DR program we study results in a unique feature of
the customers’ decision making process: they need to determine their consumption in both event
and non-event days, facing uncertainty of when the events will occur. On the contrary, DR

payments do not depend on non-event day consumption for the mechanisms in [15, 19-21].

The most related work is [16], which studies DR programs with baselines determined by the
consumption during non-event days. However, they focus on a two-stage model, where the
second stage is the event day with certainty. Note that this work includes a formulation of the
general multi-stage model, but it only presents results for the two-stage model without event day

uncertainty.

Compared to our conference paper [6], we have added a detailed rigorous analysis of the
computational complexity of our algorithm in Section V-A, have added Section V-D to
demonstrate the robustness of our results when the estimates of DR event probabilities are
imperfect, and have added Section V-E to demonstrate how to use our model to inform the design

of a baseline-based DR program.

1.3 Model
1.3.1 System Setup

We study a demand response program that occurs over a demand response season of 7 € N days.
At the start of each day ¢ € {1,...,T}, the utility notifies the customer whether the current day is
a demand response event day. On event days, the utility desires participating customers to reduce
electricity consumption during a pre-specified window of hours (e.g., 2 p.m — 6 p.m. on all event
days). We denote the probability that day 7 is an event day by pg, € [0, 1]. An event day occurs
independently from other days.

In each day ¢, the customer has a default load level /; and may deviate from the default load level
by a;, resulting in an actual load level of a; + [;. The default load level /; is a model parameter, and
the deviation a; is the customer’s decision variable. We model the deviation, instead of the actual
load, as the decision variable in order to better represent the customer’s decision of whether to
increase or decrease the load. We denote the set of available load deviations by A; C R, a compact
set including positive and negative values. Therefore, the action set can be either discrete, or

continuous and closed and bounded.



On an event day ¢, the utility gives the customer a rebate for load reduction. We define the rebate

function as

ry RXA;%R (11)

(EB,lvat) =1 (EB,hal)a

which depends on the baseline sp; and the actual load /; + a,. The baseline is determined by the
utility according to the actual load over the previous N non-event days. We denote the load over
the Ng non-event days prior to day ¢ by a vector sg,; € RV, and write the rule of determining the

baseline as a function

J 8B 3By (1.2)

We focus on a commonly used class of baseline functions that calculate the average load of the
preceding Np non-event days or the average load over N < Np days selected based on some

rule [18]. We consider two common forms of DR rebates calculated by

re(Ss,ar) = rpry - (5 — (L +a;)) or (1.3)

e (Sps,ar) :”DR,t'(gB,t—at‘f'at))Jr, (1.4)

where rpg; € Ry is the rebate per unit of load reduction and (-)* = max{-,0}. When event load
is less than baseline load, these rebates are proportional to the difference between baseline load
and event load. In (1.3), the rebate becomes negative when event load is greater than baseline
load, representing a penalty to the customer for failing to reduce load. Alternatively, in (1.4), the
rebate is capped above zero, so there is no penalty when event load is greater than baseline load.
These forms of rebates are used, for example, in [1], which caps DR performance payments above
zero for each aggregation of participants, but allows individual customers within an aggregation
to make negative contributions. These rebates are non-increasing in event load and
non-decreasing in baseline load, so customers can increase rebates by reducing event load or

increasing baseline load.

The customer incurs a cost when deviating from the default load. We define the cost of changing

the load on day ¢ as
Cy :At—)R. (15)

We assume that the cost function is bounded when the action set is discrete, and that the cost

function is convex when the action set is continuous. This cost function represents the net
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financial and discomfort costs to the customer due to deviating from the default load. For
example, raising the temperature setting of an air conditioner in the summer would lower energy
use and impose a discomfort cost, while lowering the temperature setting would increase energy
use and impose the financial cost of buying more energy. A home battery system could be used to
charge or discharge to raise or lower energy consumption, imposing a financial cost for extra
energy purchases due to efficiency losses in the battery. In general, the cost function will depend
on factors including the available customer resources for modifying load, customer preferences,

and electricity costs.

The goal of the customer is to maximize its expected total profit (i.e., rebate minus cost) during

the demand response season. Therefore, the customer has incentives to reduce the load during the
event days if the rebate is large enough to offset the cost of reducing load. Moreover, the customer
may also increase the load during non-event days in order to inflate the baseline and thus increase
the future rebate, although increasing the load would only result in a higher cost in that non-event

day. We are interested in whether and to what extent such baseline manipulation occurs.

1.3.2 Dynamic Programming Formulation
We formulate the customer’s decision making problem as a stochastic dynamic program over a

finite horizon of T days. Next, we describe the key components of the dynamic program in detail.

The state at each day 7 consists of the baseline state sp, € RV? and the event state sg; € {0,1}. As
discussed before, the baseline state sp; is a vector of the load levels on the previous Np non-event
days prior to day 7. The event state sg , indicates whether day 7 is an event day, with sg ; = 1
indicating that day 7 is an event day. We write the complete state for day 7 as s; = (sp;,5g ;). The

action at each day 7 is a; € A;, the deviation from the default load.
The state s; and the action a, determine the next baseline state Sp ;1.

If day t is an event day, the action a, will not be counted in determining the future baselines. In
this case, the baseline state s ;1 = Sp, stays the same, and the event state sg ;1 follows

Bernoulli distribution with parameter pg ;1.

If day ¢ is a non-event day, the action a; will be counted towards determining future baselines. In
this case, the baseline state Sg, 1 is a concatenation of the last Ng — 1 elements of the previous

baseline state sp; and the actual load /; + a,. Mathematically, we have

SB+1 = ([SBs)2Ng: I +ar) (1.6)
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where [Sp]2:n, is the vector of last Ng — 1 elements of sp ;. Similar as in the event day, the event

state Sg ;41 is drawn from the Bernoulli distribution with parameter pg ;4.

In summary, the state transition probability P (s, 1|s;,a;) can be calculated as

P(si1l(ss,1),a;) = ijE,ttrl (1 —pEJJrl)l_SEJH
Wy 1=sm, b (1.7)
and
P(St+1|(sB7t,0>,az) = pSEE,’tt—tll . (1 _pE,t—i—l)]_SE’tH
s ii=(snalang hirar) } (1.8)
where IL{.} is the indicator function.
The reward function u, : R™ x {0,1} x A; — R is the rebate minus the cost, namely
Uy (S[7at) :SEJ'r[ (f(SB,t),a[)—C[(a[). (19)

Without loss of optimality, we focus on stationary Markov policies, which depend on the current

state and time only. We write a stationary Markov policy as
n=(m,...,mr) with 1, : RM x {0,1} — A, (1.10)

and the set of all Markov policies as I1j,.

Our goal is to find the optimal stationary Markov policy that maximizes the expected total reward,

namely solving the following dynamic program

7* = arg max E”
nelly

T
Zut (Slaal)] ) (1.11D)
=1

where the expectation [E* depends on the policy 7.
The dynamic program (1.11) can be solved through backward induction.
1.4 Analysis

In this section, we focus on a special case of the dynamic program (1.11), for which we can

provide structural results on the customer’s optimal policy. Our structural results will provide
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insights on the customer’s decision making process and on the design of the demand response

program.

We consider the demand response programs where the baseline is determined as the average load

of the previous Np non-event days, namely

Zi\fl [sB,]i

1.12
Ng (1.12)

5py = f(sBy) =
where [sp,]; is the i-th element of the vector sp,. Note that this is a common way to determine the
baseline in many demand response programs [18]. We also consider a linear rebate function as in
(1.3), so the customer pays penalties for load increases during events. The linear rebate could

apply, for example, to an individual customer in [1] that is part of an aggregation.

Before stating our analytical results, we need to define a few useful quantities. The first one is the
myopically optimal action in an event day, namely, the action that maximizes the event day’s

current reward (1.9):

ag :argcrlneaxrt (5B ar) —ci(ay). (1.13)

For each non-event day ¢, an important quantity, denoted by M;, is the expected number of future
event days whose baselines depend on the action g, in day 7. The baseline for an event day 7
depends on the action a; in day ¢ if the day ¢ load /; 4 a; is one of the entries in the baseline state
vector sp . This occurs when day # is a non-event day prior to event day 7 and there are less than
Np non-event days during the period of days from 7 4 1 to 7 — 1. Based on this, we define a binary

indicator of whether day ¢ affects the baseline of an event day 7:

(1.14)

me =

; 1 if sg = 1 and 5 ; depends on g,
0 otherwise

Note that m’; is random because it depends on the realization of random event states

SEt+1,---,SE,¢. Finally, we can formally define M, as

T
M, :]E( Y mg> : (1.15)

q=t+1
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Given M;, we define

M; - DRt ]

ay, = arg max ar—ci(ay). (1.16)

ay EA[ NB
Proposition 1 In an event day, the optimal policy n* chooses the myopically optimal action in

that day, namely
ﬂ[(SB’t,l):aEJ,Vl:17...,T. (117)

In a non-event day, assuming that the rebate is linear as in (1.3), and that the baseline is

determined according to (1.12), the optimal policy ©* satisfies that

TL}(SBJ,O):CINJ, \V/tzl,,T (118)

Proof: Please see section 1.4.1. [ ]
Proposition 1 characterizes the customer’s optimal policy.

In event days, the customer will choose an action that myopically optimizes the current reward.
This is reasonable because the load in the event day will not be counted towards establishing
future baselines. Therefore, the customer will focus on the current reward without worrying about
the impact of its action on the future rewards. From the utility’s perspective, our result also
guarantees the simplicity of designing the rebate scheme: to ensure a certain level of demand
response, the utility needs to consider the customer’s cost of changing load only, but not other
factors such as the probabilities of events, the number of non-event days used to calculate the

baseline, and so on.

In non-event days, the customer will choose the action ay ; defined in (1.16). Note that this is not

a myopic action, because the current reward in the non-event day is —c;(a;). The objective

M;-rpr
Np

increasing the current load by a;. The benefit comes from the inflated future baselines, which

function in (1.16) includes a term -a;, which represents the expected future benefit of

would result in higher future rebates. By exploiting the structure of the problem, we are able to

M;-rpry

characterize this benefit analytically as —
B

- a, leading to sharp structural results.

Proposition 1 also suggests that we can solve the dynamic program without using backward
induction. In particular, we can avoid the “curse of dimensionality” if the problems in (1.13) and

(1.16) are easy to solve, which is often the case. For example, when the rebate scheme is linear as
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in (1.3), the problem in (1.13) reduces to a convex optimization problem

ag; =argmax —rpry - a; — ¢/ (az), (1.19)
a,EA,

which can be solved efficiently (even analytically if the cost function is linear or quadratic).

Similarly, we can solve the convex optimization problem in (1.16) efficiently.

The remaining difficulty lies in how to compute M;. Note that M; depends only on the Bernoulli
distributions of the event states only, but not on the baseline states, the actions taken, etc. In other
words, we can compute M; based on the probabilities pg 1,..., pg 7. For some special cases, we
are able to obtain analytical expressions for M;.

Lemma 2 For a non-event day t, the expected number of event days whose baselines depend on

the action a; in day t can be computed analytically in the following cases.

e When Ng = 1, we have

T

M, = Z (s—1)- (Hfr:tHPE,f) (1 —PE7s+1)- (1.20)
s=t+1

» When the probabilities of events are the same (i.e., pg; = pg, Vt), we have

T—t r—1
M, — Z Z (r—l) -ps+] '(l—pE>r_S_]-
A ‘

r=1s=(r—Np
(1.21)

Proof: Please see section 1.4.2. [ ]

1.4.1 Proof of Proposition 1
We first prove that on the event day, the user chooses the myopically optimal action ag ;. This can

be proved by looking at the Bellman equation:
T (sps,1) = argﬁ,%i"”’ [(sBs, 1),a]l + E{Vit1(si41)} (1.22)

where V;, | is the value function at ¢ + 1. Because the load a; on the event day ¢ will not be
counted in future baselines, the baseline state remains the same, namely s ;1 = sg;. Therefore,

the future expected value can be rewritten as

E{VI—H (St—H)} = ESE,,H {Vt—H (SB,z,SE,t+1)} . (1.23)
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Since the action g, does not affect either the probability distribution of the event state sg ;1 or the
baseline state sg, it does not affect the future expected value E{V, 1 (s;11)}. As aresult, the
optimal action 7; (s, 1) should maximize the current payoff u; [(sp,, 1),a,], which is exactly
defined as ag ; in (1.13).

Now we prove that on the non-event day, the user chooses her action according to (1.16). We
prove this by directly computing the expected total future reward, instead of by looking at the

Bellman equation. At a non-event day ¢, under state (SBJ, 0), the expected total reward is

T

Uy [(SB,Z‘71)aal‘]+E Z Uz (ST7aT) ’ (124)
T=t+1

where the expectation is taken over the random future states s, 1,...,S7. Note that the expected

total future reward [E {):Z:, L1lUr (sz, af)} implicitly depends on the current action a;, because the

future baseline states depend on the current load a;.

Since the baseline is determined as the average load during the previous Nz non-event days as in
(1.12), given a sequence of realized event states sg ;4 1,...,5¢ 7 and a sequence of actions
as+1,--.,ar, the baseline states evolve deterministically. In other words, the randomness comes
from the event states only. Therefore, the expected total future payoff from day # 4 1 to day 7" can

be calculated as

T=t+1

T
ESE,r—o—lw-wsE,T { Z Ur [(SB,TasE7‘L') 7af]} (125)

T
= EsE_Hl,...,sE,T { Z SEt Tt [f(sB,T>7af] - CT(“T)}

T=t+1
T
= E557,+1,...,s5,r Z SEt Tt (EB,TuaT) - CT(a’L') )
T=t+1
where the baseline 5p ¢ is determined by
N,
Zi—Bl [SB r]z‘
Spr = ———1—. 1.26
Bt Ny (1.26)

To determine the optimal action in day #, we only need to consider the components in (1.25) that
depend on a,. First, we do not need to consider the cost cz(a¢) for T > t. Second, we only need to
consider the reward r; (Sp ¢, a;) if day 7 is an event day (i.e., sg ; = 1) and if the action g, plays a

role in determining the baseline 5p ;. Therefore, it is useful to define binary random variables m’,
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that indicate whether day 7 has an event whose baseline 5 ; depends on load a,. Formally, we

have
1 if —landsgrd d
ol — if sp ¢ and sp r depends on g, (1.27)
T .
0 otherwise
Furthermore, since the reward is linear, namely
rr (EB,’L',(’Z’L') =TDR,T" (§B,T - ar) ) (1.28)
the contribution of the action a; in the above reward is
az
r - — 1.29
DRT" (1.29)

if m,, = 1. Combining this observation with the definition of m’,, we can write the components in

(1.25) that depend on the action a; as

T
a
t t
B it rser Z Mz TDR* No (1.30)
T=t+1 B
T
az ‘
= I’DR7T . ]7 . ESE,tJrI,“wSE.,T Z me e
B T=t+1

Note that the expectation E ser {Lt_ 1 mt} is actually the expected number of event days

SE,[+13"'7

whose baselines depend on the load a; in day ¢, denoted by M;. Therefore, the part of the expected

future payoff that depends on the action a; is

ar
-— M. 1.31
DR, N, M (L.31)

In addition, in a non-event day ¢, the action affects the cost ¢,(a;) only.

In summary, the action a, affects

a
—ci(@)+rpRe 3 My (1.32)
B

The optimal action 7;(sp,,0) that maximizes the expected total payoff should be ay ; as defined in
(1.16).
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1.4.2 Proof of Lemma 2

In (1.27), we defined binary random variables m’; to indicate whether day 7 has an event whose
baseline 55 ; depends on load a;. Note that m'’ is always O for T < ¢, because actions can only

impact baselines for future days.

The expectation of the number of event days whose baselines depend on the action a; in day ¢,
denoted by M;, is then

Mt:]E

i m;] = i E [m] . (1.33)

g=t+1 q=t+1

Now we calculate M; for the special cases in Lemma 2.

The special case of Np = 1
If the baseline depends only on the load in the previous non-event day, we have m’, = 1 if and
only if mtq =1 forall # < g < 7. In other words, if day 7 is an event day whose baseline depends

on action ay, all the days between day ¢ and day 7 must be event days. Therefore, the possible

sequences of the indicators m} _ ,,...,m5 are
1 g<7
mtq: 0 g=7+1 ,7=t+1,...,T, (1.34)
* g>T+1

where * means that mfl can be either O or 1. For a given 7 € [t + 1, T], the above sequence happens

with probability

(M5 a1prg) - (1= pEci). (135)

In addition, there are T —t event days whose baselines depend on q; in this sequence. Thus, the

expected number of event days whose baselines depend on a; is

T

Y (e=0)- (M y1peg) - (1= ). (136)
T=t+1

The special case where the probabilities of events are the same (i.e., pg ; = pg, Vt)
Now, we calculate E [mi]] for this case. To assist in the calculation, we define a sample space
Q ={0,1}777, the Cartesian product of g —t copies of the set {0,1}. Each element of the sample

space represents a sequence of 1’s for events and 0’s for non-events for each day from ¢ + 1
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through ¢, and the sample space includes every possible sequence of event and non-event days.
The digits of each element of Q are independent Bernoulli (pg) random variables, because the
probability of event each day is pg and is independent of the other days. This sequence
determines whether day g is an event day whose baseline depends on a;. Specifically, day g will
be an event day whose baseline depends on a; if and only if there are less than Ng 0’s in the first
g —t — 1 digits of the sequence (i.e., less than Np non-event days in days ¢ + 1 through g — 1), and

the final digit of the sequence is a 1 (i.e., day ¢ is an event day).

We can partition the sample space based upon the number of events that occur from day ¢ + 1
through day ¢ — 1. We define Dy to be the logical event corresponding to s DR events occurring
during those days. The minimum possible value of s is 0, and the maximum value is ¢ —¢ — 1. By
the law of total expectation, we have

qg—t—1

E [m],] = ;) E [m], | D,] -P[Dy]. (1.37)

We know that if there are Np or more non-event days from day 7 + 1 through day g — 1, then a,
will not be included in the baseline for day ¢, and mg will be 0. In order to have less than Ng
non-event days, there must be at least ¢ —t — Np event days, or if ¢ —¢ — Np is negative (i.e., there
are less than Np days from ¢ + 1 through g — 1) the minimum number of event days is 0. We can
concisely express the minimum number of event days over days 7 + 1 through ¢ — 1 to ensure
there are less than Ng non-event days as (¢ —t — Np) ™', where (-)™ = max{-,0}. Using this, we
discard the terms that equal zero in (1.37) to get

g—t—1
E[m,]= Y  E[m,|D]-PDy. (1.38)
s=(q—t—Np)"

We also know that if there are less than Np non-event days from day ¢ + 1 through day g — 1, then
a; will be included in the baseline for day ¢. In this case, m‘q will be 1 if day ¢ is an event day
(with probability pg), or will be 0 otherwise. Based on this, we see that E [mﬁ] | Ds} = pg over all

values of s in the summation in (1.38). Using this, we have
g—t—1

E [m]] = Y, pe-PDy. (1.39)
s=(q—t—Np)*

Now, we calculate P [D;]. P [Dy] is the probability of having s DR events out of days z + 1 through
q — 1, which includes ¢ — ¢t — 1 days. This is equivalent to the probability that a
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Figure 1.2: Daily 2018 peak load for the New York City load zone, which includes the majority of
Consolidated Edison’s system load.

Binomial(¢ — ¢ — 1, pg) random variable takes on the value s. Thus
_ (49— 1—1 s g—t—s—1
P[D,] = E -pg-(1—pE) (1.40)

Substituting (1.40) into (1.39), substituting the result into (1.33), and using the substitution
r = q —t gives the final result (1.21).

1.5 Model Implementation and Case Study

In this section, we describe a computer implementation of the model and present numerical
results from a case study. We model several scenarios based on hypothetical customers in a DR
program like Consolidated Edison’s “Commercial System Relief Program - Voluntary Option,” or
“CSRP-V” (see Rider T in [1,26-28]). Consolidated Edison operates a large electric utility
serving the New York City area including 3.4 million electric customers. Consolidated Edison’s
system peak load in 2018 was 13 GW. Daily 2018 peak loads for the New York City load zone
(which includes the majority of Consolidated Edison’s system load) are shown in Fig. 1.2.
CSRP-V is a baseline-based DR program with day-ahead event notice, thus matching the
structure of our model. Results for the selected scenarios demonstrate how our model can reveal
non-obvious relationships between program design, customer characteristics, and customer

actions.

1.5.1 Model Implementation and Computational Complexity
We implemented a backward induction algorithm to solve the finite horizon dynamic program
(1.11) for cases with discrete states and actions. The implementation can solve the optimal policy

for a wide variety of DR program designs, including linear rebates with penalties as in (1.3) or
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payments capped above zero as in (1.4). Customer default loads, customer costs for each action,
and DR rebate rates can also vary from day to day. The implementation also supports arbitrary
values of probabilities of event for each day, thus providing solutions for cases beyond the special
cases considered in (1.20) and (1.21).

The standard backward induction algorithm works as follows. For the last day 7" in the horizon,

we solve for the optimal policy in day T by maximizing the reward in that day, namely

nr (s7) = argmaxur (sr,a), (1.41)
aEA;

and obtained the value function defined as

VT (ST) = maxur (ST,a) . (1 .42)
acAr
Then for eachdayt =7 —1,T —2,...,1, we work backwards and solve for each day #’s optimal
policy by

7 (s:) = argmaxy (sy,a) + ) P(sr1[sr,a) Visi(r41); (1.43)
ash St+1
where the second term in the objective is the expected future reward, and V; | is the value

function at day ¢ 4 1 defined as

Vit1 (Se+1) = max ) (S+1,a) + Y P(S1208i41,a) Vipa(si2)- (1.44)
+ Si+2

Now we discuss the computational complexity of the standard backward induction algorithm.
Denote the number of states by Ny and the number of actions by N,. As we can see from (1.43),
the main computational complexity comes from evaluation of the expected future reward, which
involves Ny multiplications. Since we need to evaluate this term for all pairs of states and actions,
the total complexity is O(N2N,).

However, we can use the special structure in the state transition probabilities (1.7) and (1.8) to
reduce the complexity. Since the transition of baseline states is deterministic, we can simplify
(1.43) to

T (S, 1) = argzrgx{u, (81,a) + PE+1Vis1 (8B, 1)+ (1= peoy1) Vis1(sgs,0) ) (1.45)
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for event days, and

7 (sps,0) = argma}‘x{ut (s a)+ (1.46)
acAy
PE++1Vis1 (([SBi)o:ng. I +a) , 1) +
(1 _pE,l—I—l)VH—l (([SBJ]ZINBJI +a) 70) }

for non-event days. As we can see from (1.45) and (1.46), the computation of the future reward is
simplified to a multiplication of two terms. Therefore, the computational complexity of our
algorithm is O(N;N,). By reducing the complexity by a factor of Ny, which scales exponentially

as Np, our implementation offers significant speedup.

Our implementation achieves this speedup by clever indexing of states to take advantage of the

structure of the problem.

Specifically, the steps are as follows. We assign each possible value of the actual load an actual
load index, i;1,, which ranges from O to N;, — 1. We represent each baseline state by a series of
Np actual load indices, starting from the most recent day’s load to the oldest load in the baseline.
We consider this representation of the baseline state to be a base-N;, number, which we convert
to a base-10 number to give the baseline state index, ig. We can then discard the full
representation of the baseline states, and work with just the indices. If the current day is a
non-event day, the current day’s baseline state index is ip; and the current day’s actual load index
is i;1 4, then the next day’s baseline state index is ig;+1 = |iB/Nita] +i1+as- (Nl+a)(N3_1),
where |- | is the floor operator. Alternatively, if the current day is an event day, then the baseline
state does not change and ig, 1 = ip,. These calculations allow us to quickly determine the
indices of the elements of V;, | that we use in (1.45) and (1.46).

1.5.2 Description of Scenarios

We define eight representative scenarios for different types of customers, load, event probability
profiles, rebate mechanisms, and customer costs. We investigate various performance metrics
under these scenarios, in order to verify insights from our analytical results and reveal new
findings that are difficult to obtain analytically. We discuss the results obtained under the
assumption that we know the true event probabilities in Section 1.5.3, and results obtained under

imperfect estimates of event probabilities in Section 1.5.4.

To facilitate understanding the discussion of scenarios and results, we define the terms in the first
column of Table 1.1. Baseline Manipulation Allowed indicates whether the set of available
customer actions includes the possibility of increasing load, which allows for baseline inflation.

Probability of Event indicates which type of daily event probability profile was used: flat for
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Table 1.1: Simulation scenarios and results
Scenario Number 1 2 3 4 5 6 7 8
Baseline Manipulation Allowed no yes yes yes yes yes yes yes
Probability of Event flat flat spike flat flat flat flat flat
Negative Payments no no no no no yes no yes
Default Load flat flat flat flat variable | variable | variable | variable
Baseline Type 5in10 | 5in10 | 5in 10 5in5 5in5 5in5 5in5 5in5
Customer Costs standard | standard | standard | standard | standard | standard | higher | higher
Expected True DR (kWh) 6.0 6.0 6.0 6.0 3.7 6.0 29 6.0
Expected Apparent DR (kWh) 6.0 9.0 10.1 9.0 6.3 8.9 29 8.8
Expected DR Payments ($) 18.0 27.0 30.3 27.0 18.9 26.6 8.8 26.4
Expected Customer Costs ($) 6.1 7.6 8.6 9.0 6.4 9.0 3.3 13.3
Expected Customer Net Benefits ($) 11.9 19.4 21.8 17.9 12.5 17.6 54 13.1
Expected Payment per Unit True DR ($/kWh) 3.0 4.5 5.1 4.5 52 4.4 3.0 4.4

constant probability each day, matching the probability assumption in (1.21), or spike for constant
(lower) probability most days, except for two consecutive days with higher event probabilities.
Note that probabilities based on Consolidated Edison system load are considered in Sections 1.5.4
and 1.5.5. Negative Payments indicates whether DR payments include penalties for negative DR
quantities as in (1.3) or no penalties as in (1.4). Default Load indicates whether the customer
default load has a constant value each day, or whether it varies from day to day. Baseline Type
indicates whether baseline load is calculated as the average load in the top 5 out of the prior 10
non-event days (5 in 10), or as the average load in the prior 5 non-event days (5 in 5). Customer
Costs indicates whether the customer costs of modifying load take on standard values or higher
cost values, which are described later in this section. Expected True DR (kWh) is the expectation
of the amount of load reduction in the event days, summed over all DR events in the DR season.
Expected Apparent DR (kWh) is the expectation of the difference between baseline load and event
load, summed over all DR events. Expected DR Payments ($) is the expected value of the DR
rebates (1.3) or (1.4), summed over all DR events. Expected Customer Costs ($) is the expectation
of costs of modifying load (1.5) summed over all days in the DR season. Expected Customer Net
Benefits ($) is the difference between Expected DR Payments ($) and Expected Customer Costs
($). Expected Payment per Unit True DR ($/kWh) is Expected DR Payments ($) divided by
Expected True DR (kWh).

We model customers participating in CSRP-V for the summer DR season (roughly 150 days).
CSRP-V pays $3 per kWh of demand reduction during a pre-assigned 4-hour window on event
days. For direct participants, payments are capped above zero, but for participants represented by
an aggregator, negative event performance is counted and netted against contributions from other
customers. The utility advises to expect 3 events per year, on peak load days. CSRP-V offers a “5
in 10” baseline methodology, where baseline load is average load over the 5 highest load days out

of the preceding 10 similar days. We also consider an alternative baseline of the average load over
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the prior 5 similar days, or “5 in 5.” For the “5 in 10” and “5 in 5” baseline scenarios, we include

10 or 5 days, respectively, before the start of the DR season in order to establish an initial baseline.

Scenario 1 models a customer who cannot manipulate baselines. The customer has three choices
for actions and costs each day: (1) no load change at no cost; (2) reduce load by 1 kWh at the cost
of $0.02; or (3) reduce load by 2 kWh at the cost of $2.02. This represents a customer who can
use a battery to shift 1 kWh of energy (paying for 10% efficiency losses at the $0.20/kWh
electricity rate), and can reduce appliance use to lower consumption 1 kWh more (costing
$2/kWh for lost utility). The customer has no additional insight about when events will occur, so
the probability of event each day is the total number of expected events per season divided by the
number of days in the season (i.e., 3/150 = 0.02). The customer is not represented by an

aggregator, so negative payments are not allowed. We set the default load to be the same each day.

Scenario 2 adds two additional action and cost options: (4) increase load by 1 kWh at the cost of
$0.02; or (5) increase load by 2 kWh at the cost of $0.22. This represents a customer who can use
a battery to shift 1 kWh of load (again paying for 10% losses), and can use appliances to increase
load by an additional 1 kWh at the electricity rate of $0.20/kWh.

Scenario 3 is a modification of Scenario 2, representing a customer with more information about
when events are likely to occur. This represents a customer that predicts event based on weather
forecasts. This scenario includes two consecutive days with a high probability (i.e., 0.5) of events,
and the remaining days with a lower event probability. The lower event probability is properly set
so that the expected number of events is still 3.

Scenarios 4 through 8 include the alternative “5 in 5 baseline. Scenario 4 is identical to scenario
2 except for the alternative baseline type. Scenarios 5 through 8 include large day-to-day
variations in default load, where the deviations are greater than the available customer load
modifying actions. Scenarios 5 and 6 compare the impact of variable default load with negative
payments not allowed and negative payments allowed, respectively. Scenarios 7 and 8 are
identical to scenarios 5 and 6, except that the customer has a less efficient battery with 25% round

trip losses, so the initial 1 kWh of reduction or increase costs $0.05 instead of $0.02.

1.5.3 Results Under True Event Probabilities

We first assume that we know the true event probabilities. We summarize numerical results in
Table 1.1, and illustrate them in Figure 1.3, which shows the mean optimal policy for event and
non-event days. The optimal policies shown in Fig. 1.3 are characterized by the optimal level of
load reduction if a given day is an event day (dashed blue lines) and the optimal level of load

inflation if a given day is a non-event day (solid red lines). In general, the optimal policy may
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depend on the baseline state. We plot the average optimal policies over all baseline states, which
enables visualizing the policy when the number of states is large. The results reveal several
findings, some of which corroborate our analytical results, and some of which address more

complicated cases that would be difficult to analyze manually.

Scenario 1 shows that when manipulating baselines is not possible, the true DR quantity (load
reductions due to actions during events) matches the apparent DR quantity (the difference
between the potentially inflated baseline load and the event load), so that the utility payment per
unit of true DR matches the CSRP-V program incentive rate ($3/kWh). Alternatively, in Scenario
2, the customer has the ability and incentive to inflate baseline load. This case has the same true
DR quantity, but a larger apparent DR quantity due to the inflated baseline, thus resulting in 63%
greater customer net benefits and a 50% higher utility cost per unit true DR. The differing optimal
policies for Scenarios 1 and 2 is illustrated by plots (a) and (b) in Fig. 1.3, which shows load
increases in non-event days for Scenario 2, but no changes to load in non-event days for Scenario
1.

Scenario 2 also shows that even with poor information about when events will occur, customers
can have incentive to take inexpensive actions to inflate baselines (such as load shifting with a
battery). With better information about event probabilities, as in Scenario 3, customers can have
incentive to take more expensive actions to inflate baseline load (such as turning on more
appliances) during the days prior to the days with high probability of events (as illustrated by plot
(c) in Fig. 1.3). This is consistent with intuition gained from our analytical results for simpler
programs: the expected number of event days affected by the current action, namely M;, is higher
during these days, and therefore the optimal load levels are higher according to (1.16). Scenario 3
has even greater apparent DR, higher customer profits, and 70% higher utility cost per unit true

DR compared to Scenario 1 with no baseline inflation.

Scenario 4, with a “5S in 5” baseline, has nearly identical values of true DR, apparent DR, and
utility cost, to Scenario 2, with a “5 in 10” baseline. Despite these similarities, the “5 in 10”
baseline has the advantage of less demand inflation on non-event days. Note that the “S in 10”
baseline is beyond the scope of the analytical results we provided because it does not follow
(1.12), so this illustrates how the computer implementation can generate non-obvious results for

cases that have not been solved analytically.

Scenario 5 shows that varying default load can reduce incentives for both event response and
baseline inflation, as illustrated by plot (e) in Fig. 1.3. This is because when payments are capped
above zero and default load is much higher than the baseline, customer actions may not be able to

increase the payment above zero. However, variable load does not have a major impact on true or
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Figure 1.3: Average optimal policy by day for scenarios 1-8. Dashed blue lines show the optimal
level of load reduction on event days, as an average over all baseline states. Solid red lines show
the optimal level of load inflation on non-event days, as an average over all baseline states.

25



apparent DR quantities when negative payments are allowed (note the similar results for Scenarios
4 and 6 in Table 1.1). This is consistent with our analytical results, because neither (1.13) nor

(1.16) depends on the load level /; when the DR rebate is linear and allowed to be negative.

Scenarios 5—6 and Scenarios 7-8 indicate that capping payments at zero reduces incentives for
both event response and baseline inflation. However, it has opposing effects on the utility cost per
unit true DR when the customer’s costs of increasing load changes. Specifically, under lower
customer costs (Scenarios 5-6), the cost per unit true DR decreases when we allow negative
payments (i.e., from $5.2/kWh in Scenario 5 to $4.4/kWh in Scenario 6); under higher customer
costs (Scenarios 7-8), the cost per unit true DR increases when we allow negative payments (i.e.,
from $3.0/kWh in Scenario 7 to $4.4/kWh in Scenario 8). Therefore, the impact of penalty on the
program performance is non-obvious and hard to predict analytically. This emphasizes the

importance of our computational solution to the general model.

1.5.4 Imperfect Knowledge of Event Probabilities

The results shown thus far in this paper are based on the assumption that the customer knows the
probabilities of events for each day in the DR season. In practice, the customer does not have
perfect information about these event probabilities. This section demonstrates one approach that
companies or systems working on behalf of customers could use to estimate event probabilities.
Then we analyze the customer benefits of manipulating baselines based on imperfect event

probability forecasts, compared to a simpler DR response strategy with no baseline manipulation.

Many DR programs are designed to respond to system load conditions. Since system load is
typically correlated with weather, the probability of having DR events is also correlated with
weather. When we have historical data of weather and system load or DR events, we can perform
a regression to learn the mapping from weather conditions to event probabilities. Then, this
mapping can be used to create forecasts of future DR event probabilities based on weather

forecasts.

Fig. 1.4 shows the result of a simple logistic regression model of probability of event versus daily
peak temperature based on Con Edison 2018 system load data and 2018 New York City daily peak
temperatures. In this analysis, we assign DR events to the 3 peak load days of 2018 (based on the
expectation of 3 events per year). For the purposes of this study, we assume that the mapping
from temperature to event probability shown in Fig. 1.4 is the “true” mapping. We leave to future
work the task of improving mapping of weather to event probability based on additional weather

parameters (such as humidity), more years of data, and more data about DR event occurrence.
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Figure 1.4: Event probability versus daily high temperature, determined from logistic regression
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Figure 1.5: Daily event probabilities for New York City Typical Meteorological Year 3 weather
data, based on logistic regression model from Fig. 1.4

Next, we assess the performance of our DR optimization model based on a typical year’s weather
in New York City and various qualities of event probability forecasts. In this case, the actual
realized weather corresponds to a typical year of weather for JFK Airport in New York City
(based on Typical Meteorological Year 3 data), and the “true” event probabilities are calculated
based on that weather data and the regression model in Fig. 1.4. Fig. 1.5 shows the true event

probabilities.

Now we can demonstrate the robustness of our results under imperfect knowledge of event
probabilities. We run our algorithm to obtain the customer’s optimal policy given erroneous
estimates of event probabilities. We investigate two types of erroneous estimates. The first type of
erroneous estimates come from the logistic regression method with erroneous weather forecasting
as input. We included results under erroneous estimates with different levels of estimation errors
(resulting from inaccurate weather forecasting with 1-degree to 10-degree errors). The second
type of erroneous estimates is a “constant event probability estimation”, where everyday has the

same event probability, calculated as the expected number of events per year divided by the
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Figure 1.6: Customer benefits under different types of event forecasts. Blue dots show benefits
under event forecasts based on temperature forecasts with Gaussian random errors of varying stan-
dard deviations. The solid red line shows benefits using a constant probability forecast. The dashed
line shows benefits if the customer does not manipulate baselines. Both the red line and the dashed
line are horizontal, because the standard deviation of temperature forecast errors is not applicable
to the constant probability event forecast and does not affect the policy without baseline manipu-
lation.

number of days in a year. This constant probability forecast represents a scenario where the
customer does not use any sophisticated method to estimate event probabilities at all. Then we
evaluate the policies computed based on erroneous estimates of event probabilities under the true
event probabilities. In Fig. 1.6, we can see that the performance of the policies is robust to the
estimation errors. For example, under 5-degree errors in weather forecasting, the policy can still
achieve 90% of the performance of the optimal policy computed given true event probabilities
(the optimal policy corresponds to the left-most blue dot with zero forecast error). Therefore, the

policy is close to optimal even when the event probability estimates have moderate errors.

The dashed horizontal line show optimal customer benefits when customer resources are not used
to manipulate baselines. Comparing this to the other cases, we see that a baseline manipulation
strategy based on a constant probability forecast has significant customer benefits relative to the
no baseline manipulation case. If reasonably accurate weather forecasts are available, customers
can achieve even greater benefits by manipulating baselines. Therefore, the qualitative conclusion
of the paper, namely that the customer has incentives to increase the baseline load, is robust to
imperfect knowledge on the event probabilities. This observation emphasizes the importance of

understanding customer behavior and designing programs that discourage undesired incentives.

In summary, we have demonstrated one feasible approach to estimate event probabilities using

logistic regression, and that empirically, our results are robust to imperfect event probability
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Figure 1.7: Baseline load inflation for various baseline determination rules.

forecasts. A rigorous approach with theoretical guarantees on robustness (e.g., robust

optimization) is an important future direction of research.

1.5.5 Sensitivity Analysis of Baseline Determination Rules

We conduct a sensitivity analysis on baseline determination rules (1.2), where we vary the
number Np of non-event days used for computing the baseline, and change how to compute the
baseline, namely as an average over all Np days or the Np/2 days with maximum load. We
demonstrate how our model can inform the design of a baseline-based DR program. In all

simulations, we use the event probabilities in Fig. 1.5.

Fig. 1.7 shows the level of baseline inflation for various baseline types. We see that using all Np
days to calculate the baseline load leads to less baseline inflation than using the top Ng/2 days.
This makes sense, because using the top Np/2 out of the Np days to calculate baseline load allows
customers to achieve a given level of baseline inflation with less total load increase over the Np

days, thus making baseline inflation cheaper and more attractive.

We also see that the level of baseline inflation is generally higher when Np is smaller. However,
the trend is not monotone. In general we would expect two competing effects as we increase Np.
First, as Np increases, to achieve the same level of baseline inflation, the total amount of load
increase during the Np non-event days increases, which increases the cost and makes baseline
inflation less attractive. Second, under higher Np, increasing load in a single baseline day is
expected to inflate baseline load in more event days, making baseline inflation more attractive.
The overall result of the two competing effects depends on many factors, such as the profile of
event probabilities, the rebate rate, and the cost function. Thus, it is important to have our

computational solution to help determine the optimal Np based on the various parameters.
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1.6 Conclusion

Our baseline-based DR model can identify optimal customer behaviors under a variety of
baseline-based DR program parameters and a wide variety of customer parameters, thus revealing
customer incentives to artificially inflate baselines when the schedule of DR events is uncertain.
Analytical results provide some fundamental insights into the drivers of optimal customer
decisions. Numerical results show that incentives for baseline manipulation may exist in
real-world DR programs, and that the level and impact of baseline manipulation can depend on a
number of factors, in ways that would be difficult to predict without our model. Since the impacts
of manipulating baselines can have significant and non-obvious impacts on the cost and
effectiveness of baseline-based DR programs, customer incentives should be considered during
DR program design and in utility planning and operations. An important future work is to

optimize the DR program (e.g., the rebate function) given the customer’s decisions.

The dynamic programming approach taken in this chapter does have some significant limitations.
We modeled discrete state and action spaces in order to keep the size of the problem small enough
to allow for an exhaustive solution with backward induction. This approach does not reflect the
full granularity of the available actions and states for a realistic customer. In the upcoming
chapters, we address this limitation by developing solution techniques that can be extended to

continuous action and state spaces.
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CHAPTER 2

MODEL PREDICTIVE CONTROL BATTERY
SCHEDULING FOR BASELINE-BASED
DEMAND RESPONSE

2.1 Introduction

An important mechanism for improving reliability and reducing costs of the power grid is demand
response (DR). Among the various DR mechanisms that have been proposed or

implemented [9] [10], we can categorize most of them as price-based DR and incentive-based
DR. Price-based DR uses time-varying electricity prices to encourage customers to reduce
consumption when prices are high. Alternatively, incentive-based DR pays customers based on

participation or performance in the DR program.

This chapter focuses on baseline-based DR [5, 15,16,19-21,29-32], an important and
widely-used class of incentive-based DR. Baseline-based DR pays customers based on the
difference between energy consumption during DR events and baseline consumption (e.g.,

average consumption during previous non-event days).

While baseline-based DR encourages customers to reduce load during DR events, it may also
create undesired incentives for customers to manipulate baselines. Randomized control trials [22]
and legal settlements [23] have provided real-world evidence that customers may manipulate
baselines. In the past, manipulating DR baselines may have required substantial customer effort
or diminished customer comfort (e.g., manually changing air conditioner settings). But today,
grid-connected battery systems with automated controllers can optimize customer load profiles to
maximize DR revenues with minimal customer effort. Thus, customers with batteries may use
sophisticated automated controls that manipulate baseline load, perhaps without even being aware
that they are doing so. Unaccounted baseline manipulation can cause the utility to make
significant errors in projecting demand forecasts, required DR quantities, and DR costs.

Therefore, it is important to identify such behaviors and quantify their impacts.

To identify and quantify incentives to manipulate baselines, we need to understand how the

customer schedules battery charging and discharging when participating in baseline-based DR
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programs over a sufficiently long time horizon (e.g., a year), facing the uncertainty in when the
DR events occur. We model the customer’s decisions as solutions to a stochastic optimization
problem of minimizing the expected net costs, defined as the energy purchase costs minus energy
export payments and DR payments. However, the stochastic optimization problem is intractable
to solve for long time horizons, because its complexity grows exponentially with the time
horizon. We propose a multistage model predictive control (MPC) approach, which determines
the battery schedule of each day by solving a stochastic program over a much shorter receding
horizon (e.g., a month). Through simulations, we demonstrate that our proposed solutions are
near optimal (e.g., within 1% from the optimum in the test cases). Then we apply our solutions to
study an example residential customer with solar photovoltaic and battery systems participating in
a typical existing baseline-based DR program. In the test case, 66% of the average apparent load

reduction during DR events results from inflation of baseline consumption during non-event days.
We summarize our major contributions in this chapter as follows:

* our work is the first to study incentives to manipulate DR baselines with a realistic model of

battery energy storage systems;

* our work introduces a stochastic optimization problem formulation, which is general
enough to model a variety of baseline-based DR mechanisms (including DR energy and

capacity payments) over a long time horizon with uncertain DR event schedules;

* our work proposes a computationally-tractable and near-optimal solution to the problem

formulated, which allows us to identify and quantify customer incentives.

The remainder of this chapter is organized as follows: Section 2.2 discusses related work, Section
2.3 describes the problem, Section 2.4 describes our solution, Section 2.5 describes a numerical

case study for an example residential customer, and Section 2.6 summarizes conclusions.

This chapter is based on work from parts of a published book chapter [7].

2.2 Related Work

There is a huge literature on optimal battery dispatch under price-based DR (see some
representative works in [33-37]). Some of these works use solution concepts similar to ours,
namely stochastic programming and model-predictive control. However, since since these works
are focused on price-based DR, they do not study baseline-based DR and incentives to manipulate
baselines.
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Some works study optimal battery dispatch under baseline-based DR, but use pre-established
baselines as inputs to their models [30-32]. These works essentially assume that the customer
does not have the ability to manipulate the baseline, and therefore do not study incentives to

manipulate baselines.

Many of the works that study baseline manipulation focus on mechanism design of the DR
program [15,19-21]. In [15, 19,21], customers self-report baselines, and truthful reporting is
encouraged by excluding a subset of customers from each event, and imposing penalties for
deviations from reported baselines for those non-participating customers. In [20], there is a
profit-sharing mechanism designed to discourage manipulating baselines for a DR program in
which the baseline is the load at the start of the DR event. These works propose new DR
mechanisms and do not model battery operations. In contrast, our work studies optimal battery

operations under more commonly used existing DR mechanisms.

The most related works are [5, 16,29], which study gaming incentives in baseline-based DR. The
work in [16] only includes results for a two-stage model, where the second stage is the event day
with certainty. In comparison, our work considers uncertain event schedules over many

days. [5,29] study a multi-day DR season with uncertain DR event schedules, but the
formulations are not compatible with a realistic model of battery systems. While they provide
general theoretical analyses of baseline-based DR, the proposed algorithms to identify optimal
energy consumption (dynamic programming with backwards induction [5,29] and rollout [29])
assume there is a discrete set of daily feasible consumption levels and the costs of realizing those
consumption levels are known and independent of actions on other days. In contrast, our current
work considers a battery system, where the feasible hourly charging and discharging quantities
and associated opportunity costs depend on actions taken at other times (due to the battery energy
capacity constraint), and the action space is continuous. We use model predictive control (MPC)
to get a near-optimal battery dispatch, because the complexity of the dynamic programming
approaches in [5,29] grow polynomially with the granularity of the discretization of inherently
continuous action and state spaces, while our MPC approach allows continuous states and actions
for free. Additionally, this work’s MPC approach newly addresses DR mechanisms where
payments depend on average power (kW) reduction over multiple events (DR capacity payments),
which could not be easily solved by the algorithms in [5,29] because it would require

significantly enlarging the state space to include information about prior events.
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2.3 System Model and Problem Formulation
2.3.1 Model Setup

We consider a customer with electric loads, a solar photovoltaic system, and a battery energy
storage system. The customer participates in a baseline-based demand response program and is
subject to a certain electricity tariff. We look at a finite horizon of T days, where each day is
indexed by 7 € {1,...,T}. Due to the structure of the DR payments, these T days are divided into
I intervals (e.g., 12 months). The time-granularity of the battery charging and discharging
decisions considered here is one hour, where each hour is indexed by h € {1,...,H =24-T}. As
will be useful later, we write #; as the final day of each interval i € {1,...,I}, and A, as the final
hour of each day 7 € {1,...,T}. Our objective is to determine the optimal schedule of battery
charging and discharging in each hour to minimize the expected total net cost for the customer

over the 7" days.

The demand response program aims to incentivize the customer to reduce electricity consumption
during a pre-specified window of hours (e.g., 5 p.m — 9 p.m.) on demand response event days.
Prior to any day, there is uncertainty on whether that day is an event day. This uncertainty can be
represented by a Bernoulli random variable @y with parameter P;, where @, = 1 indicates that day
t is an event day, and the probability that day ¢ is an event day is F;. P, may depend on the event
schedule for days prior to day #. At the beginning of each day, the customer is notified whether

the current day is an event day.

In each hour 4, the customer has default electricity demand dj, and solar energy production py.
The customer can charge the battery by an amount of b;{ > 0 or discharge the battery by an

amount of b, > 0, resulting in an hourly net load
lh=dy+bl —pp—b, .

Positive values of [ indicate that the customer purchases energy from the grid during hour 4, and
negative values indicate that the customer exports energy to the grid. The values dj, py, by, and [,
are in the unit of kWh.

The battery scheduling variables b;lL and b, are constrained by the physical characteristics of a
battery system. A power capacity constraint requires the total amount of energy charged and
discharged to be no larger than the rated power capacity P of the battery system in all hours,

namely

b +b, <P, Vhe{l,....H}. 2.1)
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We denote the level of stored energy at each hour £ by ej,. The dynamics of the stored energy can

be written as
en=-en1+b; -nt—b, /N, Vhe{2,... ,H}, (2.2)

where Nt € (0,1) is the battery charging efficiency and 1~ € (0, 1) is the battery discharging
efficiency. Finally, an energy capacity constraint requires that the level of stored energy does not

exceed the rated energy capacity E of the battery system in all hours, namely

0<e,<E,Vhe{l,... H)}. (2.3)

We define b = (b, .,

by = (b, i1:---.by, ) as the vector of battery discharging schedules in day ¢.

b;:) as the vector of battery charging schedules in day ¢, and

2.3.2 Costs and Payments
The customer’s economic incentives consist of costs and payments. The cost is the customer’s
energy purchase cost. For each hour when the net load is positive (i.e., [, > 0), the customer

incurs an energy purchase cost c¢j, calculated as
cn (by b)) =75 ly=r5- (dy+b; —py—by ), (2.4)

where rj, is the electricity purchase rate per kWh for hour A.

The payments come from energy export and the DR program. For each hour when the net load is
negative (i.e., [, < 0), the customer exports energy to the grid and receives an energy export

payment pj, calculated as
P (by by, ) =1 (=) =1y (—dw— by +pu+ by, ), 2.5)

where r; is the electricity export rate per kWh for hour 4.

Additionally, the customer may receive DR energy payments or DR capacity payments or both
via the demand response program. Both types of DR payments are based on the quantity of
demand response energy reduction, which is the difference between the true energy consumption
and the baseline energy consumption during the DR window. We write .77 as the set of hours in

the DR window of day ¢. Then the true energy consumption during the DR window of day ¢,
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denoted by s;, is calculated as

si= Y. I (2.6)
hest
At an event day ¢, the baseline consumption is calculated based on the consumption during the
DR windows of a number of previous non-event days. We write .72 as the set of non-event days
that affect the baseline in the event day 7. Then the baseline energy consumption in an event day ¢,

denoted by s‘,B , 1s defined as

5t = f({st}eem). 2.7

Usually, the baseline is simply the average consumption during the DR windows of relevant

non-event days (e.g. [2]), namely
7 = (Zeegpse) /|77

Given the true and baseline consumption, the DR energy reduction in event day ¢, denoted by A;,

can be calculated as
A =58 —s. (2.8)

Note that we allow the reduction to be negative, so customers pay a penalty for increasing the
demand. For example, customer aggregators face such penalties in [2]. Note that some DR
programs do not penalize the customer for increasing the demand, in which case we will have
A; = max {0, s‘f3 — 8 } However, the formulation without customer penalties is non-convex and

cannot be solved with our approach.

As in [1], the DR energy payment for each event day ¢, denoted by pPR¢, is calculated by

pPRe (b, b swiy) = PR A, (2.9)

1:00 01

where rPR¢ is the DR payment rate per kWh for day 7, b}, = (b} ,...,b") and by, = (b ,...,b;)
are the battery charging and discharging schedules from day 1 to day ¢, respectively, and
wiy = (@1, ...,0) is the sequence of event indicators up to day ¢. The customer receives no DR

energy payment on non-event days.

Remark 3 (Inter-Temporal Dependence) The DR energy payment for an event day t could
depend on the battery scheduling decisions in day 1, if for example, days 2 tot — 1 are all event
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days. We write pPRe (bE, b;,;wlzt) to explicitly indicate the inter-temporal dependence of the
payment on the scheduling decisions. Strictly speaking, the DR energy payment depends only on
the hours in the DR windows of previous days. But we use battery scheduling decisions of all

previous hours bﬁt and by, to simplify notations.

Remark 4 (Randomness) I (2.9), we also make it clear that the DR payment pPR

¢ depends on
the realization wy.; of the event days from day 1 to day t, and therefore is random. This is because
the set T8 of non-event days that affect the baseline in day t depends on w1, and is random. As a
consequence, all the quantities related to DR events, namely s;, 55, A, and pPR¢ depend on w,

and are random.

Another type of DR payment is the DR capacity payment, which is based on the average energy
reduction per hour during an interval of days (e.g., a month). We write the set of event days in
interval i as ﬂlE . Then the average energy reduction per hour during interval i, denoted by A;, is

calculated as

Yicot M
j= e (2.10)
Zte ylE |‘%? |

As in [1], the DR capacity payment during interval i is then

PR (b brswn ) = PR -4, (2.11)
where rl-DRC is the DR capacity payment rate for interval i, and bf“:ti and b;li are the battery
charging and discharging schedules from day 1 to the final day #; of interval i, and
wiy, = (@1,..., @) is the sequence of event indicators up to the final day #; of interval i. Again in

(4.12), we make it clear that the DR capacity payment p?RC depends on prior scheduling
decisions and is random, as explained in Remarks 3—4. If there is no DR event during interval i,
we set A; = 0. Note that some DR programs do give DR capacity payments (e.g., the prior

interval’s amount) in the case of no event.

2.3.3 Problem Formulation

We aim to minimize the customer’s expected total net cost over a finite time horizon of / intervals
(e.g., 12 months), which consist of T days (e.g., 365 days), or equivalently, H = 24 - T hours (e.g.,
8760 hours). The decision variables are battery scheduling variables th and b, during this

time horizon.

As shown in (2.9) and (4.12), the DR payments depend on the realization of random event days.

Therefore, the battery schedules b,” and b, in day ¢ should also depend on the previous and
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current realizations wj.; of event days (but not future realizations due to causality). To make this
dependence explicit, we write the battery schedules as functions of the realizations, namely
bi(w1:[) and b;(WI;t).

Given realizations of all events wj.7, the total net cost is
_ T
C<{bz+(w1:t)7bz (W)}, ;wm) (2.12)

H
= Z Ch_Ph ZPDRC <bfr, Wiy), bl;;i(wlzt);wl:ti>
h=1

1

_Z Z ptDRe (b;r:t(wlzt)ab;t(wlzt)éwlzz)-

i=1 ;625

Our goal is to minimize the expectation of the above cost:

minimize Eo,, {c ({b;’(wl;t), by (wia) ), ;th) }
subject to: under each wy.7 € {0, I}T_l,
forr=1,....Tandh=h,_1+1,...,h:
b (wis) +b;, (wiy) <P,
ep(wiy) = ep_1(wiy) + b (wiy) - n"
—b, (w14)/M,
0 <ep(wiy) <E,
variables: under each wy.7 € {0, I}T*I,

b/ (wiy) and b, (wy,), t=1,...,T. (2.13)

Note that the expectation is taken over the random event schedules starting from day 2, namely
wy.T, instead of wy.7. We assume the customer is notified whether the each day is an event day
before the start of that day. Therefore, at the time of solving the problem, we already know the

realization of ®;.

The problem in (4.14) is a multi-stage stochastic decision problem. The numbers of decision
variables and constraints are large and grow exponentially with the length of the time horizon.
More specifically, for each day ¢ € {1,...,T}, there are 2'~! different scenarios (i.e., different
realizations of wy), and therefore 2/ ~! different battery schedules b, (w.;) and b, (wy.). So the

total number of decision variables is

2-24-(1+2+---4+2"" 1) =48 (2" - 1).
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Figure 2.1: An example of the binary scenario tree. Day ¢ is an event day, the receding horizon
is N = 5, all possible scenarios wy;1 in the first n = 2 days are evaluated, and one scenario
Wy 2:+4(wry41) from day £+ 2 to day 7 + 4 is sampled after each wy. .

For a one-year time horizon (i.e., T = 365), there are over 1011 decision variables. The number
of constraints grow exponentially with the time horizon in the same way. In summary, it is
impossible to obtain the exact solution to (4.14) under long time horizons. In the next section, we

show how to obtain a near-optimal solution.

2.4 Proposed Solution

Since it is impractical to obtain the exact solution to (4.14), we get near-optimal solutions by a
multistage model predictive control approach with a receding horizon of N days, where N < T'.
Specifically, for each day ¢, we solve a stochastic program that minimizes the customer’s total
cost from day ¢ to day ¢ + N — 1, and obtain the battery schedules {b;, by }’;1;]71 We use the
decisions b;", b, for the day ¢ only. For the next day ¢ + 1, we solve a stochastic program that
l;:—l’bt_—i-l' We repeat
this process for each day. The hypothesis behind this approach is that when the receding horizon

minimizes the cost from day 7 4 1 to day # + N, in order to get the schedules b

N is sufficiently large, the current day’s action is less likely to significantly affect the costs more
than N days in the future. Therefore, the battery schedules obtained from the stochastic program
over the smaller time horizon of N days are likely to be close to the optimal schedules. Since the
receding horizon (e.g., N = 35 days) can be much smaller than the entire time horizon (e.g.,

T = 365 days), we solve a much smaller problem than (4.14).

The objective function in (4.14) is the expected net cost, where the expectation is taken over the
random event schedules w».7. Such an expectation is computed as the weighted sum of net costs
in 271 different scenarios, where each scenario is a realization wj.7. Using a receding horizon
of N days, as described above, reduces the number of scenarios from 2710 2N=1 However, the
number of scenarios and associated variables and constraints may still be too large. Thus, we
further simplify the stochastic program by approximating the objective function in (4.14) through

sampling.
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To help explain our scenario sampling approach, we can define a binary scenario tree to represent
the scenarios to evaluate (see Fig. 2.1). The root indicates whether day ¢ is an event day, and the
two child nodes of the root represent the two possibilities that day 7 + 1 is an event day or a
non-event day. In general, there are 2°~! nodes of depth 7 > 2, representing the possibilities of
day ¢ + 7 — 1 following the 272 gcenarios wy+r—2 from day ¢ to day ¢t 4+ 7 — 2. Our scenario
sampling strategy includes a perfect binary tree of depth n < N, in which all interior nodes have
two children and all leaves have the same depth. Then each leaf node of this n-level perfect binary
tree has one degenerate branch of depth N — n, namely a branch in which all interior nodes have
exactly one child. Each degenerate branch corresponds to the selection of one scenario out of
2N~ scenarios wy 4 y—1 from day ¢ +n to day £ + N — 1. We select the scenario by sequentially
sampling w;, through w;y_1 according to the probabilities P, through P, y_, where the

value of each P; may depend on the preceding event schedule wy.;_ .

To define the reformulated problem to solve, for each T > ¢ + n, we write Wy p.¢(Wy1n—1) as the
sampled realization of event days from day 7+ n to day 7 given the realization wy.; 4,1 of event
days from day ¢ to day t +n — 1. We write it as function of w;. 4,1, because we need to sample
one scenario for each wy, ;1. In the scenario tree, the selected Wy .1 n—1(wWrr+n—1) is the
degenerate branch spawning from the leaf node of the branch w;.;,,_ in the perfect binary tree of
depth n. Note that Wy .1+ n—1(Wss4n—1) 1s random. For each T > ¢ +n, we write wy.z(wyr1n—1) as

the concatenation of wy,—1 and Wy .z (Wyprn—1)-

Based on the above notations, we can write the decision variables in the multistage MPC problem

as

under each wy 144, 1 € {0,1}”_1, (2.14)
fort=t,....t+n—1:
bt (w:0), b (wr:0),
fort=t+n,....t+N—1:

bi [a}t:r(wl:t—‘rn—l)] by [a}tif(wl:t—i-n—l)] .

In other words, we need to determine the battery schedules for day ¢ with given event status, for
days t 41 to t +n — 1 under all possible scenarios, and for days ¢ +n to t + N — 1 under only

sampled scenarios. Hence, we limit the number of variables to

2:24- 1424421421 (N —p)]
— 48.[2n—1.(N—n+2)—1}. (2.15)
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We can see that the number of decision variables does not depend on the full length 7 of the time
horizon, and grows linearly with the receding horizon N and exponentially with n. We control the

complexity of the MPC problem through #.

Next, we define the modified net cost over the receding horizon. We write .# as the set of
intervals included in the receding time horizon from day ¢ to day t + N — 1. For example, if
N =20 and each interval is 30 days, then .#/; = {1} and .#|5 = {1,2}. Dropping the dependence

of the decision variables on the scenarios for notational simplicity, we can write the modified net

cost as

~ —VHN-1
Cr({bi,bf}m ;wt:m—]) (2.16)
ht+N71

= ) (a—ri)
h:h[,1+l

~DRc + _ X

o Zpi (bt:t+N—l7 t:t+N—1’wt:t+n71)

€9

DRe (1.+ — .
- Z Z Pz (bt:rvbz:r’wt:ﬂrnfl) 5
i€g te ZEN[t 1+N—1]

where the energy purchase cost ¢y, the energy export payment pj, and the DR energy payment

pPRe remain the same as in (2.12), but the DR capacity payment ﬁlDRC is the approximation of the

true DR capacity payment pPR

¢. In our MPC approach, we may not be able to compute the true
DR capacity payment, because the receding horizon may end in the middle of an interval. Since
we do not know the demand reduction in the remaining days of this interval, we cannot compute
the average demand reduction in this interval and the true DR capacity payment. In this case, we
calculate the DR capacity payment pPR¢

¢ of interval i according to (4.12) over interval i’s days

before the end of the horizon, and then discount it by the fraction of total days in the interval that

are considered, namely

~DRC_ mln{t,,t—{-N—l}—l,,l DRc
pi = pi -
li—ti

(2.17)

We discount the DR capacity payment, because the tariff costs and DR energy payments are
calculated over a fraction of the month, and we want to use a corresponding portion of the total
DR capacity payment over the month. If the receding horizon starts after the start of an interval,

we use stored values of demand reductions in event days prior to the current receding horizon.

t+N—1

Finally, we note that the modified cost C, ({bi, b; b,

;w,Hn,l) is random, because we

randomly select the scenario @y, N—1(Wryn—1) after day t+n— 1.
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Now we can formulate the problem to solve in our MPC approach as follows.

min Ky, {6‘, ({b }t+N : w,;H_n_l)}
s.t. under each wyy1y4n_1 € {0,111
fort=t¢,....,t+n—1, and
h=he_1+1,...,hs:
bZ(wt:T) "’b;: (wrr) <P,

en(wrr) = ep—1(wr:r) "’b;,r(wtzr) 0t
—by, (W) /0™,
0 <ep(wnr) <E,
fort=t+n,...,t+N—1and
h=hi_1+1,....ht:
b;,r [Wrt(Wrgsn—1)] + by, [Wre(Wrtn—1)] <P,

-1 [wt r(wz t+n— 1)]
+

en|@ro(Wrpn—1)] =
+b;,r [wt r(wtt+n )l-n
h

—b;, [Wro(Wrtn—1)]/M°,
0< e [&t:r(wt:tJrnfl)] <E,
variables: as defined in (2.14). (2.18)

Similar to (4.14), we take the expectation over the random event schedules starting from day
t+ 1, namely w;144,—1, because we already know the realization of @y when solving the

problem for day .

Remark 5 (Approximation and Randomness) Note that the objective function and decision
variables in the proposed MPC approach (2.18) are different from those in the original
scheduling problem (4.14). For computational feasibility, we reduce the number of decision
variables by reducing the time horizon and evaluating only selected scenarios, and make
necessary approximations in the cost function due to the reduced time horizon. Therefore, the
proposed solution (2.18) is an approximation to the optimal solution to (4.14). We can recover the
optimal solution by setting the time horizon the same as that in the original problem (i.e., N=T)
and minimizing the exact expected cost (i.e., n = N). Note also that the objective function and the
constraints in (2.18) are random due to the randomly sampled w; 1+ N—1(Wyr1n—1) after each
Wrr+n—1 (even though we take the expectation over w;1.44,—1). Therefore, the solution, namely

the battery schedules, is random and depends on which scenario Wy .1+ N—1(Wypp1n—1) wWas
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sampled. In Section V-B, we study the effect of random sampling numerically and find it to be
negligible for the cases we investigated. We will also study the suboptimality introduced by

limiting the time horizon to N in the next section.

2.5 Case Study

In this section, we apply the model and the solution in Section 4.3 and Section 2.4 to an example
residential customer participating in a tariff and DR program based on the existing Customer Grid

Supply Plus tariff [38] and the Capacity Reduction Grid Service DR program [2]'.

We first study several cases whose time horizons are small enough for us to compute the optimal
solutions, and compare our proposed solutions with the optimal solutions. Next, we present
numerical results for a case study with a full-year time horizon, in order to identify customer

incentives to increase baseline energy consumption.

2.5.1 Basic Simulation Setup

We first describe the parameters that are common to all of the cases.

Customer default electricity demand

The default customer electricity demand is the base-case Honolulu residential customer demand
obtained from an OpenEI dataset [39], which includes synthesized hourly load profiles for a
typical year’s weather corresponding to the Typical Meteorological Year 3 (TMY3) dataset [40].

Solar photovoltaic energy production

The solar production is obtained from PVWatts [41], based on a 9.5 kW rooftop system with
default parameters and the Honolulu TMY 3 weather data. Using TMY 3 data for both customer
demand and solar aligns their weather-based variations. The solar system size was selected so that

annual production roughly matches annual customer demand.

Battery energy storage system

The customer’s battery consists of two units of the Tesla Powerwall battery [42], a popular
residential battery system. The round-trip efficiency is 90%. Assuming equal charging and
discharging efficiency, we have 7 = 1~ = 1/0.9. The total battery system power capacity is 10
kW and energy capacity is 27 kWh. The battery energy capacity was selected to be similar to the
customer’s daily energy demand.

This case study simplifies some elements of the Customer Grid Supply Plus tariff and the Capacity Reduction
grid service, but aims to represent the major elements that could lead to incentives to manipulate baselines. For
example, Capacity Reduction includes separate payments to aggregators and customers, but this study considers that
the aggregator and customer act as one entity for simplicity. Interested readers can refer to the program documents for
more information.
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Customer tariff

The customer receives $0.108/kWh for energy exported to the grid, and the customer pays
$0.29/kWh to purchase energy from the grid. The difference between the export rate and the
purchase rate incentivizes charging the battery when solar production exceeds load, and

discharging that energy later to reduce grid purchases.

DR program details

The customer receives a DR capacity payment based on average load reduction during DR events
each month. The DR window is from 5 p.m. to 9 p.m. in all event days. Baseline energy
consumption is the average energy consumption during the DR windows of some number of
previous non-event days. The rate rlDRC of DR capacity payments is $2/kW (the minimum

customer incentive level allowed for Capacity Reduction grid service [2]).

Probabilities of DR events

The probabilities of a DR event occurring each day were calculated based on a logistic regression
of occurrence of a DR event versus daily peak temperature. The logistic regression model was
created based on 2017 Hawaiian Electric system electricity demand [43] and 2017 weather data
for Honolulu [44]. Capacity Reduction DR events can be called up to 104 times per year [2], so
event days were assigned to the 104 days of 2017 with the highest peak hourly electricity
demand. A logistic regression model of DR event occurrence versus daily peak temperature was

used to calculate daily event probabilities for Honolulu TMY 3 weather.

Initial values
For the first day, the initial battery state of charge is set to 50% of the battery energy capacity, and

the initial baseline is set to all zeros.

2.5.2 Assessing The Quality of Proposed Solutions

As explained in Remark 5, our proposed solution is an approximation to the optimal solution and
is random. Therefore, it is important to assess its performance in terms of the cost and its
variance. To compare with the optimal solution, we need to restrict to cases whose time horizons

are small enough so that it is feasible to compute the optimal solution.

We consider a time horizon of 7' = 7 days, which is long enough to show multi-day effects, and
short enough to allow computing the optimal solution. Due to the small number of days in these
cases, we use a 3-day baseline (i.e., the baseline consumption is the average of previous 3
non-event days), which is shorter than the standard 10-day baseline in Capacity Reduction. We
consider two periods of 7 days: the first 7 days in January (low temperature and low probabilities

of events in the test year) and the first 7 days in October (high temperature and high probabilities
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of events in the test year). We use the per-hour demand reduction averaged over the 7 days,

instead of over the entire month, to determine DR capacity payments.

Table 2.1 presents the results for the 7-day case study in January and October. The table shows
customer cost and demand response quantity, as expected values over the random event schedules
w1.7. Additional metrics baseline load (i.e., average baseline load over all events in kW) and event

load (i.e., average load over all events in kW) were also calculated.

We first show the metrics under the optimal solution, which is obtained by setting N =n = 7.
Then we evaluate our proposed solution under different receding horizons of N =4 and N = 2
without sampling (i.e., n = N in both cases). In these two cases with n = N, we optimize the
expected cost over all event schedules wy.;1y_1, which results in deterministic solutions. In this
way, we can focus on the impact of a shorter receding horizon. We can see that under the 4-day
receding horizon, customer cost nearly matches the optimal cost, and under the 2-day receding
horizon, customer cost is about 3% higher than the optimal cost. This suggests that a shorter
receding horizon can provide close to optimal results. As we would expect, the performance tends

to improve with the length of the receding horizon.

Next we focus on the impact of sampling the scenario tree. We set the receding horizon as the
entire time horizon (i.e., N = T = 7), consider all the possible scenarios in the first 2 days (i.e.,

n = 2), and sample one event schedule from day 3 to day 7. In this case, the proposed solution
depends on the sampled event schedule ws.7, and therefore, is random. We run the simulations 5
times to get 5 battery schedules under different sampled event schedules, and show the mean and
the standard deviation of the performance metrics over these 5 runs. We can see that the customer

cost is within 1% of the optimum with small standard deviation.

Finally, we set N = 4 and n = 2 to evaluate the proposed solution with both a shorter receding
horizon and sampled event schedules. Again, since the proposed approach yields different battery
schedules under different sampled event schedules, we show the average metrics and standard
deviations over 5 runs. The customer cost is within 1% of the optimum with small standard

deviation.

Comparing the cases of (N,n) = (7,2) and (N,n) = (4,2) with the case of (N,n) = (2,2), we can
see that under the same depth of the perfect binary tree (i.e., n = 2), we can improve the
performance (i.e., from about 3% within the optimum to within 1% from the optimum) by

sampling additional days (i.e., 5 additional days when N = 7 and 2 additional days when N = 4).

Compared to customer cost, the DR quantity metric sows greater percentage differences from the

optimal case. However, the values are still within 4% of the optimal case for all sampling cases
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Table 2.1: Approximation study results
Jan. 1-7 Oct. 1-7
N,n Cust. DR Cust. DR
Cost($) | (kW) | Cost($) | (kW)
7,7 | optimal value -8.58 4.18 7.28 0.23
4,4 value -8.58 4.17 7.28 0.23
A from optimal | 0.02% | -0.38% | 0.00% 0.00%
2,2 value -8.33 3.64 7.47 0.19
A from optimal | 2.92% | -13.03% | 2.63% | -15.03%
7,2 mean value -8.53 4.05 7.28 0.23
std. deviation 0.10 0.15 0.01 0.02
A from optimal | 0.65% | -3.11% | 0.06% 2.98%
4,2 mean value -8.53 4.04 7.28 0.23
std. deviation 0.10 0.17 0.00 0.00
A from optimal | 0.64% | -3.33% | 0.01% | -0.24%

except (2,2). For baseline load and event load metrics (not shown in the table) the values are

within 5% of the optimal case for all cases except (2,2).

Our conclusion from this study is that it is possible to significantly reduce the number of
scenarios considered in the scenario tree and still obtain near-optimal results. We thus use our

proposed approach in the full-year study, where calculating the optimal solution is not feasible.

2.5.3 Evaluating Customer Incentives

We study the battery scheduling problem with a time horizon of a full year (i.e., T = 365). Based
on results in Table 2.1, we use our proposed solution with a receding horizon of N = 35 (longer
than a full month, over which the DR capacity payment is calculated) and a depth n = 4 of the

perfect binary scenario tree.

We also create a “counter-factual” case, where the customer does not participate in the DR
program, as a control group for assessing baseline inflation. In this case the objective is to
minimize net tariff costs (i.e., costs of energy purchases minus credits for energy exports). The
stochastic parameters representing event schedule do not impact this cost, so the optimal
decisions for this case can be solved in a single scenario. However, in the counter-factual case,
there are many different solutions that yield the same optimal cost with varying levels of
electricity consumption during DR windows. In order to compare event and baseline load
between the DR cases and the counter-factual case, we need to select one from multiple optimal
solutions. For this study, we selected the optimal battery dispatch schedule that charges the

battery as much as possible when solar production exceeds load, and discharges the battery as
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Table 2.2: Full-year results

Customer Cost | DR | Baseline Inflation
$) (kW) (% of DR)
January 3.5 4.2 3%
February 33.5 5.4 27%
March -4.0 3.1 9%
April -13.6 2.8 7%
May 0.0 1.2 53%
June -5.5 1.0 5%
July 20.5 0.8 61%
August 2.2 1.2 61%
September 26.2 0.8 86%
October 73.2 2.0 94%
November 70.8 2.7 84%
December 82.6 49 52%
Year 289.7 1.5 66%

much as possible when load exceeds solar production. We selected this schedule because it is a

realistic and simple algorithm to implement, and thus represents a plausible counter-factual case.

Since the proposed approach yields stochastic solutions that depend on the sampled schedules, we
run the experiments 10 times. Table 2.2 shows monthly and yearly results for these simulations,
averaged over the 10 runs. “Baseline Inflation (% of DR)” is calculated as the difference between
baseline load with DR payments and baseline load in the “counter-factual” case with no DR
payment (i.e., the baseline inflation in kW) divided by the DR quantity in kW. This represents the

portion of apparent DR that is actually due to inflated baseline load.

In the “counter-factual” case with no DR payments, average baseline load and event load for the
year are both approximately 0.1 kW, and average DR quantity is approximately 0.0 kW. This
reflects that when the battery is used to minimize tariff costs via our heuristic, the battery covers
most of the load during the DR windows of 5 p.m. to 9 p.m.. There is not a significant difference

in DR window energy consumption between event and non-event days.

The $2/kW-month case shows higher baseline load (1.1 kW) and lower event load (-0.4 kW). This
indicates that while the DR program does incentivize the customer to reduce load during events, it
also incentivizes even greater increases in energy consumption during DR windows of non-event
days. Over the year, 66% of the apparent DR is due to baseline inflation, with monthly values

ranging from 3% in January to 94% in October.

47



The $2/kW-month case also indicates that the Capacity Reduction grid service successfully
provides an incentive for the customer to modify battery charging to deliver DR. Comparing the
quantity of average DR (1.5 kW) to the size of the battery system (10 kW, 27 kWh), we see that
the quantity of DR is much smaller than what could be obtained if the battery was solely focused
on delivering DR. This reflects that at this relatively low DR payment level, the battery often
prioritizes the higher-value application of shifting solar production to reduce tariff costs.

2.6 Conclusion

We have presented an optimization model based on stochastic model predictive control that is
capable of identifying customer incentives to modify battery charging schedules as part of a
baseline-based demand response program. Results of an application of the model to study an
example customer participating in a realistic DR program reveal that incentives to use battery
systems to inflate baselines may exist in real-world situations and that the quantities of baseline
inflation and true event response may vary over the year in ways that would be difficult to predict

without such a model.

The MPC approach taken in this chapter addresses some limitations of the dynamic programming
approach from the prior chapter (we can now consider continuous states and actions), but it does
have some of its own significant limitations. The successful use of our MPC approach depends on
having relatively accurate models of the customer and the tariff and grid service programs with
relatively accurate forecasts for future home solar production, electricity demand, and grid service
events. Additionally, this approach has limited applicability for use in real-time control due to the
significant computational requirements to solve a stochastic program in each time step. In the
upcoming chapters, we aim to reduce the computational requirements for real-time control by
using controllers based on neural networks and we aim to mitigate the dependence on accurate
models and forecasts by developing a controller training approach based on reinforcement

learning.
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CHAPTER 3

INTEGRATED ENERGY MONITORING AND
CONTROL IOT SYSTEM AND VALIDATION
RESULTS FROM NEURAL NETWORK
CONTROL DEMONSTRATION

3.1 Introduction

With the growing deployment of variable and distributed renewable generation sources, there are
increasingly new use cases for customer and utility Internet of Things (IoT) devices to monitor
and respond to electric grid conditions in order to maintain reliable operations and reduce system
costs. For example, the grid integration of home generation (rooftop solar photovoltaic systems)
and new high power devices such as electric vehicle chargers can create voltage and thermal
issues at the distribution level, which can limit their adoption. The provision of bulk grid services
from behind-the-meter (BTM) equipment including smart home appliances and batteries can
either mitigate or exacerbate these issues, so it must be carefully coordinated especially with high
penetrations of these distributed energy resources (DERs). The key is local grid awareness and
control; therefore, there are benefits to systems where electricity prices and utility requests for
bulk grid services can be filtered, arbitrated, or otherwise adjusted at the distribution level, even
down to the service transformer, and calls for distribution grid services can be initiated locally.
For these reasons, there is a compelling need for IoT systems that integrate distributed electric
grid monitoring, control, and communications (e.g. at the level of distribution service
transformers) with customers’ DERs (such as controllable appliances, solar photovoltaics, battery
systems, and electric vehicles), and can support advanced control schemes for a variety of grid

service program structures.

IoT and other communication technologies have been used for decades to control customer
resources for grid services in limited capacities. However, much work is still required to develop
improved IoT devices, communications, and controls that enable coordinated use of large
numbers of heterogeneous devices to flexibly respond to dynamic system-wide and local grid

conditions under emerging power system markets, tariffs, and programs. Thus, there is a strong
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need for testbeds that can demonstrate and evaluate energy IoT systems in order to accelerate

innovation and successful deployment.

Prior work on developing IoT architectures for customer energy resources include [45-47]. We
build on this prior work, and present a new E-IoT testbed architecture that integrates three main
components: (1) distributed Advanced Real-time Grid Energy Monitor Systems (ARGEMS) for
electric grid monitoring, control, and communications (2) distributed smart home sites including
smart home hubs and a variety of physical and simulated smart home IoT DER devices, and (3)
advanced control algorithms based on artificial intelligence and optimization. The integration of
these three components allows the E-10T testbed to play a useful role in testing and optimizing the
complete loop of grid monitoring to identify grid service needs, requesting grid services, and the
response of customer resources. The E-IoT testbed supports development and testing of learning
and optimization algorithms to manage DERs under a wide range of system-wide and local grid
service applications, economic incentive structures, and communication and control topologies.
The E-IoT testbed also incorporates low-cost and free and open source software in a way that is
flexible (to support many existing and new IoT technologies) and scalable (supporting integration

of hundreds or more physical and simulated sites and IoT devices).

We validate the E-10T testbed’s functionality by demonstrating advanced control of a battery
system to minimize customer electric bills while responding to electric grid services requests.
Due to the increasing deployment of battery systems (which are commonly installed with rooftop
solar systems), and their capability to be quickly and accurately dispatched to generate or
consume power, batteries can be powerful resources to support power system operations. While
control algorithms based on solving large optimization problems can demonstrate the potential
performance of battery systems under certain electricity tariffs and grid services programs [48],
the significant computational resources required each time such a control algorithm is evaluated
are an impediment to their widespread use for home battery systems. This motivates the
development of alternative control algorithms that can also achieve high performance, but can be

deployed and implemented with much less computational resources.

Based on this, and building on prior works [5,48-50], we developed a neural network controller
that is trained to imitate a model predictive control (MPC) algorithm [48] but requires nearly
20,000 times less computational time per evaluation. We deployed and tested the neural network
on a smart home hub managing a simulated battery system in the E-IoT testbed, where it responds
to grid services events sent by a physical ARGEMS grid sensor and communication device.

Important features of this neural network control demonstration include:
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Figure 3.1: Architecture of the E-IoT testbed.

* integration of (1) an electric grid IoT device (ARGEMS), (2) a physical customer smart
home hub and simulated IoT devices (home battery system, solar, and load sensor), and (3)
an advanced neural network control algorithm in a realistic real-time demonstration of the
E-IoT testbed;

* applying battery control domain knowledge to the neural network design to achieve high

performance with a network small enough to run on smart home hubs; and

* design of the network, training loss function, and post-processing of outputs to respect

battery physical constraints while maintaining high performance.
This chapter is based on work from a published conference paper [8] and book chapter [7].

3.2 E-IoT Testbed Architecture

The E-IoT testbed includes distributed grid monitoring systems, distributed smart home sites, and
central computers, which together enable a variety of distributed and centralized monitoring and

control approaches.
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3.2.1 Electric Grid Monitoring, Communications, and Control

In order for customer resources to dynamically support electric grid needs, we require: (1)
information about the status of the bulk power system and local power distribution system, (2) the
ability to process that information to identify needs for grid services, and (3) the ability to send
grid services requests or economic signals to customers’ devices. In the E-10T testbed, these
functions are provided by distributed grid sensors, central computers, or both, which enables a
range of grid service applications at the bulk system and local level.

In this work, requests for grid services were initiated by a power monitor/controller called the
Advanced Real-time Grid Energy Monitoring System (ARGEMS), which contains
high-resolution multi-phase voltage and current data acquisition, a single board computer, power
supply with backup, and various methods of communication (WiFi, Ethernet, 4G LTE, and
wireless mesh). It also contains a timing-optimized GPS receiver and field programmable gate
array (FPGA) for future applications in the realm of micro-synchrophasors (uPMU) and
advanced, low-latency signal processing. The device has been custom-designed at the board level
and is shown in Figure 3.1. The device is able to provide total and fundamental root mean square
(RMS) voltages and currents, real and reactive power, grid frequency, as well as access to the
underlying waveforms. This can be processed and published to web clients or upstream servers in
near real-time or used for local purposes such as volt/VAR control or transformer health
assessment. Research is ongoing to incorporate local RMS distribution power flow models to
support online PV hosting capacity analysis and non-wires alternatives to manage voltage and

thermal constraints.

This work is a step towards an integrated, scalable DER aggregation platform with distribution
system awareness. Ultimately the E-IoT central computers and smart home sites will receive
information on the status of the electric grid and electricity prices in addition to requests for grid

services under a variety of existing and proposed utility programs.

3.2.2 Smart Home Sites

Smart homes in the E-IoT testbed monitor and control IoT DER devices (electric loads,
generation, and energy storage) in response to customer needs and grid signals. Using multiple
distributed smart home sites can represent variations in customer attributes (energy needs,
available technologies, physical locations) and can demonstrate scalability of energy 1oT

concepts. Each smart home includes a smart home hub and IoT devices.

Smart Home Hub
The smart home hub is a computer that includes hardware and software to communicate with

customer [oT devices, grid sensors, and central computers over [oT protocols. The smart home
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hub includes software to support advanced automated controls of IoT devices, provide local user

interfaces, and interact with simulated IoT devices.

We use Raspberry Pi computers for smart home hubs, since they are inexpensive, compact, and
have sufficient computing resources and input/output connections. The Raspberry Pi comes with
support for WiFi and Bluetooth protocols, and we add a USB device to enable communication via
Zigbee and Z-Wave protocols. These four 10T protocols enable connections to a large share of
available smart home IoT devices. Hardware to support additional established or
under-development [oT protocols can be added via USB ports or general-purpose input/output
pins. As an alternative to physical computers, virtual machines can also serve as E-IoT smart

home hubs.
The following free and open-source software are used by the E-IoT smart home hubs:

* Home Assistant smart home software supports integration of over 1,000 commercial smart
home IoT devices over multiple protocols, allows custom integration of additional IoT
devices, enables simple automation, and provides local web interface and mobile

application,

* Mosquitto MQTT broker enables communication with MQTT IoT devices, with the E-IoT

central computers, and with grid monitoring systems;

* Node-RED automation software enables the smart home but to automatically take actions
based on time, receipt of MQTT messages, or other triggers, thus enabling interaction with
other E-IoT computers, use of advanced control algorithms, and running IoT device

simulations;

* PyTorch machine learning software supports training and deployment of machine learning

control algorithms.

IoT Devices

The following categories of IoT devices can be managed by E-IoT smart home hubs:

* energy consuming and producing IoT devices, including lighting, air conditioning, fans,

water heating, solar and battery systems, and electric vehicle chargers;
* sensors, including environment, occupancy, and power;

* smart plugs and switches, enabling on-off control and power monitoring of additional

devices; and
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Figure 3.2: Dashboard with integrated physical and simulated IoT device data.

* universal remote devices, enabling control of additional appliances via IR and RF signals.

3.2.3 Central Computers
The following “central” functions can be deployed on physical computers, virtual machines, or

cloud servers:

» database: Node-RED reads MQTT messages with real-time smart home hub data and
saves data to InfluxDB databases. Grafana dashboards display the data.

 simulation: U.S. Department of Energy’s EnergyPlus software runs advanced

physics-based building and device simulations based on weather conditions.

* control: Controls are implemented in Python, including PyTorch for machine-learning
based control and Pyomo for optimization-based control. Central control decisions are

communicated to the smart home hubs via MQTT.

* training: Data from the database and other sources are used to train and test control

algorithms.
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3.3 E-IoT Demonstration: Battery Control via Neural Network

Imitation Learning
This section discusses the application of an imitation learning [51,52] approach to develop and
deploy a neural network that controls a home battery to minimize customer energy bills while
responding to electric grid services events. The goal is to achieve a control algorithm that has
high performance (i.e., achieves low customer bills) and that also has a low computational burden

so that it can be deployed at scale on small distributed computers, such as smart home hubs.

We use a neural network to identify control actions, because neural networks have the ability to
evaluate complicated functions with much less computational resources than it takes to solve a
large optimization problem. In principle, we could train a neural network to directly learn control
actions that minimize customer cost based on real-world or simulated experience (i.e.,
reinforcement learning). However, successful application of reinforcement learning to this
problem would likely require a large amount of training time and data, because the customer cost
impact of the current action generally depends on all of the future actions, with some costs and
payments occurring infrequently (e.g., monthly grid services payments). We thus instead use an
imitation learning approach to train the neural network, which reduces the reinforcement learning
problem (learn optimal actions from experience interacting with the environment) to a supervised

learning problem (learn the mapping from input to output in labeled data).

In our imitation learning approach, we train the network to imitate the performance of an
optimization-based MPC algorithm [48]. We use the MPC algorithm to generate many examples
of model inputs and control action outputs, and use those examples as training data for the neural

network.

This section discusses the generation of training and testing data from the MPC algorithm, the
process of designing, training, and testing neural networks to achieve high performance,
modifications to the neural network designs to enforce battery physical constraints while
maintaining high performance, and deployment of the neural network on a smart home hub in the
E-1oT testbed.

3.3.1 Battery Control Problem Details
For a detailed mathematical description of the battery control problem for customer participating
in baseline-based demand response programs, see our prior work [48]. Here, we summarize key

details of the customer, tariff, and grid services programs considered in this study.
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We consider a simulated Honolulu residential customer with typical electricity demand, a solar
photovoltaic system, and a battery energy storage system. The customer electricity demand is the
base-case Honolulu residential customer demand obtained from an OpenEI dataset [39], which
includes hourly load profiles generated by the EnergyPlus building energy simulation for a typical
year’s weather based on the Typical Meteorological Year 3 (TMY 3) dataset [40]. The solar
production is obtained from PVWatts [41], based on a 7.56 kW rooftop system with default
parameters and the Honolulu TMY3 weather data. Using TMY 3 data for both customer demand
and solar aligns their weather-based variations. The customer’s battery simulates two units of the
Tesla Powerwall battery [42], a popular residential battery system. The round-trip efficiency is
90%, and we assume equal charging and discharging efficiency of 1/0.9. The total battery system
power capacity is 10 kW and energy capacity is 27 kWh. The battery and solar system size were

selected based on a separate sizing analysis.

The customer participates in the Smart Export electricity tariff for residential customers with solar
systems, which pays customers $0.1497/kWh for energy exported to the grid from 4 p.m. to 9
a.m., pays nothing ($0/kWh) for energy exports from 9 a.m. to 4 p.m., and charges the normal
retail rate for energy consumed from the grid. We set the rate for energy purchases from the grid
to $0.29/kWh.

The customer participates in grid services that are based on the Capacity Reduction and Capacity
Build grid services [2].! Under Capacity Reduction, the customer receives a DR capacity
payment of $2/kW for average load reduction during DR events each month, where DR events
occur from 5 p.m. to 9 p.m. on event days. Load reduction is measured as the difference between
baseline load (average load at 5 p.m. to 9 p.m on 10 prior non-event days) and load during the DR
event. Under Capacity Build, the customer receives a DR capacity payment of $3/kW for average
load increase during DR events each month, where DR events occur from 10 a.m. to 2 p.m. on
event days. Load increase is measured as the difference between load during the DR event and

baseline load (average load at 10 a.m. to 2 p.m. on 10 prior non-event days).

Customers are notified of Capacity Reduction and Capacity Build either the day before the event
(day-ahead) or on the day of the event (same-day). The utility calls events based on forecasted
needs for load reduction or load build. Since the event calls are correlated with weather

conditions, the customer’s control algorithm can consider estimated probabilities of future events

'In the actual Capacity Reduction and Capacity Build services, the customer receives flat payments that are not
directly based on performance, while the customer’s aggregator receives variable payments based on performance in
the events. For simplicity, we consider in this paper that the customer directly receives variable performance-based
payments.
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based on forecasted weather conditions. We assume the customer’s controller has access to

estimated event probabilities based on an analysis of historical events and weather conditions.

3.3.2 Training and Testing Data

The model predictive control algorithm [48] was used to generate data to train, validate, and test
the neural network. The data was generated by simulating 13 sample passes through a "typical
meteorological year,” where each pass may vary due to random realizations of the event schedule

and random sampling within the MPC algorithm.

Each data example, consisting of a vector of input values and output values, is generated from the
corresponding input and output values of the MPC algorithm for each day of each sample year.
Thus, there were 4,745 examples generated, corresponding to 365 days in 13 simulated years. 9
years of data was used for training (3,204 examples), 3 years for cross validation (1,068

examples), and 1 year for testing (365 examples).

Each data example has 1,254 elements in the input vector, corresponding to hourly solar and load
forecasts for 25 days, daily Capacity Build and Capacity Reduction grid service event probability
forecasts for 25 days, the current state of charge of the battery, the number of days remaining in
the current month, and the number of prior Capacity Build and Capacity Reduction grid service
events in the current month. The output vector has 24 values, corresponding to the amount to
charge or discharge the battery in each hour of the upcoming day. The output values are scaled to

a fraction of the maximum power capacity of the battery system, P.

MPC model parameters were held constant in the generated data, and thus are not included as
elements in the neural network training, validation, and testing examples. These parameters
include the customer battery system technical specifications (size, efficiency), the solar system
energy generation, the default customer load, and the cost and payment rates for the customer

electricity tariff and demand response programs.

3.3.3 Neural Network Design and Performance Evaluation

This section discusses the process of designing a neural network that mimics the performance of
the MPC algorithm. The design process was implemented in two stages. In the first stage, several
neural network design options were tested in order to find a design that achieved customer costs
close to the MPC algorithm, and significantly better than a simple heuristic algorithm. In this
stage, respecting the battery’s physical constraints of maximum and minimum stored energy was
ignored. In the second stage, modifications to the neural network loss function and a
post-processing step were developed in order to respect the battery constraints while still

achieving high performance.
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Figure 3.3: Neural network inputs, outputs, and layers.

Neural Network Design

See Figure 3.3 and Table 3.1 for a summary of the neural network inputs, outputs, and design.

A key part of the neural network design concept is to split the input vector into two parts. The first
part, consisting of 1,104 values corresponding to hourly load and solar forecasts for days 3
through 25, goes through a convolutional neural network that outputs a smaller number of
features. Using a convolutional neural network to process this part of the solar and load forecasts
allows the network to have a smaller number of trainable parameters compared to using all fully
connected layers. Then, the 24 extracted features from the convolutional neural network are
concatenated with the remaining 150 values from the input vector, and go through several
fully-connected neural network layers. Note that based on our domain knowledge that the
near-term forecast is more significant than the forecast for later days, we pass input values for the
days 1 and 2 solar and load forecast deeper into the network, which saves the network from
having to learn that the near-term forecast is more important. Having these near-term solar and
load forecast values bypass the convolutional layers was demonstrated to significantly improve

performance in testing (performance assessment is discussed in following sections).

The number and size of hidden layers in the network were selected by starting with a smaller

network, and increasing the size until the network demonstrated satisfactory performance.

Rectified linear units are used as the activation functions in all layers except for the final layer.
Rectified linear units introduce non-linearity into the neural network, which allows the network to

represent more complicated functions. The final layer uses a hyperbolic tangent activation, which
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Table 3.1: Neural Network Design

Convolutional Network

Layer 1

Input 2x24x23 (hourly solar/load forecast for 24 days 3-25)
Layer type 2D conv., 1x1 filter, stride of 1, 5 output channels
Activation rectified linear unit

Output 2x24x5
Layer 2

Input 2x24x5
Layer type 2D conv., 1x1 filter, stride of 1, 2 output channels
Activation rectified linear unit

Output 2x24x2, flattened to 1x96
Layer 3

Input 1x96
Layer type fully connected
Activation rectified linear unit

Output 1x24
Fully Connected Network
Layer 4

Input 1x174 (layer 3 output with remaining initial inputs)
Layer type fully connected
Activation rectified linear unit

Output 1x72
Layer 5

Input 1x72
Layer type fully connected
Activation rectified linear unit

Output 1x48
Layer 6

Input 1x48
Layer type fully connected
Activation hyperbolic tangent

Output 1x24 (hourly battery dispatch for upcoming day)
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has a range of (—1,1). Hyperbolic tangent was selected because its range aligns well with the
range of the target output values, which is [—1, 1], where -1 corresponds to charging at the
maximum power rating of the battery system, and 1 corresponds to discharging at the maximum
power rating of the battery. This design ensures that the neural network outputs respect the
physical constraint that the charging and discharging rates should always be less than or equal to

the maximum power rating of the battery system.

Neural Network Training
In order to test the design of the neural network, network parameters were trained and selected
using training and cross validation data sets, and then the trained neural network was compared

with other reference control strategies based on customer cost in a test year.

The L1 loss was used for the imitation learning training loss function, /;(t,0). This is calculated as
the sum of the absolute value of the differences between the target hourly battery dispatch, #;,
(from the training example) and the output hourly battery dispatch calculated by the neural

network, oj,:

24
li(t,0) = Y |tn—onl. 3.1)
h=1

When selecting a loss function, we considered that the battery dispatch determined by the MPC
algorithm is not the unique dispatch that achieves a certain cost, and there may be certain hours
with large charging or discharging values that could be reallocated to other hours without a
change to customer cost. The L1 loss function was selected instead of L2 loss (sum of squared
deviations), because the L1 loss encourages minimizing average deviations, while the L2 loss
would put more emphasis on reducing the large deviations on those hours with large charging or

discharging values.

Training was performed by iterating through 3,000 epochs of the training data set using the L1
loss function, as described above, and the Adam optimizer, with default parameters of:
learning rate=0.001, betal=0.9, beta2=0.999, epsilon=1 x 1078,

After every 50 epochs, the L1 loss of the neural network on the cross validation set was

calculated, and the weights with the lowest cross validation loss were selected as the final weights.

Testing Neural Network Performance

The performance of the neural network was evaluated based on the customer cost achieved by
using the neural network to control the battery in a simulated test year. We use customer cost as
the performance metric rather than the imitation learning training loss function (total deviations in

battery dispatch compared to the MPC algorithm), because minimizing customer cost is the
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Table 3.2: Cost performance of reference controllers and neural network.

Controller Customer cost in test year
Heuristic - Ignore DR $1,137
Heuristic - Max DR $1,206
MPC $1,060
Neural network $1,074

objective for the MPC algorithm and is the ultimate goal of the imitation learning neural network

as well.

In order to assess the quality of the annual customer cost achieved by the neural network, we
compare it with the annual customer cost achieved by alternative control algorithms. We compare
with three reference control algorithms: (1) heuristic controller that ignores grid services, (2)
heuristic controller that maximizes response to grid service events, and (3) the MPC controller.
Algorithm 1 tells the battery to charge as much as possible up to the level of solar generation
minus home load (within the physical constraints of the battery) whenever solar production
exceeds home load, and to discharge as much as possible up to the level of home load minus solar
generation whenever home load exceeds solar generation. This algorithm aims to reduce the
amount of energy that is exported to the grid, which lowers customer costs when the rate paid for
exports is significantly lower than the rate charged for energy purchases. Algorithm 2 is the same
as algorithm 1 outside the hours of an active grid services event. During grid services events, the
battery operates to maximize the response to the event. In other words, the battery maximizes
discharging within the battery physical constraints during Capacity Reduction events and it
maximizes charging during Capacity Build events. Algorithm 3 follows the instructions of the
MPC algorithm, which solves an optimization problem each day designed to minimize annual
customer costs. Table 3.2 shows the cost of these three reference controllers, where algorithm 3
(MPC) achieves the lowest cost, followed by algorithm 1 (heuristic ignoring DR). Algorithm 2
(heuristic that maximizes DR) has the worst cost, which is likely because naively maximizing DR
increases costs of energy purchases from the grid more than it increases DR payments in this

example.

A good imitation learning network should achieve a cost that is similar to algorithm 3 (the target
controller). It should also perform significantly better than algorithms 1 and 2 (simple heuristics),
since there would be no point in using a neural network controller if a simple heuristic could
provide comparable or better performance. Table 3.2 shows that the test year cost achieved with
the imitation learning neural network ($1,074), was close to the cost achieved by the MPC
algorithm ($1,060), and significantly better than the costs of the heuristic algorithms ($1,137 and
$1,206).
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Design Iteration for Respecting Constraints

While following a battery dispatch based on the neural network described above would provide
good cost performance, this dispatch is actually not feasible because it violates physical
constraints of the battery. Simulated battery dispatch based on the neural network sometimes
causes the battery to store less than 0% or more than 100% of its energy capacity (27 kWh),
which is not physically realizable. Thus, we implemented changes in neural network training and

post-processing of outputs to ensure that physical constraints are respected.

The first change we implemented was to impose an additional term to the training loss function
that imposes a loss when the battery energy constraints are violated. The new training loss, /, was
calculated as:

[(t,0) = Ii(t,0) + (o), (3.2)

where /; is the previously used L1 imitation loss, and /. is the new constraint violation loss. /. is
calculated as a scaled sum of the quantity of battery energy constraint violations according to the
following equations, where p;{ and p, are hourly battery charging and discharging values, P is
the battery maximum power rating, e, is the energy stored in the battery at the end of hour A, E is
the battery energy storage capacity, 71" and 1)~ are battery charging and discharging efficiencies,
vy, 1s the hourly quantity of constraint violation, and & is a model parameter used to tune the

relative importance of /; and /.:

—P-o0, ifo, <0,
Py = , (3.3)
0 otherwise,

P-o, ifoy > 0,
Py = ' (3.4
0 otherwise,

en=en1+pnt—p,/n", (3.5)

—ey if e, <0,
vi=<Se,—E ife,>E, (3.6)

0 otherwise,
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Table 3.3: Neural network performance with loss function penalty for constraint violations.
Energy constraint | Customer cost | Lowest stored | Highest stored
penalty factor in test year energy below | energy above
min (kWh) max (kWh)

a=0 $1,074 -5.04 11.83
oa=10 $1,078 -1.42 2.69
o =100 $1,094 0 1.16
o =1,000 $1,253 0 0.58

a %

l.= z Z Vi (3.7)
h=1

Table 3.3 shows test cost and constraint violations resulting from training the neural network
design with loss functions including constraint violation costs with & values of O (i.e., no penalty
for constraint violation), 10, 100, and 1,000. As expected, with increasing values of & the amount
of constraint violations decrease, but the customer cost increases. Ideally, we would have found a
level of & such that constraint violations are eliminated but the customer cost performance is still
good. However, as o increases to 1,000 the customer cost becomes significantly worse than the

target MPC cost and the reference heuristic cost and there are still constraint violations.

Since using a training penalty for constraint violations was inadequate to achieve good customer
cost with a physically realizable battery dispatch, we tried a complementary strategy where the
final battery charging, p;{, and discharging, p, , levels are determined by post-processing the

neural network output, o, as follows to ensure no constraint violations:

min{—P-oy, (E —ej_ 1 ifo, <0,
Pt — { n (E—en-1)/n"} h (3.8)
0 otherwise,
min{P-oy, (ep_1)n"} ifo, >0,
pr {P-on, (en—1)n"} h (3.9)
0 otherwise,
en=en1+pyN" —p, /N (3.10)

Table 3.4 shows the results of applying this post-processing procedure to the networks trained
with o values of 0 (i.e., no constraint penalty in training), 10, and 100. In all of these cases, there

are no constraint violations and the customer cost is significantly better than the heuristic
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Table 3.4: Neural network performance with post-processing to enforce constraints.

Energy constraint | Customer cost
penalty factor in test year
a=0 $1,095
oa=10 $1,082
o =100 $1,095

Table 3.5: Neural Network and MPC performance comparison
Control Algorithm | Cost Reduction | Evaluation Time
from Heuristic
MPC 6.8% 78 seconds
Neural Network 4.8% 4 x 1073 seconds

reference cost. Interestingly, the best cost performance was achieved with a small but positive
value of o = 10. This indicates that there can be a benefit to first training the network with a
small penalty for constraint violations (encouraging the network to learn to avoid violating
constraints in ways with small impacts to cost performance) and then subsequently performing

post-processing to ensure no constraint violations.

Performance Evaluation

For the final selected neural network trained with & = 10 and with post-processing, we compared
the performance of the neural network to the MPC algorithm. Figure 3.4 visually shows the
neural network’s ability to closely match the complicated dispatch pattern of the MPC algorithm.
Table 3.5 compares the cost performance and evaluation time of the MPC algorithm neural
network. Cost performance is shown as a cost reduction compared to the better performing
heuristic control algorithm (the heuristic that ignores DR) in the test year. Evaluation time is the
average time per evaluation when the algorithm is used 365 times for the test year. The results
show that the neural network retains over 70% of the MPC’s cost reduction from the heuristic

control, and each neural network evaluation is nearly 20,000 times faster than the MPC algorithm.

3.3.4 Neural Network Deployment in E-IoT Testbed
The trained neural network was deployed in a real-time demonstration in the E-IoT testbed using

a mix of physical hardware and communiation and simulated devices.

Node-RED software running on a smart home hub simulated real-time operations of the home’s
solar system, the home electric load, and a home battery at a 1-minute time granularity, which are
integrated into the hub’s Home Assistant smart home software as MQTT sensors. Each minute,
Node-RED reads and reports the home energy consumption based on EnergyPlus simulation and

solar consumption based on PVWatts simulation. The battery simulation progresses each minute
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Figure 3.4: Battery dispatch from the MPC and NN controllers for the first 500 hours of a test year.

by reading the current target battery power level (which was determined by the neural network
controller), and updating the battery’s state of charge based on charging or discharging over the
last minute, and reporting the current power and energy levels to Home Assistant. Home

Assistant displays all of these devices within its user interface (along with other physical smart

home devices), and reports data to the central E-IoT database compter.

An ARGEMS device was used to send notifications of Capacity Reduction and Capacity Build
events via MQTT messages. Day-ahead notifications were sent at 9 p.m. each day for reduction
and build grid service events corresponding to simulated bulk power system conditions (e.g. high
total system load or high system level renewable generation). Additionally, same-day
notifications were sent at 9 a.m. each day for Capacity Build events based on local grid
conditions, where the event trigger was based on actual measurements of local solar production.
This shows the capability for the testbed to demonstrate multiple grid services applications for

bulk system and local grid conditions.

The smart home hub’s Node-RED was also used to implement the battery scheduling algorithm,
which compiles all of the input information for the neural network, calls a script to evaluate the
neural network, and saves the schedule of target battery charging and discharging levels that is
used in the battery simulation. In this demonstration, the neural network ran to update the battery

schedule every 30 minutes, or whenever a new grid service event notification was received.
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While this real-time demonstration has not yet operated long enough to validate the performance
of the neural network in reducing customer costs, it has served as a validation of the ability to
successfully deploy this neural network control with local and bulk system grid service event on a
smart home hub without impacting the hub’s ability to perform its other functions such as
managing various IoT devices, running smart home software, and reporting data to the central

database.

3.4 Conclusion

We have presented an Energy Internet of Things (E-IoT) testbed that provides a flexible, scalable,
and low-cost platform to demonstrate and evaluate the integration of (1) distributed ARGEMS
power monitor/controllers, (2) distributed smart homes with [oT energy devices, and (3) advanced
control algorithms that manage customer devices to respond to power grid conditions while
serving customer needs. In the E-IoT testbed, ARGEMS devices monitor grid conditions
(voltage, current, real and reactive power, and frequency), analyze needs for grid services, and
transmit grid service requests and economic signals to the smart home sites. The smart home sites
include smart home hubs that automatically monitor and control customer [oT energy devices to
achieve customer objectives (e.g., reducing energy costs) while serving grid needs. Control
algorithms based on artificial intelligence and optimization can be deployed on distributed smart
home hubs, distributed ARGEMS devices, or centralized computers to demonstrate a variety of

bulk power system and local grid services applications and control strategies.

We demonstrated and validated the E-10T testbed’s capabilities by developing and deploying an
imitation learning neural network controller for a simulated home battery that responds to grid
services signals from an ARGEMS device based on local power system measurements and
simulated bulk power system conditions. We showed that the neural network imitates the
performance of a computationally intensive MPC algorithm (successfully lowering customer costs
and respecting battery physical constraints), but it requires nearly 20,000 times less computational

time than the MPC algorithm and can successfully run on smart home hub computers.

The E-IoT testbed can support additional future research areas, including developing novel
strategies for managing customer resources for grid service applications, as well as evaluating

performance and security of energy IoT systems.

The E-IoT testbed, in its current implementation, has some limitations that could be addressed in
future work. In particular, the EnergyPlus building energy simulation is not ideally designed to
reflect the diversity of solar and load profiles across a diverse fleet of customers over multiple

years. Integration of more realistic simulated customer data, perhaps based on anonymized real
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customer data, would improve the credibility and usefulness of simulations run in the testbed.

Further improvements to the testbed are left as future work.

While the imitation learning approach developed in this chapter does significantly reduce the
computational requirements for real-time control compared to the MPC approach in the prior
chapter, it still inherits MPC’s dependence on having relatively accurate models of the customer
and the tariff and grid service programs with relatively accurate forecasts for future home solar
production, electricity demand, and grid service events. In the upcoming chapter, we aim to
mitigate the dependence on having accurate models and forecasts by developing a controller

training approach based on reinforcement learning.
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CHAPTER 4

REINFORCEMENT LEARNING BATTERY
SCHEDULING FOR BASELINE-BASED
DEMAND RESPONSE

4.1 Introduction

Our goal is to develop a control algorithm for scheduling near-optimal charging and discharging
of home batteries for a customer with a solar system who is participating in an electricity tariff
and capacity grid services programs. Such an algorithm could be used by electricity customers or
distributed energy resource (DER) providers to help reduce customer electricity bills, and could
also be used by electric utilities and policy organizations to study designs of grid services

programs.

Within the class of grid service programs, we focus on baseline-based demand response (DR) with
capacity payments. Baseline-based DR programs reward customers for modifying their electrical
load during DR events relative to some baseline electrical load. Optimal battery operations under
baseline-based DR requires different strategies than price-based DR (which uses pricing signals
and does not consider baseline load), because there may be incentives to adjust battery operations
during baseline hours, and these incentives depend on an uncertain schedule of future DR events.
In DR programs with capacity payments, customers can be rewarded at the end of each interval
(e.g., month) for their average load modification over the interval, which introduces additional

uncertainty and delay in the reward signal, and adds additional challenges to optimization.

In our prior work [8], we applied a combination of stochastic programming, model predictive
control (MPC), and imitation learning (IL) to train an artificial neural network (NN) controller for
home battery scheduling with low enough computational requirements to enable real-time use on
small distributed devices, and that achieved good performance when the controller had perfect
forecasts of future home solar production and electrical load. A limitation of this work is that, in
reality, there will be uncertainties in any forecasts of future home solar and load, which will
degrade the performance of the controller (as we confirm in section 4.5). In principle, it would be

possible to expand the MPC’s algorithm’s underlying stochastic programming model to reflect
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uncertainty in home solar and load forecasts, but the increased dimension of uncertainty would
drastically increase the size of the stochastic programming problem, which would make it

challenging to generate adequate high-quality training data for IL.

In this work, we build on the success and address the limitations of our MPC+IL approach by
implementing and testing a reinforcement learning (RL) approach for the home battery
scheduling problem. Through an RL approach, we have developed a control algorithm that
exceeds the performance of the the IL controller and other benchmark controllers in a test
environment with realistic levels of uncertainty in forecasts of home solar production, electric
load, and grid service events. This new controller still has low enough computational

requirements to enable real-time use on distributed devices.

RL approaches have several advantages over approaches based on stochastic programming,
including the ability to address problems with complicated uncertainty without having to
approximate the uncertainty through discrete scenarios, and the ability to address problems that
may not be tractable with stochastic programming techniques. However, there are significant
challenges in applying RL to the problem of battery scheduling with baseline-based DR capacity
payments. In particular, these capacity payments present sparse rewards that can be significantly
delayed in time from actions that impact the rewards, which makes learning difficult for RL

agents.

To the best of our knowledge, this is the first work that applies RL to baseline-based DR with
capacity payments. Other major contributions in this work include (1) identifying classes of RL
algorithms that are most promising for battery scheduling problems, (2) developing modifications
to the training environment reward function (invalid action penalty, net load penalty, and grid
service payment estimate) that significantly improve learning and performance, and (3)
developing a method for using the RL controller in a hybrid mode with a heuristic algorithm to

further improve performance.

This chapter is based on work from a journal article that was submitted for review.

4.2 Related Work

Reinforcement learning in battery scheduling. There have been many prior works regarding
optimal battery dispatch under price-based DR (such as [33-37]) and there have been many prior
works applying reinforcement learning to a variety of DR problems (such as [53-55] and works
reviewed in [56]), but there have been few works that consider optimal battery dispatch under
baseline-based DR or baseline-based DR with capacity payments. [15,19-21] focus on

mechanism design of baseline-based DR programs, but do not study optimal battery operations
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under a given program design. [30-32] study optimal control in baseline-based DR, but assume
the customer is unable to change the baseline, so they do not study the optimal policy during

baseline times.

Battery scheduling under baseline-based DR. The most relevant related works

are [5,8,16,29,57], which study optimal DER scheduling in baseline-based DR. However, these
works all have significant limitations that we aim to address in this work. [16] only includes
results for a two-stage model, where the second stage is the event day with certainty. In
comparison, our work considers uncertain event schedules over many days. [5,29] apply dynamic
programming to study DR baseline manipulation, but the problem formulations do not consider
DR capacity payments and are not compatible with a battery control since they assume there is a
discrete set of daily feasible electricity consumption levels with known costs. In contrast, our
current work consider DR capacity payments and a battery system, where the feasible hourly
charging and discharging quantities and associated opportunity costs depend on actions taken at
other times (due to the battery energy capacity constraint), and the action space is

continuous. [57] applies RL to battery scheduling under DR program incentives, but only
considers baseline load within constraints, rather than as part of the reward function, and does not
consider DR capacity payments. [8] applies MPC and IL to a battery scheduling problem with
baseline-based DR capacity payments and perfect forecasts in customer load, customer solar, and
grid service event probabilities. In this work, we model realistic errors in customer load, customer

solar, and grid service forecasts.

4.3 System Model and Problem Formulation

We consider a customer with electric loads, a solar photovoltaic system, and a battery energy
storage system. Our objective is to identify a near-optimal policy for producing a discrete-time
schedule of battery charging and discharging decisions to minimize the expected total net
electricity cost for the customer over a finite time horizon. The customer is subject to an
electricity tariff, which sets the dollars per kilowatt hour ($/kWh) rate for importing electrical
energy from the utility and the $/kWh rate for bill credits for exporting energy to the utility. The
customer also participates in baseline-based demand response programs with capacity payments,
through which the customer may earn bill credits for reducing or increasing net load (relative to
some baseline load) during demand response events initiated by the utility. The battery
scheduling policy and the expected cost under that policy can depend on random variables
representing when demand response events occur, the electricity demand of the customer’s
electric loads, solar electricity production, and imperfect forecasts of future electricity demand,

solar production, and grid service event probabilities.
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Within this general problem description, there is a wide variety of potential specific problem
parameters, representing varying features such as electricity tariffs, demand response program
structures, and customer characteristics. In this work, we formulate a problem structure that is
compatible with the case of an example residential customer in Honolulu, Hawai’i, USA
participating in a tariff and DR program based on the Hawaiian Electric Smart Export tariff [58]

and the Capacity Reduction and Capacity Build Grid Service DR programs [2].!

4.3.1 System Model

We look at a finite horizon of 7' days (e.g., 365 days, representing one year), where each day is
indexed by 7 € {1,...,T'}. The time-granularity of the battery charging and discharging decisions
considered can be one hour, in which case each hour is indexed by h € {1,...,H =24-T}. Due
to the structure of the DR programs, these 7" days are divided into / intervals (e.g., 12 intervals

representing months).

In each time step A, the customer has default electricity demand dj, and solar energy production
pr- The customer knows the current values of d;, and p;, but future values are uncertain. The
customer has access to imperfect forecasts of future values of default electricity demand

d, = (djp, ... ,Jh+Ndf) and solar energy production g, = (Ppr1,.- .- ,ﬁh+pr), where N and N ¢
represent the number of hours for which the demand and solar forecasts are available. These

forecasts can be updated before each time step.

In each time step, the battery can be charged by an amount b, where positive values of by,

represent charging and negative values represent discharging, resulting in an hourly net load
In=dp—pn+bp. 4.1)

Positive values of [, indicate that the customer imports energy from the grid during hour 4, and
negative values indicate that the customer exports energy to the grid. The values dj, py, by, and [,
are in the unit of kWh.

The battery scheduling variables b;, are constrained by the physical characteristics of the battery
system. A battery power constraint requires the total amount of energy charged or discharged to
be no larger than the rated power capacity P of the battery system in all hours:

bp| <P, Vhe{l,...,H}. 4.2)

'In the Capacity Reduction and Capacity Build programs, the customer receives flat payments that are not directly
based on performance, while the customer’s DER aggregator receives variable payments based on performance in
the events. For simplicity, we consider in this paper that the customer directly receives variable performance-based
payments.
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We denote the level of stored energy at each hour £ by ej,. The dynamics of the stored energy can

be written as
en=en_1+b -nT—b, /N7, Vhe{2,... H}, (4.3)

where N1 € (0,1) is the battery charging efficiency, n~ € (0, 1) is the battery discharging
efficiency, b;” = max (b, 0) is the amount of charging, and b,” = max (—bj,0) is the amount of
discharging. Finally, a battery energy constraint requires that the level of stored energy does not

exceed the rated energy capacity E of the battery system in all hours:
0<e,<E,Vhe{l,....H}. 4.4)

The battery power and energy constraints determine b’;l”” and by'*, the minimum and maximum

feasible values of by,.

The customer participates in two demand response programs, one designed to reduce electric load
during a pre-specified window of hours (e.g., 5 p.m. to 9 p.m.) on reduction event days, and the
other designed to increase electric load during another pre-specified window of hours (e.g., 10
a.m. to 2 p.m.) on build event days. At the beginning of each day, the customer is notified
whether the current day is a reduction and/or build event day. Each day may be a reduction event
day, a build event day, both, or neither. This uncertainty can be represented by two Bernoulli
random variables /¢ and @?'¢ with parameters P’*? and P"'¢, where @, = 1 indicates that day ¢
is an event day, and the probability that day 7 is an event day is F;, for the reduction (red) or build

(bld) program. The customer does not know the true values P, ed and Ptbld for future days. Rather,

the customer has access to imperfect forecasts of future values: 13]’fd = (IStrj‘f, . ,I%’ﬁv ) and
Pf
PZld = ( pﬂff, ... ,Pfﬂvpf), where Np reresents the number of days for which the probability

forecasts are available. These forecasts can be updated before each time step.

4.3.2 Rewards

The rewards reflect the customer’s electricity costs (negative rewards) and electricity bill credits
(positive rewards). For each hour when the net load is positive (i.e., [, > 0), the customer incurs

an energy purchase cost c;l, calculated as
¢ (b b)) =1y I, (4.5)

where ”Z is the electricity import purchase rate in $/kWh for hour 4.
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Bill credits come from the tariff for energy exports and from the reduction and build DR
programs. For each hour when the net load is negative (i.e., [;, < 0), the customer exports energy

to the grid and receives an energy export credit pj, namely
Pi (b by ) =1y (= 1), (4.6)

where r}, is the electricity export rate in $/kWh for hour A.

The DR credits for the build and reduction programs are based on the difference between the true
energy consumption and the baseline energy consumption during the DR window for each
program. We write .72"¢¢ and .7”'¢ as the set of hours in the DR window of day ¢ for the
reduction and build programs. The total consumption during the DR reduction window of day z,

denoted by s,’ed , 1s calculated as

sih=Y 1, 4.7

he jft’red

and 5P/ is calculated in the same way based on J#?/,

For each reduction or build event day ¢, the baseline consumption is calculated based on the
consumption during the reduction or build DR windows of a number of previous days with no
reduction or build event, respectively. We write ﬂB’red and ﬂB’bld as the set of days that affect
the baseline in a reduction or build event day ¢. Then the reduction baseline energy consumption

_B.red

in a reduction event day 7, denoted by §; ", is calculated as the average consumption during the

DR windows of relevant non-event days, namely

E?,red _ Z s;ed /‘L%B,red : (4.8)

B
‘L'Ez Jred

and s'f bl is calculated in a corresponding way.

Given the true and baseline consumption, the DR energy reduction or build in reduction or build

event day ¢, denoted by A7? or AY?, can be calculated as

d _B.,red d
A =570 — s 4.9)

AbH — gbid _ gB.bld. (4.10)

73



The customer’s DR credits are based on the average energy reduction or build per hour during all
DR reduction and build events in an interval (e.g., one month). We write the set of reduction and
build event days in interval i as LZE’MZ and ,ZE’bld. The average energy reduction per hour during

interval i, denoted by A{“Z , is calculated as

_ Z E red A;?d
Apd = 2 @.11)
ZIE,ZE’red % |
and the average energy build Af’ld is calculated in a corresponding way.
The DR reduction and build credits during interval i are then
pred = pred . Ared (4.12)
pYd =Pl AN (4.13)

red

where /¢4 and b/

7'¢ are the DR reduction and build credit rates for interval i in $/kW. If there is no
DR event during interval i, we set A= 0.2 These credits accrue to the customer at the end of each

interval, so the DR credits in each hour can be calculated as

rod pred if h is the last hour of interval i,
Pn =
0 otherwise,
bld pP'dif h is the last hour of interval i,
Pn =
0 otherwise.

Finally, the customer has an additional fixed cost each interval, c¢ representing a “customer

charge” imposed by the electric utility. The hourly customer charge cj, can be calculated as

C

¢¢ if h is the last hour of interval i,

0 otherwise.

ZNote that some DR programs do give DR capacity payments (e.g., the prior interval’s amount) in the case of no
event.
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4.3.3 MDP Formulation

We formulate our problem of minimizing the customer’s expected total net cost as a Markov
decision process (MDP). In each time step &, we receive Sj, an observation of the state of the
environment from the state space .¥’, and we must select an action by, from the action space

</ = R. The state observation S;, consists of:
* Time step z € {0,...,H},
* Day: e {0,...,T},
e Interval i € {0,...,I},
* Energy stored in the battery ¢, € [0, E],
* Default demand history (d,...,d,),

* Solar production history (py,...,ps),

red red

« DR event day history (0[“’,..., ] bid

) and (0P ... &P'd),

* Default demand forecast history (d,...,d}),

* Solar forecast history (p1,...,p,),

* DR event probability forecasts history (P, ..., P/*) and (P}',..., PP'9),
« DR baseline loads (s | 7 € .7%"*%) and (24 | T € 5%,

* DR quantities for prior events in the current interval (A”? | T € 9,E’Md, T <t) and
(AY | v e g e <),

* Net loads accrued in the current day’s DR windows } {iliere i<n} l; and
Z{i|ie%ﬂtb’d,i<h} li-
After selecting an action by, the environment returns a reward (representing the additive inverse of
customer net costs), Ry, (S, by) = (—cﬁl +pj + p;fd + pﬁ’lld — CZ)’ and a new state observation,
Shi1 (Shybp, Qpiq), where Q) represents the realization of random variables in the environment
prior to time step 4+ 1. This process continues until episode termination after time step H. The

total reward for one episode, Zthl R, (Sy,bp,), depends on the selection of actions and is

stochastic, because state transitions are random. Our goal is to identify a policy 7* : . — 7 that
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selects feasible actions and maximizes the expected rewards (i.e., minimizes customer costs):

H
*

T = argmax Eﬂ: { Rh (S/’H E(Sh))}
T h=1

subjectto: forh=1,...,H:
b < (Sy) < b (4.14)

4.4 Proposed Solution

Our proposed solution to develop an effective battery scheduling policy for our problem is based
on an RL approach, where we train NNs to learn policies based on repeated interactions with
simulated training environments. This section describes our design choices in implementing a
partially observable MDP (POMDP), engineering a modified reward function for the training
environment, selecting an RL algorithm and associated hyperparameters, and implementing

hybrid policies based on the trained NNs and heuristic algorithms.

4.4.1 POMDP Implementation

Action Space and Execution of Actions

We reparameterized the action space defined in Sec. 4.3.3 in order to enforce battery constraints
and in order to scale the RL agent’s outputs to a convenient range. In our implementation, the
agent selects action gy, in each time step from the interval [—1, 1], where 1 represents charging the
battery at its maximum power rating (b, = P), -1 represents discharging the battery at its
maximum power rating (b, = —P), and O represents no charging or discharging (b, = 0). This
parameterization of the action space automatically enforces the battery power constraint, but does
not automatically enforce the battery energy constraint. If the RL agent selects an infeasible

action, the environment interprets that action as the nearest feasible action.

State Observations

The state observation defined in Sec. 4.3.3 includes the full history of demand, solar, events, and
forecasts. Including this history in the state helps to ensure that the Markov property is obeyed
(i.e., the probabilities of state transitions and rewards depend only on the current state and action),
because the distributions of future demand, solar, events, and forecasts may depend on prior
values. However, including this history causes the dimension of the state observations to grow
substantially over each episode, which presents practical challenges for implementing an RL
solution. Thus, in order to restrict the dimension of the input to our RL agent, we provide our RL

agent with a partial observation of the MDP state that includes only the current values of demand,
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solar, DR event indicators, and forecasts. This means that our RL agent is learning to solve a
POMDP, rather than the original MDP.

We also reparameterized elements of the state observations described in Sec. 4.3.3 in order to
embed known information about the environment and in order to highlight quantities that we
expected to be useful for determining the state value. Since we ultimately select an actor-critic RL
algorithm (where the RL agent learns both a policy function and a value function), providing state
information in a form that is useful for determining the state value has the potential to increase the

speed of learning. The reparameterizations of existing state observation elements are:

* The hour of the year time step # is replaced by hour of day € {0,...,23}. This
parameterization has the potential to make dependencies on daily cycles more apparent.

Hour of the year information is still available through the day and hour of day.

* The DR quantities for prior events in the current interval are replaced by interval event
count € 72 , the number of reduction events and build events that have occurred in the
current interval, DR hours count € Z2 , the total number of hours in the current interval’s
DR events for the reduction program and build program, and total DR quantities € R?, the
total demand response in kWh accrued in the current interval’s DR events for the reduction
program and build program. This parameterization represents the relevant information

about prior DR events in a compact form with constant dimension.

We also add some observation variables. Although they can be inferred from the states of the
MDP, using them as part of the inputs to the neural networks can facilitate learning. These

variables are:
* Days left in interval € Z_, the number of days remaining in the current interval.
* Battery charge actual, b;lll € [0, P], the actual battery charging in the prior time step.

* Battery discharge actual, b, | € [0, P], the actual battery discharging in the prior time
step.

* DR window indicators € {0,1}2, where 0 represents the current hour is not within the DR
window and 1 represents the current hour is within the DR window, for the reduction

program and build program.

* DR event hour indicators € {0, 1}2, where 1 represents that the current hour is within the
DR window on a DR event day for the reduction program and build program, and 0

represents other hours,

77



¢ Minimum and maximum feasible actions afi” and aﬁ“’“.

4.4.2 Reward Function Engineering

An RL agent learns based on a reward signal provided by the environment in each time step. Our
ultimate objective, as stated in equation (4.14), is to find a policy that maximizes expected
rewards, or, equivalently, minimizes expected net customer costs. Based on this, a natural choice
for an RL reward signal would be the rewards from equation (4.14),

Ry (Sp,by) = (—ci + p§ + pred 4 phld — ¢¢). However, we found that implementing several
modifications to the reward function in the training environment improved learning, and
ultimately resulted in better performance of the trained agent in a testing environment with the
original reward function. The following sections describe modifications to the reward function for

the training environment.

Invalid Action Penalty (IAP)

In the training environment, we modified the reward function to impose a penalty (negative
reward) for “invalid” actions (i.e., levels of charging or discharging that would cause the battery
to reach over 100% or under 0% of the battery’s energy capacity). These invalid actions are not a
concern for implementing the policy, since the action can be adjusted to a feasible action as
described in section 4.4.1. However, having these invalid segments of the action space that get
resolved to the same feasible action can interfere with gradient-based learning, since the policy
function would have zero gradient in these regions of the action space. Thus, we found that
imposing a reward function penalty based on distance from a feasible action improved learning in
the training environment and the final performance in the testing environment. This invalid action

penalty (IAP), c/AP, is calculated as

kAP (ah — a’;lwx) if ap, > ap'™,
IAP ; . -
cp, =1 kAP, (aZ”” — ah) if a, <aj™,

0 otherwise,

where k*? is a tunable IAP factor.

Net Load Penalty (NLP)

Based on the behavior of successful policies in similar battery scheduling problems (such as [8]),
we observed that successful policies often achieve close to zero net load in most hours, may have
reduced or increased net load during reduction or build events, respectively, and may have
increased or reduced net load during reduction or build baseline window hours, respectively.

Based on these observations, we modified the training environment to impose a penalty (negative
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reward) for net load when it is most likely undesirable. The rationale for imposing this penalty is
that it can help the agent to more quickly learn to avoid undesirable regions of the policy space, so
that it can spend more time learning within more promising regions of the policy space. This net
load penalty (NLP), C,I:[ LP is calculated as

NLP if & is a reduction event
k max (lh7 O) or build baseline hour,
NLP __ NLP if & is a build event or
h =Nk - max (_lh’ 0) reduction baseline hour,
KNEP | otherwise,

where I, is the net load in time step / and kV.F is a tunable NLP factor.

Grid Service Payment Estimate (GSPE)

In RL, it can be difficult to learn when rewards are sparse (i.e., occur infrequently) and when
actions effect rewards far in the future. In our problem, the grid service credit components of the
reward function, p;fd and pzld occur infrequently (once per interval, or approximately every 720
time steps for monthly intervals), and can be impacted by actions taken over 1,000 time steps in
advance. Thus, we found that learning in the training environment and final performance in the
testing environment was improved if the once-per-interval true grid service payments were
replaced by estimated grid service payments, ﬁ;fd and ﬁzld, which occur in each DR baseline
window and event hour. This grid service payment estimate (GSPE) for the reduction grid service

is calculated as

_ g . red pE.red if h is a reduction
lh ri Ah event hour,
~red __ . ,red pB.red red s B,red if & is a reduction
P =\l (” i Ani TTEARi+1)  baseline hour,
0 otherwise,

E.red - . B.red . )
where A} 7ed 15 a reward allocation factor for the current event hour h, A, lr °d is a reward allocation

B,red . :
hit1 18 @ reward allocation

factor the the current baseline hour /4 in the next interval i 4 1. This capacity reduction GSPE

factor for the current baseline hour /4 in the current interval i, and A

rewards load reduction during reduction events and load increases during reduction baseline
hours. The reward amount is scaled by the reduction DR payment rates and by allocation factors
that account for how much impact the current hour is expected to have on the final delivered DR

quantity in relevant intervals. The GSPE for event hours only considers the current interval, but
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the GSPE for baseline hours considers the current interval and the following interval, since it is

possible for baseline days to impact DR payments in future intervals.>

The allocation factors are calculated as

E . red o E . red
A =1 /N; , (4.15)
bred I3IE Jred . Nf}red
Ah:i - B,red ~7E red’ (4. 16)
‘(Z ) Nl )
where NiE 7¢d is an estimate of the number of reduction event hours that will occur in interval I
PE7e s the estimated probability that there is at least one reduction event in interval i, N f_ ;.red is

the estimated number of build events in interval i that will use the current hour in the baseline, and
|<2B’red] is the number of days in the reduction baseline. The estimated values are calculated
based on knowledge of past events in the current interval and based on the forecasted probabilities

of future events.

Note that Af’red represents the current hour’s estimated portion of the total reduction event hours

in the interval. Similarly, Ag’ir ed represents the current hour’s estimated portion of the total
reduction baseline hours for all events in the interval, multiplied by the probability of having at
least one event in the interval. In this way, GSPEs are accrued in each hour based on the hour’s

estimated contribution to the actual once-per-interval grid service credit.

The GSPEs for the build grid service were calculated in an analogous way, except load build was

rewarded during build event hours and load reduction was rewarded during build baseline hours.

4.4.3 RL Algorithm and Agent

We identified Truncated Quantile Critics (TQC) [59] as a successful RL algorithm for our
problem, based on a study of various RL algorithms in a simplified battery scheduling
environment (see section 4.5.5). TQC is an actor-critic algorithm, which means it tries to learn
both a value function (mapping the state observation to an estimated value of the state) and a
policy function (mapping the state observation to an action). An artificial neural network was
used for the actor and critic, with an input layer consisting of the state observation, hidden layers
that are shared between the actor and critic, and separate output layers for the actor and critic. The

number and size of the hidden layers were treated as hyperparameters of the TQC algorithm.

3Depending on the problem parameters (especially if there are long sequences with high event probabilities), it
may be beneficial to add GSPE components for more than two intervals.
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4.4.4 RL-heuristic hybrid controller

As discussed in section 4.4.2, we previously observed that successful policies in similar battery
scheduling problems tended to minimize net load in most hours that were not part of DR events or
DR baseline windows. Upon observing the behavior of policies trained with RL in this work, we
noticed that the RL policies tended to produce small, but not quite the minimum feasible, net load
in many non-event and non-baseline hours. These small deviations from minimal net load can
cause small additional electricity tariff costs, which accumulate over each year. We suspect that
these small deviations are due to random variations in the RL policy, which could potentially be

mitigated through additional training and parameter tuning, but appear difficult to eliminate.

Thus, we also tested our RL policy in “hybrid” modes, where we use a heuristic policy (H1)
designed to minimize net load for certain time steps, and we use the RL policy in other time steps.
We tested two hybrid modes: “HI1-RL-Event,” where the H1 heuristic is used for all hours except
for DR event hours; and “H1-RL-Window,” where the H1 heuristic is used for all hours except for

DR window hours on event and non-event days.

As discussed in section 4.5, we ultimately found the best results with the HI-RL-Window hybrid
controller. This hybrid mode can be considered as an optional component of our proposed
solution. In other words, if a known near-optimal policy exists for certain states, it may be
beneficial to directly use that policy instead of a trained RL policy for those states. But if there is
not prior knowledge of a near-optimal policy for certain states, the RL policy can be used for all

states.

4.5 Simulation Results

In this section, we describe the application of our proposed solution in simulated environments,
and we present results and discussion regarding performance of the proposed solution during RL
training, performance of the proposed solution compared to benchmark algorithms in the testing
environment, and studies conducted to validate the benefits of components of our proposed

solution.

4.5.1 Simulation Environment

In this section, we describe the input data used to model customer devices and grid service events
in our simulation environment, based on the case of a simulated residential electricity customer in
Honolulu with typical electricity demand, a solar photovoltaic system, and a battery energy

storage system.

81



Tariff and Grid Service Parameters
The tariff and grid service programs were simulated to be similar to the Smart Export electricity
tariff for residential customers with solar systems [58] and the capacity reduction and capacity

build grid services [2]. Based on these programs, we set the following simulation parameters:
* Intervals: Each interval i represents one calendar month.

* Tariff rates: ’”;; is $0.1497/kWh from 4 p.m. to 9 a.m. and $0/kWh for other hours. r{ is
$0.29/kWh for all hours. ¢© = $11.50.

* DR rates: /¢ = $2/kW and r/* = $3 /kW for all i.

* DR windows: 77" represents 5 p.m. to 9 p.m. and .7”/¢ represents 10 a.m. to 2 p.m. for
all days.

* DR baseline days: ‘ﬂ,B red = 10.

— ‘$B7r8d

Customer Devices

Our customer simulation represents a customer with electrical devices matching the base-case
Honolulu residential customer in a U.S. Department of Energy OpenEl dataset [39], with a 7.56
kW rooftop solar system, and with a battery with 10 kW power capacity, 27 kWh energy capacity,
and one-way efficiency of 1/0.9 for charging and discharging. The battery specifications are
similar to those of commercially available home batteries [42]. The battery and solar system sizes

were selected based on a separate analysis.

Weather Simulation

Customer electricity demand, solar electricity production, and the timing of DR events are all
significantly impacted by seasonal and intraday weather variations. Our goal was to simulate
realistic patterns of demand, solar, and DR events by aligning them with a realistic weather
simulation. The basis for our weather simulation is the Typical Meteorological Year 3 (TMY3)
dataset for Honolulu, which consists of hourly weather data for a typical year [40]. In order to
maintain daily and seasonal patterns, but also generate diversity in year-to-year weather across
multiple training and testing episodes, for each simulation day of the year, we randomly sample
the TMY3 weather from nearby day of the year. We choose the TMY3 day by sampling a
Gaussian distribution centered on the current simulation day of the year with a standard deviation

of 7 days and then rounding to the nearest integer modulo 365.

Customer Demand and Solar Simulation
Customer default electricity demand and solar electricity production are both based on U.S.

Department of Energy simulations that take the TMY3 weather data as inputs. Hourly default
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demand is based on an EnergyPlus building simulation, which represents a Honolulu residential
customer with base-case appliances in TMY3 weather [39]. Hourly solar production is based on
PVWatts solar simulation [41], which represents a 7.56 kW rooftop system with default
parameters in Honolulu TMY3 weather. In order to represent random variations in the hourly
demand and solar values, random noise was added on top of the EnergyPlus and PV Watts model
outputs in each episode. The random noise was sampled from a Gaussian distribution with zero
mean and standard deviation of 1% of the EnergyPlus or PVWatts value. The final demand and
solar values (modeled value plus random noise) were then truncated, if necessary, to ensure that
each hour’s demand or solar value was greater than or equal to zero and less than or equal to the
maximum value of demand or solar, respectively, from any hour of the modeled TMY3 year.

Grid Service Event Simulation

The probabilities of DR reduction and build events occurring each day were modeled using
logistic regressions of the occurrence of DR events versus daily temperatures and daily solar
irradiance. We fit these logistic regression models to 2017 Hawaiian Electric system electricity
demand data [43] and 2017 Honolulu weather data [44]. The analysis was based on 104 simulated
DR event days for each DR program (Capacity Reduction and Capacity Build) based on the
maximum number of events allowed in the programs [2]. Capacity Reduction event days were
assigned to the 104 days of 2017 with the highest peak hourly electricity demand, and Capacity
Build event days were assigned to the 104 days of 2017 with the lowest peak hourly electricity
demand during the 10 a.m. to 2 p.m. DR window. The Capacity Reduction logistic regression
analysis solved for the probability of a Capacity Reduction event as a function of daily peak
temperature, and the Capacity Build logistic regression analysis solved for the probability of a
Capacity Build event as a function of the daily peak temperature and the total daily solar beam
irradiance. We then used these logistic regression models to calculate daily reduction and build
DR event probabilities for each day of the Honolulu TMY3 weather.

Forecast Simulation

Our state observations include imperfect forecasts of future home electricity demand, solar
production, and grid service event probabilities for up to 25 days into the future. Based on
parameter tuning, we ultimately included demand and solar forecasts for 48 hours and grid
service probability forecasts for 24 days in the state observations provided to the RL agents, but
we made the full forecasts available to benchmark controllers. We simulated forecast errors based
on references that study residential load forecasts [60], solar forecasts [61], and peak temperature
forecasts [62,63]. Based on [60], the error in the home load forecast (i.e., the deviation from the
EnergyPlus modeled value) for each hour was sampled as a Gaussian variable with mean of zero

and standard deviation of 25% of the EnergyPlus modeled value. The forecasted values were
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truncated into the interval [0, maximum EnergyPlus modeled hourly load]. The solar forecast was
modeled in a similar way, with errors sampled with standard deviations of 5% of the PVWatts
modeled values for the first 48 hours of the forecast, and 10% for later hours, based on [61]. The
errors in the grid service event probability forecast were sampled as Gaussian random variables
with mean of zero and standard deviation of 50% of the minimum of the simulated true
probability and (1 - the true probability), based on temperature forecast errors discussed

in [62,63] and estimating the impact of these temperature errors on event probabilities through
the logistic regression models discussed in section 4.5.1. The forecasted probabilities were

truncated into the range [0,1]. All forecasts were updated before each time step of the simulation.

Simulation Initialization and Termination

Each episode of the simulation initializes on the first hour of the year (representing 12 a.m. to 1

a.m. on January 1), and the episode terminates following the final hour of the year (representing
11 p.m. to 12 a.m. on December 31). The battery begins each episode with an amount of energy
that is sampled uniformly from the interval [0, E], where E is the battery energy capacity. The

baseline load values for the reduction and build grid services are initialized to zero.

Reward Function Engineering Parameters

Based on parameter tuning, we set k’Af = 0.6 and kKNP = 0.1.

4.5.2 TQC Implementation and Hyperparameters

Training was conducted with TQC algorithm [59] as implemented in RL Baselines3 Zoo (RL
Z00) [64]. TQC hyperparametrs were selected based on a combination of searches over the
hyperparameter space and manual adjustments. Notably, we found that the best performing
hyperparameters over the limited training durations we used in hyperparameter searches (e.g.,
500,000 time steps) did not necessarily perform the best over more extended training (e.g.,
2,000,000 time steps). In particular, we found that long-duration training performance was
enhanced by manually reducing the learning rate and by increasing the discount factor (gamma)
compared to the values found in hyperparameter searches. Table 4.1 lists the selected TQC
hyperparameter values for our simulation. Please refer to RL Zoo documentation for descriptions

of the hyperparameters [64].

4.5.3 RL Training Performance

Figure 4.1 shows performance of the pure RL controller (not hybrid) during training. After every
25,000 training steps, rewards in the training environment (including reward function
modifications discussed in Sec. 4.4) were calculated for five test episodes and averaged. This

process was repeated to train five separate controllers over five training sessions of 2,000,000
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Figure 4.1: Average episode rewards (line) and 95% confidence interval (shaded area) in training

environment from 5 sessions of RL controller training over (a) all training time steps and (b) time
steps 400,000 - 2,000,000.
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Table 4.1: Selected TQC hyperparameter values.

Hyperparameter Value
batch_size 512
buffer_size 200,000

gamma 0.99999
learning_rate 0.00001
learning_starts 10,000
tau 0.00005
n_quantiles 30
top_quantiles_to_drop_per_net 10
train_freq 64
gradient_steps 64
log_std_init -1
net_arch [256, 256, 256]
ent_coef ‘auto’
target_entropy ‘auto’

Table 4.2: Average annual customer costs over 100 test years.

Algorithm Cost $ Change % Change
Relative to H1 | Relative to H1
HO $2,548 +$1,411 +124.1%
H1 $1,137 $0 0%
H2 $1,334 +$197 +17.3%
IL $1,180 +$43 +3.8%
RL $1,113 -$24 -2.1%
HI-RL-Event | $1,095 -$42 -3.7%
H1-RL-Window | $1,088 -$49 -4.3%

training steps. The graphs show consistent rapid improvement in episode scores throughout early

training, followed by slowed improvement and potential convergence later in training.

4.5.4 Performance in Testing Environment and Comparison to Benchmark

Algorithms
After training was completed, we calculated rewards in the test environment, which reflects the
reward function described in the problem formulation, without modification. Table 4.2 shows the
average performance of the following benchmark control algorithms and proposed solutions over

100 episodes in the test environment:

* HO, a heuristic controller that takes zero action at every time step.
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» H1, a heuristic controller that tries to use the battery to get as close as possible to zero net

load in each time step.

* H2, a heuristic controller that follows the same logic as H1, except during a DR event it
charges/discharges the battery as much as possible (charge during build events and

discharge during reduction events).

 IL, the imitation learning controller from [8], which was trained to mimic the behavior of
an MPC algorithm that is near-optimal for the battery scheduling problem with perfect
forecasts.

* RL, the best performing controller trained according to our proposed solution.

* H1-RL-Event, a hybrid controller that uses RL during DR event hours and H1 during all
other hours.

* H1-RL-Window, a hybrid controller that uses RL during DR window hours on event and

non-event days and H1 during all other hours.

We can make several useful observations based on the results in table 4.2. The large cost savings
of $1,411 from HO to H1 reflects the large value of using the battery to reduce net tariff costs,
primarily through minimizing energy imports, without targeting grid service revenues. The
increased cost of $197 from H1 to H2 reflects that a naive policy that aims to maximize grid
service delivery is ineffective, since the additional grid service revenues are more than canceled
out by additional tariff costs. This suggests that a more nuanced policy may be required to
capitalize on the grid services programs, which is what we have aimed to learn through our
proposed solution. The performance of IL shows an increased cost of $43 relative to H1. While
our prior work [8] demonstrated that IL achieved cost savings in an environment with perfect
forecasts, the IL performance appears to significantly degrade with the forecast errors modeled in
this work. Our proposed RL policy beats the best benchmark controller (H1) by $24. The hybrid
controller HI-RL-Event achieved a greater savings of $42 and H1-RL-Window achieved an even
greater savings of $49. The performance of H1, RL, H1-RL-Event, and H1-RL-Window suggest
that H1 provides a superior policy during non-DR-window hours, but RL achieves lower costs
overall, primarily through selecting appropriate actions during DR events ($42 in savings from
H1 to H1-RL-Event), and secondarily through selecting load adjustments during DR baseline
hours ($7 in additional savings from H1-RL-Event to HI-RL-Window). Overall, our
best-performing proposed solution, H1-RL-Window, provides a savings in annual electricity costs
of approximately 4.3% in our test environment relative to the best-performing benchmark

controller considered.
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4.5.5 Selection of TQC RL Algorithm

This section presents the analysis conducted to select the TQC algorithm for RL training. In order
to identify promising RL algorithms for our battery scheduling problem, we tested a variety of RL
algorithms in an environment representing a simplified battery scheduling problem. We used this
approach because good performance in this simplified environment is likely a prerequisite for
good performance on the full problem; we could compare performance for the simplified problem
to the heuristic control algorithm H1, which is near optimal for the simplified environment; and
required less computational resources were required to evaluate each RL algorithm in the

simplified environment.

The simplified environment matches the testing environment described in section 4.5.1, with the

following modifications:
* States: The state is comprised of just three elements: dj, py,, and ej,.

* Actions: For RL algorithms requiring discrete policies, the action space was discretized
into 101 evenly-spaced options (50 charging values, 50 discharging values, and 1 option for

zero charge/discharge).

* Rewards and Penalties: There is a reward of $0.108/kWh for exported energy and a penalty
of $0.29/kWh for imported energy. There are no rewards or penalties for grid services or

other items.

* State Transitions: The next stage’s solar production is sampled uniformly from [0, 5]. The

next stage’s default demand is sampled uniformly from [0, 3].

This simplified environment was implemented in RL Zoo. For various candidate RL algorithms,
we ran RL Zoo’s hyperparameter optimization script with default options for 50 trials (i.e., 50
selections of hyperparameters) with 50,000 training steps in each trial. Please see RL Zoo
documentation for descriptions of the algorithms [64]. Table 4.3 summarizes the results of this
study, where the scores reflect the final average episode rewards at the conclusion of training. The
“% over” entries show the percentage of the 50 trials that exceeded various score thresholds. The
TQC algorithm clearly had the best performance, with the greatest overall score and the most
consistency in generating high scores across a range of hyperparameter settings. Based on these

results, we selected the TQC algorithm for our proposed solution.

We can also make some more general observations based on the results of this study. We found
that the “on-policy” policy gradient algorithms (A2C, TRPO, and PPO) all learned policies

similar to HO (do nothing) and achieved poor scores. ARS (an algorithm based on directly
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Table 4.3: Results of Hyperparameter Optimization Runs in Simplified Environment

Algorithm | A2C | TRPO | PPO | DDPG | TD3
Best score | 492 490 501 867 870
% over 500 0 0 2 38 32
% over 600 0 0 0 24 22
% over 700 0 0 0 18 12
% over 800 0 0 0 6 10
% over 900 0 0 0 0 0

Algorithm | SAC | TQC | DQN | QRDQN | ARS
Best score | 864 | 902 | 671 730 573
% over 500 | 46 62 46 44
% over 600 | 40 56 6 20
% over 700 | 22 54 0 8
% over 800 | 14 50 0 0
% over 900 0 4 0 0

—
SO oo

searching the space of policies) performed slightly better than the on-policy policy gradient
algorithms. Alternatively, all of the “off-policy” policy gradient algorithms (DDPG, TD3, SAC,
TQC, DQN, and QRDQN) performed significantly better than the HO policy, and learned policies
similar to H1 (minimize net load). These results suggest that off-policy RL algorithms may be

better suited to battery scheduling problems than on-policy algorithms.

4.5.6 Ablation Study

We conducted an ablation study, in which various elements of our proposed solution were
removed in order to estimate the contribution of these elements to the performance of the
solution. For each ablation study scenario, five RL agents were trained with the TQC algorithm
over five sessions of 2,000,000 time steps in a training environment, and the best performing
agent from each session was evaluated in 100 episodes in the test environment. Each of the RL
agents trained for the ablation study was evaluated in RL mode and in HI-RL-window mode. The
distribution of average customer costs in the test environment from the five agents for each setting

are plotted in figure 4.2. The list below describes the scenarios presented in the ablation study.

* Proposed solution. The proposed solution, with IAP, NLP, and GSPE components

included in the training environment reward function.

* TAP removed. The reward function in the training environment was modified to remove the

invalid action penalty.

* NLP removed. The reward function in the training environment was modified to remove

the net load penalty.
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Figure 4.2: Average test environment costs for various ablation study settings.
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* GSPE removed. The reward function in the training environment was modified to remove
grid service payment estimates in each hour, and instead include actual grid service

payments at the end of each month.
* TAP, NLP, and GSPE removed.

The results in figure 4.2 clearly demonstrate degradation in performance with the removal of IAP,
NLP, GSPE, or H1-RL-window mode in isolation, and further degradation in performance with
the removal of combinations of these features. These results validate the benefits of these

components of our proposed solution.

4.6 Conclusion

We have presented an approach for using reinforcement learning to obtain a high-performing
policy for a home battery scheduling problem, under relatively realistic tariff and grid service
programs, weather patterns, and forecast errors, based on the case of a simulated residential
customer in Honolulu, Hawai’i, USA. We have demonstrated that our proposed solution can
produce battery charging policies that achieve customer cost savings of approximately 4.3%
compared to benchmark algorithms and we have validated the benefits of significant components
of our proposed solution, including the selection of the Truncated Quantile Critics reinforcement
learning algorithm, modifications to the training environment reward function (including invalid
action penalty, net load penalty, and grid services payment estimate), and operation of the

reinforcement learning policy in hybrid mode with a heuristic control algorithm.

Our solution has various potential applications, including deployment to control home batteries in
real-time and use in studies of tariff and grid service program design. Since our training and
testing was based on simulation, a promising direction for future work would be to test the

proposed solution with real-world data.
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CONCLUSION

In this dissertation, we developed and presented methods and insights related to the optimal
control of customer-sited distributed energy resources (especially battery energy storage systems)

for customers participating in electricity tariffs and baseline-based demand response programs.
The primary contributions of this work are as follows:

1. Development of a method to use reinforcement learning to train a battery controller that
achieves over 4% customer cost savings compared to benchmark controllers in an example
realistic baseline-based demand response program. This method achieves a controller that
can run thousands of times faster than controllers based on stochastic programming and that
can be deployed on small distributed smart home hub computers. This method can be used
by battery companies and demand response aggregators to save their customers money and
improve the economic competitiveness of their offerings. Additionally, this method can be
used by utilities, regulators, and researchers to simulate the participation of fleets of
customers in various demand response program designs, in order to gain insights into
expected customer load profiles, demand response event performance, and the sensitivities

to demand response program design.

2. Development of an Energy Internet-of-Things hardware-in-the-loop testbed that integrates
physical and simulated customer and grid devices and can be used for studying, developing,

and testing demand response technologies and control strategies.

3. Development of practical insights from several case studies of baseline-based demand
response programs. Example findings that appear to be robust across multiple case studies
are that it is feasible for customers to save money by modifying baseline load in many
baseline-based demand response programs, and that the optimal amount of baseline

modification is often reduced when the number of days in the baseline increases.

Below, we offer a more detailed summary of the value of and connections between various parts

of the dissertation:

In chapter 1, we used mathematical analysis and computer simulation to generate insights about a
simplified version of our problem. We found mathematical results that connected optimal control
actions during demand response events and baseline times to customer costs, demand response

incentive levels, and the probabilities of future demand response events. Through dynamic
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programming simulations, we showed that a simulated customer could save money by
manipulating their baseline load under a variety of baseline-based demand response program
design parameters. Chapter 2 presented a step forward towards a practically usable battery control
algorithm for baseline-based demand response. In this chapter, we developed a model predictive
control approach based on solving a stochastic programming problem in each time step. In the
stochastic programming problem, we could include more realistic representations of battery
operational characteristics and customer costs, but due to the curse of dimensionality we were
restricted to not fully modeling the uncertainties in the problem. Simulations in chapter 2
demonstrated incentives to adjust customer baseline load in a more detailed and realistic scenario
compared to chapter 1. However, the control approach in chapter 2 still had two significant
weaknesses that restricted its practical applications: (1) the stochastic program that we needed to
solve in each time step required too much computational resource to be practically deployed for
home battery systems, and (2) due to the roughly approximated uncertainty in the stochastic
programming model, the performance of the controller was likely to significantly degrade with
realistic uncertainties in home demand, solar production, and grid service event schedule. We
addressed these weaknesses in the following chapters. In chapter 3, we demonstrated a method
for using imitation learning to train a neural network controller that makes control decisions that
are similar to the solutions to the stochastic program, but require much less computational
resource. We showed that it was feasible to operate such an imitation learning neural network for
real-time home battery control by deploying the controller on a small smart home hub computer
in an Energy Internet of Things hardware-in-the-loop testbed. Finally, chapter 4 presented a
method for training a neural network controller through reinforcement learning, where the
controller could learn how to operate under a more realistic representation of uncertainties in
home energy demand, solar production, and grid service event schedules. We developed methods
to overcome the challenges of applying reinforcement learning to our battery scheduling problem
(such as a sparse reward signal) and to leverage our knowledge of the problem to speed up
training and improve performance. We showed that controllers based on reinforcement learning
can achieve lower customer costs in realistic simulations of our problem compared to our

imitation learning controller and other benchmark controllers.
We can draw several conclusions based on the work in this dissertation:

First, we have supported the notion that optimal control of distributed energy resources in a
baseline-based demand response programs can look significantly different from optimal control in
demand response programs that are not based on baselines. In many cases, manipulating baseline
load can save customers money while producing load modifications that may be undesirable for

electric utilities and system operators. Utilities and system operators should carefully consider
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and study these potential impacts when designing and operating demand response programs. The

control algorithms developed in this dissertation could prove useful for such studies.

Additionally, we have demonstrated that it is viable to use machine learning techniques such as
reinforcement learning to train neural network battery controllers that operate well in demand
response programs and can be feasibly deployed for real time operation on small distributed
computers. We should expect that researchers and industry practitioners will continue to refine
and improve such machine learning control techniques in the future. This presents a potential
benefit for customers, who can save money due to smarter control of their distributed energy
resources. However, it also presents a potential challenge for electric utilities and system
operators, since machine learning controllers may automatically learn to take advantage of all
aspects of the demand response program design. Electric utilities and system operators should
strive to implement demand response programs in a way that benefits from innovations in

machine learning control, but also mitigates unexpected and undesirable control actions.

This dissertation also leaves open some questions of values and strategy regarding how to best
implement demand response programs and reinforcement learning control of customer devices.
While we cannot definitively answer these questions, we can share some considerations that can

help readers make their own judgements.

Regarding the matter of how to best implement demand response programs, this dissertation
could lead some readers to wonder whether baseline-based demand response should be used at
all. As an alternative, price-based demand response has the potential to achieve similar customer
load profiles during demand response events, without the risk of undesirable load modifications
during baseline times. However, there are some ways in which baseline-based demand response
has advantages over price-based demand response. While baseline-based demand response
potentially compensates customers who can manipulate baseline load, price-based demand
response potentially compensates customers who naturally had a desirable load profile during
demand response events. In other words, part of the utility’s price-based demand response costs
(or avoided revenues) may cause zero actual difference in the load of some customers. To the
extent that utilities or system operators need an actual difference between baseline load and event
load for operational reasons, baseline-based demand response may have an advantage over
price-based demand response. As another alternative to baseline-based demand response, direct
device control by the utility could offer even greater operational control and flexibility by the
utility, but direct load control may not be feasible or desirable in all cases due to power system
regulations, corporate strategy, and practical considerations. In practice, price-based demand

response, baseline-based demand response, and direct utility control each seem to have their own
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advantages and disadvantages and various situations and use cases will likely call for different

types of demand response programs.

Finally, there is the question of whether it is fair for certain customers to optimize their device
control through machine learning techniques such as reinforcement learning, especially if this
technology is not available to all customers. One could imagine a scenario where customers with
advanced technology expertly manipulate their load profile to exploit tariff and demand response
programs, pay very little for their electricity, and unfairly shift the cost of operating the power
system onto other customers. While this scenario is possible, there are at least two considerations
that could reduce the risk and impact of this undesirable outcome. The first consideration is that
there is not necessarily a large barrier to machine learning controls being widely implemented for
many customers. The upfront and ongoing costs to implementing machine learning controls are
not large, so, it should be possible to make this technology available to most customers. Whether
widespread, affordable, fair, and safe machine learning control actually becomes available to most
customers will depend on actions taken by companies and governments, so a positive outcome is
not a guarantee, but it seems to be a feasible possibility that is worth working towards. The
second approach that could mitigate the risk of unfair cost shifting due to limited access to
machine learning control is the careful and intelligent design of tariff and demand response
programs. Utilities and system operators should strive to design programs such that any advanced
strategies that “take advantage of” the program design actually result in system-wide benefits that
improve the cost, reliability, and sustainability of the power system. To work towards this goal,
utilities and system operators would benefit from carefully studying proposed program designs
through simulations including machine learning control, and from monitoring the performance of

tariff and demand response programs to identify and address unexpected issues.

Future work
There are many promising avenues for future work to build on the progress made in this

dissertation.

Studies of system-wide impacts leveraging E-IoT testbed. While this work developed
insights based on case studies involving single customers in various demand response program
designs, it would be valuable to apply this method to broader studies of demand response
programs across fleets of customers, in order to get a better sense of the total system-wide
performance and impacts. Such studies could benefit from historical customer data, when
available, in order to reflect the diversity in customer characteristics and variations over time. If
customer data availability is limited (e.g., due to privacy concerns), platforms like our E-IoT

testbed could be leveraged to aggregate hardware-in-the-loop data and simulation data for these
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studies. When a small amount of customer data is available, it would be worth investigating the
use of machine learning techniques to generate additional simulated customer data that reflect the

trends found in the real data.

Investigation of new machine learning techniques to improve performance, scalability,
security, and privacy. Due to ongoing research in the area of reinforcement learning, it is likely
that new reinforcement learning algorithms developed in the coming years will achieve even
greater performance than the algorithms used in this dissertation. It is worth investigating whether
future algorithms can achieve the same or better performance with less training or with less
dependence on reward function engineering. Additionally, it would be worthwhile to study how to
best scale training across a fleet of many customers. Techniques such as federated learning may
be valuable for distributed training across a fleet of customers, while helping to address privacy

and security concerns.

Applications to power system technical optimization. In this work, we focused on battery
control based on economic optimization (i.e., saving the customer money), with the
understanding that this could lead to power system technical benefits through demand response
programs. However, it would be worthwhile to apply similar optimization techniques to the direct
optimization of power system technical performance, such as management of local voltage, local
or system-wide integration of distributed renewable generation, system-wide frequency, or
system-wide peak load shaving. Whether a study focuses primarily on economic or technical
outcomes, it is generally important to consider both the technical and economic impacts of power

grid technologies and programs.
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