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This minitrack provides a venue for research that
addresses and makes innovative contributions to the
evaluation of artificial intelligence systems and models.
This is a critically important emerging field of research
that lends itself to a broad range of varied
methodological approaches and given the rapid rate of
Al system improvement and the breadth of Al system
capabilities, also provides significant opportunities for
novel methodologies and approaches. Approaches can
include empirical evaluation of Al systems for given or
varied tasks, comparisons of model performance with
human performance, proposal of new evaluation or
benchmarking approaches, case studies of real-world Al
adoptions, or evaluation of prompting approaches
amongst many other varied topics.

This minitrack features nine papers that make
contributions in this field, and which can also provide a
basis for further discussion and investigation.

The first paper, “Towards Quantifying Compliance
with the EU AI Act” proposes a quantitative framework
to measure Al system compliance with the EU Al Act’s
five ethical principles - explainability, fairness, privacy,
robustness, and social and environmental well-being.
It introduces 22 interpretable metrics aggregated into a
unified compliance score, applied to three tabular
datasets. Results show that high accuracy doesn’t
guarantee compliance, revealing trade-offs and metric
redundancies. Privacy remains distinct and essential,
while social and environmental measures need further
methodological refinement.

The second paper, “On the Feasibility of Vision-
Language Models for Time-Series Classification”
investigates using vision-language models (VLMs),
specifically LLaVA, for time-series classification. By
converting temporal data into graphical line plots
alongside textual input, the study tests various context
lengths, downsampling strategies, and prompt designs.
Results show that VLMs, though inferior to specialized
TSC models, can serve as a viable baseline: longer
contexts and adaptive downsampling improve accuracy,
and line plots outperform scatter plots in capturing
temporal continuity and variability.
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The third paper, “Small Language Models for
Curriculum-based Guidance” explores using open-
source small language models (SLMs) as Al teaching
assistants through a retrieval-augmented generation
(RAG) pipeline aligned with course materials. Eight
SLMs (7-17B parameters) were benchmarked against
GPT-40 using a graduate math curriculum. Results
show that models like Gemma 3 and Granite 3.3
achieved comparable pedagogical accuracy while
operating on consumer hardware. SLMs proved cost-
efficient, privacy-preserving, and energy-sustainable
alternatives  for  scalable,  curriculum-aligned
personalized learning assistants.

The fourth paper, “Why do Large Language Models
Judge Differently than Humans?” examines why GPT-
40’s sentiment analysis of movie reviews diverges from
human judgments. Using qualitative analysis of the
Stanford Sentiment Treebank, the authors identify two
root causes: contextual statements (where sentiment
depends on situational factors like audience or timing)
and linguistic statements (involving sarcasm,
contradiction, or complex phrasing). They show that
LLMs often miss contextual cues and nuanced
language, suggesting that human-in-the-loop sentiment
analysis yields more reliable and context-sensitive
interpretations.

The fifth paper, “Al-Enabled Forensic Risk
Assessment: TRAP-18 System Architecture and Proof
of Concept” presents a prototype system integrating
large language models with the Terrorist Radicalization
Assessment Protocol-18 (TRAP-18) to evaluate threat
risk. Using LangChain and LangGraph, the system
performs indicator coding, Bayesian probability
estimation, and narrative risk formulation. Results show
near-perfect agreement with expert human coders and
reliable reasoning in structured professional judgment.
The framework demonstrates AI’s potential to augment
forensic assessment through transparent, replicable, and
bias-mitigated decision support.

The sixth paper, ‘“Designing Algorithmic
Ensembles for Fair and Accurate Al-based
Mammography Screening” develops a theoretical and
empirical framework for achieving both fairness and
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accuracy in healthcare Al through ensemble learning. It
proves that combining multiple biased algorithms can,
under specific conditions of diversity and subgroup
performance, yield a fair overall model. Using
simulations based on real mammography Al data, the
study demonstrates how linear ensembles can close
fairness gaps while maintaining diagnostic accuracy,
offering practical guidance for equitable large-scale
screening deployment.

The seventh paper, “Reinforcement Learning for
Adversarial Systems Using Relational Observations”
explores  integrating  relational, analogy-based
representations into reinforcement learning to improve
generalization. Using a Unity hide-and-seek simulation,
agents trained with Proximal Policy Optimization are
compared across relational and positional observation
models. Results show that agents with relational
representations outperform positional ones in novel,
complex environments, demonstrating  superior
generalization in pursuit and evasion tasks. The study
highlights relational encoding as a promising approach
for resilient, adaptable multi-agent reinforcement
learning in adversarial contexts.

The eighth paper, “Capturing Authorship Style
Through Large Language Models” investigates whether
large language models can encode distinctive authorial
style features for authorship attribution. Using

embeddings from OpenAl’s text-embedding-ada-002
within a Siamese network, the study evaluates
performance on news articles from The Guardian.
Results show that LLM-based style embeddings
outperform traditional stylometric features, achieving
over 90% accuracy for small author sets. Accuracy
declines as author count increases but improves with
longer text lengths, demonstrating LLMs’ effectiveness
in capturing robust stylistic signatures.

The final paper, “Mining Hidden Prompt
Engineering Patterns with Formal Concept Analysis and
Association Rules” introduces a novel method
combining Formal Concept Analysis (FCA) and
association rule mining to study how humans design
prompts for generative Al. Using experiments with 208
students under different instructional conditions, the
authors identify prompt property combinations that
yield high-quality AI outputs. Results show that
worked-example prompting guides significantly
enhance prompt complexity and effectiveness,
demonstrating  that  structured,  example-based
instruction improves prompt engineering skill and Al
interaction quality.

We trust that these papers will form a basis for
interesting discussions and for further explorations in
this important field of Al system and model evaluation.
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