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Abstract

Unlike conventional commerce, livestreaming
e-commerce continuously introduces new products,
resulting in a dynamic and complex context. To address
the trade-off between exploration and exploitation
in such a rapidly evolving recommendation context,
we propose a reinforcement learning-based solution
focusing on the relationships between customers,
streamers, and products. We apply RNN to model the
context changes in users’ preferences for streamers and
products while maintaining long-term engagement. The
proposed livestreaming e-commerce recommendation
system (LERS) enhances the exploration of new items
by incorporating uncertainty into neural networks
through VAE for user modeling and BNN for product
recommendation. We conducted comparisons between
LERS and multi-armed bandit algorithms using
real-world business data. Our findings support the
proposed theoretical framework and highlight the
potential practical applications of our algorithm.

Keywords: livestreaming e-commerce, reinforcement
learning, uncertainty, exploitation-exploration trade-off.

1. Introduction

Different from traditional TV and online shopping,
livestream shopping is more dynamic and interactive
in real time, which provides direct communication
between viewers and streamers (Wongkitrungrueng
et al., 2020). With the low cost, streamers hold
live broadcasts more frequently while rolling out new
products on the livestreaming e-commerce (henceforth
live commerce). Such a situation forms a dynamic
fast-changing and complex recommendation context.
Recommendation systems (RS) thereby play a crucial
role in assisting users in information-seeking and
decision-making from information overload (S. Zhang

et al., 2019). While traditional RSs focus on the
customer-item relationship, we address the relationships
between the customer, streamer, and product.

As user preferences change over time, enhancing
user engagement in live commerce is critical for
customer relationship management and platform
stickiness maintenance (Hu & Chaudhry, 2020).
Existing RS usually focuses on optimizing
instant exploitation metrics that produce similar
recommendations with high accuracy and low diversity.
However, it may lead to user dissatisfaction due to
poor exploration with long-term engagement. Such
a problem is called the exploitation-exploration (EE)
trade-off (Takahashi & Zhang, 2017). This paper
casts the challenge as a contextual multi-armed bandit
(CMAB) problem which is commonly used to solve the
EE problem in an online learning setting.

Previous live commerce studies mainly investigate
the influential factors on consumer intention (Hu
& Chaudhry, 2020; M. Zhou et al., 2021), and
how to optimize recommending channels. Solutions
for recommendation in live commerce remain to
be explored. This study presents a reinforcement
learning-based Live streaming E-commerce RS, LERS,
to fill the research gaps with real-world data. We
adopted both static and temporal contexts as the
recommendation context. The temporal context contains
two independent sequential models (customer-product
and customer-streamer context model) for learning the
context changes in preferences for both streamers and
products. With recurrent neural networks (RNNs),
the temporal context models can not only learn the
historical pattern but maintain the long-term features.
The proposed framework can control the balance
of EE trade-off by encoding uncertainty in user
modeling (by Variational AutoEncoder, VAE) and
during recommendation (by Bayesian Neural Network,
BNN). Table 1 summarises the proposed solution and
challenges of this paper.
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Table 1: Research challenges.

Challenge Problem Proposed Solution Design

Livestreaming
E-commerce
Recommendation

Rapid-changing
context

CMAB + - Support online learning
Recurrent network
(GRU)

- Tackle dynamic context evolution
- Track instant & long-term changes

Three-entity
relationships

Customer-product + - Two independent expert models
Customer-streamer model

Traditional
Recommendation EE trade-off CMAB + uncertainty

network
- Principle for striking EE problem
- Add more exploration capability

2. Related Work

Different from live commerce, previous studies on
live streaming platforms were mainly used for amusing
purposes such as video game live streaming on Twitch or
YouTube. Liu et al. (2015) make recommendations by
calculating the authority values of channels and the hub
values of viewers for a personalized recommendation.
Lin and Chen (2019) improve the two-channel
recommendation techniques (Liu et al., 2015; Yang
et al., 2013) by viewer clustering mechanism and
form user preferences. The most recent view (MRV)
technique was first presented by Yang et al. (2013)
which directly recommends the most recently watched
channels to users. They show that the hybrid method
which distinguishes the type of users and combines
MRV in the model can improve accuracy. Recently,
many deep learning-based algorithms have been proven
to be the state-of-the-art model. Deep sequential
model (S. Zhang et al., 2021) learns the preference
matching between streamer and viewer by multi-head
related-unit which captures the preference changing
tendencies of the streamer and viewer and gets their
short-term preference. LiveRec (Rappaz et al., 2021) is a
self-attentive model based on historical interactions and
current availability where items are not always available
to consume.

The recommendation on live commerce has many
heterogeneous candidate items and the interaction
distributions are highly skewed (Rappaz et al., 2021).
Traditional recommendation algorithms, especially
collaborative filtering methods, focus on pursuing
high accuracy (exploitation), leading to recommending
popular items, ignoring new items or long-tail
items, and preventing users from exploring potential
interests (Shani & Gunawardana, 2011), which is
called an EE trade-off problem. While traditional
recommendation models are training-based, which is
incapable of adapting to the change in users’ preference
in the RS on the fly (Wang et al., 2016), CMAB
algorithms provide an online learning principle to strike
the EE problem in RSs. and long-term utility benefits in
theory and practice (Chu et al., 2011; Du et al., 2021; Li

et al., 2010). Therefore, the CMAB method was used to
tackle the dynamic user context evolution and accelerate
the learning speed under limited features and cold start
situation (X. Zhang et al., 2020).

CMAB is originally from the multi-armed bandit
(MAB) problem (Katehakis & Veinott Jr, 1987). While
the MAB method such as Upper Confidence Bounds
(UCB) (Auer, Cesa-Bianchi, & Fischer, 2002) is a
context-free model and controls its exploration rate ,
the CMAB method associates contextual information
with each bandit and yields a better understanding of
users. By introducing state concept, the algorithm can
adjust itself at each iteration to obtain the maximum
reward based on the current context and previous
observations (Langford & Zhang, 2007). Adversarial
bandit problem, e.g., Exp3 (Auer, Cesa-Bianchi,
Freund, et al., 2002), is another variant of MAB. Being
pessimistic about the uncertainty, it tries to meet the
lower bound on the minimax regret.

MAB approaches have similar training processes
but different update policies. LinUCB (Li et al.,
2010) improve the state-of-the-art by using ridge
regression instead of linear value function (Chu
et al., 2011). However, constrained by the linear
assumption of CMAB methods, it is hard to
address the nonlinear relationship between users
and items in the real world (Burtini et al., 2015).
Banditron (Kakade et al., 2008) is a multiclass
perceptron that is trained by partial information (i.e.,
bandit feedback). CGPRANK (Vanchinathan et al.,
2014) beats Rank-LinUCB, a variant of LinUCB, by
Gaussian process kernel function which shares feedback
information between items, contexts, and positions in
a list. The first theoretically analyzed algorithm by
neural network, NeuralUCB (D. Zhou et al., 2020), is
guaranteed a near-optimal regret. DUAL (Du et al.,
2021) provides a framework that improves long-term
social welfare in advertising systems in terms of linking
the model to well-known bandit algorithms to the
uncertainty estimation ability.

In this research, there are unceasing newly arrived
products from a streamer and a complex relationship
in the recommendation context. To satisfy users
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by maximizing their expected gain from a list of
products in each recommendation period, we used
CMAB framework with customer context to model
this problem. While various uncertainties in a deep
neural network exists (Gawlikowski et al., 2021), we
introduced uncertainty mechanisms in both customers
and product recommendations. Previous research uses
Bayesian methods to deal with uncertainty in the
EE problem (Martinez-Cantin et al., 2009), including
introducing Bayesian perspective in autoencoder (e.g.
VAE (Kingma & Welling, 2013; Truong et al., 2021) and
BNN (Blundell et al., 2015)). We proposed using VAE
which has noises in its latent vector to blur the customer
preferences and make exploration for their potential
interests. Moreover, we applied BNN in our model,
which makes it possible for the unexplored products
to win over the first-ranked product when generating
a product recommendation. Table 2 compares the
algorithms used in the experiments.

3. The Proposed Framework

3.1. Problem Definition

The purpose of this study is to introduce a
reinforcement learning-based recommender system that
strikes EE trade-off in a real-world live commerce
business. We help customers explore diverse interests
and recommend a product with the highest score given
each customer context and a specific list of products
in one live streaming session of a streamer’s channel
by a chatbot reminder. Let C = {c1, c2, c3, ..., cn}
denotes all customers, P = {p1, p2, p3, ..., pm} denotes
all products, and S = {s1, s2, s3, ..., sk} denotes all
live streamers, where n, m, and k are the number
of customers, products, and streamers correspondingly.
The candidate list of products to recommend in the
specific live-streaming session is represented as A,
where a denotes each product. The set of all products
purchased by all customers at the time T is represented
as BT , and BT = {Bc1

T , Bc2
T , ..., Bcn

T }, where B symbol
is represented as a basket. A basket is like an invoice
for an order with many products in it. Note that T is
not a specific timestamp, but stands for a time point of
one purchase. For example, the basket of a customer cn
is represented as Bcn = {Bcn

1 , Bcn
2 , ..., Bcn

T−1, B
cn
T }.

T indicates the last time of purchase, while T − 1
is the penultimate purchase time. The number of
products in a basket may be different. Suppose that cn
purchased two products for the first time is represented
as Bcn

1 = {p1, p3} and four products in the second time
is represented as Bcn

2 = {p1, p5, p5, p8}, where each
p denotes features of the product. Similarly, streamers

who the customer cn purchased with is represented as
Scn
T = {scn1 , scn2 , ..., scnT−1, s

cn
T }, where each s denotes

features of the streamer. A streamer sequence contains
T streamers because each basket belongs to only one
seller and the length of each customer’s streamer
sequence is T . We described each customer’s temporal
context by their latest T records in the transaction
history and static context by customer features. The
temporal context of a customer cn is concatenated by the
two last hidden states from customer-product model and

customer-streamer model: h
Bcn

T and h
Scn

T . The static
context at time T of all customers is represented as CT .
The full context x of a customer is concatenated by both
temporal and static context, and x′ is the reconstructed
context of that customer. The full context will be blurred
with uncertainty to generate the blurry context z. Once
a blurry context is received, a product recommendation
for a customer ca at T + 1 will be made. The purpose
of LERS is to minimize the regret and maximize the hit
ratio and coverage from all customers C.

3.2. LERS Framework

Figure 1 shows the framework of LERS with
two stages: (1) learning the full context that models
preference changes over time and retains long-term
information (on the left-hand side) and (2) making
product recommendations while balancing the EE
trade-off (on the right-hand side).

First, a customer cn is represented by a full context
xn, which is composed of a static context CT (i.e.,
the static user feature of the customer) and a temporal
context. Within the temporal context (yellow hT and
green hT ), there is a basket sequence Bc that describes
the customer preferences for purchased products in
each basket, and a streamer sequence Sc that describes
the customer preferences for streamers he or she had
purchased from. We used GRUs (Cho et al., 2014) to
learn the temporal context that can model the instant
changes and the long short-term pattern of customers
from both product and streamer perspectives. The static
context is the static features of a customer such as age,
gender, and address. The two contexts are directly
concatenated together to form the full context x to
represent the customer’s entire preference.

Second, to diversify customers’ interest, we used
the uncertainty — the noises come from the standard
deviation sigma and the random weight epsilon of
each sigma — in VAE (Kingma & Welling, 2013) to
blur the full context {x1, x2, ..., xn}, and fed the blurry
context {z1, z2, ..., zn} into a BNN (Blundell et al.,
2015), which also contains uncertainty in its network
structure, to generate the product recommendation with
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Table 2: Comparison of different algorithms.

Algorithms Contextual Non-linear Stochastic Adversarial
UCB1 (Auer, Cesa-Bianchi, & Fischer, 2002)
Exp3 (Auer, Cesa-Bianchi, Freund, et al., 2002) X X
LinUCB (Li et al., 2010) X
NeuralUCB (D. Zhou et al., 2020) X X X
LERS (the proposed model) X X X

* *
*

*

*
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Figure 1: LERS framework

the highest score at time T + 1 for each customer
{c1,a, c2,a, ..., cn,a}. BNN is used for learning the
relationship between the customer’s full context and a
product-streamer feature to recommend a product. Note
that the product-streamer feature is product-oriented,
which means the streamer feature is a part of the
product feature. With this flexible setting, we can match
different products such as products that the streamer
has never sold and popular products to the streamers,
and help them explore target customers and expand the
business.

3.3. GRU in Temporal Context Model

The input sequences of the customer-product context
model are the basket sequences of all customers
{BC

1 , BC
2 , ..., BC

T } in the latest T purchases, and
the customer-streamer context model is the streamer
sequences of all customers {SC

1 , SC
2 , ..., SC

T } in the
latest T purchases. The customer-product context model

predicts the next purchase of products in the basket of
a customer. Due to the sparsity of purchased product
combinations of customers, it is unrealistic to make
one-hot encoding and multi-label predictions on nearly
40K unique products. Therefore, we proposed to use the
pre-trained language model to learn the representation
(embedding) of each product. By aggregating the
products’ representation in the same basket, we obtained
a basket representation. In the end, we used the basket
representation aggregated from the latest T times basket
to predict the next basket representation and calculated
the mean square error for loss. The customer-streamer
context model is used to predict the next purchase
streamer, so the last hidden state hT of the GRU models
is used by a fully connected neural network with a
softmax function to obtain the probability of the next
streamer.

We used the last hidden state hT of GRU cells which
contains the sequential pattern and the most information
about the customer preferences to represent the temporal
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context of the customer. Therefore, the yellow hT

indicates the customer preference for products and the
green hT for streamers, the concatenation of both forms
the temporal context. Finally, the temporal context is
concatenated with the customer static context which
becomes the full context x of each customer and the
input of the VAE model.

3.4. VAE for Blurry Context

VAE introduces a reparameterization trick, which
is to inject an external input of a random variable ϵ
sampling from a Gaussian distribution into the latent
space. We leverage this uncertainty mechanism by
increasing the range of ϵ to facilitate exploring customer
interest and using a blurry context z of each customer
from the latent space as input of BNN to output
a product recommendation. The latent vector is
formulated as:

zi = µi + ϵi · σi, where ϵi ∼ N (0, I). (1)

The ϵ is like a weight of uncertainty that affects
the exploration rate. Specifically, let the black dot in
subfigure (b) of the Figure 1 stands for the original
preference of a customer ci, it can jump to any other
points such as stars in subfigure (b) followed by the
empirical 68.3-95.5-99.7% rule. The larger the ϵ is, the
farther and darker the point can jump to.

3.5. BNN for Exploring Recommendation

After receiving the blurry context z of each customer
which implies the relationships between customers,
products, and streamers from VAE, we used BNN to
infer the product recommendation.

The objective function of BNN is to minimize the
expected lower bound F and its approximation via
Monte Carlo sampling is:

F(z, θ) ≈
γ∑

i=1

log q(Wi | θ)−log p(Wi)−log p(z |Wi),

(2)
where Wi ∼ log q(Wi).

Given the same input, the BNN model generates
different outputs each time because their weights are
learned from a distribution rather than deterministic
values. To form the distribution, we conducted γ (30)
times sampling with the same blurry context feeding
to produce the final highest score. This gives more
probability for lower-ranked products to exceed the
first-ranked product. In the end, the model selects
the product with the highest score among all candidate

Algorithm 1 LERS – Customer Context Model
Input: basket sequence, streamer sequence of customers
Output: full context of customers

1: Data normalization
2: Bci

T+1 ← null

3: Sci
T+1 ← null

4: i← 0 ▷ the pointer of a customer
5: while i ̸= n do ▷ iterate customers from ci to cn
6: Train GRU models for learning customer-product and

customer-streamer context
7: Predict Bci

T+1 and Sci
T+1, update loss and save weights

8: Extract the last hidden state of h
Bci
T and h

Sci
T

9: Concatenate static context Cci
T with temporal context

h
Bci
T and h

Sci
T to form a full context xi

10: i+ = 1
11: end while
12: Return all full context { x1, x2, ..., xn}

products as the final recommendation. After receiving
feedback from the recommendation, the system refines
the model with Bayesian by backpropagation each time.

3.6. Training Procedure

The first step (Algorithm 1) is to generate a
full context for each customer in the customer
context model, and the second step is to make
recommendations based on each blurry context in the
product recommendation model. Three inputs are
fed into the customer context model: the customers’
purchased basket sequences (BC

1 , ..., BC
T−1, BC

T ),
the customers’ purchased streamer sequences (SC

1 , ...,
SC
T−1, SC

T ), and the customers’ static features. We
iterate n customers one by one (line 5). For each
customer ci, LERS trains their own GRUs for the next
purchase prediction at T +1. Then, we extracted the last
hidden state hT of the two context models. Finally, we
concatenate the temporal context with static context Cci

T

to form a full context (lines 9), and output all full context
as the input of the product recommendation model (line
12).

In Algorithm 2, the feedback from customer c for a
recommended product a in A is fc,a, which is a binary
coding whether c purchase the product or not. We learn
the weight (W ) of a BNN (N ) during reconstructing the
input (line 1). We randomized the parameters W for the
BNN (line 2). So the agent of BNN will explore through
the products. Let a customer be c, and the full context is
denoted as x. We feed the full context xt into the VAE
which the weight of epsilon is enlarged to be 2. In each
iteration t, the blurry context zt is generated (lines 3–5).
MaxS is the current highest recommendation score and
IndA is the index of the product with the highest score
(lines 6–7). After a blurry context is learned, we pair the
zt and each product-streamer feature together (there are
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Algorithm 2 LERS – Product Recommendation Model
Input: full context x; candidate products A; user

feedback fc,a
Output: product recommendation for customer ca

1: Train a VAE with random sample epsilon
2: Initialize W for N
3: while t ̸= n do ▷ iterate all customers
4: Set a larger weight of epsilon in the VAE model

▷ expand the blurry bounds
5: Feed VAE a full context xt for blurry context zt
6: MaxS← 0 ▷ current maximal score
7: IndA← null ▷ option index of current MaxS
8: while g ̸= γ do ▷ repeat feeding input γ times

to BNN for exploring highest scores
9: ag ← Ag

10: Sa,z,g ← N(zt)
11: MaxSa,z ← Max(Sa,z,1, Sa,z,2, ...Sa,z,g)
12: if MaxSa,z > MaxS then
13: MaxS← MaxSa,z

14: IndA← g
15: end if
16: g+ = 1
17: end while
18: Observe real-world binary response fc,a
19: Update N with ca as input and fc,a as output
20: t+ = 1
21: end while

m products) to the N , and repeat the process gamma
times for generating stochastic recommendation scores
and making exploration (line 8–10). Note that only
the recommendation scores of the highest time from
gamma trials are adopted as the predict results of N
(line 11). We calculate the maximum scores MaxS(a, z)
from m products and select the highest one for customer
ct (line 12–15). For the product ât recommended to
customer c at time t, LERS measures the regret, hit
ratio, coverage and diversity from the feedback fc,a
(e.g., purchase or not) for the recommendation, and then
updates N (line 18–19).

4. Experiments

4.1. Features, Network Structures, Matrics

Datasets. We collected a year (March 2021 -
April 2022) of transaction data, product data, and
Facebook Live comments data from a live commerce
company called Jambo1. There are about 5.78 million
transactions, which include about 200 thousand users
and 273 thousand products. We set 1st November 2021

1https://jambolive.tv/

as the cut point and split the data in half. We trained the
models with the first half of the data and recommended
a product using the second half. If the customer buys a
product recommended by our model within a half year,
we consider the feedback to be like; otherwise, dislike.

Static Context Features. We analyzed consumers’
behavior from the transaction data and generated
customer features. We calculated each customer’s
recency, frequency, monetary, and length of overall
streamers’ shops. We also included customers’ most
common payment methods, shipping methods, and
shipping city as their static context features. We encoded
the categorical variables by one-hot encoding, such that
static context ∈ R55.

Customer-Product Context Features. The feature
of the customer-product context model is the basket
sequence of each customer. In our dataset, on average,
there are 4 different products (from one to a maximum
of 125) in a basket per customer. Due to the sparsity of
the products in basket sequences, we adopted Chinese
BERT to initialize the product embedding (p ∈ R768).
We used the average embedding value of products
in the basket to represent each basket of the basket
sequence for each customer. Then, we made the average
again to represent the basket sequence value of each
customer-product context such that Bcn ∈ R768.

Customer-Streamer Context Features. The
feature of the customer-streamer context model is the
streamer sequence of each customer. We projected
streamer features into a streamer feedback-dependent
space by multiplying with the feedback scores
where feedback with purchase-and-comment is 1 and
only-purchase is 0.5. The streamer features include
(1) customer characteristics, (2) channel popularity,
(3) live streaming video attributes, and (4) business
attributes. All streamer features are multiplied by the
weight of customer feedback scores to represent the
streamer sequence at time T , where ST ∈ R23 and the
customer-streamer context is SC ∈ R23×T .

Network Structures. We built our neural network
models with several configurations. In the end, GRU
is selected among nine other RNNs. The optimized
context length of customer-product is 10, and that of
customer-streamer is 5. The dimension of VAE is 20.

Exploitation Measurements. To evaluate the
exploitation of recommendation, regret, and hit ratio
(HR) are used. HR@K means the model recommends
the right product to the customer in the top K-ranked
recommendation list. To better understand HR@K and
regret, we also introduced a referral rate.

Regret =
# of False Recommendations

# of Rounds
(3)
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HR@K =
# of Hits @ top K
|Ground Truth|

(4)

Referral rate =
# of Recommendations

# of Rounds
(5)

Exploration Measurements. We also concern with
the exploration of potential preferences which may
happen in the long-term future (e.g., within six months).
Therefore, we used both diversity and coverage for
evaluating the exploration of models.

Diversity =
# of Unique Product Recommended

|Total # of Products|
(6)

Coverage =
# of Nonrepeated Hits
|Ground Truth|

(7)

4.2. Experiment Datasets

To recommend products in the next session, we need
to trim every customer in the same time window and let
the time of T+1 be no differences within customers first.
After trimming, the 20K customers have only 2,602
customers who had consumed products at T + 1, with
1,023 products sold by the seven streamers. We called
this subset data Normal dataset. In the normal dataset,
a customer had purchased 4.7 products on average,
whereas a product had been bought by 12 customers.
In total, there are 12,265 records of transaction, which
means the 2602 × 1023 reward matrix has only 0.4%
with rewards (positive samples) and 99.6% without
rewards (negative samples). We used a class weight
method introduced by TensorFlow 2 for changing the
range of the loss to address this imbalanced dataset.

Weightpos = (# of Pos)−1 ∗ (Total Samples/2) (8)

The class weight of the normal dataset is 108.51.
In addition to adopting class weight to deal with

the severe skewness problem, we filtered customers
who had consumed more products than average and the
products that were more popular than average to form an
Active dataset. With 1,000 customers and 200 products
in the dataset, the most active customers purchased
a third of the total number of products. There are
6,652 records of transactions in the active dataset, which
means there is 3% with rewards in the customer-product
interaction matrix. The positive class weight of the
active dataset is 15.03.

4.3. Comparison Experiments

2https://www.tensorflow.org/tutorials/structured data/
imbalanced data

4.3.1. Normal Dataset The normal dataset presents
the real-world situation of live commerce truthfully
whose total number of products is large and sparse.
From the perspective of exploitation, regret is a strict
measurement for only one chance while HR@20%
tolerates the top 20% in the recommendation list. Low
regret is nearly impossible in such a sparse dataset.
Similarly, because each customer receives a single
recommendation and only comes once, it is also difficult
to cover all ground truth. Comparison results are shown
in Table 3 and Figure 2.

In general, every model performs badly in both
regret and coverage (since there is only a 0.09% chance
to recommend the correct single product to a customer
from 1,023 products). The UCB-based algorithms have
the characteristic of quickly going through all options
in the beginning and then reinforcing the option that
has been confirmed to be the correct recommendation.
This is proved by the result of 100% diversity of
UCB1 and LinUCB. However, the reinforcement of
correct recommendations leads to a lower coverage
of UCB1 because they keep recommending the same
products instead of exploring new products to customers
and coverage only counts for the unique set of hit
products (non-repeated hits). Benefits from the context
information, LinUCB exploits better than UCB1.
NeuralUCB is the non-linear version of UCB1, and it
uses an NN-based random feature mapping to construct
an upper bound of reward for efficient exploration,
which declines the level of diversity while maintaining
HR@20% and coverage. Exp3 is a stochastic model
that makes a tendency for exploration which has a high
diversity. However, its coverage is low. Thus, the
exploration quality of Exp3 is not good.

Comparing LERS models with different uncertainty
structures, we found that the model without uncertainty
has the best HR@20%. The finding is quite reasonable
because the exploration and the exploitation are a kind
of trade-off. With more uncertainty, more exploration
will be done, resulting in a little harm to HR@20% and
regret. In terms of regret, LERS (without uncertainty)
has the lowest regret and it can exploit better than
other LERS models as it has no uncertainty. When
adding uncertainty in LERS, the model’s diversity
increases and coverage decreases, which reflects the
problem of EE trade-off. However, unlike the random
mathematical approaches adopted by UCB or EXP3
increase the level of diversity by random guessing,
resulting in a low coverage and low regret, LERS
(without uncertainty) explores slowly (lowest diversity)
when memorizing the products that customers like
(second highest HR@20% and lowest regret) and be
careful to repeatedly recommend the same products
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Table 3: Performance of all models among different datasets

(%) Model HR@20% Regret Coverage Diversity Referral Rate

N
or

m
al

D
at

as
et

UCB1 21.30 99.46 0.11 100.00 100.00
LinUCB 26.69 97.00 0.64 100.00 100.00
NeuralUCB 19.23 99.35 0.14 69.99 100.00
Exp3 76.70 99.35 0.14 91.69 100.00
Random - 99.54 0.10 92.08 100.00
LERS (Without Uncertainty) 64.14 95.97 0.83 23.95 99.88
LERS (Context Uncertainty) 51.07 96.70 0.52 31.97 99.15
LERS (Recommendation Uncertainty) 17.22 99.73 0.06 65.20 100.00
LERS (Both Uncertainties) 19.20 99.65 0.07 87.88 100.00

(%) Model HR@20% Regret Coverage Diversity Referral Rate

A
ct

iv
e

D
at

as
et

UCB1 21.32 97.10 0.44 100.00 100.00
LinUCB 22.05 92.60 1.11 100.00 100.00
NeuralUCB 21.11 96.30 0.56 96.50 100.00
Exp3 38.77 96.70 0.50 99.00 100.00
Random - 96.90 0.47 98.50 100.00
LERS (Without Uncertainty) 40.74 87.90 0.87 58.50 93.50
LERS (Context Uncertainty) 28.62 25.70 0.62 85.00 27.70
LERS (Recommendation Uncertainty) 19.81 98.00 0.30 73.50 100.00
LERS (Both Uncertainties) 19.24 97.60 0.36 98.50 100.00

(highest coverage). Having the highest coverage and
lowest diversity means that the model takes good
advantage of exploitation when exploring products and
shows a good control of EE trade-off.

We know that the uncertainty level of VAE
(context uncertainty) is less than BNN (recommendation
uncertainty). In addition, we want the recommender
system remains accurate while exploring as much as
possible. Consider both HR@20% and diversity, it
seems that BNN created too much uncertainty to make
correct product recommendations so that HR@20% of
LERS (both uncertainties) is dragged down by BNN.
However, LERS (context uncertainty) scarifies some
diversity to gain a higher HR@20% and coverage than
LERS (recommendation uncertainty) which balances
the EE trade-off well. In conclusion, VAE has a more
appropriate level of uncertainty than BNN.

4.3.2. Active Dataset The active dataset filters
customers and products that are more active than the
average from the normal dataset. There are 200 products
for the RS (0.5% chance to recommend the correct
single product). Same as the normal dataset, models
perform badly in regret and coverage (Figure 3).

Interestingly, LERS (context uncertainty) improves
highly in regret while all MAB models barely improve.
Although the model uses positive class weights to
balance the weight of positive samples, the referral
rate of LERS (context uncertainty) is still low, which
allows the model to not recommend the wrong product
it predicts to be hardly liked by customers. In terms
of HR@20%, LERS (without uncertainty) has the
highest performance. When the dataset becomes smaller
and more balanced, customers get closer and cluster.

With more similarity, RSs can exploit better than in
the sparse and diverse normal dataset. Therefore,
filtering the candidate products and customers from
the recommendation pool by human intelligence is
encouraged because this manipulation can highly
improve the LERS’s performance.

5. Conclusion

This study focuses on recommending a product to
the customers in a live-streaming session of a streamer
while considering relationships between the customer,
streamer, and product. Since the product-streamer
feature is product-oriented, and the streamer feature is
a part of the product feature, we can match different
products (e.g., new products, popular products, or
products that have never been sold by the streamer
before) to the streamers. Each streamer can explore
target customers and expand their business by exploring
different products the customer may like. This paper
proposes LERS, a reinforcement learning-based neural
network that learns complex information from static
and temporal recommendation contexts and pairs it with
the best-fitting product. By adopting the RNN, which
realizes the historical pattern and maintains the extended
short-term features, we model the context changes in
preferences for streamers and products. By the design
of an uncertainty network, i.e., VAE and BNN, LERS
can better detail the EE trade-off. We examined the
performance of LERS in terms of exploitation (e.g., hit
ratio, and regret) and exploration (e.g., coverage, and
diversity) compared with other algorithms to show that
LERS can leverage the EE trade-off in different datasets.
While this study only considers the pure nature of users,
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Figure 2: Performance Metrics of different RS in Normal dataset

more complex consumer modeling including user-user
behaviors such as Gao et al., 2023 is also an exciting
trend to develop this study further.

References

Auer, P., Cesa-Bianchi, N., & Fischer, P. (2002). Finite-time
analysis of the multiarmed bandit problem. Machine
learning, 47(2), 235–256.

Auer, P., Cesa-Bianchi, N., Freund, Y., & Schapire,
R. E. (2002). The nonstochastic multiarmed bandit
problem. SIAM journal on computing, 32(1), 48–77.

Blundell, C., Cornebise, J., Kavukcuoglu, K., & Wierstra, D.
(2015). Weight uncertainty in neural networks.
Proceedings of the International Conference on
International Conference on Machine Learning, 37,
1613–1622.

Burtini, G., Loeppky, J., & Lawrence, R. (2015). A survey
of online experiment design with the stochastic
multi-armed bandit. https : / / arxiv . org / abs / 1510 .
00757
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