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Abstract

In this paper, we focus on defending against
adversarial attacks for privacy-preserving Natural
Language Processing (NLP) under a model partitioning
scenario, where the model splits into a local, on-device
part and a remote, cloud-based part. Model partitioning
improves the scalability and protects the privacy of
inputs into the model.  However, we argue that
privacy protection breaks during inference with model
partitioning. In this paper, an adversary eavesdrops
on the hidden representations output from the local
devices and tries to use the representations to obtain
private information from the input text. We study
two types of adversarial attacks, i.e., adversarial
classification and adversarial generation. Based on
these two attack models, we correspondingly propose
two defenses: defending the adversarial classification
(DAC) and defending the adversarial generation (DAG).
Specifically, the DAC and DAG approaches are both
bilevel optimization-based defense methods.  Both
methods optimally modify a subpopulation of the neural
representations that are subject to maximally decreasing
the adversary’s ability. The representations trained with
this bilevel optimization protect sensitive information
from the adversary attack while maintaining their utility
for downstream tasks. Our experiments show that both
DAC and DAG approaches improve the performance of
the main text classifier and achieve even higher privacy
of neural representations compared with the current
state-of-the-art methods (Coavoux et al., 2018; Y. Li
etal., 2018).
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1. Introduction

In this paper, we study to defend a specific
type of attacks on hidden representations for Natural
Language Processing (NLP). Such attacks could occur
when the computation of a deep neural net is shared
between several devices via model partitioning (Song
& Shmatikov, 2019). As an example, a user’s device
computes a representation of a textual input, and sends
it a to cloud-based neural network to obtain, e.g., the
topic of the text or its sentiment. In this case, an
adversary could eavesdrop on the hidden representations
of novel input examples (such as test examples) and tries
to recover private information from the content of the
input text (Zhan et al., 2021; Zhan et al., 2022).

Private information can be the key phrases that are
explicitly contained in the input examples. However,
it can also be implicit. For example, demographic
information about the author of a text can be predicted
with above-chance accuracy from linguistic cues in the
text itself (Preotiuc-Pietro et al., 2015; Rosenthal &
McKeown, 2011). Letting alone their explicitness, some
of the private information correlates with output labels
and therefore will be learned by the neural network
for the cloud-based training. In such a case, there is
a trade-off between the accuracy (utility) of the main
classifier and its privacy protection ability. We argue
that inference-time privacy protection breaks in a model
partitioning scenario, where the computation of a neural
network is shared across multiple devices. In order
to illustrate this, we propose two types of adversarial
attacks, i.e., adversarial classification and adversarial
generation on leaked sensitive information. Besides,
we propose two defense strategies, i.e., defending
the adversarial classification (DAC) and defending the
adversarial generation (DAG), correspondingly. For
both methods, our defense aims at obscuring the hidden
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representations of the users’ privacy information at
training time. Our method optimally selects only
a subpopulation of the hidden representations and
manipulates these representations subject to maximally
decreasing the adversary’s ability of generating the
privacy information.

For typical defense strategies (Coavoux et al., 2018;
Feyisetan et al., 2020; Mosallanezhad et al., 2019), given
the input example x, a main classifier trains its parameter
0, so that it retains a reasonable trade-off between utility
and privacy on the encoded hidden representation
r(x|6,). In other words, all the input examples need to
be manipulated during each step of training. However,
this configuration is not practical for real-world cloud
servers due to the following reasons:

* Continuous sharing of the model with users’
devices in each time step is not feasible.

e Computing all the embeddings via ®(x) on
the local users’ devices can be computationally
intensive.

¢ Manipulating the full dataset increases the risk of
detection by potential adversaries.

Therefore, we propose a novel and realistic bilevel
optimization based defense. In our DAC and DAG
approach, we only select and manipulate a subpopulation
of the hidden representations that preserves the best
attack ability on an untainted dataset during each step
of training. Thus, our methods are more scalable
and imperceptible, comparing with the typical defense
approaches (Coavoux et al., 2018; Feyisetan et al., 2020;
Mosallanezhad et al., 2019).

We also discuss that our proposed bilevel
optimization based approaches are similar to the typical
bilevel optimization in data poisoning attacks. However,
our defense method cannot directly utilize the bilevel
optimization for data poisoning attacks because our
method needs to retain a trade-off between utility and
privacy. In both approaches, we break down the dual
objectives of maintaining utility and preserving privacy
into two sub-problems. The inner optimization focuses
on determining the optimal weights for the defense
algorithm by fixing a specific subpopulation of data.
Meanwhile, the outer optimization locks in these weights
and selects the data subpopulation that most effectively
diminishes the performance of the adversary.

The contributions for this paper are as follows: (1)
We argue that inference-time privacy protection via
model partitioning breaks, i.e., sensitive information
leaks when the computation of a neural network is shared
across multiple devices. Thus, we consider two types
of adversarial attacks, i.e., adversarial classification and

adversarial generation, and propose two corresponding
defense methods, i.e., DAC and DAG, which prevent
recovering the vectors of private information contained
in the hidden representations for the input examples. (2)
We propose a novel and realistic bilevel optimization
based defense. In our DAC and DAG approach, we
only select and manipulate a subpopulation of the hidden
representations that preserves the best attack ability on
an untainted dataset during each step of training. Our
method is more scalable and more imperceptible when
comparing with the typical defense methods. (3) Our
defense retains a trade-off between utility and privacy.
For both methods, we convert maintaining the utility
and preserving the privacy to two subproblems, where
the inner optimization fixes the subpopulation of data
and trains the optimal weights to maintain high utility,
and the outer optimization fixes the weights and selects
the subpopulation of data to decrease the adversary’s
performance the most.

2. Method

In this section, we introduce the eavesdrop scenario,
the adversarial attacks, and the defenses against
adversarial attacks.

2.1. The Eavesdrop Scenario

Firstly, we approach the training of a primary
classifier as a cloud-based model employing a two-agent
process: (1) a main agent and (2) an adversarial
generator. This configuration resembles the framework
of Generative Adversarial Networks (GAN) (Goodfellow
et al., 2014), where the generator aims to reconstruct
privacy information from the hidden representation,
while the main agent strives to perform its primary task
and make the reconstruction process challenging for the
generator. In this scenario, each example consists of a
triple (x,y, z), where x represents natural language text
for each data instance, y denotes a single label such as
topic or sentiment, and z is a vector containing private
information embedded within x. In our two-agent setup,
(1) the adversarial generator learns to predict z based on
the latent representation r(x) derived from x and used
by the main classifier, and (ii) the main agent learns to
predict y based on x.

In order to evaluate the accuracy and privacy of a
specific model, we proceed in the following four phases:

® Phase 1: We commence by training a main
classifier solely on (x,y,z) or (X,y) pairs. Following
this, we evaluate its accuracy.

@ Next, we generate a dataset of pairs (r(x), z) for the
adversary. Here, r represents the representation function
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Figure 1. Some hidden representations are
computed by a user’s device and sent to a
cloud-based model. An adversary eavesdrops on these
representations and recovers (sensitive) information.

of the main classifier (as defined in Section 2.2).

® In this phase, we train the adversary’s network
either on (r(x), z) for the adversarial classification case
or on r(x) for the adversarial generation case.

@ Lastly, we assess the performance of the adversary
in terms of privacy. We evaluate how effectively it can
extract private information. These four phases (© - @)
are also depicted in Figure 1.

2.2. Adversarial Attacks

We conduct experiments utilizing two types of
generators: a classifier that predicts the attributes z,
which serve as a proxy for reconstructing x, and a
character-based language generation model that directly
maximizes the likelihood of the training examples. For
the adversarial attacks, we construct a dataset comprising
pairs (r(x),z), where r(x) represents the hidden
representation derived from the main classifier, and z
corresponds to a vector of private categorical variables
in practical scenarios. Notably, our experiments employ
the same training examples x for both the main classifier
and the adversarial generator.

2.2.1. Adversarial classification Formally, for a
single data point (Xx,y,z), the adversarial classifier
optimizes:

La(x, y,Z, 011, 0?‘) = _log P(z|r(x; 07’);0@)’ (l)

where 6, represents the weights for encoding the hidden
representation r(x). Once the main model has been
trained, the parameters 6, are fixed. 6, represents the
weights for the adversarial generators.

2.2.2. Adversarial generation We train a
character-based LSTM language model to reconstruct
complete training examples. In this process, the hidden
state of the LSTM is initialized with r(x), which is
computed using the main model, for each individual

data point. The generator optimizes:

C
L% Y:04,0,) = = ) 10g P(r(Xe; 0,)|r (Xe—136,); 67,),
c=1

2)
where 6, represents the parameter set of the LSTM
generator, X; denotes the i-th character in the document,
and C signifies the length of the document in terms of
characters. It is important to note that the generator
does not possess control over r(x) and focuses solely on
optimizing its objective by updating its own parameters
g..

2.3. Defenses Against Adversarial Attacks

2.3.1. Preliminaries We assume that the defender
has a perfect knowledge (PK) of the system. Accordingly,
for PK defenders, the defender’s knowledge can be
respectively represented as 0, px = (D,r(x|6,), L).
In most of the cases, the defender has full knowledge
of the text classification system. Besides, it is usually
not possible to collect a surrogate dataset 9 (Xiao et al.,
2015), ideally drawn from the same underlying process
from which 9 was drawn for natural language text
representations. The full knowledge is usually referred
to as perfect knowledge case (Biggio et al., 2013) and
it allows one to empirically evaluate an upper bound on
the performance degradation that can be incurred by the
system under attacks.

2.3.2. The bilevel optimization problem Since our
defense against the adversarial generator aims at
modifying a subpopulation of the neural representations
to decrease the generating performance of the adversarial
generator, the main challenge lies in how to select
a subpopulation of data such that the ability of the
adversary is decreased optimally. We are inspired by
a former poisoning attack strategy that utilizes a bilevel
optimization (Xiao et al., 2015). This can be written as:

argmax L(D’, 0*®)
oY
0*D ¢ arg max Ln(Ds U Z);,i)). 3)

The outer optimization is to select the manipulated points

Z),(,’) = (Xt ¥&);., to maximize a loss function £ (the
adversarial generator’s loss) on an untainted dataset D’ =
(x> Y3 ), For instance, during the outer optimization,
a validation set is employed that does not contain any
manipulated points. Conversely, the inner optimization
involves retraining the regression algorithm on a training
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set Dy, that includes the manipulated points Z)I(f) It
should be noted that %) = {9;(i), 0>V} is implicitly

dependent on the set Z),(,i) of manipulated examples, as
it is influenced by the solution of the inner optimization
problem. In the case of poisoning availability attacks,
the computation of £ is performed indiscriminately on
an untainted set of data points. Now we solve this

problem in two folds. First, we fix the training data

Dy U Z),(,i), and solve 8*@) for the data selection,

which is corresponding to the inner optimization in a
bilevel optimization. Second, we fix 8*(®) solve DF(,D
to obtain the optimal subpopulation of data that affects
the adversarial generator’s performance most, which is
corresponding to the outer optimization step.

2.3.3. The subproblem of 6*®) In the inner
optimization, we solve the optimization problem for the
optimal weights on a manipulated training set including

Z)I(,i) as follows:
o) _ (05D =y Vo Lo(xi) if xc € DY, @
g* (-1 otherwise,

where y is the learning rate. Note that in the defense

strategy, we update 8* only if x; € Z)(i), we do this for
a more realistic embedding update. In other words, the
hidden embeddings of the data is changed only based on

the effect of Z)I(,i) in each iteration, and we always test
the ability of the adversary based on the latest r(x; 6,).
We then compute the optimal weights for the defense
methods against the aforementioned two types of attacks
as follows.

Defending the adversarial classification (DAC) The
main classifier optimizes:

Ln(X,y,2;0,,0p)
= —alog P(y|x; 0,,0,) — Blog P(—z|r(x;6,);6p).
&)

In this equation, the first term aims to minimize the
negative log-likelihood of the y labels, while the second
term is specifically designed to deceive the adversary.
The relative importance of these two terms is controlled
by @ > 0 and 8 > 0. Similar to GANSs, the losses of both
classifiers are interconnected; however, their parameters
remain distinct: the adversary can solely update 8, or
0., while the main classifier can only update 6, and 6,

During the training of the main model, the weights
for the adversary are held fixed. This means that the

two classifiers remain entirely separate. The preceding
subsection, Section 2.2, introduced the training process
for the adversary (Phase 3), whereas the present
subsection focuses on the training of the main classifier
(Phase 1).

Defending the adversarial generation (DAG)
Similarly, the loss of the main model is as follows:

Ly(X,y; 6, ep)
= —alog P(y|x;6,,0,) — B(-L,(X,y:0,.6,)), (6)

where the first term aims to minimize the negative
likelihood of the y labels, while the second term
focuses on maximizing the loss of the generator to make
the reconstruction process challenging. 6*@ will be

obtained by arg maxg L, (D, U D,(,i)).

2.3.4. The subproblem of Z),(,l) To optimally select
the subpopulation of data to decrease the performance
of the adversarial generator the most, we solve the
optimization problem as follows:

argmax £(D’,0*®),
oy

st. 1DV /D, <K, @)

where the constraint ensures that at most K percentage
of examples in the input data stream are modified, and
L can be either £, or L. For this problem, the
challenge part lies in computing the required gradient on
V. L(D’, 0*(®)), because it has to capture the implicit
dependency of the parameters 6* ) on the manipulated
point X;. Assuming that £ does not directly depend on
X, but only through 8* @) we can compute the gradient
using the chain rule as follows:

kal(D',O*(i)) - vxkg*(i)T Ve L, (8)

which captures the dependency of the weights 6* ()
on X;. We will then focus on the computation of
Vi 60*®) . To handle the inner learning problem (3),
we substitute it with the Karush-Kuhn-Tucker (KKT)
equilibrium conditions, Vg L = 0. We enforce these
conditions to hold true during the update of x; (Dreves
et al.,, 2011). We simply differentiate it again with the
chain rule to obtain the following linear system:

T
Vae Vore) L+, 0% .92 L=0. (9
Thus, solving for vy, o*O" , one yields:

T _
Vi 0% == vy Vouor LV L)' (10)
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Table 1. Sizes of datasets in number of examples.
Trustpilot Germany 12596 1574 1574
Trustpilot Denmark 82193 10274 10274
Trustpilot France 9136 1141 1141

Trustpilot UK 48647 6080 6080
Trustpilot US 22142 2767 2767
Blog posts 5144 642 642

For the specific form of [L,, after deriving and
re-arranging (10) in a matrix form, one obtains:

-1

*(i)T: Vka :l M 2 HX
Vx, 0 =% lollar M - an
where ¥ = %Zkr(xk;Qr)Xkr(Xk;Qr)T, JURES

T2k r (X 0)%, € = XL M o= £ X(xp +
1) f(r(xg;60,))I, where I is an identity matrix, and w,
b are the weights for *¥) . For the case of L, all xg
in (11) needs to be replaced by x._;, where c is defined
in (2). Note that (11) needs both derivatives on x; and
0*@)_ This derivative is close to that reported in Xiao
et al. (2015) except that Xiao et al. (2015) utilizes a

quadratic loss. Until now, we have computed kaH*(i)T .
Next, we are going to compute Vg L. In previous
work (Jagielski et al., 2018; Xiao et al., 2015), the
main objective is typically to minimize a loss function
computed on an untainted validation dataset D’. Thus,
we can obtain:

igm e
o [TeL] T 2 Feega e
VQ*(E) = va -1 Zm R S
m k=1 TG (0,107 0)

12)

3. Experiments

In this section, we discuss specific tasks and datasets,
corresponding settings, and our experimental results.

3.1. Datasets and Tasks

We conduct our experiment on two datasets:
Trustpilot (Hovy et al., 2015) and Blog posts (Schler
et al., 2006) for two text classification tasks: sentiment
analysis and text classification. The sizes of the two
datasets (Table 1) and the details for the two tasks are as
follows:

3.1.1. Sentiment analysis For sentiment analysis,
we utilize the Trustpilot dataset (Hovy et al., 2015).
This dataset consists of reviews accompanied by a
sentiment score on a five-point scale. We focus on five
specific subcorpora corresponding to different regions:

Denmark, France, Germany, United Kingdom (UK), and
United States (US). Within these subcorpora, we extract
examples that include both the birth year and gender
of the review author, considering this information as
private. Based on previous work (Hovy et al., 2015), we
categorize the author’s age into two groups: ‘under 35’
and ‘over 45°. To create training, validation, and test sets,
we randomly split each subcorpus, with 80% allocated
to training, 10% to validation, and 10% to testing.

Additionally, we aim to evaluate whether the
adversary’s task becomes easier when the variables to
be predicted are explicitly included in the input, as
opposed to when these variables are only potentially
and implicitly present in the input. To explore this,
we introduce an additional experimental setting where
both gender and age are included as input to the main
model. We achieve this by adding two extra tokens at
the beginning of the input text, representing each private
information. Previous research has demonstrated that
these variables can enhance text classification (Hovy
et al., 2015). In the subsequent sections, we use the
notation RAW to denote the setting where only the raw
text is utilized as input, while +DEMO represents the
setting where the two demographic variables are also
included as input. In the latter case, the main classifier’s
task involves predicting the sentiment analysis results
y based on the training examples x, while z denotes a
binary vector representing information such as age or
gender about the author. The adversary’s objective is to
predict z.

3.1.2. Text classification We perform privacy data
prediction on blog posts. We used the blog authorship
corpus presented by Schler et al. (2006), a collection of
blog posts associated with the Age and Gender of the
authors, as provided by the authors themselves. Because
the blog posts have no topic annotation, we ran the Latent
dirichlet allocation (LDA) algorithm (Blei et al., 2003)
to the entire collection, resulting in 10 topics. LDA
provides a topic distribution for each blog post. We
select posts with a dominant topic (with a proportion
greater than 80%) and discard the remaining posts.
Regarding the main classifier, we bin the Age variable
into two classes: “under 20” and “over 30”. For the
adversary, we use two characters to represent Age: ‘U’
for “under 20” and ‘O’ for “over 30”. Similarly, we
bin the Gender variable into ‘F’ for female and ‘M’
for male. As there are a total of 256 characters, we
model each character as a one-hot class label. To
preprocess the dataset, we concatenate each post with a
< eod > token and append two characters representing
the privacy information. During the testing phase, the
LSTM reads the entire sequence and starts predicting
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the first output upon encountering the < eod > token.
For each subsequent prediction step, the < eod > token
serves as the input, and the target character index (treated
as a class label) is expected as the output. We split the
corpus into a training set (80%), a validation set, and a
test set (10% each).

3.2. Settings
Here we introduce implementation details,
comparison methods, and evaluation metrics.

3.2.1. Implementation detalis We implemented our
model using Dynet (Neubig et al, 2017). The
feedforward components of both the main model and
the adversary consist of a single hidden layer with 64
units and utilize the ReLU activation function. Each
character is represented as a one-hot class label, and the
word embeddings are constructed with 32 units. We
employed the Adam optimizer (Kingma & Ba, 2014)
with the default learning rate and set a dropout rate of 0.2
for the LSTM. In our experiments, we set @ = 5 = 1 for
the Defending Adversarial Classification (DAC) method
based on preliminary experiments. Similarly, for the
Defending Adversarial Generation (DAG) method, we
alsoseta =8=1.

For each dataset and each LSTM state dimension
(e.g., 8, 16, 32, 64, 128), we trained the main model
for 8 epochs for sentiment classification or 16 epochs
for topic classification. We selected the model with
the highest accuracy on the development set as the best
model. Subsequently, the adversarial model was trained
using the manipulated data for 16 epochs, and we again
chose the best model for the adversary. In particular,
we based the selection strategy on a privacy budget,
selecting the most accurate model while ensuring the
privacy threshold is met.

3.2.2. Comparison methods We compare our
experimental results with the following methods:

® Baseline. For the baseline model without
defense, we train the main classifier without defense.
For each dataset, and each LSTM state dimension
({8,16,32,64,128}), we train the main model for 8
epochs (sentiment classification) or 16 epochs (text
classification), and select the model with the best
accuracy on the development set with @ = 1 and 8 = 0.

® ADYV. As shown in paper Y. Li et al. (2018), the
ADV approach trained deep models with adversarial
learning to explicitly obscure individuals’ private
information. For each dataset, and each LSTM state
dimension ({8, 16, 32, 64, 128}), we train the main model
for 8 epochs (sentiment classification) or 16 epochs (text

classification).

® M-Detask. In paper (Coavoux et al., 2018), the
M-Detask. method focuses on defending the adversarial
classification. This method modifies the objective
function of the main classifier to incorporate a penalty
when the adversarial classifier is good at reconstructing
z. All parameters are the same as ADV. We select the
model with the best accuracy on the development set
withe =8=1.

® A-Gener. In paper (Coavoux et al., 2018), the
A-Gener. method focuses on defending the adversarial
generation. It makes the reconstruction difficult by
maximizing the loss of the generator. Therefore, it has
the potential to protect the neural representation against
an attack on any private information. All parameters are
the same as ADV. We select the model with the best
accuracy on the development set with @ = 5 = 1.

3.2.3. Evaluationmetrics For the main classifier, we
report a single accuracy performance. For measuring the
privacy of a representation in both sentiment analysis and
text classification, we use 1 — X as the privacy preserving
ability, where X is the average of the accuracy of the
adversary on the prediction of the gender and age. This
measure is the higher the better since a higher value of
1 — X indicates a higher error rate for the adversary, and
therefore it indicates that the privacy-preserving ability
of the defender is higher.

3.3. Experimental Results on the Trustpilot
Dataset

3.3.1. Accuracy for the defense methods In this
section, we show the accuracy results for the defense
methods DAC and DAG. As shown in Table 2, we
compare our method with the Baseline, M-Detask.,
and A-Gener. method on the Trustpilot dataset with
the +DEMO setting. M-Detask. focuses on defending
the adversarial classification, and A-Gener. focuses on
defending the adversarial generation (Coavoux et al.,
2018). We compare our method with the ADV
approach (Y. Li et al., 2018) as well. Comparing our
DAC method with M-Detask., we can see that as
the propotion of the manipulated data decreases, the
accuracy on the sentiment analysis increases. This is
because the smaller propotion of the data manipulated,
the more accuracy will the classifier benefits from
the smaller variance of data. Thus, the main agent
gains the accuracy. Our experimental results show that
DAC with K = 40% does not always perform better
than the M-Detask. approach. In fact, the numbers
labelled = and |} are not as good as the performance
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for M-Detask. However, our defense method always
achieves superior performance with K = 20% and
K = 10%. When comparing with the Baseline
approach, although DAC with K = 40% decreased the
performance of the main classifier for some subcorpora,
it achieves a better privacy, which are shown in the
next paragraph. DAC with K = 20% and K = 10%
achieves a much better performance. The reason is
when K is smaller, fewer examples in the input data
stream are altered, which typically results in improved
performance. For example, the performance increases
12% in terms of accuracy on the UK corpus. If we
compare the performance of DAG based methods, we
have similar findings. The reason is our method always
seeks to optimize the training parameters with the most
representative manipulated examples on defending the
adversary. Instead of manipulating all training data, we
manipulate only a subpopulation of the training data.
Therefore, our DAC and DAG obtain better accuracy
in considering the smaller variance of the training data.
Another phenomenon is that DAC based methods always
achieves higher accuracy than DAG based methods. The
reason is the former class of methods usually achieves
better convergence regarding the training process of
classification.

Table 2. Accuracy on sentiment analysis for the
defense methods on the Trustpilot dataset with
+DEMO setting. The results are in percentage (%).

Method Corpus Germany Denmark France UK Us
Baseline 85.1 82.6 75.1 87.0 850

ADV (Y. Lietal., 2018) 83.7 82.0 73.0 856 829
M-Detask. (Coavoux et al., 2018) 84.5 824 743 86.5 849
DAC, K = 40% 86.1 82.47 745  86.1Y 856

DAC, K = 20% 879 84.6 752 89.1 877

DAC, K = 10% 88.7 86.0 76.1 90.3 892
A-Gener. (Coavoux et al., 2018) 83.8 82.5 73.7 86.8 84.8
DAG, K = 40% 83.7¢ 83.1 747  86.8= 857

DAG, K = 20% 85.7 84.4 75.0 889 872

DAG, K = 10% 86.4 853 76.0 894 885

Table 3. Accuracy on sentiment analysis for the
defense methods on the Trustpilot dataset with the
RAW setting. The results are in percentage (%).

Method Corpus Germany Denmark France UK us
Baseline 85.5 82.3 72.7 869 845

ADV (Y. Lietal, 2018) 855 82.3 73.0 86.7 844
M-Detask. (Coavoux et al., 2018) 85.8 81.7 74.5 86.7 834
DAC, K = 40% 85.8% 825 749  86.77 853

DAC, K =20% 86.5 84.5 75.7 885 86.8

DAC, K = 10% 88.0 86.3 774 89.1 877
A-Gener. (Coavoux et al., 2018) 84.7 822 74.6 869 850
DAG, K = 40% 85.0 83.1 747  86.81 855

DAG, K =20% 859 84.2 753 874 868

DAG, K = 10% 87.0 86.0 75.9 889 874

As shown in Table 3, we compare our method with
the Baseline, M-Detask., and A-Gener. method on
the Trustpilot dataset with the RAW setting. We can see
that the aforementioned two conclusions hold: (1) our

DAC and DAG obtain better accuracy in considering the
smaller variance of the training data, and (2) defending
the adversarial classification based methods always
achieves higher accuracy than defending the adversarial
generation based methods. The ADV approach (Y. Li
et al., 2018) achieves the lowest performance because it
manipulated all the hidden representations. Thus, the
accuracy is even lower than the Baseline approach.

3.3.2. Privacy for the defense methods In Figure 2,
we show the privacy preserving ability of the defender
for the sentiment analysis case. For the first two
rows in Figure 2, we show the performance for the
defender in the RAW setting and the +DEMO setting
separately for Gender. For the RAW setting, we can see
that our methods always achieve the best performance
when comparing with M-Detask., A-Gener. and the
Baseline approach. When we only manipulate 10%
of data, the performance of our method can be slightly
higher compared with M-Detask. and A-Gener. When
we manipulate higher percentages of data, such as 20%
and 40%, the performance of our method increase.
Manipulating 40% of data achieves the best performance,
such as an average of 40.06% for DAC on the Denmark
data. The DAG approach follows the same pattern,
although it obtains lower performance when comparing
with the DAC approach. M-Detask. and A-Gener.
are usually better than the Baseline approach except
for the Gender classification result on the US data
with the +DEMO setting, where the M-Detask. and
A-Gener. approaches experience an ablation. The
privacy preserving ability with the RAW setting is
better when compared with the +DEMO setting, which
indicates that the adversary’s task is harder when the
variables to predict are only potentially and implicitly
in the input, compared to when this information are
explicitly in the input. For the last two rows in Figure 2,
we show the performance for the defender with the RAW
setting and the +D EM O setting separately for Age. We
can conclude that our methods DAC and DAG achieve
the best performance when comparing with M-Detask.,
A-Gener, and the Baseline. When 10% of data is
manipulated, the performance can be slightly higher
in terms of 1 — X when compared with M-Detask.
and A-Gener. When higher percentages of data are
manipulated, the performance of our method increases.
Another phenomenon is the privacy preserving ability
for the private information Age is better than Gender.
For example, in Figure 2(p), the 1 — X of DAC(10%) is
49.4%. However, in Figure 2(f), the 1 — X of DAC(10%)
is only 28.1%. The ADV approach achieves the lowest
performance in terms of privacy.
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Figure 2. Comparisons between the Baseline, M-Detask., A-Gener., DAC, and DAG approaches in terms of the
privacy preserving ability 1 — X. The higher the better. All results are average percentages (%).

3.4. Experimental Results on the Blog Posts

3.4.1. Accuracy and privacy for the defense methods
Table 4 shows the accuracy and privacy preserving
ability of our DAC and DAG methods. In terms of
accuracy, the performance of M-Detask. is lower than
the Baseline approach, and the performance of the DAC
approaches is the highest among defend classification
approaches. As K decreases, the accuracy increases due
to the smaller variance of data. For defending generation
approaches, similarly, the performance of A-Gener. is
higher than the Baseline approach. The DAG approach
achieves the higher performance. As K decrease, the
accuracy increases.

In terms of the privacy preserving ability 1 — X, our
DAC and DAG approach achieve significantly increase
when comparing with M-Detask. and A-Gener.
methods. As an example, the DAC approach increases
13.5% compared with M-Detask., and the DAG
approach increases 9.9% compared with the A-Gener.
approach. Similar to the results on the Trustpilot dataset,
as K increases, the privacy preserving ability increases
due to the power fo manipulating more data. Similarly,

Table 4. Accuracy and privacy on text classification
for the defense methods. The results are in
percentage (%).

Method Blog posts Accuracy  Privacy (Age) Privacy (Gender)
Baseline 583 47.6 40.4
ADV (Y. Lietal., 2018) 57.0 52.6 459
M-Detask. (Coavoux et al., 2018) 575 60.4 572
DAC, K = 40% 58.3 73.9 68.3
DAC, K = 20% 60.2 712 66.1
DAC, K = 10% 63.4 69.3 64.0
A-Gener. (Coavoux et al., 2018) 59.4 63.3 60.9
DAG, K = 40% 61.0 732 70.4
DAG, K = 20% 61.9 72.0 67.8
DAG, K = 10% 64.9 69.9 66.7

the ADV approach (Y. Li et al., 2018) achieves the
lowest performance in terms of accuracy and privacy
when comparing with other methods. One difference
is the DAG approach obtains higher accuracy since
the objective of the DAG approach exactly defends the
adversarial generation attacks.

4. Related Works
The privacy-preserving aspect of natural language

processing (NLP) has gained significant attention in the
research community. NLP involves analyzing textual
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data, often generated by users, which can contain
a wealth of private information. For instance, text
data can provide insights into the characteristics of
authors (Hovy & Spruit, 2016) and can be utilized to
predict demographic variables (Preotiuc-Pietro et al.,
2015; Rosenthal & McKeown, 2011). Such information
may not be explicitly stated in the text but is latent
and correlated with various linguistic traits. Therefore,
our work operates on the premise that even vector
representations of texts contain latent information, even
if these representations are not explicitly supervised by
the latent variables (Cao & Zhan, 2021; Zhan & Sheng,
2023; Zhan et al., 2021).

Building on this assumption, M. Li et al. (2017)
examined the privacy of unsupervised representations
in the domain of image processing. However, our
chapter complements their work by focusing on NLP
tasks and addressing a similar problem within the context
of task-supervised representations.

In the realm of text generation, Carlini et al. (2018)
tackled the issue of unintended memorization. This
refers to the phenomenon where a trained language
model, if accessed by an adversary, can generate
sentences from the training set with high probability.
This becomes problematic when the training data
contains private and personal information. However,
our experimental setting differs as we assume that the
adversary has access to a hidden layer of the main
classification network and aims to recover information
about an input example from an untainted dataset.

Recently, adversarial learning methods such as
generative adversarial networks (Goodfellow et al.,
2014) and domain adaptation techniques (Ganin et al.,
2016) have made significant progress. Our work can
be viewed as learning unbiased representations from a
privacy-preserving standpoint. In a similar vein, Y. Li
et al. (2018) proposed ADV, a GAN-based approach
that enhances the robustness and privacy of neural
representations. This method was applied to tasks like
part-of-speech tagging and sentiment analysis. Similar
to Ganin et al. (2016), ADV trains a discriminator
model concurrently with the standard supervised model.
However, it cannot completely eliminate performance
disparities for author characteristics that have a more
substantial impact on differential model performance
across user groups. In contrast, our method can
bridge performance gaps while maintaining a certain
privacy budget. In another work, Coavoux et al.
(2018) introduced the multidetasking (M-Detask.) and
adversarial generation (A-Gener.) methods. These
approaches train a new classifier from scratch to evaluate
privacy once the parameters of the main model are fixed.
In comparison, our approach, based on GAN, treats the

adversary as the adversarial network. Our methods offer
greater scalability and imperceptibility compared to the
aforementioned works (Coavoux et al., 2018; Y. Liet al.,
2018). Additionally, in our experimental setting, we
explore both adversarial classification and adversarial
generation instead of a single adversary, regardless of
whether it is trainable after fixing the main classifier.

5. Conclusion

In this paper, we studied the defense strategies against
adversarial attacks for Natural Language Processing
(NLP) in the context of privacy protection. We treated
two defenses as optimal attacks of an adversary’s
objective because both methods optimally modify
a subpopulation of the neural representations that
are subject to maximally decreasing the adversary’s
ability. Based on two types of adversarial attacks,
i.e., adversarial classification and adversarial generation,
we correspondingly proposed two defenses: defending
the adversarial classification (DAC) and defending the
adversarial generation (DAG). We then showed that both
DAC and DAG approaches improve the performance of
the main text classifier, and achieve even higher privacy
of hidden representations comparing with the current
state-of-the-art methods (Coavoux et al., 2018; Y. Li
et al., 2018). As an example, on the Blog Posts dataset,
the best accuracy for DAG(10%) increases 6.6%, and
the best privacy preserving ability increases 22.3% for
age attribute compared to the baseline model without
defense.
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