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Abstract 

Artificial Intelligence (AI) holds great promise for 
transforming patient care, yet its integration often 
neglects the lived experiences of patients. This paper 
explores how AI can be responsibly applied to support 
patient-centered care across the patient journey. 
Drawing on twelve expert interviews with researchers 
and practitioners from the fields of AI and healthcare, 
we identify both critical potentials and challenges of AI 
deployment across care phases – as from symptom 
awareness to aftercare. Findings reveal three 
foundational pillars – Technology, Humanity, and 
Environment (THE) – that frame responsible AI use. 
Results emphasize the importance of explainability, 
human-in-the-loop systems, inclusive design, and 
institutional alignment. We develop a conceptual 
framework that maps context-specific AI applications 
along the patient journey and derive guiding principles 
for their responsible use. The study contributes by 
complementing socio-technical perspectives with 
relational and ethical dimensions, and offers practical 
orientation for aligning AI deployment with clinical 
realities and infrastructural constraints in healthcare. 

 
Keywords: Artificial Intelligence, Patient Journey, 
Patient-centered Care, Responsibility, Digital Health 

1. Introduction  

Artificial Intelligence (AI) is reshaping numerous 
domains by enabling new levels of automation, 
prediction, and personalization. In healthcare, AI is 
often celebrated for its potential to optimize diagnostics, 
treatment planning, and operational efficiency. These 
promises unfold against a backdrop of mounting 
structural pressures: demographic change, workforce 
shortages, and the growing complexity of care challenge 
healthcare systems worldwide, particularly in 
industrialized countries (Bombard et al., 2018). 
Simultaneously, digital transformation creates new 
demands and opportunities for care delivery, including 
data-driven insights, streamlined documentation, and 

real-time decision support (Sunyaev et al., 2024; Tiwari 
& Waoo, 2024). 

Yet, these developments also raise concerns. AI 
systems often suffer from limited interoperability, 
insufficient data quality, and a lack of transparency in 
algorithmic decision-making (Sharma et al., 2023; 
Tiwari & Waoo, 2024). While efficiency remains a 
dominant goal of reforms in the health sector, relational 
and humanistic aspects of care, such as empathy, 
communication, and shared decision-making, risk being 
deprioritized (McCarthy et al., 2016; Sauerbrei et al., 
2023). Moreover, the increasing deployment of AI in 
health contexts frequently overlooks the patient's 
perspective. As past studies pointed out, insufficient 
integration of patients during the design and 
implementation of Information Systems (IS) – and by 
extension – AI may compromise trust, acceptance, and 
ultimately healthcare outcomes (Cassidy et al., 2024; 
Simonse et al., 2019). 

This tension is particularly evident when examining 
how AI is embedded across the patient journey, the 
continuum of experiences that patients undergo from 
symptom awareness through treatment and aftercare. 
While the IS field has made significant contributions to 
the technical enablement of healthcare, its predominant 
focus remains on institutional efficiency and provider-
centric systems (Maschewski & Lemmer, 2023). 
Patients, despite being the only actors present across all 
phases of their care journey, are still rarely 
conceptualized as primary users of digital health 
technologies (Bombard et al., 2018; Maschewski & 
Lemmer, 2023). 

In response, frameworks such as patient-centered 
care and patient journey mapping offer promising lenses 
to reorient digital innovation toward the lived 
experience of patients. Patient-centered care emphasizes 
individualized treatment, emotional support, and shared 
decision-making as key components of quality care 
(Sauerbrei et al., 2023). The patient journey, in turn, 
provides a structural and experiential view on how 
patients interact with a fragmented ecosystem of 
providers, systems, and infrastructures (Borycki et al., 
2020; Gualandi et al., 2021). Integrating AI into this 
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complex landscape thus requires a nuanced 
understanding of both technological affordances and 
socio-organizational dynamics. 

Despite the growing interest in responsible AI, 
existing research still lacks empirical insights into how 
AI can be designed and implemented to genuinely 
support patient-centered care across different journey 
phases. This paper addresses this gap by focusing on the 
intersection of AI, patient journeys, and responsible 
innovation in healthcare. Drawing on twelve expert 
interviews with professionals at the nexus of AI and 
health, we examine how AI can be responsibly 
employed to enhance patient-centered healthcare and 
what conditions are required to ensure successful 
integration. 

2. Theoretical Background 

The increasing integration of Artificial Intelligence 
(AI) in healthcare represents both a driver of digital 
transformation and a challenge for patient-centered care 
delivery. AI is a multidisciplinary field rooted in 
computer science that aims to equip machines with 
capabilities typically associated with human cognition 
and behavior (Tiwari & Waoo, 2024). Through data, 
algorithms, and computing power, AI systems support 
functions such as language understanding, visual 
perception, problem-solving, and decision-making. 
Subfields such as Machine Learning (ML), Deep 
Learning (DL), and Generative AI (GenAI) are already 
applied in clinical and administrative contexts (Meyer et 
al., 2024; Sehrawat, 2023). 

ML techniques enable pattern recognition in large 
datasets and support diagnostic and prognostic decisions 
(Rani et al., 2024). DL models are particularly effective 
for processing high-dimensional data such as medical 
imaging (Meyer et al., 2024). GenAI allows for the 
generation of synthetic data and clinical texts. Large 
Language Models (LLMs), for instance, are 
increasingly used for summarizing records, assisting 
documentation, and enabling conversational interfaces. 
While these systems promise enhanced communication 
and workflow efficiency, they also raise concerns 
around reliability, data protection, and epistemic 
validity (Rani et al., 2024). 

Due to their complexity, such models require 
Explainable AI (XAI) to ensure transparency in 
decision-making. XAI techniques like SHAP and LIME 
help stakeholders understand which features drive 
algorithmic outputs – especially relevant in high-stakes 
contexts like diagnosis and treatment planning (Bertl et 
al., 2025; Mehta et al., 2023). 

In parallel, healthcare is shifting toward more 
individualized, data-driven care models. Patient-
centered care emphasizes shared decision-making, 

empathy, and the alignment of medical services with 
patients’ needs and values (Sauerbrei et al., 2023). 
However, the concept remains context-dependent and 
difficult to operationalize (Maschewski & Lemmer, 
2023; Sunyaev et al., 2024). We conceptualize it as the 
ongoing alignment between clinical actions, digital 
support structures, and evolving patient needs. 
Complementing this conceptualization, the Picker 
Principles of Person-Centred Care articulate key 
experiential dimensions, such as respect, emotional 
support, and coordination, that help to specify what it 
means for care to be truly centered around patients’ 
values and needs (Picker Institute Europe, 2025). 

The patient journey offers a structuring lens for this 
alignment, encompassing phases from symptom 
awareness and diagnosis to treatment and aftercare 
(Simonse et al., 2019). These journeys typically span 
multiple providers and infrastructures, often resulting in 
fragmentation, administrative burden, and coordination 
issues (Borycki et al., 2020; Gualandi et al., 2021; 
Maschewski & Lemmer, 2023). 

AI offers considerable potential to improve care 
across these phases: real-time analytics and decision 
support may enhance diagnostics and personalize 
treatment (Meyer et al., 2024; Rani et al., 2024); 
wearables, chatbots, and virtual agents support early 
detection and patient engagement (Sehrawat, 2023; 
Sunyaev et al., 2024). Automation of documentation 
and scheduling can relieve staff and improve continuity 
of care (Sauerbrei et al., 2023). However, AI must be 
embedded in ways that preserve trust, agency, and 
accountability. 

Design Science Research (DSR) provides a 
methodological foundation for building and evaluating 
such AI-enabled care artifacts (Hevner et al., 2004). In 
high-stakes domains like healthcare, responsible DSR 
incorporates ethical principles such as public interest, 
transparency, and fairness (Monson, 2020; Myers & 
Venable, 2014). 

Yet, responsible AI use is far from trivial. It 
requires participatory design and continuous 
stakeholder involvement, including clinicians and 
patients (Cassidy et al., 2024; Sehrawat, 2023). The 
“human-in-the-loop” paradigm remains essential for 
clinical oversight, particularly in complex or uncertain 
cases (Grønsund & Aanestad, 2020). Regulatory 
frameworks such as the EU AI Act and Medical Device 
Regulation (MDR) demand transparency, 
documentation, and performance monitoring for high-
risk applications (Bertl et al., 2025). 

Ethical implementation must also address data 
protection, algorithmic bias, and inclusion, while 
supporting shared decision-making (Bertl et al., 2025; 
Sun & Medaglia, 2019; Sunyaev et al., 2024). These 
requirements are often in tension – for example, fairness 
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may require extensive datasets, potentially conflicting 
with privacy, while transparency can reduce model 
performance. 

From an IS perspective, these tensions illustrate that 
responsible AI is not merely a matter of technical 
design, but also of infrastructural embedding and 
governance. Understanding how AI systems interact 
with organizational routines and institutional logics is 
key for enabling digital, patient-centered transformation 
(Maschewski & Lemmer, 2023). 

Thus, AI integration unfolds in a field of tension 
between technological potential, patient needs, and 
systemic constraints. Addressing this requires nuanced 
understanding of both technological and socio-
organizational dynamics (Halvorsrud et al., 2019; 
McCarthy et al., 2016). 

These considerations inform our research interest 
and lead to the following research questions: 

RQ1: How can Artificial Intelligence be 
responsibly implemented across the patient journey 
to support patient-centered care? 
RQ2: What challenges and mitigation strategies 
must be considered to ensure responsible AI use 
across the phases of the patient journey? 

3. Method 

To explore how AI can be responsibly employed to 
optimize patient-centered care along the patient journey, 
we adopted a qualitative, interpretive research design, as 
the first step of the application of the DSR process as 
part of the overall study. This approach is well-suited to 
investigating emerging technologies in complex socio-
technical environments such as healthcare. Specifically, 
we investigated (1) which opportunities and challenges 
experts perceive across different phases of the patient 
journey, and (2) which mechanisms and conditions they 
consider essential for responsible AI integration as part 
of the design science research process (Hevner et al., 
2004; Monson, 2020; Myers & Venable, 2014). 
Thereby, we used Patient Journey Mapping (Halvorsrud 
et al., 2019; McCarthy et al., 2016; Simonse et al., 2019) 
both as a conceptual frame and as a structuring lens. 
Patient Journey Mapping informed the design of the 
interview guide as well as the coding structure by 
mapping insights to three core phases of the patient 
journey: pre-hospital, in-hospital, and post-hospital. 

We recruited twelve professionals working in 
science at the intersection of AI and healthcare. 
Interviewees were selected based on their experience in 
medical AI research, clinical implementation, or digital 
health strategy, ensuring both technical and practice-
oriented perspectives. Recruitment was conducted 
through purposive sampling, complemented by 
snowball sampling to identify further qualified 

participants. Interviewees were between 24 and 48 years 
old, with an average age of approx. 33. Further 
information about our participants is display in Table 1. 
The interviewed experts offer valid perspectives on 
patient-centered challenges due to their hybrid roles at 
the intersection of clinical care, technological 
development, and health system governance. Their 
insights reflect accumulated experience in designing, 
implementing, and evaluating digital health 
innovations. In the spirit of early-stage Design Science 
Research, their perspectives serve as informed proxies 
to identify socio-technical design requirements and 
contextual barriers for responsible AI integration across 
the patient journey. 

Table 1. Sample Overview 

Gender, Age Position 
1. M, 30 Research associate for AI in radiology 
2. M, 24 Research associate for AI in medicine 
3. M, 28 Physician and research associate in 

applied medical informatics 
4. M, 32 Research associate in medical 

informatics 
5. M, 48 Director of an Institute for AI for 

Health 
6. F, 30 Head of a research group for 

Knowledge Integration in Precision 
Medicine 

7. M, 29 Research associate in an AI in 
Medicine Lab 

8. M, 28 Pediatric physician and scientist 
9. M, 36 Research associate in AI for medical 

image and signal processing 
10. M, 44 Research group leader in 

photoacoustic imaging 
11. M, 34 Research associate in digital health 
12. M, 30 Team lead for Healthcare Strategy 

and Innovation 
The interviews were carried out via Microsoft 

Teams between January and April 2025, each lasting 
approximately 45 to 75 minutes. All interviews were 
audio-recorded, and automatic transcripts were 
generated using the integrated transcription feature. 
Transcripts were subsequently checked for accuracy and 
manually corrected. All interviews were conducted in 
German and later translated into English for coding, 
analysis and publishing. Direct quotes were translated 
verbatim, preserving their original meaning and 
linguistic nuances. 

The semi-structured interview protocol was 
developed based on prior literature and consisted of four 
thematic blocks: (1) AI applications in healthcare, (2) 
AI’s role in enhancing patient-centered care, (3) 
opportunities and challenges along the patient journey, 
and (4) responsible AI adoption. Interview questions 
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were piloted with two academic medical experts and 
iteratively refined. Examples of guiding questions 
include: “Which AI applications do you currently see in 
clinical care?” and “How do you assess the role of AI in 
supporting patient autonomy and involvement?” 

The interview data were analyzed in MAXQDA 
using the Gioia methodology (Gioia et al., 2013), which 
facilitates the development of grounded theoretical 
constructs and allows for the structured and rigorous 
development of inductive concepts, particularly in 
contexts characterized by organizational and 
technological ambiguity. To ensure methodological 
rigor, we followed established qualitative research 
practices like described by Corbin & Strauss (1990), 
including triangulation of sources, member checking for 
interpretive validity, and iterative refinement of the 
coding schema. Discrepancies in coding were discussed 
among the authors and resolved through consensus. 
Data saturation was monitored throughout the process 
and deemed reached after twelve interviews. This 
assessment was based on continuous comparative 
analysis during coding, where the last two interviews 
did not yield any new second-order themes or challenge 
existing category structures. 

This study represents the first iteration within a 
broader Design Science Research (DSR) process, 
focusing on problem identification and conceptual 
framework development. While evaluation is not 

included in the present paper, we envision follow-up 
studies that empirically validate the THE framework 
through structured feedback from both experts and 
patients. Possible formats include focus groups, co-
evaluation workshops, and pilot studies in clinical 
settings. Such iterative refinement will help assess the 
framework’s applicability, usability, and perceived 
value in real-world contexts, aligning with the 
evaluative principles of DSR (Hevner et al., 2004). 

4. Findings 

4.1. Unpacking Challenges, Potentials and 
Responsible Design for AI in Patient Journeys 

The resulting data structure as  displayed in 
Figure 1 revealed three aggregate dimensions: (1) 
Challenges for meaningful AI in Healthcare, (2) 
Potentials and Practical Applications of AI in 
Healthcare, and (3) Responsible Design of AI in 
Healthcare. These dimensions represent central themes 
raised by our interviewees and structure the empirical 
foundation for our later discussions. 

Challenges for Meaningful AI in Healthcare. A 
major concern expressed by interviewees relates to 
entrenched structural barriers and the fragmented nature 
of digitalization in the healthcare system. These 
systemic inefficiencies hamper interoperability and 

Figure 1. Data Structure following Gioia et al. (2013) for our research 
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hinder the adoption of AI solutions. As one participant 
stated: 

“We are currently dealing with extremely 
fragmented digitalization in healthcare.” – 
Interview 11 

This resonates with prior research highlighting the 
heterogeneity and lack of integration across healthcare 
IT infrastructures (Borycki et al., 2020; Maschewski & 
Lemmer, 2023). 

On the technological level, a core challenge lies in 
the quality and representativeness of available training 
data. Several experts cautioned that current datasets are 
often biased or insufficient, leading to unreliable AI 
outputs. These concerns reflect findings from Bertl et al. 
(2025), who emphasize the risks of bias and 
underrepresentation in training data, especially in high-
stakes domains such as healthcare. 

Moreover, despite the normative commitment to 
patient-centeredness in healthcare policy and ethics, 
many interviewees pointed out that real-world 
implementations fall short. AI tools often reproduce 
average-case scenarios and are not designed to 
accommodate patients with lower digital literacy or 
limited access to technology. This finding echoes 
broader critiques of digital health equity and the need 
for inclusive system design (Bombard et al., 2018; 
Cassidy et al., 2024; Monson, 2020). 

Potentials and Practical Applications of AI in 
Healthcare. Despite these barriers, participants 
emphasized a range of practical applications where AI 
can substantially support healthcare delivery. In 
particular, AI was described as enhancing patient 
communication and contributing to a more continuous, 
responsive care experience. One interviewee described 
a chatbot-enabled intake process: 

“Vital parameters for the anamnesis are collected 
directly from the patient, who interacts with an 
avatar. This conversation is, of course, AI-driven 
using a chatbot. Patients respond very positively to 
this.” – Interview 12 
Such uses of conversational AI can support patient 

engagement across multiple touchpoints in the patient 
journey (Cassidy et al., 2024). 

On the provider side, AI enables early risk 
identification and proactive resource planning. Several 
experts highlighted predictive analytics as a promising 
field. This points to the potential of AI to enhance 
operational efficiency and continuity of care, a finding 
that aligns with recent research on AI in acute care 
settings (Meyer et al., 2024). 

These examples suggest that AI's potential lies not 
only in high-end diagnostics but also in relieving 
personnel from administrative burdens, thus allowing 
for more patient-facing time, a critical component of 
patient-centered care (Sauerbrei et al., 2023). 

Responsible Design of AI in Healthcare. Finally, 
the interviews shed light on conditions for the 
responsible design and governance of AI applications in 
the healthcare context. Experts emphasized that 
technical performance metrics are necessary but 
insufficient to capture real-world requirements. This 
supports recent calls from the literature to go beyond 
classical machine learning metrics and develop 
multidimensional evaluation frameworks that address 
explainability, trust, and clinical applicability (Mehta et 
al., 2023; Sharma et al., 2023). 

The need for robust legal and ethical governance 
emerged as a recurring theme. Interviewees widely 
agreed that fully autonomous AI is not feasible or 
desirable in the current regulatory environment. 

“I don’t see AI making independent decisions under 
the current regulatory frameworks, nor do I believe 
that would be a sensible direction.” – Interview 12 

This reflects broader regulatory trends such as the EU 
AI Act and the MDR, which mandate traceability, 
accountability, and oversight mechanisms for high-risk 
applications (Bertl et al., 2025). Accordingly, the 
integration of AI into healthcare should follow a human-
in-the-loop (HITL) principle, in which medical 
professionals remain actively involved in decision-
making. Several experts emphasized that this form of 
shared agency is not only a legal safeguard but also 
essential for building trust and ensuring clinical 
responsibility in complex, uncertain, or ethically 
sensitive cases aligning with findings by Grønsund and 
Aanestad (2020). 

Moreover, responsible AI design was described as 
an interdisciplinary endeavor. The integration of 
perspectives from medicine, data science, ethics, law, 
and patient advocacy was seen as key to identifying 
blind spots and negotiating trade-offs. This aligns with 
participatory design principles and the increasing 
demand for co-creation in digital health innovation 
(Cassidy et al., 2024; Sun & Medaglia, 2019). 

Taken together, the interviews provide a 
multifaceted view on the challenges, opportunities, and 
design considerations that shape the implementation of 
AI in patient-centered care. These insights form the 
empirical foundation for the next section, where we 
develop a structured, theoretically grounded framework 
to understand how AI can be responsibly embedded 
along the phases of the patient journey. 

4.2. Towards a Structured Understanding 
of AI in the Patient Journey 

While the previous section identified recurring 
themes and aggregate dimensions in expert assessments 
of AI use in patient care, we now take a step further to 
introduce a structured model that enables a holistic 
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reflection on AI integration along the patient journey. 
Based on our data, we propose that each potential use 
case of AI in healthcare can, and should, be analyzed 
through three distinct but interrelated lenses: (1) its 
potential to enhance patient-centeredness, (2) the 
responsibilities it implies, and (3) the practical 
challenges to implementation. Figure 2 (upper part) 
illustrates this through exemplary activities that might 
occur along a patient’s journey, e.g. for the activity of 
remote monitoring via AI in the "Aftercare & 
Monitoring" phase. From a patient-centeredness 
perspective, AI-supported tracking of cardiac indicators 
enables personalized feedback and early alerts, which 
can foster engagement and reassurance. From a 
responsibility standpoint, such monitoring must not 
replace clinical oversight or diminish access to human 
interpretation. The challenge lens highlights issues such 
as weakened patient-provider relationships, unreliable 
or inconsistent sensor data, and a lack of interoperability 
standards that hinder data exchange across care settings. 
These insights illustrate the multidimensional 
considerations required for assessing AI use cases along 
the patient journey. 

This model is both analytical and action-oriented: it 
allows researchers and practitioners to systematically 
explore whether and how a proposed AI use case aligns 
with core values of healthcare, meets ethical and legal 
standards, and is technically and institutionally viable. 

Potential for Increased Patient-Centeredness. 
Many interviewees saw opportunities for AI to 
contribute to more individualized, responsive, and 
engaging care. AI was described as having the capacity 
to reduce access barriers, personalize diagnostics and 
treatment pathways, and enhance communication. 
These expectations resonate with established 
understandings of patient-centeredness as outlined by 
Tiwari and Waoo (2024), who emphasize the 
importance of care that is tailored to the needs, 
preferences, and lived experience of patients. 

The potential for AI to support early detection and 
individualized diagnostics was highlighted repeatedly. 
As one expert stated: 

“In dermatology, I see significant progress – people 
can take photos of skin anomalies, and the 
computer can already tell quite accurately whether 
it is just a mole.” – Interview 10 

Others focused on AI’s ability to improve care 
coordination and responsiveness to changing patient 
needs, e.g. by automatically notifying waitlist patients if 
an appointment gets canceled. This example illustrates 
how AI is seen as a means to provide low-threshold, 
real-time, and individually meaningful interactions, 
potentially empowering patients and reducing the 
friction between need and access. However, participants 
also emphasized that these potentials are not automatic: 

they require careful alignment of technical functionality 
with human-centered design (Hevner et al., 2004; Myers 
& Venable, 2014). 

Responsibility Considerations. Alongside the 
benefits of AI, many participants raised critical 
questions about who remains responsible when AI 
influences or supports medical decisions. These 
concerns were particularly salient in contexts involving 
diagnosis, triage, or treatment recommendations. In line 
with Sauerbrei et al. (2023), our findings show that the 
redistribution of agency between system, physician, and 
patient can become a source of ambiguity and concern, 
particularly when roles and expectations are not clearly 
defined or communicated. One interviewee remarked: 

“The challenge is that no one really feels 
responsible anymore. The developers refer to the 
users, the doctors to the tool, and the patients don’t 
know who to trust.” – Interview 8 

This quote encapsulates the tension between technical 
decision support and institutional accountability. It was 
also echoed by others who insisted that human judgment 
must not be displaced by algorithmic output. 
Responsibility, in this sense, was not reduced to legal 
liability but understood more broadly: as transparency 
in logic, clarity in roles, and trust in outcomes. These 
reflections highlight that the ethical implications of AI 
are deeply intertwined with system architecture and 
organizational culture. 

Implementation Challenges. The third analytical 
lens concerns the practical barriers that limit AI 
adoption in healthcare environments. These include not 
only technical challenges, such as insufficient 
interoperability, but also human and organizational 
factors like limited digital competencies, staff 
resistance, and policy fragmentation. Our findings 
strongly align with the barriers identified by Sunyaev et 
al. (2024), who point out that healthcare AI is embedded 
in highly regulated, resource-constrained, and complex 
ecosystems. Participants described infrastructural 
hurdles vividly. One noted: 

“The technical infrastructure is the main barrier. 
There are simply too many disconnected systems.” 
– Interview 7 

Others referred to the importance of user adoption and 
training as important prerequisite for successful 
implementation. These remarks illustrate that even the 
most sophisticated AI tools are of limited value if they 
are not trusted, understood, and supported by their 
intended users. Successful implementation and use thus 
requires not only robust technology, but also investment 
in training, interdisciplinary collaboration, and 
governance structures that promote adoption and 
feedback. 

Taken together, these three analytical perspectives 
allow us to evaluate AI applications in healthcare 
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beyond narrow definitions of performance or utility. 
They provide a richer understanding of how AI can 
enhance patient-centered care, what responsibilities it 
entails, and which structural factors shape its adoption. 
In the following section, we build on this model and 
synthesize cross-cutting design requirements into three 
foundational dimensions, Technology, Humanity, and 
Environment, that serve to guide responsible AI 
development across the patient journey. 

5. Model Development: THE Pillars for 
Responsible AI Integration along the 
Patient Journey 

Our empirical findings reveal that the responsible 
integration of AI into patient-centered healthcare cannot 
be understood through a purely technological or clinical 
lens. Rather, it unfolds, as illustrated in Figure 2 for the 
exemplary activities along the patient journey, in across 
three interdependent dimensions that we term the THE-
Pillars: Technology, Humanity, and Environment. 
These pillars emerged inductively from our interviews 
and provide a robust interpretive structure for 
understanding the conditions under which AI can 
meaningfully support patient journeys. 

Technology: Building Explainable, 
Interoperable, and Safe Systems 

The first pillar encompasses the technical 
prerequisites for implementing AI in healthcare 
contexts. Interviewees repeatedly emphasized the 
fragmented IT infrastructure in hospitals as a 
fundamental barrier. A lack of interoperability severely 
constrains the integration of AI into workflows and 
highlights the need for platform-level solutions. 

Another central issue is the quality and 
representativity of training data. Multiple experts 
warned against overfitting AI models to narrow, non-
representative clinical datasets. This was closely linked 
to concerns about bias, particularly regarding 
underserved or underrepresented populations. 

Furthermore, explainability (XAI) and human-in-
the-loop (HitL) mechanisms were seen as key design 
principles for building trust and ensuring safety. 
Participants stressed that clinicians must understand and 
verify AI recommendations. These findings underscore 
that AI design in healthcare must balance performance 
with transparency and control. 

Finally, several interviewees linked AI to increased 
efficiency, especially through time savings and decision 
support. However, this was framed not as an end in 
itself, but as a way to free up capacity for high-value, 
relational care, a bridge to the second pillar. 

Humanity: Trust, Empowerment, and the 
Preservation of Human Connection 

The second pillar addresses the social and 
interpersonal dimensions of AI use in healthcare. The 
interviews revealed that trust and acceptance are 
essential for both professionals and patients to engage 
meaningfully with AI. Trust was seen as contingent 
upon transparency, but also upon the availability of 
education and training. Several experts called for 
targeted training programs to raise digital health literacy 
among clinical staff and patients alike. 

Importantly, AI was not seen as replacing human 
care, but as complementing it. Interviewees emphasized 
that empathy, communication, and emotional presence 
remain central to high-quality care. This aligns with 
broader concerns in the literature about the 
dehumanization of care through automation. 

Figure 2. Exemplary AI Implementation along the Patient Journey 
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A particularly interesting insight was that AI could 
re-humanize care, if implemented correctly. By 
automating routine tasks or triage decisions, clinicians 
might gain more time for meaningful interactions. Thus, 
technology can become a tool for re-centering humanity 
in healthcare, if trust, training, and values are upheld. 
Environment: Regulation, Institutional Logics, and 
Structural Constraints 

The third pillar captures the institutional and 
systemic context in which AI operates. Unlike in 
consumer industries, AI in healthcare is embedded in a 
heavily regulated, ethically sensitive, and resource-
constrained environment. Environmental conditions 
thereby are not static but vary across health systems and 
provider settings. For instance, reimbursement schemes 
such as fee-for-service models may disincentivize AI 
tools that aim to reduce unnecessary procedures, while 
value-based care models can encourage their uptake. 
Similarly, interpretations of data protection regulations 
like the GDPR differ across institutions and countries, 
shaping what types of AI-supported services are 
considered legally permissible or too risky to pursue. 
Such institutional variability influences both the 
technical design space and the organizational 
willingness to adopt patient-centered AI solutions. For 
instance, Interviewees pointed to medical device laws, 
data protection regulations and AI liability issues as 
critical constraints. 

Another dominant theme was the logic of 
reimbursement and financing. The economic rationale 
behind whether a technology is adopted plays a pivotal 
role as e.g. for reimbursement insurers need extensive 
justification of necessity and success. 

Several participants also highlighted the path 
dependency and fragmentation of the health system: 
siloed responsibilities, unclear ownership of digital 
initiatives, and a lack of long-term innovation strategy. 

Finally, the sociopolitical context, including the 
demographic shift toward an aging population and the 
digital divide, was seen as a major influence on how AI 
should be designed and deployed. Interviewees 
emphasized that access, equity, and inclusion must be 
core values guiding implementation efforts. 

To demonstrate how normative considerations can 
inform design and implementation decisions, THE 
Pillars can be illustrated by revisiting the case of remote 
monitoring during the aftercare phase (Figure 2). From 
a Technology perspective, successful implementation 
depends on secure data integration, robust sensor 
infrastructure, and interoperable systems. The 
Humanity pillar becomes salient in maintaining trustful 
relationships and ensuring that AI outputs are embedded 
in meaningful patient-provider interactions. The 
Environment pillar emphasizes the need for care 
coordination across institutional boundaries, ensuring 

that AI-generated alerts from remote monitoring are 
meaningfully integrated into clinical follow-up and 
shared responsibilities. This illustrates how the THE 
Pillars for Responsible AI Integration along the Patient 
Journey enable a situated assessment of AI interventions 
that considers not only technical feasibility, but also 
relational and systemic readiness. 

6. Discussion 

This study set out to explore how AI can be 
responsibly implemented to support patient-centered 
care across the different phases of the patient journey 
(RQ1), and what challenges and mitigation strategies 
must be considered to enable such responsible use 
(RQ2). Our findings show that responsible AI 
integration in healthcare is a multi-level endeavor 
spanning multiple dimensions, which consistently 
emerged from our empirical material and informed the 
development of the three THE Pillars: Technology, 
Humanity, and Environment. 

In response to RQ1, our findings reveal that AI can 
support patient-centeredness by enabling 
personalization, improving access, and enhancing 
shared decision-making – but only if design and 
implementation explicitly consider the sociotechnical 
and relational realities of care. As our exemplary Patient 
Journey (Figure 2) illustrates, meaningful AI use 
depends on three factors: its potential to enhance 
patient-centered care, the responsibility of its 
implementation, and its real-world feasibility. This 
triangulated view enabled a nuanced understanding of 
where and how AI can support care without 
undermining values such as autonomy, empathy, or 
clinical oversight. 

Regarding RQ2, the interviews highlighted (1) 
barriers such as poor infrastructure, fragmented 
responsibilities, and low digital literacy that impede 
responsible AI adoption. Yet these challenges are not 
insurmountable. Across all phases of the journey, we 
identified (2) mitigation strategies such as 
explainability, human-in-the-loop design, inclusive 
training, and transparent governance. These informed 
the derivation of the THE Pillars, which synthesize 
success conditions for responsible AI. First, at the 
technological level (T-Pillar), AI must be explainable, 
interoperable, and safe – including reliable 
performance, transparent logic, and seamless 
integration into clinical infrastructures. Second, at the 
human level (H-Pillar), success depends on trust, 
empowerment, and preserving meaningful human 
interaction. AI should support – not replace – the 
relational core of care. Third, at the environmental level 
(E-Pillar), structural enablers such as regulation, 
financing, and institutional alignment are key to long-
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term, sustainable adoption. Revisiting our research 
questions through these findings, we show that 
responsible AI is not a single-point intervention, but a 
systemic, value-sensitive process that unfolds across the 
entire patient journey. 

This study advances theoretical understanding at 
the intersection of IS and healthcare by examining how 
AI can be responsibly embedded to support patient-
centered care across diverse settings. Based on the 
inductively derived framework of THE Pillars for 
Responsible AI Integration along the Patient Journey – 
Technology, Humanity, and Environment – we 
contribute to current debates on responsible AI by 
offering a phase-spanning yet flexible lens. Rather than 
prescribing technologies for each stage, the Pillars 
describe conditions under which AI fosters trust, clinical 
relevance, and alignment with patient needs. 

Our findings add nuance to the growing body of 
patient-centric digital health research (Bombard et al., 
2018; Maschewski & Lemmer, 2023) by showing that 
innovation alone does not ensure better outcomes. AI’s 
value depends on its embedding in relational, 
organizational, and ethical structures. Concepts such as 
explainability or human-in-the-loop require 
implementation practices that reflect institutional 
complexity, data quality, and stakeholder readiness. 

THE Pillars align with and extend established IS 
frameworks. The TOE framework (Tornatzky & 
Fleischer, 1990) highlights technical capabilities, 
organizational readiness, and environmental pressures 
as adoption factors. Yet it remains implementation-
focused and lacks normative orientation toward values 
such as trust or empowerment. HOT-Fit (Yusof et al., 
2008) includes human, organizational, and 
technological dimensions but emphasizes system use 
over relational dynamics, emotional labor, or patient-
clinician interaction. Neither framework accounts for 
the temporal nature of care – a gap our model addresses 
by mapping AI integration across the patient journey. 

THE Pillars reframe these categories through the 
lens of longitudinal care, combining technological 
infrastructure, human experience, and environmental 
context. They move beyond static adoption by offering 
both an interpretive and design-oriented guide for 
embedding responsible, patient-centered AI. As such, 
they support retrospective analysis and forward-looking 
intervention design for meaningful AI use in healthcare. 

For practitioners, the study offers three key 
implications. First, AI deployment should begin with 
critical reflection on context-specific needs – not 
technical potential alone. Practitioners must assess not 
only accuracy, but also usability, interpretability, and 
ethical soundness in real-world settings. Second, 
successful implementation depends on cross-functional 
collaboration – including clinicians, data scientists, 

ethicists, and patients – to shape trustworthy, clinically 
aligned AI solutions. Third, organizations should not 
view AI as a one-off solution, but as an evolving 
capability requiring ongoing governance, monitoring, 
and adaptation to shifting needs and regulations. 

The framework serves as an orientation point, 
indicating when and how AI might support patient-
centered care. The actual patient journey depends on 
individual needs and conditions and cannot be 
generalized. Accordingly, AI strategies must remain 
flexible, adaptable, and attentive to human values 
throughout the care process. 

7. Limitations & Future Research  

As with any qualitative study, this research is 
subject to limitations that offer fertile ground for future 
inquiry. Our findings are based on expert interviews 
with professionals at the interface of AI and healthcare. 
This perspective is highly relevant for understanding 
technical feasibility, organizational constraints, and 
systemic enablers of AI integration. However, it 
primarily reflects a structural and professional view of 
patient-centered care rather than patients’ lived 
experiences. Given the study’s normative focus on the 
patient journey, the absence of direct patient 
involvement limits the experiential grounding of the 
resulting framework. To address this limitation, future 
research should incorporate patient perspectives 
through participatory methods such as co-design 
workshops, patient-reported outcome studies, or 
deliberative formats. While our interview partners 
feature international experience, future research – 
particularly into patients’ lived experiences – should 
also explore how responsible AI use may differ across 
healthcare systems and cultural contexts. 

In particular, the conceptual integration of AI, 
patient-centered care, and the patient journey offers 
promising directions for advancing both research and 
practice. Future work should explore how AI systems 
can evolve from isolated applications into networked, 
context-aware companions that support individuals 
continuously, not only across single patient journeys, 
but throughout their lives. This vision requires 
interdisciplinary research that addresses not only 
specific use cases, but also the underlying 
infrastructural, regulatory, and design conditions for 
lifelong, trustworthy AI support. 

To move from concept to implementation, further 
studies should accompany the development, testing, and 
iterative refinement of concrete AI applications under 
real-world conditions, as the DSR approach provides 
further methodologies. By embedding ethical 
evaluations into the design process, DSR can create AI 
solutions that enhance patient outcomes while 
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upholding societal values, making it essential for 
responsible AI implementation in healthcare. 
Experimental case studies, as part of the DSR process, 
could illuminate how responsible AI systems can be 
embedded into clinical workflows while ensuring 
patient-centeredness, safety, and ethical alignment. 
Finally, future work should investigate how digital 
infrastructures can overcome limitations in 
interoperability and enable data exchange between 
heterogeneous systems across the healthcare continuum. 
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