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Abstract

Artificial intelligence (Al) promises businesses
superior decisions that outperform those of domain
experts. However, Al systems may fail on the ground
when they are not developed in collaboration with the
experts they seek to bypass. This raises the question of
how to manage the collaborative development of Al.
Building on a comparative field study, we reveal three
key challenges of collaborative Al development in the
area of consulting, hiring, and radiology. Based on
these findings, we derive guidelines for managers that
help them to facilitate the close engagement between
Al developers and experts.

Keywords: Al  development,  collaboration,
developers, domain experts, comparative field study

1. Collaboration between developers and
domain experts is essential for Al
development

Businesses increasingly rely on artificial
intelligence (Al) systems to improve decision-making
in critical areas such as hiring, medical diagnosis, and
credit scoring. In contrast to traditional information
systems that strongly relied on the input of domain
experts (Forsythe, 1993), current Al systems try to
keep experts “out of the loop” by learning from data
(Faraj et al., 2018). In this way, they promise
businesses faster, low-cost, and objective decisions
that overcome human errors and limitations (Raisch &
Krakowski, 2020; Zhang et al., 2020).

Although Al systems are associated with grand
promises, organizations are finding Al difficult to
implement, with enthusiasm for it cooling (Cross,
2020). Recent work suggests that one reason for such
difficulty is a lack of expert involvement, rendering Al
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systems ineffective and sometimes dangerously
misguided (e.g., Amershi et al., 2014; Holzinger,
2016). This work has emphasized the importance of
collaboration between developers and domain experts
during Al development to ensure that the Al system
remains relevant to the domain the system serves (van
den Broek et al., 2021).

Yet, it remains unclear how such collaborative
development of Al can be established and managed.
While some studies indicate a smooth collaboration
between developers and domain experts within
different phases of Al development resulting in a
successful continuation of the Al project (Kim &
Rezazade Mehrizi, 2022; van den Broek et al., 2021),
other studies point to struggles and power conflicts
(Anthony, 2018; Pachidi et al., 2021) endangering
successful engagement. In thinking about how to
foster collaboration between developers and domain
experts, we turn to the role of managers, who are
uniquely positioned to bridging information gaps
between these two actors and facilitate the
implementation of innovations (Birken et al., 2012).
Consequently, our research question is: How can
managers facilitate the collaborative development of
Al systems?

As explained in detail in the Appendix, we
address our research question by building on insights
from a comparative field study encompassing three
organizations developing supervised Al systems for
decision-making. This rich qualitative dataset allowed
us to explore different modes of collaboration between
developers and domain experts during Al
development which led to diverging outcomes. Based
on these insights, we uncover key challenges in
collaborative Al development and derive concrete
guidelines that can help managers to bridge the
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potential gap between developers and domain experts
and thus, facilitate a successful collaboration.

2. Overview of our cases

We explore the process of developing Al across
three cases: consulting, hiring, and radiology. All three
case organizations developed Al for decision-making
based on supervised learning (see Table 1 for an
overview).

Table 1. Overview cases

Humanlinc MultiCo Academic
Industry HR Consuming  Radiology
consultancy  goods
Application ~ Candidate Internal Tumor
area matching recruitment  detection and
segmentation
Type of Al Supervised Supervised Supervised
system learning learning learning
Aim of Al Support HR  Support Support
system consultants  recruiters and radiologists
senior
managers
Status Quo of Introduced In use Continued
Al system but failed support of

development

Our first organization Humanlinc (pseudonym) is
a large international HR consultancy with about
40,000 employees in more than 48 countries. The
company’s core business is finding and managing the
best possible worker for their clients’ HR needs
(referred to as matching). To enhance the matching
process, the organization launched an Al-based
recommender system in 2019. This system
recommends a list of the candidates for a specific job
position to HR consultants. The tool was developed in-
house and had the goal of enhancing the objectivity
and efficiency of the matching process.

The second organization, MultiCo (pseudonym)
is a large consumer goods company with over 200,000
employees in more than 50 countries. In 2018,
MultiCo launched an Al system to realize better hiring
decisions. The Al system was developed with the help
of an external Al provider, a small scale-up
organization with around 30 developers. The Al tool
relied on input from over 50 game- and video-based
assessments to predict job candidates’ “fit” with the
organization. These assessments promised to exclude
demographic characteristics, such as age, gender, and
nationality, and evaluate people’s personality traits
and skills instead. The third organization, Academic
(pseudonym) is a large academic medical center in the
Netherlands with around 8,800 employees and over

21,000 patients admitted per year. In 2019, Academic
launched an Al development project for
neuroradiology and the Ear, Nose, and Throat (ENT)
department, in collaboration with in-house biomedical
engineers. The project aimed to develop a deep
learning (DL) algorithm that can automatically
process brain MRI scans, segment, and measure the
volume of a rare benign tumor. The algorithm was
expected to lead to more efficient, consistent and
better-informed diagnosis, monitoring, and treatment
of the tumor.

3. Collaboration across cases

3.1. Case 1: Humaninc — Developers’ struggle
to collaborate with domain experts

Humanlnc began developing its Al system back
in 2018 to create an “objective” and more efficient
way of matching candidates to open job profiles. For
data collection, developers initially used interviews to
gain insights into HR consultants’ criteria to match
candidates with job vacancies. The rest of the data
used to train the model came from Humanlnc’s
database which included the number of people
matched for a specific position over time, work
experience data, and locations. Humanlinc trained and
tested the Al system throughout 2018 with a couple of
test sessions where HR consultants were asked to
evaluate certain candidates’ profiles recommended by
the Al system. Tests were mostly successful and the
first version was launched at the beginning of 2019.
However, the Al system had a brief use peak that
plunged only a few months later. The main reason was
that the model had been trained on incomplete and
irrelevant data that misaligned with the “real”
matching practices of consultants. For example,
consultants always used resumes to judge a candidate
and thus, only paid attention to profiles that had an
attached resume. The model, however, only
recommended candidates that had filled in an initial
profile form without differentiating between those
with and without an attached resume. It turned out that
consultants had forgotten to mention the important
role of resumes in evaluating the candidate’s profile.
This relevant part of the process was taken for granted
by the consultants as it was part of their tacit practices,
which also remained hidden from the developers
during the initial interviews. Moreover, consultants
were (over)promised that the tool would derive
relevant matches seamlessly, alleviating consultants’
heavy workload and letting them focus on more
valuable business tasks (e.g., contacting promising
candidates). As a result, consultants did not find the
recommendations useful because certain profiles
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missed resumes and not only stopped using the system,
but also started to distrust the Al project itself. As one
developer summarized: “The fact that we used limited
data was an issue, so we found from the [post-
implementation] interviews with the HR consultants
that basically the way they judged a talent is by
scanning the resume. But the resume wasn't even in the
model, so there was an obvious gap in how the
consultant judges talent versus the data that the model
uses for its recommendations.” (Interview, Developer)

The first iteration of the system failed because
developers” ways of collaborating with HR
consultants in the development process were
insufficient for grasping tacit patterns of the matching
process. To better integrate HR consultants’
knowledge, developers introduced intermediaries in
the second iteration. These intermediaries were in-
house user experience (UX) researchers and business
analysts that would collect tacit and explicit
knowledge from HR consultants. However, due to the
initial disappointment around the first iteration, HR
consultants were not motivated to engage in the
development process. As mentioned by a UX
researcher: “When [ started to interview the
consultants, they were like ‘no I don't use the Al system
at all!’. When I asked why, they said, ‘well because it
doesn't give good results’. And it was like OMG! So
painful. Or they said, ‘yeah, we only use it when it is
the last resource and we desperately need to search
for a match, then we would use it, but it takes a lot of
time to find someone in there’. So it is actually hard to
convince a user who has a bad experience to come
back to use the tool... And [at Humanlnc] the HR
consultant is the center of everything.” (Interview, UX
Researcher)

Including intermediaries distanced the developers
further from the HR consultants as they did not
directly interact anymore. As one developer stated
when asked about meeting with HR consultants: “/
think that | have more urgent or important things to
do. For example, putting this Al system into
production. ..If I don’t have any [improved] product
that they [HR consultants] are using, what’s the
benefit of having this direct contact?” (Interview,
Developer)

Consequently, the selective and controlled way of
involving HR consultants not only impeded the
development of an Al system that supported HR
consultants in the matching process, but also
jeopardized the overall collaboration. Ultimately,
higher management decided to stop developing the Al
system and focus on developing a simpler version that
would require less time and resources to implement.

3.2. Case 2: MultiCo — From excluding to
integrating domain experts

In 2017, MultiCo’s recruitment manager reached
out to an Al provider to support her team in making
better hiring decisions. The provider strongly
resonated with the team’s vision of reaching fair and
objective decisions by promising to evaluate “what’s
inside a person’s head, not what is on the outside”
(Website, Al provider). Specifically, the Al provider
offered a radically different approach to making hiring
decisions: rather than relying on recruiters’ judgment,
they used ML algorithms that predicted candidates’
suitability. The recruitment manager, who strongly
believed in the potential of Al to reduce subjectivity in
the hiring process, signed a contract with the Al
provider. From the start, she established herself as a
strong advocate of the Al project, with also her
performance appraisal being closely connected to its
successful design and use.

Initially, the developers aimed to develop the Al
system without the input of experts to avoid adding
subjectivity to the tool. To do so, they trained a model
on data of MultiCo’s existing employees, i.e., their
personal attributes and performance in the company.
The developers preferred linear models because of the
importance of explainability in recruitment: “Linear
models are easy to explain, that’s why we prefer them.
And legally it becomes important that you can explain
your model to someone. More complicated models,
such as ones based on neural networks, are impossible
to explain.” (Interview, Developer)

Using linear models allowed developers to offer
recruiters visibility in the relationships that the
algorithm had revealed. Yet, the developers were
hesitant about discussing the model with the recruiters
as they feared they would add their subjective criteria:
“You will always translate your bias into a system if
you design it manually [based on the criteria of
recruiters]. Instead, we need to focus on what makes
people actually deliver, which is the data-driven
approach.” (Interview, Developer)

However, along the way, they realized that
recruiters might add relevant insights to the model.
Specifically, when discussing the attributes that the
algorithm had identified as predictive and hence would
base hiring decisions on, the recruitment manager
disagreed with some of its insights. For instance, while
the algorithm had deemed certain cognitive skills as
non-predictive, she argued to include them to align
with the company's future aspirations. The CSO
reflected that recruiters, therefore, helped them to
overcome critical limitations of the Al system, such as
replicating the “status quo,” by adding a vision for the
future. Importantly, the model discussions also united
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developers and experts in their shared goal of
improving the hiring process: “I think the discussions
were actually good because it shows that they
[recruiters] understand where the business is and
where it needs to be. It shows that we are together on
a journey to improve hiring.” (Interview, CSO)

As a result, developers and recruiters began to
understand the development process as a collaborative
effort, in which both groups added unique,
complementary insights. The recruitment manager
formalized their engagement through bi-weekly
meetings in which both groups came together and
discussed issues and results around the Al system. For
example, the CSO would present the latest
relationships that the algorithm revealed and explain
its underlying logic to the recruitment team. In turn,
the recruiters would explain the human scoring
procedure and important selection criteria in practice.
These meetings were crucial for experts to understand
the system’s technical abilities and for developers to
understand the procedures and reasoning of experts.

In sum, both parties managed to develop a shared
vision around the Al system, in which the system was
considered a way to achieve the goal of objectivity and
fairness. Along the way, they learned about their
complementary abilities and agreed to incorporate
some domain expertise into the Al system. As a result
of these collaborative efforts, the Al system was
successfully implemented in 2018. Along the way, the
system was continuously promoted by the recruitment
manager and was eventually expanded to other regions
and functional areas in 2019.

3.3. Case 3: Academic — Harmonious
collaboration

The Al project began in 2019 as part of a hospital-
level initiative aimed at (re)structuring care pathways
to increase the value of care for patients. Hence, from
the beginning, it enjoyed strong managerial support,
legitimacy, and dedicated resources such as manpower
and GPUs. The project team comprised ten members:
two developers and eight clinicians (ENT surgeons,
radiologists, ENT PhDs, and technical physicians).
The strong academic environment in the team, with
nearly all team members holding a PhD degree, meant
that the development project was seen primarily as
scientific research. Both clinicians and developers
considered scientific research crucial for advancing
their careers and thus were enthusiastic about the
project from the beginning.

As the central venue for collaboration, they had
hour-long monthly meetings, in which developers and
clinicians examined preliminary training results and
decided what to do in the next round of training: what

kind of scans or data labels to add, for instance. Further
facilitating the collaboration was that the developers
had worked in-house for over a decade and thus had
sufficient understanding of the clinical work: “We've
worked in this setting a long time ago. So we do
understand the clinical aspects of it. We're not experts,
but I mean, we're used to multidisciplinary issues.”
(Interview, Developer)

The collaboration was understood to be
complementary, with clinicians providing an
important problem and developers providing a
technical solution to the problem. There was no focal
expert presumed to lead the process, but a rather clear
division of expertise with strong interdependence
between experts: “/A4 clinician] has some ideas that
come from her expertise and intuition that have been
formed for many years, but she couldn't quantify it.
(...) So, if she tells me her idea, then I can quantify it.
(...) [Clinicians] would ask, to do that, what do you
need? Because then this is completely outside their
domain because they don't know Al algorithms, they
don’t know training. Then I would say I need 100
patient data annotated.” (Interview, Developer)

Each time a round of training ended, developers
and clinicians gathered to examine the results and
prepare for the next training round. This way, both
parties were fully aware of how the model was
performing at a given moment and what concrete
design choices were made, including what data went
into the algorithm, and how and by whom such data
were generated. For example, when the earlier version
of the model generated false positives, the developers
requested scans without the tumor to make the model
less sensitive. However, this was challenging because
unlike scans with the tumor, scans without the tumor
are not systematically managed in the hospital. The
challenge was resolved when the radiologist, who has
the unique expertise of looking at scans across
pathologies, suggested using scans from an unrelated
category: cochlear implant patients. Here, the
clinicians played an indispensable role as their deep
understanding of wider, related clinical tasks and
practices helped specify where to find the additional
data.

Overall, the team members perceived the
collaboration to be successful as evidenced by how the
team members continuously expanded the project to
include new tasks for the algorithm to tackle as well as
how they extended the project by actively seeking new
funding to bring the tool into clinical practice. As of
2022, the team is preparing documents for the
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European Medical Device Regulation so that the Al
system can be put into clinical use.

4. Challenges of collaboratively
developing Al

Our three cases illustrate how developers and
domain experts collaborated when developing an Al
system. During their collaboration, developers and
domain experts experienced three major challenges
related to the unique properties of Al systems: (1) AI’s
outperforming claims, (2) AI’s black box character,
and (3) AI’s technical limitations.

4.1. Challenge 1: AI’s outperforming claims

In all three cases, the goal of developing Al was
to introduce a system that improves and eventually
outperforms (a part of) domain experts’ decision-
making. For instance, in the case of Academic, the
goal was to develop an Al system that can detect and
segment tumors more accurately and consistently than
clinicians could. In the case of MultiCo, the goal was
to improve hiring decisions by achieving a better fit of
candidates while overcoming human flaws in
decision-making.

As a result, domain experts can perceive the Al
system as a threat to their expertise and thus, often
show hesitant or resistant behaviors. This perceived
threat does not necessarily stem from the fear of being
fully replaced by the Al system but is about having to
give up tasks and decisions that define one's job. For
instance, in all three cases, the Al system was intended
to support domain experts rather than replace them.
However, domain experts were aware of Al’s claim to
outperform them in specific activities. For instance,
one recruiter recognized: "You can't deny that an
algorithm is more consistent than humans."
(Observation, Recruiter, MultiCo)

Interestingly, whereas in MultiCo and Academic,
Al’s outperforming claims did not undermine the
collaboration between domain experts and developers,
in Humanlnc these claims led experts to withdraw
from participation. More precisely, HR consultants
questioned the value of the Al system and feared that
their core activity — matching candidates to open job
positions based on their experience and creativity —
would be transformed by the Al system. As a result,
HR consultants were hesitant to engage in Al
development. This contrasts with how in Academic,
the Al system automating the tedious and low-skill
tumor segmentation was believed to free up

radiologists’ time for more intellectually stimulating
tasks.

Overall, AI’s outperforming claims can
undermine the collaboration between domain experts
and developers. It is therefore important for managers
to find ways to overcome the perceived fear of tasks
being replaced by the Al system.

4.2. Challenge 2: AI’s black box character

In all three cases, domain experts were confronted
with Al systems that are characterized by opacity
regarding how decisions are made. The systems’
opacity is thereby mainly caused by domain experts’
technical illiteracy and the complex nature of
algorithms (Burrell, 2016). Specifically, domain
experts were not familiar with how an Al system
works in general, how parameters are fitted in the
training process, and which inputs are necessary for
developers to build the Al model. In addition,
developers had their own language regarding Al-
specific terminology and ways of working that were
not accessible to domain experts. As one HR manager
of MultiCo explained: “I am really working on my
statistics, and I think I can follow the basics, but | am
not able to understand the models they are
presenting.” (Interview, HR manager, MultiCo).

This challenge of Al’s black box character is also
shown in how sometimes domain experts did not
understand or perceive a mismatch between their own
judgments and the Al-based decisions. For instance, in
Humanlnc HR consultants often did not agree with the
matching recommendations the system proposed and
as a result did not use the system: “When we were
doing our research on how our users [HR consultants]
think about the match...they told us that the
[recommended] profile that they opened had nothing
to do with the [job] request. So it was not a good
profile...we didn’t meet the users’ expectations at any
level, because this wasn't really a match.” (Interview,
UX researcher, Humaninc)

This perceived misalignment can negatively
affect the collaboration between domain experts and
developers. For instance, in the case of Humaninc
domain experts did not understand nor agree with the
Al recommendations. As a result, they became less
involved with the system and refrained from active
engagement in the Al development process.

On the other hand, the black box character is a
two-sided challenge that also applies to the
developer’s perspective. As shown in our cases,
developers often lacked an understanding of domain
experts’ work processes, routines, and decision
patterns. Here as well, domain experts had their own
language and ways of working that were not accessible
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to developers. For instance, HR consultants at
Humanlnc added informal annotations of candidates
such as “not really polite”, which were often an
important basis for their matching decision. However,
these informal annotations were not included as a part
of the Al system which is one of the reasons why HR
consultants did not find the recommendations useful
and did not use them.

Overall, AI’s black box character is a key
challenge when collaboratively developing Al systems
that can affect the collaboration between domain
experts and developers. Thus, it is important for
managers to find ways to bridge the language barriers
of both developers and domain experts and thus,
enhance the understanding of each other’s work.

4.3. Challenge 3: AD’s technical limitations

Although Al systems have the potential to
overcome certain human flaws in decision-making,
they are also bounded by their technical approach to
social and organizational phenomena. Specifically, Al
systems have difficulties incorporating rich, domain-
specific, and practice-based knowledge. This
challenge was present in all three cases. For instance,
in MultiCo, the initial model failed to capture the
values and vision that were important for experts.

Whereas in Academic the importance of domain
experts’ role was acknowledged from the very
beginning, in the cases of MultiCo and Humanlinc
developers started with the assumption that they can
develop the Al system without involving domain
experts. The main reason for this was that developers
perceived that involving domain experts would hinder
Al development due to human biases. However,
excluding domain experts caused several issues
because the tacit knowledge patterns of domain
experts’ decisions were not accessible to developers.
This resulted in Al models that lacked relevance for
practice and did not meet the requirements of the
domain. However, while MultiCo’s developers
realized along the way the importance of including
practice-based knowledge for producing relevant
predictions for the domain, Humanlnc’s developers
only minimally incorporated experts’ knowledge.

Failing to acknowledge domain experts’ role can
hinder the collaboration between domain experts and
developers and consequently, endanger the Al project.
It alienates domain experts from Al development or
the establishment of intermediaries.  These
intermediaries can also hinder the active collaboration
between developers and domain experts as they often
increase the distance between both parties: “I wasn't
doing the interviews, UX researchers were doing the
interviews, so they gave us the result. We helped them

to form the questions, because we were curious about
some aspects of the algorithm and how the system is
working.” (Interview, developer, Humaninc)

Overall, AD’s technical limitations are a key
challenge when collaboratively developing Al
systems. To overcome this challenge, it is important
for managers to find ways to bridge the gap between
developers and domain experts.

5. Guidelines for managers to promote
the collaborative development of Al

Although all three case organizations dealt with
the described challenges during the Al development,
each organization managed these challenges
differently leading to diverging outcomes. Whereas
MultiCo launched and scaled up the Al system and
Academic continued and expanded the Al project with
ongoing support from all involved parties, the Al
initiative was canceled at Humaninc. Different
outcomes emphasize that merely bringing domain
experts to Al development is not enough. Instead, our
findings suggest that a successful collaboration
between domain experts and developers, where both
groups contribute to achieving the common goal, is
crucial for development and implementation of Al
systems. The organizational and knowledge
boundaries that often separate domain experts and
developers point to the important role of managers in
the Al development process.

Based on our diverse cases, we provide several
guidelines for managers in organizations that are
developing or want to develop Al systems for
knowledge work. These guidelines include: (1)
Creating a shared vision, (2) building a common
understanding, and (3) developing complementary
abilities. In the following, we elaborate on these
guidelines and provide concrete recommendations for
managers on how they can be achieved.

5.1. Guideline 1: Create a shared vision to
manage AI’s outperforming claims

Creating a shared vision refers to the development
of common values, interests, and goals among
developers and domain experts. This vision is
especially important for Al development to motivate
domain experts to share their knowledge and to
overcome the threat perceived due to popular beliefs
around AI’s ability to potentially outperform them.
Moreover, Al’s outperforming claim often causes a
misbelief that Al can solve all issues domain experts
face in their work, which is often not the case in reality
and can result in domain experts being quickly
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disillusioned with Al. As a consequence, domain
experts may resist collaborating with developers or
using Al systems altogether. Therefore, it is crucial to
establish a clear vision among developers and domain
experts that centers around the unique capabilities of
Al systems to support domain experts and improve the
overall work process.

The presence of a shared vision varied among our
cases. While developed in Academic and MultiCo,
Humanlnc lacked a shared vision among developers
and domain experts. In Academic, domain experts and
developers shared a strong vision around enhancing
patient care through Al. Management played a crucial
role here, as they concretized a hospital-wide vision of
improving patient care which rallied both developers
and domain experts around the Al project. Moreover,
domain experts perceived themselves as academics
next to practitioners and thus, had a strong interest in
contributing to Al development as scientific research.
In MultiCo, developers and domain experts shared a
vision of creating a fair and objective hiring process
with the help of Al prior to the initiation of the project.
In Humanlinc, in contrast, developers and domain
experts held opposing interests. Whereas recruiters
were interested in making their work more efficient,
developers focused on removing the “subjectivity” of
recruiters’ decision-making. To create a shared vision,
we propose two recommendations for managers:

5.1.1. Recommendation la: Provide
managerial support and advocacy on how Al can
create value for the domain. First, it is important for
managers to provide support throughout the Al
development process so that domain experts clearly
realize what value Al systems can bring to their work.
If Al systems are pushed without a clear aim, just to
jump on the bandwagon, it is difficult for domain
experts to accept Al, especially given the popular
beliefs around how Al can outperform experts. Thus,
managers need to actively involve domain experts to
formulate how the proposed Al system can solve a
specific and pressing problem domain experts
experience in their day-to-day work. In doing so, it is
important to demarcate which tasks in the entire
decision-making process the Al system will tackle and
how that can benefit domain experts. For instance, if
Al can tackle tasks domain experts perceive to be
tedious, labor-intensive, and peripheral to their core
expertise, domain experts can see how the Al system
can free up time for them to focus on tasks, which are
perceived to be more challenging, rewarding, and
central to their expertise. This can mitigate the
unwarranted threat that Al will automate the entire
decision-making process and make domain experts
redundant.

5.1.2. Recommendation 1b: Co-create
expectations about the new way of working with
the Al system. When developing a vision, managers
ought to be mindful of what can realistically be done
with Al. Both overpromising and underpromising can
have a negative impact on how domain experts engage
in development. In the former case, domain experts
can be disappointed in what Al can actually achieve,
which can lead to lower trust in the ability of Al to
support their work. Thus, it is important to create
‘small wins’ that show the grounded potential of the
technology and how domain experts can benefit from
it. In the case of underpromising, the value of Al
systems that are being proposed does not match the
effort domain experts and developers have to make
during the development. Hence, it can also lead to
dissatisfaction that jeopardizes the project.

Hence, managers have to ensure that developers
and domain experts co-create grounded expectations.
By facilitating meetings and workshops where they
can explore and determine the value of the Al system
and how it will be evaluated, managers can incentivize
all stakeholders to collaborate. Co-creation of
expectations is especially important as the evaluation
of Al systems continues during development and use.
So, ensuring that the evaluation criteria used during
the development are closely related to the performance
of domain experts' work is of great importance.

5.2. Guideline 2: Build a common
understanding to manage AI’s black box
character

Building a common understanding refers to the
establishment of common ground and mutual
reflection among developers and domain experts on
each other’s knowledge and work practices. It
involves learning how the other group works and what
is needed to accomplish their work, but also enhancing
transparency regarding the Al system. This is
particularly important in the context of Al because of
its black box character. Transparency cannot be
ensured by technical design alone. Additionally,
managers have to ensure that domain experts
understand Al-specific techniques and paradigms to
be able to participate in the development and
promotion of Al. At the same time, managers have to
ensure that developers understand and consider
domain experts’ explicit and implicit patterns of
decision-making.

The presence of a common understanding was
dominant in Academic and MultiCo while lacking in
the case of Humanlinc. In Academic, developers and
domain experts had recurring meetings to discuss what
they want to achieve with the Al system and how to
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improve it. They entailed discussions on each other’s
ways of working, such as which MRI scan types are
commonly used in practice and thus must be included
and which performance metrics can best evaluate the
model. Importantly, closely involving domain experts
in making decisions around data input and metrics
fostered their trust in the Al system despite it black box
character. In MultiCo, a common understanding
emerged over time. In the beginning, developers were
not interested in engaging with domain experts.
However, over time, developers began to interact with
recruiters through active dialogues, workshops, and
bi-weekly meetings. In contrast, in Humaninc,
developers and domain experts failed to build a
common understanding. One reason is that developers
worked most of the time in siloes and considered it
outside the scope of their job to interact actively with
domain experts. To build a common understanding,
we propose two recommendations for action for
managers:

5.2.1. Recommendation 2a: Ensure that
developers understand domain experts’ traditional
work and knowledge practices. Al developers and
domain experts are often trained in different
disciplines and have very different perspectives on the
same issue. This creates boundaries which hinder their
communication and mutual understanding. As a
consequence, developers can lack insights into
training set requirements needed to develop models
relevant for actual work practices of domain experts.
Thus, managers need to foster developers’
understanding of domain experts’ work practices
because Al systems will not merely substitute one
particular task that domain experts engage in, but also
affect how the overall workflows are executed.

To achieve a common understanding, managers
can encourage developers to join domain experts in
their work practices. By doing so, developers can gain
important insights into the tacit aspects of domain
knowledge. Moreover, they can discuss how the Al
system could impact daily routines on the work floor,
thus gaining a deep understanding of the potential
consequences of Al use. They can also potentially
identify better ways to integrate Al systems in work
practices that are not immediately obvious when the
focal task is considered in isolation.

5.2.2. Recommendation 2b: Ensure that
domain experts understand developers’ work and
knowledge practices. In the same vein, domain
experts need to understand how these systems are
developed and the importance of high-quality data to
make them work. This can help them understand what
possibilities Al offers, what tradeoffs between, e.g.

accuracy and generalizability there are, or what kind
of insights can be made by using Al. Being actively
involved in the design choices along the Al
development process enables domain experts to
somewhat illuminate the black box of Al. Domain
experts may never understand how the model weights
are fitted to the data, but knowing which data inputs
were provided in what way, by whom can help them
trust the Al system. While domain experts might not
be able to understand all aspects of the Al system, such
as how precisely a model weighs different features of
data, they can understand how well a model performs,
which inputs (in the form of data) went into training
the model, or what cases might be problematic for the
model to work on. Consequently, they can be
empowered to actively engage with developers in
making an Al system transparent and workable in
practice.

One approach for managers is to promote training
for domain experts, for instance seminars on statistics,
data analytics, or Al basics. Further, by organizing
workshops in which developers communicate and
discuss tradeoffs in Al development with domain
experts, managers can ensure that domain experts
anticipate how the Al system will perform in practice,
bringing what gains at what cost. One activity can be
that developers and domain experts collectively
inspect the data set that will be used. This way, a data
set can serve as a point of discussion on what the Al
system should aim at or what the threats of using a
particular data set could be. Moreover, managers can
facilitate a common understanding by mandating the
use and development of more explainable algorithms.
This way, developers can make conscious design
choices to improve domain experts’ understanding of
the algorithms. This also opens up the possibility of
creating boundary objects such as data visualizations,
that can bring more clarity.

5.3. Guideline 3: Develop complementary
abilities to manage AI’s technical limitations

Developing complementary abilities refers to
developers’ acknowledgment of domain experts’
unique knowledge that Al systems cannot easily
access. At the same time, it involves domain experts’
acknowledgement of developers’ work and the need
for Al systems. This is particularly important in Al
development because Al systems may generate new
insights but at the same time need experts to verify and
complement these insights. Thus, developing
complementary abilities contributes to adding experts’
unique insights that the Al system lacks and
acknowledging the limitations of what Al systems and
developers can achieve.
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The development of complementary abilities was
very dominant in Academic and MultiCo while
lacking in the case of Humanlnc. In Academic,
developers acknowledged the expertise of domain
experts and always asked for their model evaluation
next to the performance metrics. Developers also
relied on domain experts’ and their understanding of
wider work practices to solve unforeseen issues. In
MultiCo, domain experts could fill some gaps that the
Al system could not solve and developers integrated
parts of it into the Al system. In contrast, in Humanlinc,
developers only integrated domain experts very
selectively and in a controlled manner. As a result, it
was difficult for domain experts to complement the Al
tool and to actively collaborate with developers. To
develop complementary abilities, we propose the
following recommendation for action for managers:

5.3.1. Recommendation 3a: Acknowledge the
importance of both developers and domain experts
in training and validating the Al system. In
Guideline 2, we explained the importance of mutual
understanding between developers and domain
experts. Yet, this does not guarantee success of a
development process unless power relations are
addressed. In cases where different perspectives were
competing against each other, the development
process was hindered, as there was no mutual learning
and collaboration. Moreover, in cases where domain
experts were only involved in one development stage
or very selectively, it was more difficult to develop
complementary abilities.

Thus, managers first have to ensure that neither
developers nor domain experts become a dominant
group that can outvoice the other. Second, managers
need to ensure that domain experts are involved from
the very beginning of the Al development process.
Throughout the development process, managers
should engage both groups in exercises in which they
explicate how their unique knowledge is contributing
to the project. For example, while perusing data sets,
or discussing data visualizations, the groups should
outline how their expertise can contribute to
improvement of the overall performance of the Al
system or its usability in the actual work environment.

6. Concluding comments

Our comparative field study emphasizes the
importance for developers and domain experts to
collaborate when developing Al systems. Thereby, we
emphasize three key challenges when collaboratively
developing Al: (1) AI’s outperforming claims, (2)
Al’s black box character, and (3) AI’s technical
limitations. To overcome these challenges, we

highlight managers' role in bridging the gap between
developers and domain experts. Based on lessons from
the field, we provide three guidelines as well as
recommendations for action for managers that help to
facilitate collaborative Al development.

7. Appendix

This research draws on ethnographic data from
three companies that develop Al systems (Table 2
provides an overview of the data collection). A
comparative field research approach enabled us to
uncover commonalities and differences across
contexts, to better understand differences in outcomes,
and to enhance the generalizability of our findings
(Bechky & O’Mahony, 2015). Ethnographies were
conducted by one researcher per case and we started to
compare our data after each researcher has conducted
independent field research. For each case, we followed
a grounded theory approach (Glaser & Strauss, 1967)
and adopted a practice lens (Feldman & Orlikowski,
2011) to explore how developers and domain experts
collaborated during the Al development.

Table 2. Overview data collection

Humanlnc MultiCo Academic

32 interviews,
197 hours of
observations,
90 internal
documents

47 interviews,
122 hours of
observations,
814 internal
documents

35 interviews,
222 hours of
observations,
100 internal
documents

Our data analysis consisted of four phases
following  Barley’s (1996)  prescription  for
comparative ethnographic analysis. First, we started
with emic analyses of each setting to gain a
comprehensive overview of each case. We then
structured our insights in case-based narratives by
providing an in-depth description of how the Al
development for each case evolved. We particularly
focused on the collaboration between developers and
domain experts during the different phases of Al
development. In the third step, we identified
commonalities and differences across cases. In the
final step, we went back and forth between our
findings and the literature. This helped us to identify
challenges of collaboratively developing Al systems.
We continuously refined these challenges during our
data analysis (Yin, 1984).
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