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Abstract

Companies invest heavily in diversity, equity, and
inclusion efforts.  Specifically, the representation of
people in visual marketing communication is often
considered a manifestation of diversity policies. We
propose a standard framework built on machine
learning to create novel measures quantifying skin tone
dynamics. We first use the Swin Transformer to extract
skin pixels from images. Next, the K-means algorithm
is deployed to classify skin tone components from the
extracted skin pixels, accounting for multiple people
with distinct skin colors in an image. Using images
posted by 34 fashion brands on Instagram and Twitter,
we demonstrate a useful application of the tool. The
results highlight that, in the past two years, the fashion
industry has slightly increased its diversity, represented
by the increased variety of skin tones of people included
in social media posts. Our method allows for automated
detection of objective measures of skin-tone diversity in
visual marketing communications.

Keywords: diversity, skin tone, machine learning,
image mining, social media

1. Introduction

Companies are under tremendous pressure to
manage their diversity, equity, and inclusion (DEI)
efforts. Internally, the policies are proven to be vital
in creating and maintaining a successful workplace.
Externally, consumers are more likely to engage with
a brand that looks diverse (GYNN, ). A research
report conducted by Adobe in 2019 revealed that for
61% of Americans, diversity in marketing is crucial to
their purchase decisions (Adobe, ). Consequently,
studies from McKinsey & Company and The Wall
Street Journal show that companies with different

levels of diversity perform heterogeneously in terms
of operating results, innovation, and profits (Watkins,
). However, most marketers agreed that more
can still be done, especially regarding how diversity is
portrayed in marketing contents (Molenaar, ).

One particular area of marketing for DEI
is representation. While companies actively
demonstrate their DEI commitment through marketing
communications, the communication content can
also be regarded as informational cues representing
their DEI standpoint. = For example, brands post
curated visual content to promote their products, shape
consumer perceptions, and increase awareness on social
media. The choices of people, their sizes and skin
tones, and the diversity of such can strategically signal
the brands’ inclusivity and legitimacy to consumers.
Equally, consumers can interpret the diversity signals
represented in the content. While genuinely diverse
and inclusive content that resonates consciously
and subconsciously with audiences and stakeholders
requires far more than an image (GYNN, ), our
study responds to the call that there is a pressing need
to study media representations of diversity (Arsel et al.,

).

Variety in skin tones in the visual presentations
has been considered a reflection of diversity (Sweeney
& Whaley, ). Some brands could argue this
is to strategically deploy people with desired skin
tones to advertise their products for targeting specific
marketing segments. The representation of skin tones
in brands’ visual communications could vary across
industries and sectors, and even over time. Prior studies
have researched color representation in the beauty
(Frisby et al., ) and fashion industry (Butkowski
et al., ), and confirmed an overall tendency toward
lighter-skinned people. Therefore, it is crucial to be



aware of how brands and their competitors position the
diversity signaling before taking actions in response
to consumer needs or social forces. This can be an
emotionally loaded topic, so objective measures are
warranted.  Currently, there is a lack of consistent
understanding of how skin tone diversity can objectively
be assessed. This, in turn, can be problematic when
dealing with large unstructured datasets.

Analyzing unstructured media data (i.e., text,
images, and videos) is challenging for marketing
researchers because they usually have non-numeric
values, multiple facets, and concurrent representations
(Balducci & Marinova, ). Existing studies on
human skin tone in images used manual coders,
which is time-consuming and cumbersome (Mitchell,

). Additionally, it is economically and practically
unfeasible to analyze skin tone in video messages. To
conquer the technical challenges, this study proposes a
standard framework based on machine learning (ML),
focusing on automatically analyzing the skin tone of
fashion people present in unstructured images or videos.
We ask readers to interpret the results cautiously because
skin tone, unequal to race, can manifest regardless
of the race, and significant variation can exist within
individuals with the same race (Hermosilla et al., )

We use a three-pronged approach to quantify
diversity. First, we train a Swin Transformer (Liu
et al., ), a supervised ML model, to detect the
skin of people portrayed in visual content. Second,
we apply K-means, an unsupervised ML model, to
classify the extracted skin pixels into different clusters
to account for various skin tone components in a single
image, such as multiple people with varying skin colors.
Third, we operationalize the skin tone measure of an
image as the brightness of the average skin tone, which
reflects how light or dark the color of the human skin
is. Furthermore, we propose novel skin tone diversity
measures, including both categorical and continuous
approaches. For the categorical skin tone metric, we
adopt and extend the skin tone thresholds from Mitchell,

and define five skin tone labels: very light, light,
medium, dark, and very dark. For the continuous skin
tone metric, we use the variance and mean of skin
tone brightness. The variance and mean explaining
the variation of skin tone representations reflect the
long-term changes in brand communication strategies.

To summarize, we propose a standard framework
and demonstrate how we can objectively evaluate and
benchmark skin tone diversity in visual marketing
communications. Substantively, we contribute to the
marketing DEI literature by shedding new light on
understanding the skin tone dynamics in marketing
communications. More importantly, our research makes

an important methodological contribution to the visual
marketing literature. To the best of our knowledge, this
is the first framework that is capable of automatically
detecting skin tone diversity in online images and
videos. Our framework is important and timely, because
it allows companies to analyze and be aware of their own
and the industry-standard in DEI signaling. This method
helps overcome the challenge of measuring diversity in
large-scale unstructured data. It will be available as
an online tool, which will enable researchers to study
diversity at scale or easily incorporate diversity metrics
as part of their methodological framework. Overall, this
study presents an important next step in the research
stream of DEI in marketing.

2. Background

Diversity can be broadly defined as “the existence
of differences or variations within a group on certain
demographic variables” (Auh & Menguc, ). It
is, however, contextual because the perception of such
can vary depending on the focal variables and the
individuals’ own diversity background (Li et al., ).
Under the principles of DEI marketing initiatives,
diversity can be about the presence of differences that
may include ethnicity, gender, age, religion, and sexual
orientation. One way for companies to demonstrate
their priorities is through visual representations of these
characteristics (Walters, ). In particular, skin color
representation, which is often associated with colorism,
has presented a particularly harmful practice in the
marketplace (Arsel et al., ). Coloristic preferences
operate over the skin tone of humans, where certain
skin tones might be preferred over others in different
contexts (Hunter, ). Existing studies consistently
found that human skin tone in brand communications
impacts consumer behaviors and subsequent business
strategies.

For example, Meyers, examined the skin
tone in targeted marketing and found that Black
participants that were stronger in ethnic identification
felt more positively towards darker-skinned people than
those Black participants that were weak in ethnic
identification. The influence of skin tone runs beyond
ethnicity identification. A study in service industries
found that skin tone identity directly influenced
customer evaluations among Black, Hispanic, and
White customers (Cowart & Lehnert, ). The
general preference for the lighter skin tone may
be culturally-rooted and not necessarily ethnically
motivated. A prior study investigated Chinese colorism
in Hollywood castings and observed that Chinese
society’s aesthetic preference for lighter skin could be



linked to the more frequent casting of pale-skinned stars
in films targeting the Chinese market (Hermosilla et al.,
).

Prior researchers consistently confirmed that skin
tone is a non-negligible factor in understanding
consumer behaviors. However, there is a lack of studies
investigating the diversity of skin tone representations
in marketing communications. A handful of prior
studies used content analysis and focused more on the
representations of specific skin tones (Frisby et al.,

). The studies typically used manual coders
to quantify the skin tone for marketing analysis.
Hermosilla et al., codified the skin colors of
film actors by asking workers on Amazon Mechanical
Turk to rate the skin tone on a five-point scale:
“very light,”“light,”“medium,”“dark,” and “very dark.”
Mitchell, recruited two coders to extract the skin
tones of people on fashion magazine covers. The two
coders were asked to first compare people’s skin tone
with the Pantone skin Matching System (PMS) tone
color strip ranging from PMS 726 to PMS 732, and
then select the PMS category whose color is closest
to the targeted skin tone as its measure. One could
imagine it needs substantial hours to physically code
human skin tone from hundreds of thousands of images
available online for business insights. Moreover, the
manual approach is economically unfeasible to process
video messages providing the unstructured formats and
inherent data diversity (Balducci & Marinova, ;
Sheth & Kellstadt, ). The method is restricted by
its sample sizes and potential biases of the diversity
perceptions.

A recent study made the first attempt to conduct
a visual computation analysis on skin tones used in
mainstream clothing retail brands in the US (Butkowski
et al., ). They demonstrated how such objective
analysis of the representation of various skin tones could
reveal the role of structural biases. However, the authors
collected limited samples and used manual coders to
crop human skin. We extend and automate the approach
suggested by this study. Specifically, we propose a
tool based on ML techniques to process large amounts
of unstructured social media data to extract essential
insights about business DEI signaling. To that end,
we overcome two main methodological challenges: 1)
automatically locating the skin of the people depicted
in the visual content and subsequently quantifying their
skin tone, and 2) objectively quantifying the diversity of
visual marketing communications based on a series of
imagery and videos.

Humans have the ability to recognize humans in

an image and immediately process their skin color.
However, this is a complicated process involving a

machine’s learning process before it is qualified to
apprehend human skin. First, it is fundamental for
a machine to determine what set of pixels represents
human skin in an image. After that, the color of
the pixels can be used to assess the skin tone. At
last, by processing a set of images and videos, the
diversity across visual marketing communications can
be quantified. We deploy a supervised ML semantic
segmentation to automate the extraction of skin pixels
from visual content. Semantic segmentation is the
process of automatically classifying each pixel in an
image (or video frame) into semantic labels (i.e.,
books, birds, and cars) (Minaee et al., ). Along
the semantic segmentation research stream, a series
of models have been proposed, including traditional
approaches (e.g., thresholding (Otsu, )) and deep
learning-based models (e.g., DeepLabV3 (Chen et al.,
)). We refer readers to Minaee et al. (Minaee
et al., ) for an extensive review. Because of the
high accuracy, we use deep learning-based semantic
segmentation models to extract skin pixels.

Once the segmentation model extracts skin pixels
from the visual, we can obtain each skin pixel’s RGB
(i.e., red, green, and blue components) values. We
compute the average skin tone of people involved in
an image by averaging the whole RGB values. In
addition, we use unsupervised clustering methods to
automatically classify skin pixels into different clusters
to account for multiple people with distinct skin colors
in an image. Following that, we can obtain the skin
tone brightness of the image to show how dark or light
the human color is. It is feasible to understand how
diverse the skin tone representation is in brands’ visual
communications over time with the skin tone measure.

3. Method

We illustrate the main framework of the proposed
methodology to detect skin tone diversity in images
and videos in Figure 1. In general, the methodology
includes the following two steps. In Step 1, we
deploy a supervised machine learning approach where
an encoder-decoder model is trained to extract skin
pixels from images. In Step 2, we compute the average
skin tone of the extracted skin pixels, and employ
K-means clustering to classify the extracted skin pixels
into optimal clusters automatically. We describe the
process of detecting the skin tone diversity measures in
the following subsections.

3.1. Skin Pixel Extraction

It is necessary to recognize the human skin before
quantifying the skin tone in an image. In this
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Notes: we first train Swin Transformer with UPerNet decoder to segment skin pixels from a image in Step 1, followed by measuring skin tone and
skin tone components in Step 2 accounting for multiple people with distinct skin colors in a single image.

Figure 1. Framework of the proposed methodology.

study, we select Swin Transformer and UPerNet as
the encoder and decoder, respectively, to segment
skin pixels from images because of the following
three reasons (Liu et al., ; Xiao et al., ).
First, draw on the Attention structure (Vaswani
et al., ) in natural language processing, Swin
Transformers can yield deep hierarchical feature maps
which learn representations from images in various
scales comprehensively. Because each representation
is computed with its shifted window technique, Swin
Transformer has a linear computational complexity
proportional to its input image size, overcoming
previous quadratic complexity. Second, UPerNet (Xiao
et al., ), a unified perceptual parsing for multi
tasks, succeeds in categorizing scenes and detecting
objects along with identifying the textures and surfaces.
Third, the performance of the Swin Transformer
with UPerNet surpasses its previous state-of-the-art in
semantic segmentation (Liu et al., ).

The proposed encoder-decoder model is a supervised
ML approach. To train the skin segmentation model
for extracting human skin pixels in images (or video
frames), we used the skin and face detection (FSD)
dataset (Phung et al., ) attributed to the following
three reasons. First, the FSD dataset contains a large
set of images (4,000 samples), and the annotated skin
and face ground-truth are precise (Lumini & Nanni,

). Second, the dataset incorporates complete skin
types (e.g., whitish, pinkish, yellowish, light brownish,

reddish, darkish, and dark brownish), which is essential
in guaranteeing the detection accuracy of human skin of
any color. Third, images in the dataset have different
lighting conditions (e.g., indoor and outdoor). It further
promises success in detecting skin pixels from images
photographed in diverse contexts.

We implement the skin segmentation through the
following three processes. First, we randomly split the
FSD dataset into training and testing datasets with 3,200
and 800 images, respectively. Second, we constructed
the encoder-decoder model with Swin Transformer and
UPerNet using OpenMMLab! library in Python and
trained the model. The intermediate trained models
were validated after each training epoch and saved
every five epochs for the best model selection. Finally,
we selected the best checkpoint after comparing the
validation accuracy and training loss. We assessed its
performance on the testing dataset with the intersection
over union (IOU) metric, which is widely used in
semantic segmentation (Liu et al., ) and formulated
as:

_ Groud-truth Pixels \ Segmented Pixels

I0U =
Groud-truth Pixels [ Segmented Pixels

The IOU metric evaluates the accuracy of a trained
model as the ratio of the intersection over the
union between manually labeled skin pixels and

Uhttps://github.com/open-mmlab/mmsegmentation
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model-detected skin pixels. In addition, we executed than the prior approach used in Mitchell, where
the baseline model of the thresholding approach (Naji the author only took into consideration the skin patch
etal., ) and applied the human skin color thresholds between the top portion of the eyebrows and neglected
from Deepgazéto extract skin pixels from the same 800 other parts of human skin.
testing images. We report the performance comparison  Moreover, we observed a considerable amount of
in the next section. images that include multiple people with distinguishable
Brands post images with people to promote products. skin tones. The average skin tone of such images
Some images contain human faces while others mayresults from the trade-off among different skin colors.
not, such as an image incorporated with a bag in We further introduce skin tone components allowing
a person's hands but without his/her face included. for analyzing the percentage of varying skin tones,
To explore potential color differences between human especially those existing signi cant distance (i.e., very
faces and their whole skin, we trained another face dark and very light). To differentiate skin tones inside
segmentation model under the supervision of annotatedone image, we utilize the mini-batch K-mean algorithm
face ground-truth in the FSD dataset. We used the face(Sculley, ).  The mini-batch K-mean model
detection modélto validate the segmentation accuracy classies each pixel into different clusters iteratively
because of its high accuracy. Rather than recognizingwith random batches of image pixels rather than the full
skin at the pixel level, face detection captures the face pixels (used in the K-means algorithm) to save memory
area at the image level. The detection results areand increase efciency. During the classi cation,
informative of the number of people with faces in an the optimal number of clusters is selected under the

image. With skin pixels accessible, we can now measureguidance of the Elbow method (Satopaa et al., ).

the skin tone. After obtaining the skin tone brightness of the
whole skin and main components, we next propose skin

3.2. Skin Tone Measure tone diversity measures that offer straightforward views

) ) ) about different skin tone representations in images.
The goal of measuring skin tone is to uncover how

light or dark the human skin is. The skin pixels within 3.3,  Skin Tone Diversity Measure

one image might come from different parts of people

(i.e., hands, arms, and face), and hence their colors vary  Existing research such as Mitchell, used
from one to another. Therefore, one standard criterion categorical skin tone to show the skin tone diversity.
is indispensable for comparing skin tone representationsin this study, we automate and extend the skin tone

of people present in different images. Instead of only thresholds from Mitchell, to assign each brightness
considering part of the skin or just the face, we rst value to one of the following ve exclusive categories:
compute the average skin tone of fashion people inside 38

an image by operations in the RGB (Red, Green, and Very dark 0 < brightness 98;

Blue) color space, leading us to a single RGB color % Dark 98 < brightness 138

point, i.e., (45, 120, 98). Next, we convert the RGB . .
color to HSV (hue, saturation, and value)) color because Category= Med|um 138< br!ghtness 193
HSV color space is closer to the way in which humans Light 193< brightness 224
describe colors in nature (Naji et al., ). For " Verylight  224< brightness< 255
example, one would refer to the color of the sky as dark
blue or light blue instead of giving the percentage of Analogously, we can obtain the categorical measure for
mixing the three primary colors red, green, and blue. ~ €ach skin tone component and its percentage (ratio of
In the HSV color space, hue (H) is a measure of the the number of pixels in one cluster over the number of
spectral composition of a color (e.g., red and yellow). Whole image pixels) accordingly.
Saturation (S) refers to the purity of a color, and value ~ The categorical skin tone measure makes it
(V) re ects how ||ght or dark a color is. Therefore, we practicable to view the historical representation of each
remove the Hue and Saturation of the average skin toneskin tone category. However, it might suffer from
of people in each image and obtain the brightness valueinformation loss by categorization. For this reason,
ranging from O (black) to 255 (white) as the skin tone We include continuous skin tone diversity measures that
measure. The skin tone measure serving as a proxy ofinterpret the skin tone diversity in a more granular way.
the color of the whole skin pixels is more comprehensive We compute the variance and mean in monthly posted
Ihpssigithub.comfmpatacchiola/deepgaze images as two continual diversity measures. Since
3Dlib f.ace rec;)gnition built on deep learning has an accuracy of b“ghtnelss values 0 and 255 refer to black an(_j white,
99.38% on the Labeled Faces in the Wild benchmark respectively, a large (small) mean of the skin tone


https://github.com/mpatacchiola/deepgaze
https://github.com/ageitgey/face_recognition

of extra pixels because face detection operates the
image at the image level instead of pixel-level and
surrounds the face area with a rectangle. However, it is
acceptable in that we merely use face detection results
to validate the accuracy (i.e., the number of faces in
one image) of segmentation results. After the extraction,
the K-means algorithm automatically clustered four skin
tone components with different skin pixel percentages in
the rst sample image. The average skin tone brightness
of the image and the skin tone brightness of various
components are illustrated at the top of the last column
in Figure 3. Similarly, our methodology works well in

brightness values is interpreted as more representatiorfn€ Second sample with one person and the third without

of people with light (dark) skin tones. In contrast, alarge 21y human face.

(small) variance re ects a more diverse (monotonous) !N the following section, we present an example
representation of skin tones. application of using our tool to study the skin tone

representation dynamics of 34 fashion brands.

(a) Training (b) Comparison

Figure 2. Performance of the skin segmentation
model.

3.4. Results 4. Empirical Application: Fashion

We rst show how well the approach performed Brands' Skin Tone Dynamics

to convince our ndings pertinent to the skin tone
representation dynamics using the proposed skin
segmentation approach (provided in the following
subsection). With the 3,200 training images from
the FSD dataset, we train the encoder-decoder model
with Swin Transformer and UPerNet for 200 epochs
on the training dataset. We set the initial learning
rate as 0.0001 and batch size as 8. After completing
the training process, we test the performance on the
800 out-of-sample images. Figure 2 provides the
performance of the training process and the IOU
comparison with the baseline in segmenting skin pixels.
As illustrated in Figure 2a, the training loss curve
decreases sharply during the beginning epochs and hold
stable in the end while the validation mean IOU (the
average of IOU over the whole 800 images) increases
and converges, which conrms the success of the
training process.

We next plot the IOU boxplots in Figure 2b to
compare the performances between the trained skin
segmentation model and the thresholding baseline. The ~gorce Images Videos Texts Gifs
boxplots show that the mean IOU of our proposed model Instagram 54,976 8,012 37,696
is 0.86, while the mean IOU of the baseline is 0.28.

Using the trained segmentation models, we extracted
skin and face pixels in images collected from the 34 Table 1. Social media posts.
fashion brands, described in more detail in the next
section. Figure 3 illustrates three representative samples  \We obtained fashion people's skin pixels and

from the data. The rst row shows the results of one skin tones in all brand_generated images, exc|uding
image with two people that have distinct skin tones. plack and white visual samples, using our proposed
Our trained skin segmentation model extracted the skin methodology. In the following paragraphs, we rst
pixels of the two people and the skin pixels of people —— '

in the background. Compared to the face extraction We selected brands that were repeatedly appeared in the Lyst

. . 7 index https://www.lyst.com/data/the-lyst-index/q421/ and that are
results, the face detection results include a small portion active on either of the two social media platforms

To illustrate the importance and effectiveness
of our proposed method and resulting online tool,
we will describe how it can be used to study
diversity and representation in brands' visual marketing
communications. In this example, we study fashion
brands on social media platforms Instagram and Twitter.
We chose to study fashion brands due to their prominent
use of people in their marketing communication and
ongoing discussion around the lack of diversity in the
industry (Mitchell, ). We selected 34 fashion
brands according to their ranks on the Lyst indekhe
Lyst index is a quarterly ranking of fashion's “hottest”
brands taking into account a list of comprehensive
Yactors such as consumer searches, social media
mentions, product views, and sales. We collected
all their posts over two years, from 05/26/2019 to
05/26/2021, on Instagram and Twitter platforms. Table
1 records the number of gathered samples in each
unstructured data type.

Twitter 19,865 5,858 26,242 123




Notes: the rst row shows, from left to right, one image with two people posted from a fashion brand on social media, segmented skin pixels,
segmented face pixels, detected face area, classi ed skin tone components, and quanti ed brightness from the average skin tone and skin tone
components. The second and third row display results from an image with one person and an image with one person but no face area, respectively.

Figure 3. Results from the proposed methodology.

(a) Categorical skin tone representations (b) Continuous skin tone representations

Figure 4. Skin tone diversity dynamics.

report the aggregated skin tone representation dynamicsve skin tone categories (i.e., very light, light, medium,

of the 34 fashion brands using the categorical and dark, and very dark ) where the color of each line is

continuous skin tone diversity measures. We next re ective of the corresponding skin tone category. In

document each individual brand's diversity position and the long run, medium skin tone representations account

the differences between luxury and commercial brands. for the most, with a mean percentage of 51.9% followed
by light skin tone representations (30.8%) and dark skin

4.1. Aggregated Dynamics tone representations (10.2%). The mean percentages of
very light and very dark skin tone representations are

We acquired the skin tone category of each image 4-8% and 2.3%, respectively.
(i.e., dark, medium, or light) according to the brightness In addition, the results show that the percentage
thresholds discussed in the prior section. To shed light of medium skin tone representations uctuates in a
on the historical variation of skin tone representations, short time but is stable overall. Interestingly, the
we computed the monthly percentage of each skin tonepercentage of light (dark) skin tone representations
category, that is, the ratio of the number of images in the varies and decreases (increases) starting in February
category over the number of total images posted in the 2020. The percentage of very light (very dark) skin
month. Figure 4a shows the monthly dynamics of the tone changes slightly over months but tilts down (tilts
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