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Abstract

Global warming poses severe risks to human well-being. The U.S. is experiencing more frequent

extreme weather events, such as heat waves, cold snaps, hurricanes, and wildfires. These changes

are occurring primarily due to production and consumption of fossil fuels that release greenhouse

gases. Thus, the economic issues raised by climate change concern the interplay between the

impacts of climate and the changes in behavior needed to mitigate those impacts. My dissertation

uses a range of datasets, econometric methods, and an optimization model to study some human

impacts of climate, an energy conservation policy, and an optimal energy transition pathway. The

studies differ widely in terms of the questions addressed and methods employed. Taken together,

they show how economic analysis can provide insight into all aspects of the climate problem and

aid development of solutions. Specifically, the first chapter investigates how temperature affects

individual time allocation, including labor supply and recreation; the second chapter examines how

residential electricity consumers respond to monetary and non-monetary incentives in a unique

electricity conservation program implemented by the US military; the third chapter develops a

computational model to evaluate the need for new natural gas pipeline and storage capacity in the

context of an ongoing energy transition that greatly values gas in the near term, but will need to

phase it out over the long term.
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Chapter 1

E�ects of Temperature on the Allocation of Time

Abstract

In this chapter, I study how individuals respond to the increasing frequency of extreme temperature

{ either warm or cold { through changes in the allocation of time on various activities during a

day. This study extends a paper by Gra� Zivin and Neidell (2014) that examines the e�ects of

rising temperature on individual time use in the United States in the 2003 - 2016 period. Since

the 2006 heatwave, we have observed much hotter temperatures, especially the highest records

for temperature in 2012 and 2016. Changing temperatures can lead to a chain reaction of other

changes, including working and leisure activities. I test the robustness of Gra� Zivin and Neidell

(2014) results by using a higher resolution weather data from the PRISM Climate Data and the

American Time Use Survey (ATUS) in the period of 2003-2016. While the prior authors �nd the

time allocated to labor and indoor leisure activities is responsive at extremely high temperatures,

my result indicates that individuals responded to temperature lowering in the cold weather but

not to temperature increasing in the warm weather. Generally, individuals react to decreasing

temperature in cold weather by substituting outdoor leisure with indoor leisure time. In addition, I

examine whether the Great Recession 2007-2009 a�ects the relationship between temperature and

time allocation. I �nd that after the Great Recession, when experiencing temperatures under 70oF

compared to when temperature is at 76� 80oF , individuals who work in industries less a�ected by

the recession reallocate 30 minutes per day from outdoor activities to works rather than to indoor

activities as they did before and during the recession.

JEL Codes: J01, J22, Q54

Keywords: Time allocation, leisure, labor, temperature, climate change

1.1 Introduction

Climate change has already had considerable e�ects on the environment and everyday life.

Adaptation to these impacts is being observed in human adjustments, one of which is the

reallocation of time. Connolly (2008) exploits daily weather data and the American Time Use

Survey (ATUS) 2003-2004 data and shows that American labor supply is intertemporally elastic

to rainfall. On rainy days, men shift 30 minutes on average from leisure to work. Using the same

data sets for the period 2003-2006, Gra� Zivin and Neidell (2014) (hereafter referred to as GZN)

1



also �nd a large impact of temperature on individual's allocation of time to labor as well as leisure

activities within the United States. GZN use individual-level data from the ATUS 2003{2006

linked to weather data from the National Climatic Data Center. To constrain the net e�ect from

a temperature change on total time to sum to zero, they propose a generalized method of moment

systems of equations, including year-month and county �xed e�ects, to identify the e�ects of daily

temperature using the plausibly exogenous variation in temperature over time within counties and

seasons. They 
exibly model temperature by including a series of indicator variables for 5-degree

temperature bins, with the highest bin for days over 100 degrees Fahrenheit (oF ). They �nd

large reductions in the time allocated to labor in climate-exposed industries as daily maximum

temperatures increase beyond 85oF , most of which is reallocated to indoor leisure. At the lower

end of the distribution, time allocated to labor is nonresponsive to temperature increases, but as

the temperature warms, outdoor leisure increases and indoor leisure decreases. Their results are in

line with the �ndings in Galloway and Maugan (1997) and Ramsey (1995) on the e�ect of heat on

task performance. Pilcher et al. (2002) conducted a meta-analysis and indicated that not only hot

temperature but also cold temperature has a negative impact on performance. Hot temperatures of

90oF Web Bulb Globe Temperature Index or above and cold temperatures of 50oF or less resulted

in the greatest decrement in performance when compared with neutral temperature conditions.

Also, the duration of exposure to the experimental temperature prior to the task onset, the type

of task, and the duration of the task had di�erential e�ects on performance. Heat exposure of over

80oF had the most negative e�ect on attentional, perceptual and mathematical processing tasks.

Cold exposure of less than 65oF had the most negative e�ect on reasoning, learning, and memory

tasks. Sepp•anen et al. (2006) also �nds temperature e�ects on labor productivity only beyond

speci�c thresholds. They show that performance increases with temperature up to 70� 72oF , and

decreases with temperature above 73� 75oF . The highest productivity is at temperature of around

72oF .

Drawing from research by GZN, this paper examines the robustness of changes in time allocation

as a short-run adaption to a higher temperature, particularly given that 2012 and 2016 were,

respectively, the warmest and second-warmest years on average for the US in 122 years of record-

keeping (Vose et al., 2017). The year 2017 is the 21st consecutive year the annual average

temperature exceeded the average, which was experienced by every state in the contiguous U.S.

and Alaska. The annual average temperature in these recent years is much higher than that of

the 2006 heatwave (Figure 1.1.) Casual observation suggests that individuals might further modify

their work and leisure schedule as the marginal productivity of labor and the marginal utility of

leisure activities changes due to higher temperatures.

In this paper, �rstly, I test the robustness of GZN's model in the 2003-2006 period by using an

alternate weather data set and attentively construct the temperature bins before aggregating the

daily maximum temperature data across areas within a county to avoid averaging away extreme

2



Figure 1.1: The annual average temperature in Contiguous US 2002-2017

Source: NOAA (2018)

temperature realizations. This is important to reveal the non-linear impact of temperature on time

allocation. Secondly, I examine a new trend of time allocation in response to the higher temperature,

using the American Time Use Survey (ATUS) data and daily weather data at the county level

from the PRISM Climate Data in the period of 2007-2016. The 2003-2016 period covers di�erent

phases of the business cycle, including the pre-recession period with almost full employment, the

Great Recession with a very high unemployment rate, and the recovery period. The changes

in determinants of labor market success may impact on the time use behaviors of individuals.

Therefore, thirdly, I examine whether the Great Recession has e�ects on the relationship between

temperature and time allocation, expecting that the time allocation will become less responsive

during the Great Recession due to a tight labor market. Comparing GZN's results and my results,

I found that the estimation of the relationship between the allocation of time and temperature is

sensitive to temperature measurement. While we use the same time use data but di�erent weather

data, GZN �nds time allocated to labor and indoor leisure activities is responsive at the temperature

over 100oF , my result is insigni�cant. My regression results for each of the periods 2003 { 2006 and

2007 { 2016 shows that the pattern of changes in time allocation due to changes in temperature

is stable over the years. In which, individual responses more to temperature changes in the cold

weather rather than in the warm weather. Particularly, a day with temperature below 65oF leads

to decreases in the time allocated to outdoor leisure, relative to a day with the temperature in the

76� 80oF range. This amount of time is reallocated to indoor leisure activities. I found no evidence

of changes in the time allocation when temperature increased over 80oF . The lack of signi�cance

in the relationship between time allocation and daily maximum temperature at high temperatures

(over 80oF ) suggest that external factors, such as the development of cooling technology, may play

an important role in individual responses. Interestingly, after the Great Recession, Individuals who

3



work in industries less a�ected by the recession spent about 30 minutes more per day working when

temperature reduce from 76� 80oF to under 70oF . This response does not happen in the industries

that were more a�ected by the recession.

The chapter proceeds as follows. Section 2 brie
y describes the data sources and reports summary

statistics. Section 3 provides the empirical framework which indeed is the GZN model. Section 4

describes the results, including (i) robustness testing of GZN model, (ii) examination of changes

in the time allocation - temperature relationship in the period of 2007-2016, and (iii) e�ects of

the Great Recession on the responsiveness of time allocation to temperature changes. Section 5

concludes the paper.

1.2 Data

The American Time Use Survey (ATUS) provides nationally representative estimates of how,

where, and with whom Americans spend their time. I employ this cross-sectional data from 2003

through 2016. Respondents are individuals over age 15 randomly selected from households that

completed their �nal month (i.e., the eighth interview) in the Current Population Survey (CPS).

Each respondent completes a 24-hour time diary { from 4:00AM to 4:00AM next day { for a

pre-assigned date, providing details of the activity undertaken, the length of time engaged in the

activity, and where the activity took place. Each respondent is interviewed the day after the diary

date.

Following GZN, I categorize time allocated throughout the day into three broad activity categories:

work, outdoor leisure, and indoor leisure1. Time allocated to labor is the sum of the number of

minutes in which the activity occurred at the respondent's workplace. Outdoor leisure activities

included activities that were outdoors or away from home, or activities wherein the respondent

was \traveling by foot or bicycle" and activities not falling into these categories but that were

unarguably performed outdoors. Activities that took place in ambiguous locations, such as

\socializing, relaxing, and leisure" that occurred at home, are categorized as indoor activities,

so the measurement of total time spent outdoors understates actual outdoor time. Time allocated

on indoor activities is simply the remains of 24 hours after subtracted by time allocated on labor,

sleep, and outdoor activities. Given this categorization, nearly all outdoor activities are somewhat

physically demanding, while indoor activities are generally of lower intensity. This is appropriate

to the research purpose since the marginal utility of physically active endeavors, especially those

outdoor activities, is expected to be most responsive to changes in temperature.

1Sleep is not included since in the GZN's original speci�cation, they proved that it is insensitive to temperature.
I checked the responsiveness of sleeping time to changes in temperature and obtained the same results (shown in
Appendix A.1). For simplicity, home production activities are referred to as leisure.
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Like GZN, I de�ne three groups of individuals based on climate exposure and activity choices:

those who are generally sheltered from climate (low-risk), those who are not (high-risk), and those

who are non-employed. These risk categories are based on the National Institute for Occupational

Safety and Health de�nitions of heat-exposed industries (National Institute for Occupational Safety

and Health, 1986) and industry codes in the ATUS. The high-risk group includes industries where

the work is primarily performed outdoors - agriculture, forestry, �shing, and hunting; construction;

mining; and transportation and utilities - as well as manufacturing, where facilities are typically

not climate controlled and the production process often generates considerable heat. Individuals

from all remaining industries are de�ned as low-risk. The third group consists of those currently

unemployed or out of the labor force. Those who are on a day o� are considered employed, and

their work hours are recorded as zero for that day.

To link with weather data at the county level, I match respondents in the ATUS with their records

in the CPS to obtain information on their county of residence. In the CPS data set, geographic data

below the state level will not be disclosed for geographic divisions with fewer than 100,000 people

to maintain con�dentiality. For those respondents whose county is not identi�ed but metropolitan

statistical area (MSA, or sometime referred to as core-based statistical area CBSA), I assign them

to the county with the highest population within the CBSA. This was done by using CBSA{county

crosswalk �les from the MABBLE Geocorr (Missouri Census Data Center, 2015). The process

provides me with county identi�ers for three-quarters of the ATUS sample. In detail, for the period

of 2007-2016, the ATUS-CPS consists of 120,661 respondents, in which 54,917 individuals have a

county identi�er and 42,004 individuals only have a metropolitan area reported. As a result, I

obtain 96,921 observations in the ATUS with county identi�ed. This number reduces to 91,572

observations in the �nal sample after merging with valid weather data.

I obtain daily weather observations from the PRISM Spatial Climate Datasets, which provides daily

max, min temperature, and daily precipitation readings for a 4km x 4km grid of the contiguous

United States. To obtain daily weather data at the county level, I �rst match the PRISM grid cells to

each census tract within a county using spatial mapping. Matches are based on the exact longitude

and latitude of the PRISM grid centroid and the spatial polygon of all US census tracts. For daily

maximum temperature, I bin each grid cell into di�erent temperature bands (5°F temperature

increment) at which the temperature realizations fall into. This �ne binning of the data preserves

the daily variation in temperatures. I then take simple average of the maximum temperature bins

and other weather elements at all PRISM grid cells matched to each census tract to obtain the daily

data at the census tract level. Finally, I calculate a weighted average of these weather elements

based on the proportion of county population in each census tract (2010 Census data) to produce

a single, county-level daily weather data. Since PRISM Climate Data does not cover Alaska and

Hawaii and does not provide snow records, I subset this data from Global Historical Climatology

Network - Daily Database (GHCN{ Daily, Version 3.24).
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I merge the ATUS and PRISM weather data by the county and date to obtain a �nal sample of over

83,600 and 43,600 individuals with valid weather data in the periods of 2007-2016 and 2003-2006,

respectively (from more than 120,000 and 60,000 individuals in the ATUS with county identi�ed).

Table 1.1 presents summary statistics for my �nal sample from 2007-2016, which covers 49 US

states with 447 counties. Among those who are working, time allocated to work is 7 hours a day

overall on average and is higher for the high-risk industries (nearly 8 hours a day). Looking at

leisure activities, individuals spend just under 2 hours a day overall on outdoor activities. Outdoor

leisure is highest for the high-risk group but it is not signi�cantly di�erent across groups. On

average, nearly 12 hours were spent on indoor activities. Non-employed individuals spent the most

time indoors with nearly 14 hours while both high-risk and low- risk groups spent more than 10

hours a day on indoor activities. Individuals who were working in the high-risk industrial sector,

on average, are older, more often are male, and have more kids, lower education but higher annual

earning compared to those in the low-risk group.

A comparison between the periods of 2007 - 2016 and 2003-2006 (Table 1.2) shows that time

allocated on working and max temperature remains statistically unchanged. However, the

di�erences in time allocations between leisure activities and other weather elements in the two

samples are statistically signi�cant. On average, individuals in 2007-2016 spent less time on outdoor

leisure and more time on indoor leisure and sleep than the 2003-2006 period, although this di�erence

is, on average, just less than ten minutes a day. Although the period 2007-2016 experienced much

hotter temperature compared to 2003-2006 at some time points, on average over 2007-2016, the

weather was slightly colder, there was more snow and less rain than the period of 2003-2006.

1.3 Econometrics Model

In this paper, I use the model proposed by GZN to examine the relationship between temperature

and time allocation. Their model is as following:

labori = f 1(tempc(i );t ( i ) ) + � 1Zc(i );t ( i ) + 
 1X i + g1(t(i )) + � 1c(i ) + � 1i ; (1.1)

outdoori = f 2(tempc(i );t ( i ) ) + � 2Zc(i );t ( i ) + 
 2X i + g1(t(i )) + � 2c(i ) + � 2i ; (1.2)

indoor i = f 3(tempc(i );t ( i ) ) + � 3Zc(i );t ( i ) + 
 3X i + g1(t(i )) + � 3c(i ) + � 3i ; (1.3)

where the variable labor is the amount of time allocated to labor activities for individual i , the

variable outdoor is the amount of time allocated to outdoor leisure activities, and the variableindoor

is the amount of time allocated to indoor leisure activities. Let t(i) represent the date individual i

is observed andc(i) represent the county in which individual i resides. Many recent studies (Dell
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Table 1.1: Summary Statistics, 2007 { 2016

Note: All statistics are at the daily level. High risk is de�ned as those employed in agriculture, forestry, �shing,
and hunting; mining; construction; manufacturing; and transportation and utility industries. Low risk consists of
remaining industries. Non-employed is de�ned as unemployed or out of the labor force.
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Table 1.2: Time Allocations and Weather Elements in 2003-2006 versus 2007 { 2016

Note: All statistics are at the daily level. *, **, *** denote signi�cance at the 10%, 5%, and 1% level, respectively.

et al., 2009; Pilcher et al., 2002; Schlenker & Roberts, 2009; Sepp•anen et al., 2003; Sepp•anen et al.,

2006) found a nonlinear e�ect of temperature on economic outcomes and labor productivity. The

function f(temp) is to allow for a nonlinear relationship between daily maximum temperature and

time allocation since increases in temperature may lead to increases in outdoor leisure at colder

temperatures, but beyond a certain point, they may lead to decreases. To reveal nonlinear e�ects,

this model considers separate indicator variables for di�erent bins (5°F temperature increment) at

which the weather realizations fall into. This �ne binning of the data preserves the daily variation in

temperatures. The 76°F{80°F indicator variable is omitted, so the estimates are interpreted as the

change in the time allocated to that activity at a certain temperature range relative to 76°F{80°F.

Schlenker and Roberts (2006) is an early example of this common approach. The key advantage

lies in avoiding functional form speci�cations, since this method is relatively nonparametric. The

weakness is that this approach demands high-resolution data: if aggregates across either space or

time before constructing the bins, extreme days could be averaged away, and if nonlinearities are

important, this smoothing of the data may produce misleading estimates (Dell et al., 2014). To

avoid that problem, I obtain daily maximum temperature from a 4km spatial climate data and

construct the 5oF temperature bins before computing the population weighted average to obtain

the daily weather data at county level. In terms of control variables, Zc(i )t (i ) are other county-level

environmental attributes potentially correlated with temperature (daylight, precipitation, humidity,
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and minimum temperature). The X i are individual-level covariates meant to capture preferences

for particular activities, listed in Table 1.1. The g(t(i )) includes day-of-week dummy variables

to account for di�erences in schedules throughout the week and year-month dummy variables to

control for seasonal and annual time trends in activity choice. The� c(i ) are county �xed e�ects

that capture all time-invariant observable and unobservable attributes that a�ect time allocation

decisions. Therefore, parameters of interest that relate temperature to time are identi�ed from

daily variations in weather within a county. In their paper, GZN display numerous robustness

checks to support the validity of the model.

Equations 1.1, 1.2, and 1.3 are simultaneously estimated as a generalized method of the moment

system of equations in order to constrain the net e�ect from a temperature change on total time

to sum to zero. This procedure also allows addressing autocorrelation and spatial correlation in

temperature by clustering standard errors at the state-month level. Following GZN, I estimate

these models for all individuals and then separately for those employed in high-risk industries and

those employed in low-risk industries. For those not currently employed, I estimate equations 1.2

and 1.3, modifying the constraints accordingly.

1.4 Results

1.4.1 Robustness Testing of the GZN model

Generally, my replication results are similar to GZN, except for the changes in working hours of

individuals who worked in industries with high exposure to climate and indoor activities in the

extremely high temperature (Figure 1.2). GZN �nds that temperature increases at the higher end

of the temperature distribution { above 100oF { would signi�cantly reduce hours worked by nearly

one hour for the high-risk group, with this time reallocated to indoor leisure. While the shape

of results is similar, the same regressions conducted with my �nal sample indicate that when the

temperature is above 100oF , time spent laboring decreases by less than 20 minutes and this e�ect is

statistically insigni�cant (Figure 1.2). Similarly, GZN also shows that time spent on indoor leisure

for all individuals signi�cantly increases when temperature increases above 100oF . My results are

similar but not statistically signi�cant (Figure 1.3).

As previously mentioned, I obtain insigni�cant results when I conduct the replication of GZN. ATUS

data set is used in both GZN and this study, yet the weather data that was used di�ered. While I use

PRISM weather data, GZN used historical weather data from the NCDC-TD3200/3210 \Surface

Summary of the Day" �les. Linked to ATUS 2003 { 2006 data, the PRISM provides me with

weather data for 413 counties while GZN was able to obtain observations with 406 unique counties.

Excluding observations with missing weather data results in 43,613 observations in the �nal sample.
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Figure 1.2: Di�erences in Results between GZN and my Replication, High Risk Group

Note: The 95% con�dence interval for regressions is shaded in gray. Each �gure displays the estimated impact of
temperature on time allocation based on equations 1.1, 1.2, and 1.3 in the text. Covariates include age, gender, number
of children, earnings, employment status, race, education, marital status, family income, day-of-week dummies,
minimum temperature, precipitation, year-month dummies, and county �xed e�ects.

My data set has 1,333 more observations than that of GZN's. Those added observations occur most

frequently in January, when temperature is relatively lower than other months, and in the states

of Colorado, Virginia, and New Jersey (Figure 1.4).

Figure 1.5 shows a comparison between distributions of daily maximum temperature during period

2003-2006 in GZN's dataset and my dataset. Comparing the distributions indicates there are more

warm days (over 85oF ) in GZN's sample. However, on average, the daily minimum temperature in

GZN is statistically higher than that of my sample, with a 10% level of signi�cance, but the tangible

di�erence is minimal (47:178oF in GZN's sample versus 46:978oF in mine). Despite the minimum

temperature di�erence, all other variables of weather { including maximum temperature, rainfall,

time allocation, and demographics { are not signi�cantly di�erent between datasets. However, the

number of observations with maximum temperature equal or above 100oF in my �nal sample is

fewer than those in GZN's (513 versus 575). Therefore, the statistic insigni�cance of my result

at the 100 +o F is potentially caused by lack of observations at extremely high temperatures. To

check if this is true, I replicate the estimates with GHCN-Daily data, in which I obtained more

observations in the temperature bins above 100oF than in GZN's (709 vs. 530). Nevertheless, the

responsiveness of working time to temperature above 100oF is still insigni�cant. This indicates that

the impact of temperature on time allocation might be sensitive with daily maximum temperature

measurement.
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Figure 1.3: Indoor Activities for All Individuals and Non-employed Groups

Note: The 95% con�dence interval for regressions is shaded in gray. Each �gure displays the estimated impact of
temperature on time allocation based on equations 1.1, 1.2, and 1.3 in the text. Covariates include age, gender, number
of children, earnings, employment status, race, education, marital status, family income, day-of-week dummies,
minimum temperature, precipitation, year-month dummies, and county �xed e�ects.

1.4.2 Relationship between Time Allocation and Temperature in 2007 - 2016
versus 2003 - 2006

Regression results based on equations 1.1, 1.2, and 1.3 estimating the relationship between daily

maximum temperature and time allocation are shown in Figures 1.6, 1.7, 1.8, and 1.9 for all

individuals and three labor groups (high-risk industries, low- risk industries, and non-employed).

I split the data into two groups based on the time periods (period 2007-2016 and period 2003-

2006) for comparison. This model includes separate indicator variables for every 5oF temperature

increment, and the 76oF {80oF indicator variable is omitted. Thus, the estimates are interpreted

as the change in the time allocated to each activity at a certain temperature range in comparison

to 76oF {80oF . Also note that, in most of the following results, the standard deviation in both

tails of temperature distribution (lower than 35 oF and higher than 100oF ) are large, which might

be because of too few observations at these bins of temperature. In the second and last panel of

Figure 1.6, as compared to the temperature 76oF {80oF , I found a decrease in the time allocated

to outdoor leisure and an increase in the time allocated on indoor leisure activities when the daily

maximum temperature is at 35oF in the period 2007-2016. Individuals shift around 30 minutes from

outdoor activities to indoor activities when daily maximum temperature declines from 76oF {80oF

to 25oF {35oF . Meanwhile, at the higher end of the distribution (above 75oF ), individuals do not

change their time allocation in response to warmer weather. The time spent on working is not

responsive to the temperature changes in both cold and warm weather (shown in the �rst panel).
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Figure 1.4: Weather Observations Added to GZN's Sample

Figure 1.5: Distributions of Daily Maximum Temperature 2003-2006 in GZN's and my Samples

Comparing the two periods 2007-2016 and 2003-2006, the pattern of change in time allocation across

various temperature bins are similar. The 2007-2016 prediction line is closer to zero than that of

2003-2006 prediction line in each panel of Figure 1.6, but the size of the changes is minimal. This

indicates that responsiveness of the reallocation of time to daily maximum temperature changes

is stable during the whole period of 2003-2016. In the 2007-2016 time period, I �nd a slight

decline (around 15 minutes) in time allocated to labor at temperature over 100oF as compared to

76oF {80oF . Outdoor leisure time at 25oF is 40 minutes less than 76oF {80oF and steadily increases

until 76oF {80oF , then remains stable until temperatures of over 100oF . The time decreased in

outdoor leisure at temperatures below 76oF {80oF is substituted by indoor leisure time. The

lack of signi�cance in relationship between time allocation and daily maximum temperature at

high temperatures (over 80oF ) suggest that external factors, such as the development of cooling

technology, may play an important role in individual responses.
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Figure 1.6: Relationship between Temperature and Time Allocation forAll Individuals

Note: The 95% con�dence interval for regressions in 2007-2016 and 2003-2006 periods is shaded in green and gray,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, year-month
dummies, and county �xed e�ects.

Figure 1.7 shows the change in time allocations for those who are working in industries with a high

risk of climate exposure. Time allocated to labor is not responsive to change in temperatures. For

outdoor leisure activities, the results are similar to that found for all individuals. A day with a

maximum temperature below 55oF is associated with a decrease in time spent on outdoor leisure

signi�cantly of 30-45 minutes when compared to a day in the 76� 80oF range. Indoor leisure time

is insigni�cantly responsive to changes in temperature, except at the 25� 30oF and 40� 45oF

temperature bins. The impact of temperature on time allocation for the high-risk group during

2007-2016 follows the same pattern as in the 2003-2006 time period.

The impact of temperature on time allocations for low-risk industrial group is presented in Figure

1.8. The trend in time allocation is quite similar to what was found for all individuals (shown in

1.6), except for the indoor leisure time at temperatures below 75oF and over 100oF . Compared

to general results for all individuals, the impact of lower temperature between 30� 60oF on time

allocated to indoor leisure activities for the low-risk group is weaker and only signi�cant within the

bins 25� 30oF and 40� 45oF . In contrast, at the temperatures over 100oF , workers in the low-risk
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Figure 1.7: Relationship between Temperature and Time Allocation forHigh Risk group

Note: The 95% con�dence interval for regressions in 2007-2016 and 2003-2006 periods is shaded in green and gray,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, year-month
dummies, and county �xed e�ects.

group increase time allocated on indoor activities by 30 minutes on average compared to days with

temperature at 76� 80oF . Again, time allocation of workers in the low-risk group responds in the

same fashion to changes in temperature in 2007-2016 as compare to 2003-2006.

Figure 1.9 presents the relationship between daily maximum temperature and time allocation for

those who are not employed. For the temperature under 76� 80oF , the impact of temperature on

time allocation is the same for the two periods 2003-2006 and 2007-2016. Compared to temperatures

76� 80oF , outdoor leisure time decreases by roughly 40 minutes at the temperatures 25� 40oF and

is substituted with indoor leisure. Again, time allocated to leisure activities at temperature over

80oF is not di�erent to that at 76 � 80oF . Figure 1.9 also con�rms that the allocation of time in

2007-2016 for the non-employed group, as same as for the high-risk and low-risk groups, responds

to temperature changes in the same manner as in the period of 2003-2006.

To check for the robustness of the result, I move the manufacturing industry from the high-risk group

to the low-risk group. Among those in the high risk of climate exposure industries, manufacturing

is ambiguous, and the working activities may be either take place in outdoor or indoor condition.
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Figure 1.8: Relationship between Temperature and Time Allocation forLow Risk group

Note: The 95% con�dence interval for regressions in 2007-2016 and 2003-2006 periods is shaded in green and gray,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, year-month
dummies, and county �xed e�ects.

There are two other modi�cations to check for potential omitted-variable bias. In one estimation, I

remove all individual covariates to check if county �x e�ects capture information related to locations

based on temperature. In another estimation, I include county-season �xed e�ects allowing for

seasonal factors speci�c to each county. Figure 1.10 shows that changes in impact of temperature

on time allocation across estimations are minimal, indicating the robustness of the results in the

baseline model.

Recalling that for those respondents whose county is not identi�ed in the ATUS-CPS, I assign them

to the county with the highest population in the CBSA where available to link them with weather

data at the county level. This might lead to misleading estimates since the comparison between

GZN and my replication (section 1.4.1) suggests that the result is sensitive to the daily maximum

temperature measurement. To assess the impact of this CBSA { county matching process, I restrict

my estimations to respondents with exact county identi�ed (54,917 observation) in the ATUS-CPS.

After merging with valid weather data, I obtain a �nal sample with 51,582 observations with county

exactly identi�ed. I �nd that the results are very close to those I found in the baseline estimates
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Figure 1.9: Relationship between Temperature and Time Allocation forNon-employed group

Note: The 95% con�dence interval for regressions in 2007-2016 and 2003-2006 periods is shaded in green and gray,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, year-month
dummies, and county �xed e�ects.

(Appendix A.2), showing the reliability of my results. Other than the development of cooling

technology, an explanation for the decreased responsiveness of time allocation to temperature

changes at the temperature over 80oF could be that laborers have become used to the warm weather

and learned strategies to cope with the heat. Furthermore, the relationship between temperature

and time allocation might be a�ected by other variables, such as the Great Recession (December

2007 { June 2009), in which the unemployment rate increased remarkably. This might be the

reason why time allocated on working is less responsive to changes in daily maximum temperature.

Given higher unemployment rate and lower wage, regardless of weather conditions, laborers would

work to keep their jobs and maintain their income levels. In the following section, I will exploit the

variation across counties in timing and severity of the recession to check whether the relationship

between time allocation and temperatures is a�ected by the recession.

16



Figure 1.10: Robustness Check, 2007-2016

Note: The 95% con�dence interval for the baseline model is shaded in gray. \+/- manufacturing" moves those
who were employed in the manufacturing industry from high to low risk; \w/o ind. cov." excludes individual-level
covariates; "county-season FE" includes a county-season �xed e�ect.

1.4.3 E�ects of the Great Recession

The recession that started in December 2007 was severe according to many measures, but for this

paper, I am interested in its e�ect on the time allocation of laborers. The labor market indicator that

I use as the main measure of cycle for this paper is the unemployment rate. From the U.S. Bureau

of Labor Statistics' Local Area Unemployment Statistics, I obtain monthly unemployment rates for

all counties of 50 U.S. states plus the District of Columbia. After adjusting for seasonality, I link

the unemployment rate data to the ATUS data by the county in which ATUS respondents reside.

Instead of using the dates of business cycles identi�ed by National Bureau of Economic Research,

I use the timing of the recession at the county level based on unemployment rates. Speci�cally, I

assign cycle peak and trough for each of counties by examining the local minimums and maximums

in the county level unemployment rates. When the unemployment rate rises quarter to quarter,

the economy has most likely entered a recession phase. When the unemployment rate bottoms

out, a trough has likely occurred. Despite labor market outcomes being subject to more in
uence

by local variables, using data at the county level is limiting due to the possibility of measurement

error in the unemployment rate. I then use the di�erences in the recession timing and intensity of
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county-level movement in unemployment rates to estimate how di�erent individuals are a�ected by

business cycle swings. For this purpose, I employ the same estimations as in the equations 1.1, 1.2,

and 1.3 and run parallel regression for each of di�erent time periods. The time periods cover the

pre-recession, the 2007 recession, and the post-recession periods. Because equations 1.1, 1.2, and

1.3 include county �xed e�ects, the coe�cients on the set of temperature indicators for each time

periods are only identi�ed up to a common e�ect caused by variations of recession timing at the

county level. Since the time dummies may remove a large portion of the business cycle, I estimate

the model without the year-month dummies.

Figure 1.11 depicts results from these estimations with the outcomes for each time period. The

pattern and statistical signi�cance of the outcomes are similar for the recession and post-recession

time periods. For clarity, I show prediction lines and con�dence intervals for the pre-recession and

recession periods, while for the post-recession I show only the predictions. Full results are provided

in the Appendix A.3. When compared with the recession and post-recession periods, time allocated

to labor seems to be more responsive to changes in temperature during the pre-recession period,

but this is not statistically signi�cant. For leisure activities, time spent outdoors decreases and

is substituted by indoor leisure time at temperatures below 76� 80oF . This pattern is similar

for all periods, except for insigni�cant changes in time allocated to indoor activities during the

pre-recession period. Overall, the individual time use behavior in response to temperature changes

does not seem to vary over the business cycle.

The severity of the Great Recession not only varies between counties but also between industries

within a county. To examine whether the great recession has no e�ect on the relationship of

individuals' time allocation and temperatures or only a�ects individuals in some speci�c industries,

I reexamine the above estimations separately on di�erent industrial groups. Instead of categorizing

industries based on levels of risk to climate exposure as in the previous section, I separate the

employed sample into three main industrial groups: more-a�ected group (including construction

and manufacturing), less-a�ected group (services and public administration, education and health

services), and average - a�ected group (all other industries, except real estate and rental/leasing

industry since this is the source of the recession). This categorization is based on �ndings of Hoynes

et al. (2012) and Sahin et al. (2010) and information from multiple presses. These papers show

that, by the measure of unemployment rate, construction and manufacturing have stood out as

the industries more a�ected by the downturn. In contrast, services and public administration,

education and health services seem to have been most sheltered during this recession with the

unemployment rate remained well below the aggregate long-term average unemployment rate.

Figure 1.12 and Figure 1.13 shows the di�erences in responsiveness of workers' time allocation to

changes in temperature under di�erent levels of recession severity. Workers in the less - a�ected

industrial group are more 
exible in the reallocation of their time in response to temperature

changes over the business cycle, especially on time for leisure activities. Within each industrial
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Figure 1.11: Temperature and Time Allocation over Business Cycle,All Individuals

Note: The 95% con�dence interval for regressions in Pre-recession and Recession periods is shaded in gray and green,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, and county
�xed e�ects. Year-month dummies are not included.

group, the pattern is similar over the business cycle, except for time allocated to work in group of

less-a�ected industries. For leisure time, all groups reduce their time outdoors at the temperatures

below 60oF but while the estimates are mostly insigni�cant for the more-a�ected group during the

pre-recession and recession periods, they are strongly signi�cant for the less-a�ected group. Before

and during the recession, individuals reallocate time on outdoor activities to indoor activities. After

the recession, this amount of outdoor time is reallocated to works. Particularly, laborers in the

less-a�ected group signi�cantly increase their time spent on working at the temperatures below

60oF compared to the 76� 80oF bin. This is in line with Lazear et al. (2016)'s �nding that, under

the labor demand falls and wage reduction impacts of the recession, those workers whose next best

alternative is now leisure, may be willing to work harder for a given wage to maintain their income.

The above results are true for the non-employed group as well (Figure 1.14). Although the

responsiveness of time allocation to changes in temperature becomes more statistically signi�cant

during and after the great recession, the pattern of the responsiveness remains the same.
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Figure 1.12: Relationship between Temperature and Time Allocation over Business Cycle, Labor

Note: The 95% con�dence interval for regressions is shaded in gray. Each �gure displays the estimated impact of
temperature on time allocation based on equations 1.1, 1.2, and 1.3 in the text. Covariates include age, gender, number
of children, earnings, employment status, race, education, marital status, family income, day-of-week dummies,
minimum temperature, precipitation, and county �xed e�ects.

Figure 1.13: Relationship between Temperature and Time Allocation over Business Cycle, Outdoor
Leisure

Note: The 95% con�dence interval for regressions is shaded in gray. Each �gure displays the estimated impact of
temperature on time allocation based on equations 1.1, 1.2, and 1.3 in the text. Covariates include age, gender, number
of children, earnings, employment status, race, education, marital status, family income, day-of-week dummies,
minimum temperature, precipitation, and county �xed e�ects.
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Figure 1.14: Relationship between Temperature and Time Allocation over Business Cycle for Non-
employed group

Note: The 95% con�dence interval for regressions in Pre-recession and Recession periods is shaded in gray and green,
respectively. Each �gure displays the estimated impact of temperature on time allocation based on equations 1.1, 1.2,
and 1.3 in the text. Covariates include age, gender, number of children, annual earnings, employment status, race,
education, marital status, family income, day-of-week dummies, minimum temperature, precipitation, and county
�xed e�ects.
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1.5 Conclusion

The aim of this paper is to check the robustness of GZN model by using a �ne-resolution weather

data, examine the change in the trend of time allocation to labor, outdoor and indoor activities

from the higher temperature in the period 2007-2016 in comparison to the period of 2003-2006,

and investigate e�ects of the Great Recession on the relationship between temperature and time

allocation. My �ndings for each labor group and non-employed group con�rm that although the

allocation of time in 2007-2016 tend to be less responsive to temperature changes than in 2003-

2006 especially in the warm weather, the relationship between the time allocation and temperature

is stable over time. Regarding the period of 2007-2016, a day with a max temperature below

65oF leads to a decrease in the time allocated to outdoor leisure activities, relative to a day in

76 � 80oF bin. In general, comparing locations experiencing temperatures of 76� 80oF with

those experiencing temperatures of 25� 35oF , all groups spent on average 30 minutes less per day

doing outdoor leisure activities. In both low-risk and non-employed groups, the decreased time

in outdoor leisure is substituted with indoor leisure time. While time allocated to outdoor and

indoor activities changes following temperature changes in the cold weather, it is not signi�cantly

responsive to the higher temperature in the warm weather. The lack of signi�cance in relationship

between time allocation and daily maximum temperature at high temperatures (over 80oF ) suggest

that individuals have adapted better to warm weather but not cold weather. In terms of labor time,

I �nd that time allocated to working is not impacted by temperature changes, neither in cold nor

in warm weather.

The comparison between GZN's results and my analysis provides evidence of sensitivity in the

estimation results due to temperature measurement. While GZN �nds time allocated to labor and

indoor leisure activities is responsive at the temperature over 100oF , my result is insigni�cant. The

only di�erent input between GZN and this paper is the weather data. Therefore, studies examining

the trend of economic outcomes in response to temperature should use a consistent data source of

temperatures over time to provide reliable results.

When comparing the estimation results of changes in time allocation due to temperature variations

over each of three periods { before, during, and after the Great Recession, I �nd the pattern of

changes in time allocation of most groups is stable, except the group of less-a�ective industries.

When more job opportunities gradually returned after the Great Recession, individual in increases

their working hour during the cold-weather period, compared to before the recession. This does

not happen before and during the recession.
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Chapter 2

Do Electricity Consumers Respond to Prices or Peers?

Evidence from a Novel Electricity Billing Tournament

Abstract

This chapter examines an energy conservation program that instills both pecuniary and non-

pecuniary incentives using a tournament among peer military households. Under the tournament,

households only pay for electricity use that exceeds 110 percent of a peer-group average and receive

a rebate for each kilowatt-hour below the 90 percent of the peer-group average. Before the program,

no household paid for electricity. I evaluate the impacts of the program in two ways. First, I use

di�erence-in-di�erences to estimate how the introduction of the program a�ected electricity use for

those near the peer-group average (and paid/received nothing throughout) in comparison to those

who received various levels of payments or rebates. Second, I examine how arguably exogenous

changes in the peer-group average, driven by entry and exit of households, a�ected subsequent

electricity use by continuing households. I �nd that the program causes greater conservation by

high-use households that are required to make payments under the program, but that low-use

households respond against their pecuniary interest and consume more, at least relative to average

households. Put another way, both groups bunch toward the peer-group mean. Over time, as

average use and the non-payment window shift lower, it mitigates the perverse e�ect from the

rebate group and gradually increases the response from the payment group. Interestingly, for

continuing households that switch between rebate and payment percentiles, use responds the same

to both exogenous decreases and increases in the peer-group average use. These households tend

to reduce electricity use if they were standing at the above-average percentiles and, in contrast,

increase use if they were at the below-average percentiles regardless of the increases or decreases in

the e�ective price. This causes bunching toward the new group mean. I discuss ways that monetary

incentives and competitive psychology may be mixing to give rise to these observed impacts.

JEL Codes: D12, Q41, Q48, L94, L98

Keywords: Peer comparison, monetary incentives, energy conservation, electricity

demand
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2.1 Introduction

Energy conservation has played an important part in lowering pollution emissions and mitigating

climate change. Economists have traditionally considered ways in which e�cient energy pricing

can guide appropriate levels of demand by including, for example, the social cost of pollution

emissions. Over time, however, economists have come to appreciate that behavioral factors a�ect

choices and that these do not always comport with the standard model of utility maximization.

For example, some studies �nd that residential customers facing block pricing consume electricity

as if average price were marginal price (Ito, 2014; Liebman & Zeckhauser, 2004; Wichman, 2014)

or respond to expected marginal price (Borenstein, 2009) rather than observed marginal price.

Meanwhile, other studies �nd that even while people respond to price intervention, people may do

a poor job of accounting for energy costs associated with appliance choices (Attari et al., 2010;

Jacobsen, 2015; Sallee, 2014). Others have found that \nudges" or non-price interventions, which

mainly involve information about consumption patterns relative to peers (Allcott, 2011; Ayres et

al., 2013; Ferraro & Price, 2013; Reiss & White, 2008; Schultz et al., 2007; Wolske et al., 2020) or

feedbacks on monetary savings (Abrahamse et al., 2007), can impart modestly reduced electricity

use. Jessoe and Rapson (2014) shows that providing residential electricity customers with real-

time information about energy usage increases their price elasticity of demand compared to those

without feedback. Ferraro and Price (2013) suggest that non-pecuniary nudges provide a useful

complement to pecuniary incentives because they are most e�ective among the group that is least

sensitive to price changes.

While a large body of literature has shown the independent e�ects of monetary incentives and

behavioral nudges, few studies have investigated how consumers respond to a combination of the

two interventions. The results are mixed - the combination of these two treatments may either

synergize the conservation e�ects or just provide the same impacts as applying solely each treatment.

Stern (1999) �nds that a combination of material incentives and information provides synergistic

e�ects on pro-environmental consumer behaviors.List et al. (2014) conduct an experiment that

overlays Opower's social-comparison Home Energy Report (HER) with a rewards program that

o�ers �nancial incentives for reductions in home energy use. The authors show that the combined

HER and reward treatments induce greater conservation than the HER treatment alone. The

conservation e�ects is especially substantial for low users that is not achieved by the HER alone.

Studying the success of a wide range of norm campaigns, Blondeel et al. (2019) also �nd that

problem linkages can bolster the attractiveness of a proposed new norm. For instance, the campaign

to reduce environmentally harmful fossil fuel subsidies has been more e�ective when linked to �scal

stability. Together, they tend to have greater potential to a�ect policy change than either one does

alone. However, Fanghella et al. (2021) and Hayes and Cone (1977) do not �nd evidence of synergies

between monetary reward and behavioral (goal setting and feedback) interventions in optimizing
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energy consumption. Using a �eld experiment to investigate healthy-food purchase decisions at

a grocery store, List et al. (2015) shows that the simultaneous treatment of both information

and pecuniary incentives do not signi�cantly increase healthy produce purchasing compared to

the pecuniary incentive alone. Interestingly, Fanghella et al. (2021) �nd that the energy saving

pro�le under the mix of treatments is closer to that of behavioral nudge than pecuniary, suggesting

that the main driver of behavior in the mix is behavioral intervention rather than the �nancial

incentive. All these prior studies examine the combination of information and monetary incentives

that likely in
uence consumer behaviors in the same direction { both treatments either increase

good consumption or reduce harmful behavior.

This paper contributes to the literature on energy consumer response by studying an energy

conservation program that has simultaneously provided unusual pecuniary and non-pecuniary

incentives which may in
uence consumption in opposite directions. The setting involves military

households living on bases in Hawaii. Prior to the program, military households did not pay

for electricity{it is included as a part of the housing allowance for enlisted persons and their

families. To encourage conservation, the military has developed a revenue-neutral tournament.

Under the tournament, households only pay for electricity use that exceeds 110 percent of a peer-

group average, while households that consume below the 90 percent of the peer-group average

earn a per-kilowatt-hour rebate for conservation below this threshold. Households that consume

between 90 and 110 percent of the peer-group mean pay nothing. For four months prior to the

actual program, households were provided information about their consumption and that of the

peer-group mean, as well as the payment or rebate they would have been subject to if the program

had already commenced. In a brief, households receive solely peer-comparison information during

the four-month pilot period and receive both peer-comparison and monetary incentives during

the actual program. Interestingly, the simultaneous treatments of peer comparison and monetary

incentives may potentially a�ect household electricity use in either the same direction or in opposite

directions. Particularly, for the payment group, both peer comparison and monetary incentives

potentially reduce household electricity use. For the rebate group, the peer comparison pulls in

the opposite direction of the monetary incentive. While money rebates may decrease electricity

use (Azarova et al., 2020; Hayes & Cone, 1977; Slavin et al., 1981; Winett et al., 1976; Winett

& Nietzel, 1975), peer comparison may increase use due to a "boomerang" e�ect1. The peer-

comparison information suggests to low users that they are consuming less than typical households

and that it is socially acceptable to consume more (Fischer, 2008; Schultz et al., 2007).

Peer-group comparisons in this military tournament aim to echo the use of social comparisons to

\nudge" people toward lower energy consumption. Payments and rewards for deviating from the

group mean add salience and economic bite to these comparisons. Thus, both psychological and

1A boomerang e�ect happens where households who have lower-than-average consumption respond to peer
information by increasing their energy use.
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economic factors are likely germane to the program's impacts, and I use a couple of strategies for

trying to disentangle these e�ects to the extent possible and estimating the interplay between peer

comparison and monetary incentives.

First, using a di�erence-in-di�erence estimator, I �nd households formerly consuming above

110 percent of the peer-group mean reduce use relative to the no-payment households formerly

consuming near the peer-group mean. Those receiving a rebate for consuming less than 90 percent

of the group average, however, actually increase electricity use relative to those near the mean.

While such a pattern of crowding toward the mean has been observed in social comparison studies

that lacked �nancial consequences, it may surprise some that this behavioral phenomenon outweighs

the in
uence of a high marginal price. But since the reduction by those making payments is almost

twice the size of the increases of those receiving rebates, on balance the program reduces electricity

use.

A potential weakness of the di�erence-in-di�erence estimates is that the control|no-payment

households that consume near the average|may nevertheless be in
uenced by the program.

Thus, to complement di�erence-in-di�erence �ndings I consider longer-run changes over time as

households enter and exit each peer group. When a high-use household moves out (e.g., their tour

of duty ends) or a low-use household enters, the peer-group mean declines; conversely, when a

low-use household exits or a high-use household enters, the peer-group mean rises. For continuing

households, these are exogenous changes that a�ect the likelihood and size of payments and rebates

in the tournament.

When the peer-group average decreases month-over-month { which is the usual case { making the

tournament more competitive (e�ectively a price increase), I �nd that high users making payments

decrease use somewhat more than average users do, while low users receiving rebates increase use

much more than average. This result mirrors the bunching-toward the peer-group-mean observed

in the di�erence-in-di�erence estimates. Interestingly, households' response to the reverse changes

{ when the peer-group mean increases { is the same: users at low-percentile increase use while

users at high-percentiles decrease use. Taken together, the results indicate a powerful interaction

between monetary incentives and behavioral factors that I have not seen documented in the prior

literature.

The remainder of this paper is structured as follows. Section 2 describes background information

about the military energy conservation program and data used for this study. Section 3 presents

the empirical approaches. Section 4 presents the results and Section 5 provides concluding remarks.
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2.2 Background and Data

2.2.1 The Resident Energy Conservation Program

The Resident Energy Conservation Program (RECP) was created by the Department of Defense

to increase awareness of electricity use and to reduce energy consumption. The program was

designed as a revenue-neutral program and implemented based on a tournament among peer

military households. RECP was initiated in Hawaii in September 2010, but the �rst four months

is a pilot period in which households received monthly information about peer group average use

and the charge they would have paid if RECP had been implemented. Households started paying

or getting a rebate in January 2011. Before January 2011, military households did not pay for

electricity. Under RECP, for each peer group, a bu�er zone is established 10% above and 10%

below the monthly average use. To calculate the group average use, RECP categorized residents

into 100 di�erent like-type groups by their home characteristics including neighborhood, size of the

home, year built, construction style, and variation in the e�ciency of heating and air condition

systems in use. Households cannot decide which group they belong to and do not know exactly

who are their groups' members. The group average use is calculated after removing the highest and

lowest 5% of users in each group and homes that are not occupied for a full month. Households

whose monthly use is within the resulting band still pay nothing. Those who consume above the

bu�er zone pay for the excess consumption, while those who consume below the bu�er obtain

a rebate de�ned by the di�erence of their consumption from the group average level times the

electricity rate.

Figure 2.1 illustrates the average price and marginal price that vary by consumption level relative

to the peer group average use along with distribution of electricity use after the program. In this

paper, average price is de�ned by dividing the monthly charge, which is either positive in the

payment group or negative in the rebate group, by the kilowatt-hour consumed. Marginal price is

the increase in total payment or the decrease in total rebate when a household uses one additional

kilowatt-hour. Under the novel pricing system, high-consuming households see a marginal price

equal to the electricity rate (P) and a positive average price. While low-consuming households face

the same marginal price ofP, their average price isnegative, since they receive a rebate. Households

who are in the 10-percent bu�er zone around average use pay zero marginal and average prices.

Along with the new pricing scheme, households receive monthly utility bills with information of

households' historical and current use as well as the peer group average use.

In addition to simultaneous pecuniary and non-pecuniary incentives, two features that make this

program especially ideal to examine the responsiveness of consumers to price changes are that

(1) Military personnel are commonly reassigned to a new station after 2-5 years, so each peer

group experiences a change in member compositions almost every month. The group average use
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Figure 2.1: Marginal Price, Average Prices, and Consumption
Distribution by Consumption Bin

Notes: This �gure illustrates the entire price schedule under RECP. The horizontal axis displays bins of the ratio
of household electricity use to the group-average-use in percentage. The blue line presents the average price, which
equals monthly bills divided by monthly kilowatt-hour used. The orange line shows the marginal price, which is either
an increase in the payment for those households at above-average percentiles or a reduction in the rebate for those
households at below-average percentiles when the households consume one additional kilowatt-hour. The histogram
shows the distribution of consumption under RECP by household-month. The consumption within percentiles 90%-
110% paying nothing for electricity are colored orange. The above-110% percentiles making payments are colored
green. The below-90% percentiles receiving a rebate are colored blue.

thus unpredictably changes over time, which a�ects who receives payments or rebates and the bill

that they receive each month. This is equivalent to an exogenous change in average price and/or

marginal price when households are pushed into or out of the bu�er zone. (2) The electricity rate

for military residents in Hawaii, upon which the payments and rebates are based, is predetermined

and �xed during a �scal year (from October this year to September next year) regardless of their

consumption level and time of use as well as market price. These two features in combination

provide an unconventional block pricing structure in which both the switching points between price

tiers and price changes are de�ned exogenously. I will exploit these natural features in developing

my empirical identi�cation in the next section.

2.2.2 Data

Data on military electricity billing records were assembled by a company that operates the majority

of military housing communities in Hawaii. The data provide household-level monthly electricity
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use for more than 27,000 military households on the island of Oahu, Hawaii (Honolulu county)

from October 2009 through September 2018. After I dropped households that were exempted from

billing under the program, were missing data on electricity use, bill and/or assigned peer group, or

were in the sample only during the pre-treatment period, I obtain an unbalanced panel data with

more than 25,700 households assigned to one among 100 peer groups for the main analysis. Group

size widely varies from 6 to more than 300. The homes reside in 39 neighborhoods, located in nine

zip codes. The panel data is unbalanced due to the fact that military residents frequently move

from one installation to another over time. The billing data includes household monthly electricity

use, the amount of payment or rebate, assigned peer group, neighborhood, zip code, and housing

characteristics.

Unfortunately, size of households, demographics and income data are not accessible. Generally,

a household may choose a neighborhood to reside in depending on their income and personal

preferences. Therefore, neighborhood choice might partially re
ect household demographics. Also,

besides temperature and precipitation, other weather elements such as wind direction and humidity

vary according to neighborhood locations, depending on its distance and orientation to beaches and

mountains.

Table B.2.1 presents descriptive statistics of selected housing characteristics and billing data.

Brie
y, while the program in fact is revenue neutral, households on average consumed less

electricity after the program implementation. Under the program, about one-quarter (25%) of

households regularly get a rebate, another quarter of households frequently have to pay for their

above-average electricity use, only �ve percent of households pay nothing, as all did before the

program commenced, and the remainder (45%) 
uctuate between rebate and payment over time

(Figure B.3.2). The electricity price applied to both payments above the threshold and rebates

below the threshold was relatively stable around 40 cents/kWh during the period 2011 - 2016 and

reduced to less than 25 cents/kWh in the �scal years 2017-2018 (for details, please see marginal

price for the payment group in Figure 2.4).

Since weather variation a�ects the demand for electricity, some speci�cations include major weather

elements. I use weather data from NOAA Global Historical Climatology Network (GHCN), which

provides daily air temperature and precipitation observations for each station in Honolulu county.

I compute daily cooling degree days (CDD) by comparing average temperatures recorded at each

station to the standard temperature of 65° Fahrenheit (F) and aggregate to CDD and precipitation

to monthly level. To obtain weather data at the zip code level, I �rst match the weather station

coordinates to each zip code using spatial mapping and take a simple average of weather elements

over all stations within each zip code. Weather data is merged with the main data by the zip code

where each household resides.
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2.3 Empirical Strategy

2.3.1 Di�erence-in-di�erence Estimator

To investigate how military households on either side of the non-payment zone respond to the

�nancial motivations, I �rst estimate changes in electricity use under the program using a di�erence-

in-di�erence (DD) estimator. The regression speci�cation is:

log(useit ) = � 0 + � 1(Postt � T reat i ) + � 2Postt + � 3Treat i + X it � + � it ; (2.1)

where useit is daily electricity use by householdi in month t measured in kilowatt-hours, X it is a

vector of home characteristics including square footage and house age, and� it is the error term.

The weakness of the DD approach is that RECP was not designed with a randomly assigned

control group. I address this problem by selecting households that, given the way the program was

implemented, were least likely to have their behavior in
uenced by it. In the pilot period from

September to December 2010, RECP provided each household with information on their electricity

use, and peer-group average use. They also informed each household what their projected payment

or rebate would have received if the tournament had been e�ective. Households therefore had a

good understanding of their baseline position prior to program implementation. Meanwhile, their

payment did not change during the pilot period: they still pay nothing for electricity use.

I therefore use as the control group "non-payment" households whose electricity use is always in

the bu�er zone throughout the sample period - both before and after the program - and was in

the range of +/-5% from group average use in the pilot period. These households are less likely

to be pushed out of the non-payment bu�er zone (+/-10% from group average use) as long as

monthly group average use does not endogenously change by a large amount. Over the longer run,

this assumption could become increasingly questionable, in which case the treatment e�ects that I

estimate are likely attenuated from their true impact, an issue I address below.

The �rst treatment group is comprised of "rebate" households whose consumption before the

program is less than 55% of peer-group average use and are never required to pay during the

whole sample period. I select 55% to ensure these households' level of consumption is far enough

from the non-payment zone and so they are unlikely to be pushed to the non-payment or payment

zone even if the group mean consumption slightly changes over months. Thus, these households

are almost sure to face an expected marginal price equal to the full 25-40 cents per kWh, with

their rebate reduced by this amount for each additional kWh consumed. Theaverage pricefaced

by these households, however, equalsminus the rebate divided by kWh consumed, which seems

more di�cult to con
ate with marginal price, as Ito (2014) and Wichman (2014) have found with

block pricing. Households would have to believe that increasing electricity use would increase their
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rebate instead of decreasing it. The sign reversal and large numerical di�erence between these two

price measures is unusual. While it seems unlikely that households would misperceive average price

as marginal price in this extreme case, the substantial di�erence makes this a clear and testable

hypothesis.

The second treatment group is comprised of "payment" households that consume more than 145%

of the group average use during the pilot period and are always in the payment zone throughout the

sample period. These households, like the rebate households, are almost sure to face an expected

marginal price equal to the full 40 cents or 25 cents per kWh, with their payment increased by this

amount for each additional kWh consumed, as they are unlikely able to reduce their electricity use

as much as needed to move to the non-payment zone. While average price for these households is

not negative like it is for rebate households, it is generally about one quarter the size of marginal

price, since they only pay for electricity use above 110% of the average. Con
ating average and

marginal price seems more plausible than the rebate group, but less plausible than a typical block

pricing situation. I nevertheless consider this possibility.

Figure 2.2: Mean Seasonal Adjusted Electricity Use by Treatment Status (kWh per day)

(a) Rebate versus Non-payment (b) Payment versus Non-payment

Thanks to the pilot period, households have learned about their relative position on the consumption

distribution. The DD approach works assuming that households have a rational understanding of

the tournament and the expected marginal prices they face and respond accordingly (Liebman

& Zeckhauser, 2004). Because longer-run adjustments might change these expectations, the DD

sample period is restricted to six months before and six months after the program (7/2010 - 6/2011).

This selection avoids signi�cant changes in group average use over time that might impact the

behavior of households in the control group. Note that although the control group is categorized

the same way in the two DD estimates, the control households included in each estimate might

slightly di�er. The reason is that I drop few peer groups that include only control households and

no quali�ed treated households. Figure 2.2 displays mean electricity use before versus after the

program by treatment status. The control group appears to slightly change its consumption after
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the program begins. To be conservative, I interpret di�erences relative to the control group, which

may di�er slightly from the true overall impact.

2.3.2 Estimating Consumer Response to Exogenous Changes in the Peer-group
Average

A comparison between the distribution of household electricity use before versus after the program

(Figure 2.3) shows that households respond to the billing tournament by adjusting electricity

use toward the average level. In contrast to a smooth distribution of electricity use before the

program, there is bunching of households at the non-payment bu�er zone (90%� 110% of the

group average use) after the program. The bunching indicates that a proportion of households

could manipulate electricity use to avoid being pushed out of or to move into the non-payment

bu�er zone. Since the monetary incentives are substantially di�erent for under-average and above-

average users, households at di�erent consumption percentiles relative to the peer group average

use might respond di�erently to price changes under the new billing tournament.

Figure 2.3: Distribution of Electricity Use Before and After the Program
Bunching at the Average Level

As mentioned in section 2.2.1, the electricity rate is �xed during a �scal year regardless households'

consumption level. Variation in a household's monthly payment solely depends on the di�erence

between the household use and its peer group average use. To analyze how households respond to

the new billing tournament over time, I develop an alternative design that considers how household

electricity use responds to changes in peer group average use that stem from entry and exit of

households from each group. Speci�cally, I use the peer group average �xed e�ect as an instrument

for group average use. Since the individual �xed e�ect is constant over time for each household,

the group average �xed e�ects will only change when households move into or out of the group.
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Since move-ins and move-outs are relatively frequent and mainly tied to tours of duty, it seems

unlikely that this source of variation would be associated with any meaningful confounding factor.

This feature makes the group average �xed e�ect an ideal instrument to measure the variation in

group average use, and consequently average and/or marginal price changes induced by changes in

group composition. I perform this estimate in three steps as follows:

First , I estimate individual �xed e�ects on log of daily use for each householdi (Equation (2.2)).

log(useijt ) = � i + � jt + � ijt ; (2.2)

where� i is individual �xed e�ects, � jt is a time-by-group �xed e�ect, to account for all time-varying

weather and tournament incentives, and� it is the error term.

Second, I compute an average �xed e�ect over all householdsi for each peer groupj in time t,

excluding the extreme high or low users within each group (Equation (2.3)).2

Gijt =
P N jt

i =1 � i

N jt
(2.3)

where Gijt is group average �xed e�ect and N jt is number of households located in group j in time

t.

Finally , in equation (2.4), I estimate the e�ect of group average �xed e�ect on household electricity

use. Because electricity bills arrive in the middle of the succeeding month, the lagged peer-

group average use, but not contemporaneous group average use, is more likely to a�ect household

consumption. The model includes individual �xed e�ects to control for heterogeneity of households

in terms of their overall electricity use. Also, I include the neighborhood-by-time �xed e�ects to

capture any changes in the neighborhood characteristics such weather or structural characteristics

of the buildings or residential areas over time that may in
uence electricity use. The time-varying

neighborhood e�ect would also help to control for changes in neighborhood characteristics. A

peer (like-type home) group often locates in several neighborhoods and one neighborhood often

include multiple peer groups. Therefore, including neighborhood �xed e�ects will not cause

multicollinearity with the group average �xed e�ect predictor.

To explore the heterogeneity in consumer price sensitivity (Reiss & White, 2005) and detect

the di�erence in consumer response to rebate versus payment incentives, inspired by Ito (2014)

and Wichman (2014), I allow the e�ect of group average �xed e�ect to vary over households'

consumption percentiles. The use of consumption percentile is to assess the distributional changes in

consumption in response to changes in group average �xed e�ect. In addition, monthly consumption

percentile is an appropriate indicator to predict whether households will be in the rebate, payment,
2This step follows the program practice. When computing the group average consumption level, RECP excludes

top and bottom �ve percent in household electricity use within each peer group.
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or non-payment zone next month. The consumption percentile is household electricity use expressed

as the percentage of its peer group average use. In each time period, I separate household

consumption percentiles into bins by dividing the consumption percentiles into 10-percent intervals

and by determining the percentiles that fall within each interval. Since household electricity use

and group average use vary over time, one household may move from one bin to another over

time. Household consumption percentiles in the treatment period ranges from 10% to 210% and

are grouped into 20 10-percent bins.

log(useijt ) =
20X

k=1

(� kGij;t � 1B ik;t � 1) + X it + 
 i + � ht + � ijt ; (2.4)

where Gij;t � 1 is one-month lagged group average �xed e�ects,B ik;t � 1 is dummies which equal to 1

if household i belongs to thekth 10-percent bin in the previous month and equal to 0 otherwise,X it

is weather variables, including cooling degree day and precipitation at the zipcode where household

i reside in time t, 
 i is individual �xed e�ects, and � ht is neighborhood-by-time interactive �xed

e�ects. The coe�cient � in Equation (2.4) shows the responsiveness of household electricity use to

price changes which is caused by exogenous changes in peer group average use induced by entry and

exit of households from the peer group. If the group average �xed e�ect decrease by one percent,

ceteris paribus, household electricity use on average will reduce by� percent.

To identify how consumers respond to changes in monetary rewards (rebate) versus monetary

penalties (payment) over time, instead of consumption percentile bins, I estimate the e�ect of

peer group average �xed e�ects on household consumption by di�erent types of user. I categorize

households into six user types based on whether they have received a rebate or paid a payment

throughout the program. Households within each user type see similar pattern of variation in

monthly average and marginal prices (Figure 2.4 and Figure B.3.2). These sixuser types are:

(1) the payment group includes households that always consume above the bu�er zone (+/-10

percent of average use); (2) The rebate group is households that always remain below the bu�er

zone; (3) The non-payment group always consumes within the bu�er zone and so continue paying

nothing under the program; (4) The rebate/non group obtains a rebate in some months and is

pushed into the non-payment zone in some months; (5) The payment/non group is, on contrast,

households that either consume within or above the bu�er zone and so either receive a zero or

positive charge; and (6) the mixed group includes households that frequently transverse across the

bu�er zone, receiving a rebate in some months, zero charge in some months, and a payment in other

months. An exogenous shift in peer-group average use changes both monetary and social incentives

di�erently between these user types. When the peer-group average use changes, households in the

payment, rebate, and non-payment user types see the same monetary incentives, because the change

in the peer-group average is too small to cause a shift from one zone to another. Households in the

mixed user type, the rebate-to-non-payment user type, and payment/non user type may be pushed
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into (or out of) the bu�er zone. These user types experience a change in monetary incentives, either

from receiving a rebate to non-payment or making a payment, or vice versa. Note that for this

estimate, I exploit the sub-sample of the post-treatment period only, 2011 - 2018. Also note that,

for each household while consumption percentile bins may vary, the user types are �xed throughout

the sample period.

Figure 2.4: Mean Prices by User Type

2.4 Results

2.4.1 Consumer Response to Monetary Rewards versus Monetary Penalties

Table 2.1 shows that under the RECP monetary incentives, in comparison to non-payment

households, while households in the payment group reduce consumption by about 16%, households

in the rebate group surprisingly increase consumption by about 8.4%. The positive e�ect in the

rebate group may seem surprising as it goes against pure economic incentives: the marginal price

increased, so it would imply an upward sloping demand curve for a rational household. As a

robust check for the increasing consumption of rebate group after the program implementation,

I expand the sample to including every households in rebate and non-payment groups, the e�ect

slightly declines to above 4% but remains positive (Table B.2.2). It could be that households

were responding to the decreases in average price. Alternatively, there may be another social or
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psychological factors at play, as these households gravitate toward to peer-group average. The

response from the payment group, however, is almost double the magnitude as the rebate group

and accords with pure monetary incentives. Note, however, that while average price is positive,

in contrast to the negative average price for the rebate group, the magnitude of average price is

much smaller than it is for the rebate group. This suggests that household do not simply respond

uniformly to average price. With a similar proportion of households within payment and rebate

groups, the aggregate e�ect of the program is to reduce electricity use.

Table 2.1: Di�erence-in-di�erence Average Treatment E�ects

Dependent variable:

Rebate Group Payment Group

Log(Usage/Day) Usage/Day Log(Usage/Day) Usage/Day

(1) (2) (3) (4) (5) (6)

Post � 0.124** � 0.085 � 6.235

(0.051)

Treat � 0.823��� 0.459��� 35.584���

(0.045) (0.020) (1.562)

Post*Treat 0.086� 0.084� 4.094��� � 0.161��� � 0.156��� � 13.694���

(0.050) (0.049) (0.898) (0.022) (0.024) (1.790)

Constant 3.577��� 3.973��� 52.674��� 4.447��� 4.432��� 48.421���

(0.375) (0.026) (1.049) (0.424) (0.013) (0.298)

Household FE No Yes Yes No Yes No

Time FE No Yes Yes No Yes No

Group FE Yes No No Yes No Yes

Seasonality Yes No No Yes No Yes

Observations 900 1,173 1,173 1,321 1,549 1,551

R2 0.702 0.771 0.860 0.735 0.782 0.785

Adjusted R2 0.692 0.749 0.846 0.728 0.760 0.763

Note: � p< 0.1; �� p< 0.05; ��� p< 0.01

Standard errors are two-way clustered by peer-group and time period.

Control variables include house characteristics (house square footage and house age).

Control group is households who always consume within 5% below/above the group average use.

Since RECP simultaneously implemented a new pricing scheme and peer information intervention,

one may question that the increases in consumption of the rebate group was caused by a so-
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called "boomerang" e�ect rather than by economic rewards. A boomerang e�ect happens where

households who have lower-than-average consumption respond to peer information by increasing

their energy use. The peer information suggests to low users that they are consuming less than

typical households and that it is socially acceptable to consume more (Fischer, 2008; Schultz et al.,

2007). To our knowledge, this kind of information e�ect has not been simultaneously implemented

with a powerful monetary incentive to reduce consumption, as does the RECP.

To investigate information about peer-group average use causes the boomerang e�ect in the absence

of a monetary incentive, I estimate the Equation (2.1) using the four-month pilot period. Table 2.2

shows a negative and insigni�cant e�ect of peer information provision on the low-consuming

household, implying that there is no boomerang e�ect prior to actual implementation of the

tournament. This result suggests that the positive change in low users' consumption was not

caused by descriptive peer comparison alone, but only in response to the monetary reward. One

possibility is that the rebate acted to make under-consuming more salient to these households.

Another possibility is that some households mis-perceive the negative average price as marginal

price, and mistakenly respond by consuming more. In either case, rewarding customers who

are already inclined to conserve has a potentially counterproductive in
uence of causing them

to consume more. While this response clearly goes against energy conservation goals, the economic

welfare implications of this e�ect are di�cult to pin down without a clear understanding of what

causes the response, an issue that I discuss further below.

2.4.2 Consumer Response to Exogenous Changes in the Peer-group Average

The observed data indicated that over time, on average, low users entry and high users exit will

reduce group average use (Figure B.3.1, Table B.2.3). The determined level of group average

use, in turn, de�nes who receives payments or rebates and the amounts that they will receive.

Consequently, a shift of the group average use to a lower level is equivalent to an increase in

average price for all users, except those remain in the non-payment zone { consumption percentiles

(90,100] and (100, 110] { both before and after the shift.

Household consumption relative to group average use varies from 10% to 210%. The result presented

in Figure 2.5 con�rms that households at relatively higher consumption percentiles respond stronger

to changes in group average �xed e�ect. The pattern is clear and consistent, except for the highest

and two lowest percentiles | probably due to lack of observations, only 4-5 observations in each

bin, in the upper and lower tails of the consumption distribution. In the direction from lower to

higher consumption percentiles, the responsiveness slightly increases from 0:27% to 0:47%.

Hence, conditional on seeing a downward trend of group average use, households will reduce

electricity use over time and high users likely save more electricity than low users. Moreover, I
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Table 2.2: Di�erence-in-di�erence, Descriptive Norm Boomerang E�ects

Dependent variable:

Log(Usage/Day) Usage/Day Seasonal Adjusted Usage/Day

(1) (2) (3) (4) (5) (6)

Post 0.030 2.708��� � 0.449

(0.022) (0.606) (1.503)

Treat � 0.786��� � 24.446��� � 24.480���

(0.053) (1.290) (1.302)

Post*Treat � 0.004 � 0.009 � 1.506 � 1.266 � 1.452 0.011

(0.076) (0.059) (1.750) (1.469) (1.745) (2.101)

Constant 4.080��� 3.731��� 59.719��� 43.529��� 22.714�� 145.320

(0.373) (0.024) (11.006) (1.400) (10.710) (113.221)

Seasonality Yes No Yes No No No

Household FE No Yes No Yes No Yes

Time FE No Yes No Yes No Yes

Group FE Yes No Yes No Yes No

Observations 761 1,001 761 1,001 761 1,001

R2 0.677 0.757 0.783 0.832 0.764 0.813

Adjusted R2 0.664 0.730 0.774 0.813 0.758 0.794

Note: � p< 0.1; �� p< 0.05; ��� p< 0.01

Standard errors are two-way clustered by peer-group and time period.

Control variables include house characteristics (house square footage and house age).

`Post' is the pre-treatment period, Sep-Dec 2010.
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�nd that a group average �xed e�ect change in a given month in
uences household consumption

not only in the succeeding month but partially last through seven months since the change. The

dynamic e�ect estimate is presented in the Appendix B.1.

Figure 2.5: E�ect of Lagged Group FE on Log(Daily Use), by Consumption Percentile

Notes: This �gure displays estimates of � k from Equation (2.4). Points are the coe�cients on one-month
lag of log group average �xed e�ects, vary by consumption percentile. Whiskers indicate the 95% con�dence
intervals for the point estimates. Two vertical blue lines indicate the boundaries of non-payment zone. The
dashed horizontal line marks the� coe�cient for the percentile (90,100] which includes households consuming
at the group average level.

Figure 2.6 displays how variations in group average �xed e�ects in
uence di�erent user types. Note

again that, di�erent from the previous estimate in which the consumption percentile is rede�ned

each month based on the percentage of household use relative to group average use, the type of

user is �xed for each household during the study period. The rebate, non-payment, and payment

groups, who do not experience any changes in marginal price, all positively respond to changes in

group average �xed e�ects and the e�ect is stronger when households face higher average price.

Average price is respectively negative, zero, and positive for the rebate, non-payment, and payment

group. When the entry/exit leads to a decrease in group average �xed e�ect by one percent, or

equivalently a proportionally increase in average price, the payment group reduces their electricity

use by about 0.43%, which is stronger than the e�ect of 0.19% in the rebate group.

The e�ect is complex for user types who experience changes in marginal price over time. While

a decrease in group average �xed e�ects causes an average household in the payment/non group

to reduce electricity use, an average household in the mixed group will increase electricity use.
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The e�ect is insigni�cant for the rebate/non group. The ambiguous signs of the e�ects and low

magnitude of the point estimates in these three user types, where households were moving back

and forth between the rebate, non-payment and payment zones, suggest that di�erent e�ects of

negative versus positive changes in group average �xed e�ects might push and pull the household

consumption in di�erent directions and so make the aggregate e�ect tend to zero or insigni�cant. In

the next section, I will decompose the e�ects of changes in group average �xed e�ects on household

electricity use into the e�ect of negative changes versus positive changes for themixed group.

Combining with the DD results, this estimate implies that the rebate group �rst increase electricity

use in response to the negative average price. Over time, as average use and the non-payment

window generally shift lower (Figure B.3.1), cause average price to increase (less negative for the

rebate and rebate/non groups as shown in Figure 2.4), the perverse e�ect in the rebate group will

decrease and the conserving e�ect in the payment group will increase. The e�ect in the rebate and

payment groups supports the hypothesis that consumers respond to changes in average price, which

is in line with (Ito, 2014; Wichman, 2014)'s �ndings. However, although relatively lower than in

other groups, the e�ect in the non-payment group, who neither experience average nor marginal

price changes, suggests that households may respond to another type of perceived price besides

average price and/or marginal price. It can be expected marginal price (Borenstein, 2009) based

on household position relative to the group average use shown in the prior electricity bills (Shin,

1985). When non-payment households see a downward shift in group average use over time, they

might expect to see higher average and marginal prices in the coming months. This expectation

would encourage them to reduce their contemporaneous electricity use.

As a robustness check, following Alberini and Towe (2015) to deal with the absence of plausible

control households, I �t the model in Equation (2.4) with an alternative combination of �xed

e�ects, including household-by-month �xed e�ects, month-by-year �xed e�ects, and household-

by-year �xed e�ects to account for all possible confounders that might in
uence electricity use.

The e�ect of changes in group average �xed e�ects thus is identi�ed by variation within the

household{month{year cell (Table B.2.4, column (4)). In addition, consumer response to variation

in group average �xed e�ects might vary depending on how large the change in household relative

position from the group average use over past months. For an additional robustness check, I control

for this potential e�ect by including the standard deviation of consumption percentile over past

three months (Table B.2.4, column (3)). The response patterns remain similar to my main results.

The coe�cient for standard deviation of consumption percentile in Column (3) Table B.2.4 is -

.0091, suggesting that households who have experienced relatively larger variation in consumption

percentile tend to reduce more electricity use.
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Figure 2.6: E�ect of Lagged Group Fixed E�ects on Log(Daily Use) by User Type

Notes: This �gure presents estimates of� from Equation (2.4) but the � varies by user type instead of
consumption percentile. Points are the coe�cients on one-month lag of log group average �xed e�ects.
Whiskers indicate the 95% con�dence intervals for the point estimates. User types are de�ned at the end of
section 2.3.2.

2.4.3 E�ects of Positive Changes versus Negative Changes in the Peer-group
Average Use

Within each group, the group average �xed e�ects may either increase or decrease from one month

to the next due to changes in the group members. To examine whether consumer behavior is

di�erent when price increases versus decreases, I estimate log usechangeson lagged log group

average �xed e�ect changesas speci�ed in Equation (2.5) using themixed group sample. Equation

(2.5) presents the same speci�cation as in Equation (2.4), except that I use the �rst di�erence

instead of the contemporaneous variables. The purpose of using the �rst di�erence simply is to

separately estimate the e�ect of group average �xed e�ect changes using two sub-samples: when

the change is negative (� Gij;t � 1 < 0) and when it is positive (� Gij;t � 1 > 0). Since I use �rst

di�erence estimate, the household �xed e�ects is dropped from the model. The coe�cient � 0
k is

commonly expected to be positive regardless the group average �xed e�ect change is negative or

positive3.

3As discussed in section 2.3.2, if household daily use remains unchanged over time, a decrease in group average
�xed e�ects will cause an increase in average price for users in the mixed group, and vice versa. When lagged group
average �xed e�ects decline, i.e. � Gij;t � 1 < 0, households will see an increase in their prior month bill and learn
that price was increasing. Households thus commonly will decrease consumption in response to the increasing price,
i.e. � log(useijt > 0. In other words, an economist will generally expect lagged log group average �xed e�ect changes
and log daily use changes to vary in the same direction.
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� log(useijt ) =
20X

k=1

(� 0
k j � G ij;t � 1 jB ik;t � 1) + X it + � 0

ht + � 0
ijt ; (2.5)

where � log(useijt ) = log(useijt ) � log(useij;t � 1) and � Gij;t � 1 = Gij;t � 1 � Gij;t � 2.

Some lowest and highest consumption percentiles (� 40% and � 170%) were dropped from the

estimates due to too few observations4. As mentioned in the section 2.3.2 that the mixed group

includes households who receive a rebate for under-average consumption in some months and have to

pay for exceed consumption in some other months. That means mixed-group households frequently

move from low consumption percentiles to high percentiles and vice versa. Figure (2.7) shows

interesting responses of households in the mixed group to negative changes versus positive changes

in group average �xed e�ects. The estimated coe�cients are not all positive as expected. Instead,

if in previous month, households were in lower consumption percentiles { under 90% of the group

average level, they tend to increase electricity use both when group average �xed e�ect decreases

and when it increases. Namely, users from the lower percentiles increase daily use regardless

of the average price increases or decreases. In contrast, households who learned that they were

consuming more than 110% of the group average use tend to decrease electricity use in both cases

of negative and positive changes in group average �xed e�ects. That is to say, users likely decrease

contemporaneous consumption no matter how the average price changes if they were from the

above-consumption percentiles. Though these households did not respond as economists would

generally predict, it is in line with Jessoe et al. (2014). They �nd that households responded to the

intervention lowered the electricity price for several months by decreasing their electricity use in

those months. The result suggest that other drivers of behavior might interact with the monetary

incentives to in
uence household usage response.

More interesting, the household usage response to changes in the group average �xed e�ects - either

negative or positive - is stronger when households were in the consumption percentiles relatively

further from the group average level. For instance, given that the group average �xed e�ect decrease

1% in the previous month, i.e, average price increased, an average household at the percentile (40,50]

will increase contemporaneous use by about 20% while an average household at the percentile (80,90]

increase daily use by just 3.5%. On the opposite side, if group average �xed e�ect increase by 1%

in the previous month, i.e. average price decreased, households at the percentile (160, 170] decrease

daily use by 21% while households at the percentile (110, 120] slightly decrease daily use by 2.8%.

When households were within the average range (90,110], they respond to the 1% change in group

average �xed e�ects, either negative or positive changes, by adjusting their consumption at the

marginal rate, about .8%. This imply that in response to frequently changes in the group average

use that have caused a large variation in household monthly bills, mixed-group households manage

4When I include the consumption percentiles � 40% and � 170%, the regression coe�cients on those percentiles
are consistent with the pattern shown in Figure 2.7, but much larger in magnitude
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Figure 2.7: E�ects of Changes in Group Average Fixed E�ects on Changes in Daily Use, Mixed
Users

Notes: This �gure displays estimates of � 0
k from Equation (2.5). The set of point estimates in orange color comes

from the regression of the changes in log daily use on theabsolute value of corresponding negative one-month-lagged
changes in log group average �xed e�ects. A separate same regression on thepositive lagged changes in log group
average �xed e�ects provides the set of point estimate in blue color. Whiskers indicate the 95% con�dence intervals
for the point estimates. Two vertical gray lines indicate the boundaries of non-payment zone.

to adjust the electricity use toward the group average level as if it is the norm. The further they

were from the \norm" in the previous month, the harder they try this month. Households who were

informed that their electricity use is abnormally high tend to engage in behavior that brings them

closer to the norm (Allcott, 2011). Meanwhile, households who learned that their consumption is

abnormally low tend to raise the daily use closer to the average level (Schultz et al., 2007).

The program setting does not provide information to discover the mechanism behind the unexpected

response that low users increase consumption when average price increase and high users decrease

consumption when average price decrease. Section 2.4.1 has shown that the peer comparison

by itself did not cause low users to increase electricity use. This unexpected response thus

might be the e�ects of a combination of the peer incentives (information intervention) and the

monetary incentives (price intervention). By not only sending consumers the information about

peer comparison but also setting the group average level as a standard to de�ne monetary rewards

and penalties, the program presumably mistakenly convey a message that residents should use

electricity at the average level. This message is clearly di�erent from the program's original
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purpose to encourage all households to conserve electricity regardless their current positions on

the consumption distribution.

Another hypothesis might explain the driver of this unexpected response comes from the nature

of household repeated decision-making. Under frequent changes in group average use, given that

households see the peer comparison and learn their relative position away from the group average

level every month, household monthly decision on whether to reduce or increase their use can

be considered as the decision made in a multi-phase competition against others within the peer

group. Huang et al. (2017) show that motivation of winning in the next round of a multi-phase

competition depends on the temporary standing { whether contestants are currently ahead of

behind the opponent. In the early phase, contestants concern about whether they can win and

if they learn that they are in the lead then they make an e�ort to win since winning seem more

attainable. However, in the later phase, contestants are instead driven by how much additional

e�ort they believe they need to invest. Being ahead reduces contestants' estimate of the remaining

e�ort needed to win, therefore, reduce their e�ort, which worsened their performance. The Huang

et al. (2017)'s �ndings might explain the behavioral response of low consuming households to the

group average �xed e�ect change. When low users realize that they were using much less electricity

and winning a larger monetary rewards compared to their peers, they tend to loosen their electricity

conservation e�ort and so consequently increase their consumption from the previous month level.

2.5 Discussion and Conclusion

This study has employed a unique natural experiment to document household response to

an electricity conservation program that applies simultaneously price intervention and peer

comparison. The price incentives to low-consuming households are perceived as a monetary reward

while to high-consuming households it is a monetary penalty. Moreover, by the nature of military

personnel assignments, the entry and exit of households lead to changes in the peer-group average.

This change in turn implicitly causes price to increase or decrease over time. Thus, the program

setting provides a unique opportunity to fully explore consumer response to di�erent incentives

(monetary rewards versus penalties), to incentive changes over time, and the interactive e�ects

between directions of changes and incentives.

I �nd that monetary rewards for low users increase household electricity use while monetary

penalties for high users decrease household electricity use relative to households who unlikely to

receive monetary incentives. Over time, following the peer-group average use changes, which were

generated by entry and exit of group members, households generally respond by changing electricity

use. When the peer group average use decreases, or equivalently, the average price increases,

households at all consumption percentiles generally reduce daily use. Consider the mixed group, I
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decompose the changes in group average use induced by household entry and exit into positive and

negative changes and �ne more complex e�ects. In the mixed group, households experience both

price increases and decreases over time. When households were at the below-average percentiles

on group consumption distribution, they tend to increase electricity use regardless of whether price

increases or decreases. Conversely, when households were at the above-average percentiles, they

reduce electricity use in response to both price increases and decreases. The further households were

away from the group average use, the larger adjustment they make toward the group average level.

These results indicate that the interaction between monetary incentives and behavioral factors

makes the peer comparison more powerful. Thus, policymakers could use monetary incentives to

foster consumer behavior toward a norm de�ned by a speci�c goal of energy conservation.

Considering the post-treatment period from January 2011 through September 2018, the program

overall reduced household electricity use. The reduction comes from (i) When the program was

�rst implemented, high-consuming households in the payment group reduce consumption while

low-consuming households in the rebate group increase consumption. Since the e�ect of monetary

penalties in the payment group is almost double the positive e�ect of monetary rewards in the

rebate group, the aggregate e�ect leads to a reduction in electricity use (section 2.4.1); and (ii)

Over time, as peer group average use and the non-payment window shift lower, with the exception

of the mixed group, all users reduce electricity use. This e�ect mitigates the perverse e�ect from

some in the rebate group and gradually increases the response from the payment group.

Although the program generally has motivated military households to reduce electricity use, there

is room to increase the program's e�ciency. Toward the energy conservation goals, policymakers

would want all consumers to respond to the program the same way high users did. Based on the

pattern of consumer response found in this study, for instance, some modi�cations to the current

program might be: First , the program should provide solely monetary penalties, not monetary

rewards. This can be done by sending an annual electricity allowance to all households at the

beginning of a �scal year. The annual electricity allowance may base on the peer - group average

use in the past (few) years and current electricity rate. The allowance amount thus would varies by

peer group. All households then will pay for monthly electricity use with their own money. This

setting will help the program eliminate the perception of monetary rewards for households in the

low consumption percentiles while remaining revenue-neutral. Also, the same annual allowance for

all households within a peer group will mitigate the e�ects of temporary winning that discourage

low users' e�ort to reduce electricity use in repeated decision-making.Second, in combination with

the monetary incentive, peer comparison nudges is necessary. However, as shown in section 2.4.1

and 2.4.3, the norm set by peer-group average use has motivated low users to increase electricity use

toward the average level. Alternatively, the program may provide households with the information

about the maximum amount of electricity saved by the best-saving household in the peer group

the previous month. When emphasizing the best saving { not the average use { as a norm, the
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peer comparison will encourage most households, presumably except the best-saving household, to

conserve electricity use over time.
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Chapter 3

Are We Building Too Much Natural Gas Pipeline?

A Comparison of Actual US Expansion of Pipeline to

an Optimized Plan of the Interstate Network

1

Abstract

Interstate natural gas transmission and storage infrastructure is facilitated using regulated, private

transactions. Pipeline companies obtain long-term contracts from producers and wholesale

purchasers, typically local distribution companies (LDCs). Historically, the Federal Energy

Regulatory Commission (FERC) accepted these counterparty contracts as su�cient justi�cation

of need. Typically the LDCs are themselves regulated �rms, which sometimes possess a�liations

with pipeline companies. But with contracted costs largely passed through to retail customers via

regulated prices, it is unclear whether contracting parties face su�cient competition or otherwise

possess an incentive to �nd least-cost alternatives. To aid evaluation of past and future investments,

we develop a national-level optimization model that can assess the need for new interstate pipeline

and storage facilities. The model takes production and demand pathways as �xed and minimizes

the infrastructure and operation costs of transport and storage in order to balance supply and

demand on each day in each state. Transport of gas can be achieved using pipeline transmission

of dry gas, or using truck or ship transport of lique�ed natural gas (LNG), and optimal placement

of liquefaction and gasi�cation facilities. The model also accounts for international imports and

exports of both dry gas and LNG. Three underground dry-gas storage facilities are considered,

as well as LNG storage. We compare the model's optimized plan with observed outcomes as the

sector grew rapidly with hydraulic fracturing. We �nd that the U.S. has built 38 percent more

pipeline and 27 percent more underground storage than necessary, amounting to roughly$179

billion in excess investment. It would have been more economic to expand pipeline far less than

observed and instead satisfy critical-peak demands for gas using LNG, plus necessary liquefaction

and gasi�cation facilities. Di�erences between optimized and observed investments vary across the

interstate network, while 
ows between states and into and out of storage bear a close resemblance

to observed outcomes.
1 joint work with Matthias Fripp and Michael J. Roberts.
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3.1 Introduction

Due to technological advancements in natural gas extraction, natural gas production in the U.S.

has increased substantially since 2007, and in 2020, became the largest source (39%) of U.S. energy

consumption (Figure 3.1). The increase in supply contributed to a decline in natural gas prices,

which in turn has contributed to increases in natural gas use by the electric power and industrial

sectors. Natural gas has been considered a \bridge fuel" in the ongoing energy transition because

it is cleaner and more e�cient than coal, diesel, and other fossil fuels that is has displaced. With

sharply lower fuel costs and stricter emission standards, gas-�red power plants have quickly replaced

coal-�red plants since 2011 (EIA, 2019b). Gas-�red plants provide peak and balancing services to

complement the variable electricity supply from wind and solar plants, because compared to coal

and nuclear, gas plants can more easily ramp their power production up and down with 
uctuating

demand or renewable supply. American Gas Association and ICF (2022) and G•ursan and de

Gooyert (2021) suggest that continued use of natural gas and its vast delivery infrastructure, if

combined with an e�ort to reduce methane emissions and perhaps carbon capture, can increase the

likelihood of successfully reaching net-zero targets while minimizing customer impacts.

Looking forward, a number of factors weigh on future demand for natural gas, in addition to

decarbonization goals. These include growth of more e�cient combined-cycle gas power plants,

state-level e�orts to grow renewable energy, and falling costs of batteries and other ways to store

electricity, all of which will reduce demand from combustion turbines and other fast-ramping gas

power plants. As a result of these and other factors, the Energy Information Administration (EIA)

projects that growth of natural gas demand in the electricity sector will slow between 2020 and

2050 (EIA, 2021). In contrast, relatively low natural gas prices will drive growth in LNG exports

and piped exports to Mexico, as well as growth of natural gas use by the industrial sector, especially

chemicals and fertilizer.

Gas supply and demand are changing di�erently across regions of the U.S.. East and West Coast

states are moving away from gas-�red power generation, while Midwest, Southern Mid Atlantic,

and Southern regions continue to rely on gas in power generation. The Gulf Coast will see the

greatest demand growth, driven largely by exports and concentration of chemical manufacturers.

Natural gas production is projected to continue increasing in the Appalachian (Alabama to Maine)

and Permian (Texas and New Mexico) basins. Most growth opportunities are connecting the

Appalachian and Permian basins with rising demand in the Gulf Coast (EIA, 2021). These shifts
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in regional demand and supply have and will continue to require gas 
ows across the U.S. to change

signi�cantly (Figure 3.2).

Figure 3.1: U.S. Primary Source of Energy

Meanwhile, these shifts in supply and demand have driven expansion of pipelines and storage to

facilitate interstate trade. These shifts, however, are transitory. By 2030 natural gas demand

growth from the power sector is projected to slow and then decline. Lower future demand for gas-

�red generations would, in combination with the electri�cation of heating loads in the residential

and commercial sectors, imply a reduction in the total volumes of gas transported through the

interstate pipelines. Pipelines risk becoming costly stranded assets if they are built without a

serious look at how they �t with decarbonization goals. As revenue-regulated utilities, local

distribution companies (LDCs) that entered a long-term contract with pipeline companies may

pass procurement costs through to their end-use customers. This places the impact of any excess

infrastructure costs on ratepayers. High costs of natural gas may lead more customers to electrify

heat, which inevitably raises retail prices further for customers unable or unwilling to reduce natural

gas use. The greatest burden is likely to be felt by low-income households who are least able to

make the up-front investments required to improve energy e�ciency or electrify (Davis & Hausman,

2022; Mohlin, 2021). Conducting a wide range literature reviews on direct and indirect e�ects of

natural gas on the energy transition, G•ursan and de Gooyert (2021) argues that while natural gas

can directly support renewable technologies in many functions, initial investments in natural gas

could lock out emerging renewable technologies for extended periods. Over-investment in natural

gas would amplify the complexity of the renewable energy transition, especially in the politics

around a�ordable energy and the threat of losing fossil-fuel-related jobs. Their suggested policy is
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Figure 3.2: Shifting Natural Gas Regional Supply and Demand

(a) Supply (b) Demand

Note: This graph presents supply by production region and demand by division region as ratio of annual supply
(demand) to the supply (demand) in 2019. The vertical black line indicates the year 2019. We aggregate annual-
regional supply (demand) from historical monthly-state data in the period 2001-2019. Annual-regional supply
(demand) projections in the period 2020-2050 is obtained directly from Annual Energy Outlook 2021 (EIA, 2021).

to specify the upper limits of fossil fuel capacity in the energy mix and a concrete allowable time

frame to invest in fossil fuels, including natural gas.

Interstate natural gas pipeline additions and operations are subject to Federal Energy Regulatory

Commission (FERC) licensing and rate-making authority. To obtain approval from FERC to

build a new pipeline or expand a pipeline's capacity, a company is required to demonstrate a

market need for capacity expansion. Currently, proof of market need is established using long-term

contracts between pipeline companies and gas shippers for gas transportation. These contracts act

as transferable property rights for pipeline capacity and can be sold or released to other shippers

on a secondary market. In operation, under cost-of-service regulation, pipelines are allowed to earn

a reasonable return on their investment. The return includes a return on the pipeline's equity

investment, an amount that allows recovery of interest on a pipeline's debt and equity �nancing,

adjusted for income taxes net of the tax shield from debt (FERC, 1999). The simplicity of the

regulation has greatly encouraged pipeline investments and has contributed to the speed of natural

gas infrastructure development that has occurred with the fracking boom. This practice, however,

has been criticized where both pipeline companies and shippers are a�liated entities, which creates

an acute con
ict of interest that is accentuated when the rate of return is above market rates.

The reason is the inherent risk-shifting in such transactions, whereby pipeline developers stand to

earn a return above risk and captive utility customers are levied with signi�cant reservation costs

regardless of whether their gas utility uses the pipeline capacity (Environmental Defense Fund,

2020; Mohlin, 2021; Tierney, 2019). Given both parties to such contracts are regulated, and costs
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are born by captive ratepayers, it is unclear whether there exists su�cient competition, or whether

the contracting parties otherwise have an incentive to �nd least-cost alternatives.

Long-term contracts may also engender market power for those who own the pipeline shipping

rights, especially in the interconnected natural gas and electricity markets. Marks et al. (2017)

shows that some gas distribution �rms have utilized their contractual rights to schedule deliveries

without actually delivering gas. This behavior blocks other �rms from utilizing pipeline capacity,

which limits gas supply to consumption regions like New England, which can drive up gas and

electricity prices. This �nding is consistent with McRae and Wolak (2019)'s �ndings on a reliability

payment mechanism in the Colombian wholesale electricity market in which large generators who

own reliability option contracts have the ability to unilaterally create a scarcity condition and

increase market prices above the actual scarcity price.2

With regard to the regulated rate of return, von Hirschhausen (2008) estimated the weighted average

cost of capital for US interstate pipeline projects between 1996 and 2003 at 11.6%, with returns

ranging from 8.4% up to 12.64%, which is well above low-risk market interest rates. The use of rate-

of-return regulation for price control may incentivize misallocation of economic resources (Averch

& Johnson, 1962), or an excessive scale and cost of developed infrastructure (Stein & Borts, 1972),

because the allowed rate of return generally exceeds the market interest rate, and involves minimal

risk in practice. Helm and Thompson (1991) argues that the social costs of underinvestment are

higher than the social costs of overinvestment and Baumol and Klevorick (2016) argues that the

social loss of misallocation can be surprisingly small. Even if improved incentive mechanisms

for public investment cannot be devised, there is a clear role for comprehensive models to guide

investment planning and regulatory oversight.

In February 2021, FERC issued a Notice of Inquiry (FERC, 2021) seeking suggestions on what

methodology and types of additional or alternative evidence FERC should examine to determine

pipeline project need. This paper provides a model-based project evaluation method that will be

useful to assess the need for a new interstate pipeline in the context of ongoing energy transition

and decarbonization policies. In addition, the paper aims to contribute to the ongoing regulatory

debate by examining the e�ciency of the historical natural gas pipeline and storage investment

in the U.S. Evaluation of infrastructure need ought to account for predicted future demand and

supply as well as the substitution possibilities between new interstate pipelines, new underground

storage, and lique�ed natural gas (LNG) in order to meet growth and seasonal demand variation

2McRae and Wolak (2019) study the design of capacity markets in the Colombian wholesale electricity market.
These market-based incentives typically take the form of reliability option contracts that provide a implicit �nancial
penalty to generation units that do not produce su�cient energy and a reward to generation �rms that produce more
than their �rm capacity during critical conditions. This reliability payment mechanism aims to provide market-based
incentives for plants to produce electricity during periods of system scarcity. The authors show that generation �rms
with market power may have the ability to create a scarcity condition by withholding their output. The incentive for
generators to trigger scarcity conditions depends on the relative magnitudes of their \�rm capacity" quantities and
their forward contract quantities.
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in a least-cost manner. In this study, we build a linear programming model that minimizes the

total capital cost and operational cost of pipeline and storage to meet the domestic daily demand

in each state of the contiguous U.S. The model determines the need for additional pipeline, storage,

and LNG capacity to accommodate 
ows between supply and demand regions. We then apply the

model to examine how historic (2002-2019) interstate pipeline, storage, and LNG facility expansion

compare to optimal expansion. Although computational optimization and equilibrium models are

often used in economics, it is rare to see them systematically compared with observed outcomes,

as we do here.

The results indicate that we have generally built too much pipeline and underground storage and

slightly less LNG lique�cation and gasi�cation plants than optimal. However, this is not the case for

all contiguous states. Pipelines have been overbuilt in some regions and underdeveloped in others.

States in the Northeast region could have used more natural gas liquefaction and regasi�cation

plants. Overall, we �nd total capital cost spent on historical pipeline and storage projects in

2002-2019 was about 179 billion 2019-dollars higher than the least-cost plan devised by the model,

not counting the costs associated with paying an excess rate of return on this investment, which

will accumulate well into the future. The model solution suggests that building additional LNG

facilities would have been more e�cient than building more pipeline and storage in some states.

Besides e�ciency, a scenario in which we raise peak demand by 20% suggests that investing in

LNG plants rather than pipelines also supports energy resilience, especially when the frequency of

unprecedented extreme weather events is increasing as a result of climate change.

The rest of this paper is organized as follows: Section 2 provides background information of natural

gas transmission and storage system in the U.S. and brie
y sketches the trends in natural gas

production and consumption. Section 3 presents our novel natural gas model along with its data

inputs. We then verify the validity of the model in Section 4 and demonstrate model applications

in Section 5. Finally, Section 6 summarises the main results and discusses further applications of

the model.

3.2 Background of Natural Gas Transmission and Storage System

Natural gas is used in the residential and commercial sectors for heating, in the industrial sector for

heating, power, and in the petrochemical industry as feedstock, and in electric power generation as

fuel. Delivering natural gas from natural gas and oil wells to consumers requires many infrastructure

assets and processing steps, and it includes several physical transfers of custody. Figure 3.3 presents

the natural gas supply chain from wells to end-use consumers. EIA (2022b) characterizes three

stages in natural gas system: Production, Transmission, and Distribution. Natural gas production

can be complex and usually involves several processes to remove oil, water, and other impurities.
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Distribution is the �nal step, delivering natural gas to end-use customers. Large customers such as

industrial and electric power plants usually receive natural gas directly from high capacity interstate

and intrastate pipelines. Small users such as residential and commercial customers receive natural

gas from their LDC. In this study, we focus mainly gas transmission, including transportation

and storage, which is sometimes called the midstream industry. We also consider LNG storage,

sometimes considered as part of the distribution system, because it can substitute for dry gas

storage and pipeline. We take production and consumption quantities as exogenous.

Figure 3.3: Natural Gas System

Note: Natural gas system is often grouped into three categories: Production, Transmission, and Distribution. In this
study, we focus on natural gas transmission which includes transportation and storage.

Natural gas transportation in the U.S. relies mainly on the steel pipeline network which are wide-

diameter pipes that connect gathering systems in producing areas, natural gas processing plants,

other receipt points, and the main consumer service areas. There are three types of natural gas

transmission pipelines, including: (1) interstate pipelines that operate and transport natural gas

across state borders; (2) intrastate pipelines that operate and transport natural gas within a state

border; and (3) Hinshaw pipelines that receive natural gas from interstate pipelines and deliver it to

consumers for consumption within a state border(EIA, 2022b). Our study considers the interstate

pipeline network wherein each of the U.S. contiguous states is modeled as a node for pipeline

deliveries and/or receipts.

Underground storage is an important part of the natural gas delivery system to ensure balance

between relatively steady supply and highly variable and seasonal demand. Demand for natural
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gas is usually higher during the winter due to heating demand in residential and commercial sectors

while production and pipeline imports are relatively steady in the short term.3 Demand can also

spike during extreme cold or heat, since gas typically serves peaking power plants that respond

to air conditioning and electric heating demand. Gas companies usually store natural gas during

periods of low demand for times of peak demand, and as insurance against any unforeseen accidents,

natural disasters, or other occurrences that may a�ect the production or delivery of natural gas

(NaturalGas.org, 2013).

Natural gas is stored mainly in large underground reservoirs. The three main types of natural gas

underground storage facilities are depleted �elds, aquifers, and salt caverns. These types of storage

di�er in both development cost and number of cycles per year, which we discuss in more detail in

section 3.3.4. Depleted �elds are depleted natural gas or oil reservoirs, scattered throughout most

U.S. regions with storage facilities. These reservoirs are large, but their delivery rates are relatively

low, meaning the amount natural gas that can be extracted each day is limited. They typically

require a long injection season with moderate withdrawals during winter months.Aquifer storage

facilities are converted natural aquifers with water-bearing sedimentary rock formation overlaid

with an impermeable cap rock. Aquifer storage typically requires larger base gas reserves and allow

for less 
exibility in injecting and withdrawing. The Midwest has the most aquifer storage. Salt

dome storage facilities are naturally formed salt caverns shaped into a dome structure through

leaching and dissolving the salt. Most salt caverns are located in the Gulf Coast states (South

Central storage region) while a few exist in the Midwest and East regions. Salt caverns require

very little base gas, and provide high deliverability rates relative to working gas capacity (Fang

et al., 2016).

Two uses for natural gas in storage facilities are meeting base load requirements and meeting

peak load requirements. Base load storagecapacity is used to meet seasonal demand increases.

Typically, the turn-over rate for natural gas in these facilities is a year; natural gas is generally

injected during the summer (non-heating season), which usually runs from April through October,

and withdrawn during the winter (heating season), usually from November to March. Instead, these

facilities provide a prolonged, steady supply of natural gas. Depleted �elds are the most common

type of base load storage facility. Peak load storagefacilities, on the other hand, are designed to

have high-deliverability to meet sudden, short-term demand increases. These facilities cannot hold

as much natural gas as base load facilities; however, they can deliver smaller amounts of gas more

quickly, and can also be replenished in a shorter amount of time than base load facilities. Peak

load facilities can have turn over rates as short as a few days or weeks. Salt caverns are the most

3 It takes many months of drilling before a new gas well can produce, and once it does, production from individual
gas wells tends to follow a distinct and largely declining pattern over several years. Thus, adjusting supply in response
to weather or seasonal variation is di�cult. Empirically, aggregate production is smooth.
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common type of peak load storage facility, although aquifers may be used to meet these demands

as well (NaturalGas.org, 2013).

Underground natural gas storage, with the exception of on-grid salt cavern storage, thus is generally

not economical for needle peaking which usually occurs for a day or two on an LDCs system. Mesko

and Ramsey (1996) show that LNG is a better option for providing peaking services to LDCs in

case pipeline capacity expansion are too costly. Adding pipeline capacity is an ine�cient means of

securing peaking service as LDCs may actually utilize this additional capacity for only a few days,

or only a few hours in some years. In comparison with other alternative peaking sources such as

linepack4 and underground storage, the authors suggest that LNG is very competitive, particularly

in the range of up to about 20 days of supply. A typical LNG value chain is composed of gas

production, liquefaction, shipping, regasi�cation (vaporization), and pipeline delivery (Figure 3.4).

Natural gas companies and LDCs produce LNG by cooling natural gas to about -260°F at normal

pressure. This process results in the condensation of the gas into liquid form, reducing its volume

by 600 times. LNG then can be transported in specially-designed trucks, ISO containers, bunker

barges, and ocean-going ships to areas where there is a demand for but an inadequate supply of

natural gas or an limitation of pipeline capacity. Within continental U.S., LNG is shipped by

trucks or rails. At the receipt point, a regasi�cation plant heats LNG so that it expands back

into the original gaseous state, for delivery into the natural gas pipeline system. In fact, the U.S.

currently has more than 100 active LNG peak-shaving plants and other satellite facilities, The

majority of these facilities locate in the Northeast, Upper Midwest, and Southeast (PHMSA - U.S.

Department of Transportation, 2022; U.S. Department of Energy, 2013). LNG is an important part

of the Northeast's supply and deliverability network since there is no underground storage located

in New England5 due to geologic unsuitability. LNG has been providing about 28% of design day

supply in the winter for New England local gas utilities (Northeast Gas Assocition, 2022)

For better understanding of market forces a�ecting the natural gas transportation and storage

infrastructures, we brie
y characterize trends in natural gas production and consumption as well

as the uses of natural gas infrastructures. Since the fracking boom after 2007, the increase in

production contributed to a decline in natural gas prices, which in turn has contributed to increases

in natural gas use by the electric power and industrial sectors (Figure 3.5a and 3.5b). Demand for

natural gas during the summer months thus has been increasing (due to the demand for electricity

to power air conditioners and the like.)

The rapid growth of natural gas production and consumption has led to a corresponding expansion

of the U.S. pipeline system. Developers and operators have invested billions of dollars to connect

major new production regions, such as the Marcellus (Pennsylvania) and Bakken (North Dakota)

4Linepack refers to the volume of gas that can be stored in a gas pipeline.
5New England includes six northeastern states: Maine, Vermont, New Hampshire, Massachusetts, Connecticut,

and Rhode Island.
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Figure 3.4: Lique�ed Natural Gas Value Chain

Source: U.S. Department of Energy

Figure 3.5: Production and Consumption Growth

(a) Growth in production (b) Consumption Growth by End Use

shale basins, to traditional gas markets. They have reversed and expanded existing pipelines,

and developed entirely new, long-haul pipelines to recon�gure natural gas 
ows throughout North

America (Diaz, 2021). Figure 3.7 shows interstate pipeline capacity has remarkably expanded

within the production regions in South Central (Texas, Louisiana, Alabama, Mississippi) and

between emerging production states (Pennsylvania, Ohio, and West Virginia) and their neighbor

states. Similarly, underground storage has been expanded in most states during the period 2002

- 2019, except the New England due to geologic constraints. The storage utilization rate during
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winter reach 80-90% (Figure C.2.2 and Figure 3.6), especially states at the East and Northwest

regions.

Figure 3.6: Pipeline and Storage Capacity Expansion

Note: These maps illustrate the expansion of underground storage and interstate pipeline in 2019 versus 2001. The
grey states have no underground storage (they may have above-ground LNG storage capacity). Segments connecting
each pair of states indicate interstate pipelines, with the segment size indicating the pipeline capacity.

Figure 3.7: Interstate Pipeline Capacity Expansion

Note: This graph shows interstate pipeline capacity in 2019 plotted against capacity in 2001 for each directional
connection. Labels are shown for connections that increased more than 2 million MMBtu/day. The label displays
a pair of two-letter state abbreviations in which the �rst state is delivery point and the second state is receipt point. For
instance, LA MS represent the natural gas 
ow from LA (Louisiana) to MS (Mississippi) and MS LA represent the gas

ow from MS to LA.
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Given these characteristics of the U.S. natural gas system, the capacity expansion model presented

in section 3.3 includes three main elements of natural gas transmission and storage infrastructures:

interstate pipelines, underground storage, and LNG facilities.

3.3 A Capacity Expansion Model for Natural Gas Transportation

and Storage

3.3.1 Existing Natural Gas Models

Along with growing natural gas uses in the U.S., several natural gas model have been recently built

to either predict the natural gas market clearing prices and volumes or pipeline network expansions.

The most recent model is EIA's Natural Gas Market Module (NGMM) of the National Energy

Modeling System (NEMS) (EIA, 2018). EIA uses this model to project wellhead, spot, and market

prices that balancemonthly natural gas supply and demand through a simpli�ed North American

pipeline network. The objective is to maximize consumer plus producer surplus minus variable

transportation costs. In the NGMM, storage capacity and storage withdrawals and injections are

exogenous. The NGMM model solves for interstate pipeline capacity additions and transmission


ows to meet peak demand in January and August each year. The NGMM represents natural gas

markets in U.S., Canada, and Mexico at the regional - annual level.

Another popular model is ICF's Gas Market Model (GMM) (ICF Consulting Canada, 2015;

U.S. Environmental Protection Agency, 2021), used by EPA and INGAA. ICF uses the GMM

for generating the natural gas supply curves, which is a key input in its Integrated Planning

Model (IPM ® , an integrated wholesale power model). GMM is a linear programming model

that incorporates a detailed representation of gas supply, demand, and an integrating pipeline

transportation model to develop forecasts of gas supply, demand, prices, and 
ows in the North

American gas market. Generating capacity and storage are given in GMM. Pipeline capacity

expansions are input to GMM for the near{term and are endogenous for the longer term. GMM

incorporates di�erent regional analysis level for each variable and employs monthly data.

Commercial natural gas models include BRAC, Inc.'s Gas Pipeline Competition model (GPCM)

and Deloitte's North American Gas Model (NAGM) (Busch, 2014; FERC, 2020). GPCM is a

network partial equilibrium model of the North American natural gas market. This model is

a tool for developing forecasts and scenarios for North American natural gas 
ows, price, and

basis. It is used by many pipeline, storage, and consulting companies. In addition, the Federal

Energy Regulatory Commission (FERC) and Sandia National Laboratories are licensees. The

model solves for the peak and o�-peak periods. The model decides pipeline capacity additions

and storage withdrawals in the peak period. They then use the results to set pipeline capacity
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and storage injections in the o�-peak period. In GPCM, transportation cost is a function of the


ow. Storage injection and withdrawal costs and compressor fuel use are exogenous. On the other

hand, Delloitte's NAGM simulates regional interactions of supply, transportation, and demand and

determines market clearing prices, pipeline and storage 
ows, and pipeline capacity additions in the

North American natural gas market (Deloitte, 2012). For more information about other natural

gas models, see Busch (2014).

Overall, these natural gas models share some common features. They focus on market equilibrium

and pipeline capacity expansion. Analysis is based on monthly or seasonal basis and at regional

level. All of these models take storage capacity as exogenous and do not include the LNG sector.

The LNG sector is an important part of the U.S. natural gas system, especially to serve peak demand

in the Northeast region. Our model improves upon existing models by simultaneously optimizing

capacity expansion of all three elements of natural gas infrastructures: pipelines, underground

storage, and LNG facilities. We do this while co-optimizing pipeline 
ows, storage injections and

withdrawals, as well as LNG 
ows, all on a daily basis, greatly improving upon the monthly time

step in existing models. By doing so, we account for complement and substitution between pipelines,

storage and LNG facilities in meeting local demand, and can account for critical peaks that occur

with extreme weather. The geographic unit of analysis is the state, which is smaller than many

other models. Each state serves as a node, and we solve for storage capacities, pipeline capacities

between all pairs bordering states (separately for each direction), daily injections or withdrawals

from storage, and daily transmission to and from each bordering state.

Because we currently focus on the e�ciency of historic capacity expansion, we take supply and

demand as exogenous, while optimizing gas 
ows and capacity additions. Extensions could

endogenize supply, demand, and prices. Because cost of pipeline and storage presumably in
uences

retail gas prices, and di�erent prices would presumably feedback and in
uence quantities of gas,

there may be small di�erences between our solution if demand and supply were endogenous. We

believe these di�erences would be small given relatively inelastic demand for gas (Hausman &

Kellogg, 2015) paired with the fact that transmission costs are a modest share of average price.6

6There is also some ambiguity about the in
uence of infrastructure on prices. Excess capacity would presumably
increase average cost while lowering marginal cost during the times and places where capacity constraints bind in
the optimized system but do not bind in the overbuilt system. The quantity e�ects would therefore depend on the
structure of retail price tari�s, and whether excess �xed costs would be recaptured via �xed charges or volumetric
prices. Excess capacity may also cause a larger di�erence between wholesale prices and retail prices, with the excess
cost borne more by LDCs, while prices in the electricity and industrial sectors, which mostly engage with real-time
wholesale markets, would see lower prices. These countervailing e�ects on quantities further suggest that endogenizing
quantities would have minimal in
uence on optimal transmission infrastructure.
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3.3.2 Model Structure

The model developed in this paper possesses a structure that is similar to state-of-the-art capacity

expansion models used for integration of renewable energy and storage in electricity systems. The

model simultaneously optimizes investment decisions and operations decisions in order balance

supply and demand on all days in all states, while satisfying import and export demands. We

build the model using a mixed-integer linear-programming software, SWITCH 2.0 (Fripp, 2016;

Johnston et al., 2019), an open-source platform for optimal capacity planning that thus far has

focused on electric power systems. SWITCH 2.0 has been employed in analyzing least-cost storage

and transmission capacity expansion for California, Western North America, and Hawaii (Das et al.,

2016; Fripp, 2012; Nelson et al., 2012). We modify the architecture to conform with gas networks.

Unlike most implementations of capacity expansion models, we compare model solutions to realized

historical investment and operations.

The optimization model minimizes the discounted total capital and operational cost of interstate

pipeline, underground storage, and LNG facilities to meet the natural gas demand at each state

in the 48 U.S. contiguous states and the District of Columbia. The main decision variables are

necessary additional capacity of underground storage, LNG facilities, and state-to-state pipelines

to accommodate the gas 
ow between supply and demand regions over the study period. In

addition, the model computes optimal daily volume of natural gas injections into and withdrawals

from underground storage, LNG facilities, as well as pipeline deliveries and receipts to meet the

daily demand at each state. Constraints require that the total volume of natural gas from local

production, net imports, net storage withdrawals, LNG regasi�cation, and net pipeline receipts

provides adequate natural gas for local consumption during on the daily basis. The amount of

natural gas in underground storage, regasi�ed from LNG, and transmitted through interstate

pipeline are constrained by the capacity of underground storage, LNG facilities, and pipeline in

each time period, respectively. Local production, consumption, and imports from and exports to

other countries are taken as exogenous. Figure 3.8 illustrates variables of gas 
ows between states

and across the gas value chain. Figure C.2.1 summarizes the objective function, decision variables,

and constraints in the model. The mathematical optimization problem is as follows. Variables are

indexed by statesi and time t (monthly).

Capital Decision Variables

Sit : New storage capacity added.

Qit : New LNG facility capacity added.

X jit : New transmission build from state j to state i in period t.

Operations Decision Variables
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wit : Net storage withdrawal (negative implies injections) in state i and period t.

git : Net LNG volume used in regasi�cation to produce dry natural gas (negative implies

liqui�cation) in state i and period t.

x jit : State i net receipts from state j through pipeline in period t (negative values are deliveries).

Exogenous Variables and Parameters

� it : Demand in state i and period t.

� it : Net imports (negative values are exports) from or to foreign countries in statei and period t.

� jit : The �xed cost of expanding gas line capacity byX jit MMbtu for transmitting gas from state

j to state i .


 it : The �xed cost of expanding gas storage in statei in period t.

� it : The �xed cost of expanding LNG facilities in state i in period t.

Endogenous Variables

Z it : Total storage capacity in state i and time t

Git : Total LNG capacity in state i and time t

L jit : Total transmission capacity from state j to state i in time t

sit : Amount of gas stored in state i and time t.

Characterization

For our purpose of identifying infrastructure capacity to meet demand during the historic period

of 2002-2019, in this model, demand� it , production yit , and net imports � it are assumed to be

exogenous for each statei and time t. These in fact may vary with weather, month-of-year, and

other market factors. Below we characterize the assumed 
ow of production.

Storage capacity at statei in time t is

Z it = Z i;t � 1 + Sit � Rit (3.1)

LNG capacity at state i in time t is
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Git = Gi;t � 1 + Qit � K it (3.2)

and directional gas line capacity from statei to state j at time t is

L jit = L ji;t � 1 + X jit � Tjit (3.3)

where Rit , K it , and Tjit are, respectively, retirements of storage, LNG facilities, and line capacities

in state i in time t.

Finally, underground storage and LNG storage, respectively, evolve over time by the relation:

sit = si;t � 1 � wi;t (3.4)

where wi;t = swid it � sinj it with swid it is storage withdrawals andsinj it is storage injections.

and

git = gi;t � 1 � gi;t (3.5)

Objective and Constraints

Let T denote number of time periods, � be a discount factor satisfying 0 � � � 1, and cl ,

cg, cs respectively denotes variable unit cost of gas transmission, regasi�cation, and storage

withdrawal/injection. Given demand � it , net import � it , and initial storage amount si 0, the cost

minimization problem is de�ned as follows.

min
S;G;X;s inj ;swid ;g;x

TC =
49X

i =1

TX

t=1

� t (
X

j 6= i

� jit X jit + 
 it Sit + � it Git + cl

X

j 6= i

x jit + cggit + cssinj it (3.6)
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subject to:

sit + swid it � sinj it = si;t � 1; given si 0 (3.7)

Z it = Z i;t � 1 + Sit � Rit (Storage capacity) (3.8)

Git = Gi;t � 1 + Qit � K it (LNG capacity) (3.9)

L jit = L ji;t � 1 + X jit � Tjit (Pipeline capacity) (3.10)

sit � Z it (Storage constraints) (3.11)

git � Git (LNG facilities constraints) (3.12)

x jit � L jit (Pipeline constraints) (3.13)
NX

i =1

X

j 6= i

x jit = 0 (U.S. Gas 
ow balance) (3.14)

X

j 6= i

x jit + wit = � it � yit � � it (Balance constraints) (3.15)

sit � 0 (3.16)

Sit � 0 (3.17)

X jit � 0 (3.18)

8i 2 [1; 49] and 8t 2 [1; T]

LNG facilities include liquefaction, regasi�cation and storage. We denote a general term for LNG

sector in the above mathematical problem for simplicity and to �x attention on dry natural gas


ows. Our computational model in fact separately optimize capacity additions for LNG storage,

liquefaction, and regasi�cation as well as LNG amount to liquefy or regasify, and LNG volumes

shipped from a state to another. Capacity and 
ow constraints applied on each element of LNG

facilities are the same as in Equations 3.9 and 3.12.

3.3.3 Implementation

We use the model to examine the e�ciency of historical pipeline expansion from 2002-2019 period,

and assuming EIA projections of demand, supply, imports, and exports through 2050. To reduce

the computational cost for running the model, we include a representative year for every �ve-

year investment interval (Table 3.1) and account for every day in one year to re
ect between day

variation of gas supply-demand and interstate movement. The quantity in a representative year is

the consumption weighted average over �ve years within each period. The model solution gives the

least-cost expansion of pipeline, underground storage, and LNG facility capacity built each period.
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Figure 3.8: Model variables

Note: This diagram illustrate gas 
ows and quantities at each infrastructure element: interstate pipeline, underground
storage, and LNG facility. The centered circle represents a state's net consumption, with the text describes the balance
constraint in equation 3.15. The arrows show gas in-
ow and out-
ow from pipeline, storage, and LNG facilities to
serve local demand in each state in each day. The black text and arrows represent gas amount and 
ows that are
exogenous in the model.

Finally, we contrast optimal outcomes and observed historic capacity in the period of 2002-20197 to

examine whether the states have over-invested in pipelines given EIA-projected supply and demand

to 2050.

Besides the baseline, overall least-cost scenario, we optimize capacity expansion in three other

alternative scenarios (Table 3.2). We consider one scenario in which the extreme cold or hot

weather leads to a sudden surge in local demand for natural gas while supply remain constrained.

The winter of 2021 was considered the US's coldest winter within past 30 years and total natural

gas consumption during the peak period from January through March increased by 17% relative to

the average for that period from 2002-2019. We therefore set a demand bu�er of20% higher than

the original peak demand in both winter and summer each year. The model solution indicates the

additional pipeline, storage, and LNG capacity needed to meet local critical peak demand under

7 the optimal capacity expansion in study periods from 2002 through 2021 is compared to historic capacity
expansion in the period of 2002-2019
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Table 3.1: Investment Periods in the Optimization Model

Period# Investment period Period start Period end

1 2002 2002 2006

2 2007 2007 2011

3 2012 2012 2016

4 2017 2017 2021

5 2022 2022 2026

6 2027 2027 2031

7 2032 2032 2036

8 2037 2037 2041

9 2042 2042 2046

10 2047 2047 2050

Note: The study time span is 2002-2050, split into ten investment periods. Except the last period, each investment
period covers �ve years.

extreme weather conditions. The other two scenarios examine the e�ciency of pipeline, storage,

and LNG investment assuming the existing storage and LNG (pipeline) capacity that might be

planed independently. That is, we �x one element of the system at observed levels (e.g., pipeline),

and then solve for the least-cost capacity of the other two (storage and LNG). A comparison across

the optimal results from these scenarios provide insight into the substitution of pipelines, storage,

and LNG facilities, as well as the relative importance of storage, LNG facilities versus pipelines in

ensuring energy resilience.

Table 3.2: Optimization Scenarios

Scenario name Scenario description Pipeline
2002-2021

Storage
2002-2021

Base Gas demand, supply, cross-border imports and
exports, and unit capital cost are exogenous.

Optimized Optimized

Demand
Bu�er

Demand on the peak day in each winter and summer
increase by20%. Supply remains the same as in Base
scenario.

Optimized Optimized

Fixed Pipeline Pipeline capacity is predetermined at observed historic
level in 2002-2019.

Exogenous Optimized

Fixed Storage-
LNG

Storage capacity is predetermined at observed historic
level in 2002-2019.

Optimized Exogenous

Note: The model always optimizes capacity additions of pipeline, storage, and LNG facilities in 2022 - 2050.

The model is based on several underlying assumptions:
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1. The time that pipeline/ storage/ LNG projects start, stakeholders can predict correctly

demand (consumption and net export), supply (production), and costs.

2. Pipeline, storage, and LNG capacity were built to meet the daily demand in each contiguous

state.

3. Free disposal of excess supply, which may be unaccountable loss in transmission and storage,

or inputs for processing LNG exports, or 
aring.

4. Secondary market (for trading the right of transport and storage capacity uses) works

e�ciently as a supplement to the long-term take-or-pay pipeline and storage contracts.

3.3.4 Data

We obtain the historical natural gas data up to 2019, both market elements and infrastructure

capacity, from the U.S. Energy Information Administration (EIA, 2022a). We employ projected

data in the reference projection case from EIA Annual Energy Outlook 2021 (EIA, 2021) for regional

natural gas supply, demand, and imports - exports. Assuming all states in each region will have the

same growth rate in natural gas supply, demand, and trades, we compute the projected volume in

2020-2050 at state level by multiplying state's volume in 2019 by regional growth rate. Besides, we

gather data for capacity of LNG facilities from the PHMSA - U.S. Department of Transportation

(2022). The model input is daily data at the state level.

Production data

Production data input is a sum of dry natural gas production and supplemental gaseous fuels. EIA's

data by state is available at monthly level since 2006 and at annual level since 1986. Meanwhile,

aggregate national monthly data is available since 1986. We thus obtain monthly data for the

period of 2002-2005 by proportionally distribute annual amount to each month of year using the

ratio of national monthly quantity to annual quantity. Besides, total dry production in four Gulf

coast states (Texas, Alabama, Louisiana, and Mississippi) includes the state's local production and

the amount delivered from Gulf of Mexico. We then linearly interpolate monthly production into

daily production while conserves the actual monthly mean.

Consumption data

Demand data is total dry natural gas consumption from all end-use sectors (residential, commercial,

industrial, electric power, and vehicle fuel), obtained on a monthly basis from the Energy

Information Administration. Most previous models similar to ours use this monthly data for their

models, but it is important to consider 
ows on a shorter time scale to ensure that enough gas can

be delivered to handle critical peak demands that occur with extreme weather events.
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To obtain daily demand, we regress monthly demand on monthly heating degree days (HDD)

and monthly cooling degree day (CDD) as speci�ed in the Equation 3.19 below. The �t of this

regression is strong and shows gas demand to increase signi�cantly with both HDD and CDD,

but more strongly with HDD. We then use the estimated relationship to predict daily demand by

substituting daily CDD and HDD data into estimated relationship. Daily temperature observations

were obtained from the 4-km gridded weather data developed by PRISM Climate Group (2021).

To estimate continuous, daily CDD and HDD for each day, we assume that temperature follows

a sine curve within each day between its minimum and maximum temperature using the methods

developed by Schlenker and Roberts (2009). We then aggregate PRISM grid values to the state

level by population-weighting individual grids using 1-km gridded population of the world from

Socioeconomic Data and Applications Center (SEDAC) (2021). Monthly values for CDD and HDD

simply aggregate the daily values.

Denoting qit as average daily gas consumption in statei and time period t, we estimate a separate

regression for each sector (residential, commercial, industrial, electric power, and vehicle fuel) using

the speci�cation:

ln qit = f i (t) + hi (t)HDD it + gi (t)CDD it + 
X it + uit (3.19)

where f i (t), hi (t) and gi (t) are smooth functions of time estimated using a natural splines with

three degrees of freedom (i.e., three knots each). By interacting the spline functions withCDD it

and HDD it , we allow the sensitivity of demand to temperature to change smoothly over time (say,

due to changes in mean energy e�ciency). By estimating a separate spline for each state, we allow

temperature sensitivity to also di�er across states. Additional variables in the vector X it , with

estimating coe�cient vector 
 , are consumption-weighted average national HDD, consumption-

weighted average national CDD, and one-month lags and leads of HDD and CDD at the state and

national levels, and the share of days in the month that are weekends. Note that non-local and/or

non-current weather can in
uence local consumption via prices; but the links are weak compared

to local, current HDD and CDD (Hausman & Kellogg, 2015). Using cluster-robust standard errors

by state-year, the weather variables are highly signi�cant. The daily estimates from each sector,

imputed by replacing monthly weather with daily weather and a zero-or-one indicator for weekend

days, are then aggregated to state-by-day total demand values.

To illustrate how much daily downscaling matters, Figure 3.9 shows predicted aggregate gas use by

day overlaid with monthly average use. Monthly values smooth out much of the variation across

days within a month and does not reveal actual peak demand. Building the model at daily level

better re
ects the infrastructure requirements needed to meet peak demands.

Import and Export Data
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Figure 3.9: U.S. aggregate national daily demand versus average monthly demand

Note: This �gure shows U.S. monthly natural gas demand (in blue) together with estimated daily natural gas demand (in
orange) over time. Daily demand is estimated from daily weather using the link between monthly weather and monthly
demand speci�ed in Equation 3.19. Estimates also account for di�erences between weekends and weekdays.

We use EIA's data of "Imports by point of entry" , "Exports by point of exit" , and LNG imports

terminal instead of imports and exports by state to account for the actual physical gas quantity

at each state at a time and the need of storage capacity and pipeline capacity to transport the

natural gas from the entry point to other states or from the production states to the exit point. We

aggregate the volume of imports and exports over points of entry/exit or terminals within a state

to obtain data at the state level. Export volume includes natural gas exported in di�erent forms |

pipeline, compressed natural gas, and LNG. Import volume includes natural gas exported through

pipeline and compressed natural gas. We separately include LNG imports in the model because

this is the main LNG supply source for the Northeast states. Main LNG import terminals are in

Massachusetts, Maryland, Georgia, and Louisiana. LNG may be either regasi�ed to dry natural

gas at the import terminal and transmitted through pipeline or shipped by truck to other states

and regasi�ed at the destination.

We compute pipeline unit capital cost based on the median cost reported in the EIA Natural Gas

Pipeline Projects data and state's cost multipliers reported by American Petroleum Institute (ICF

International & API, 2017). Storage capital cost is based on the infrastructure report in ICF

68



International and API (2017). LNG capital cost is approximated based on Mesko and Ramsey

(1996) and Katulak (2016). Lifetime for all infrastructures are assumed of 50 years. Fuel cost for

compressor stations to boost the pressure needed for natural gas moving through the steel pipe

is 0.04% per every 120 km. Compressor stations are located about every 50 miles to 100 miles

along pipelines (American Gas Association, 2021; Clowney, 2003; EIA, 2007; Ulvestad & Overland,

2012). In the model, we use the average distance which is 75 miles, or approximately 120 kilometers.

Gas fuel and loss is 2% of injection volume for underground storage, based on average level of fuel

reimbursement in storage tari� across gas companies such as Kinder Morgan and Tallgrass Energy,

which range between 1% to 2.6%. LNG liquefaction on average costs 9% and regasi�cation costs

5% of feed gas, according to Chong et al. (2019) and Petrowiki (2018).

Table 3.3: Gas Underground Storage Operations

Type Mean Cushion(a)

to Working Gas
Ratio(b)

Injection
Period
(days)(c)

Withdrawal
Period
(days)(c)

Cycles
per year

Capital cost(d)

(2019$/MMBtu
working-gas)

Aquifer 68% 200 - 250 100 - 150 1 39.8

Depleted �eld 48% 200 - 250 100 - 150 1 19.2

Salt cavern 34% 20 - 40 10 - 20 12 33.7

(a): Cushion gas (or base gas) is volume of natural gas that must remain in the storage facility to provide

the required pressurization to extract the remaining gas.

(b): average over all states in 2017-2020;

(c): Federal Energy Regulatory Commission (2004); (d): ICF International and API (2017)

In 2020, depleted �elds account for 81.6% of the total U.S. underground natural gas working storage

capacity8, while the rest is salt caverns (10%) and aquifers (8.4%). Developing an aquifer formation

as a storage facility often is expensive due to the requirement for large volume of cushion gas.

Therefore, aquifers had been used for natural gas storage only in states that geologic characteristics

do not allow for developing other types of storage. Depleted �eld and aquifer storage have low cycle

and are mainly used to store natural gas during summers and withdraw in winters. Meanwhile,

salt caverns provide very high withdrawal and injection rates relative to their working gas capacity,

and cushion gas requirements are relatively low (Table 3.3). Salt caverns can readily begin 
owing

gas on as little as one hour's notice, which is useful in emergency situations or during unexpected

short term demand surges. Therefore, salt caverns are best suited for peak load storage. However,

salt cavern storage facilities are not available in every state, primarily Gulf Coast and Northern

states (NaturalGas.org, 2013). In this study, we set a parameter that allows speci�c state to build

speci�c types of new storage facilities depends on their geologic characteristics. In particular, we

8Working gas is the volume of natural gas in the storage that can be extracted during the normal operation of the
storage facility. This is the natural gas that is being stored and withdrawn; the capacity of storage facilities normally
refers to their working gas capacity (NaturalGas.org, 2013)
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allow salt caverns to be built in only those states where salt domes have been discovered. Depleted

�elds are allowed in those states that have drilled oil or gas wells. We assume that all states, except

New England, allow aquifer storage.

3.4 Model Validation

We check the credibility of the model by examining the extent to which the outputs: (1) generate

coherent patterns of transmission and storage behavior in comparison to actual history; (2) examine

how shadow values of the balance constraints vary over time and location in relation to actual

bottlenecks on the system; and (3) compare model 
ows to historic pipeline capacity utilization

rates. Utilization is measured as the ratio of the total amount of natural gas move through a pipeline

and full operating capacity of the pipeline. Utilization rates typically run from zero to one. 9.A high

capacity utilization rate indicates the possibility of pipeline bottlenecks under peak loads. A low

utilization rate implies pipeline overcapacity. As a rule of thumb, to guarantee su�cient return on

a pipeline project to investors, a pipeline requires a utilization rate of around 50%

First, we �nd that the natural gas system operates reasonably under both peak and low demand

times. Resulting pipeline in
ows and out
ows, underground storage withdrawals and injections,

LNG liquefaction and regasi�cation amount, and LNG shipping between states behave logically and

follow stylized facts in the natural gas market. Speci�cally, natural gas is injected into underground

storage in summer and withdrawn from storage in winter. LNG is mainly consumed in New England

states in winter since these states do not have underground storage due to geologic conditions and

limited pipeline access through New York. Most consumption states rely on pipeline deliveries to

meet local demand. Figures C.2.3 and C.2.4 show the similarity between optimal and observed

pattern in how pipeline, underground storage, and LNG facilities are utilized to meet local demand

at each state.

Second, shadow prices obtained from balance constraints in the optimization model well re
ects

the historic price volatility and seasonality. Figures 3.10a and 3.10b present consumption weighted

average shadow price of the U.S. and New England region, respectively. The �gures clearly display

price seasonality with higher peak price in winter and lower peak price in summer. The lower peak

in summer is especially visible in the period 2017 - when gas-�red power generation became more

prevalent. On average across the U.S., shadow prices were highest in the period 2002 and 2007,

reduced in the period 2012, and increased in the period 2017. This price variation is consistent

with historical events during the periods 2002-2019. High price in period 2002 and 2007 re
ects the

natural gas shortage in 2000-2008 and prices spiked due to a decline in the production and increase

9 It is normal that sometimes pipeline capacity utilization rate is greater than one. This happen when compressor
stations are upgraded to push pipeline deliverability above initial design capacity.
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in demand for electricity generation and due to increase in oil price. Among four periods, only

periods 2002 and 2007 experiences clear needle peak price in summer. This is consistent with price

spike in August 2005 due to supply disruption after Hurricanes Rita and Katrina (FERC, 2005) and

record high price of natural gas in July 2008, when Henry Hub prices peaked at$13.31/MMBtu

(Congressional Research Service, 2011; FERC's O�ce of Enforcement, 2009). The low price in

period 2012 is congruent with the fact that natural gas fracking technology led to new production

started in the Northeast (Pennsylvania and West Virginia) and Ohio in 2009 and a steadily increase

in supply since late 2014 (Xiarchos et al., 2020). While prices generally remained low in 2017,

the winter price spike is compatible with the cold wave in the Northeast winter 2017/2018. In

particular, New England, the states that experienced a severe cold spell in 2017-2018, have average

shadow price of about$83/MMBtu in January of period 2017, close to the historic spot prices of

$78.98/MMBtu at New England's natural gas and electricity market hub, Algonquin Citygate, at

the same time (EIA, 2019a). Figure C.2.5 displays daily shadow prices over time by state (note

that y-axis scale is di�erent across states). Compared to all other states, the shadow price is much

higher in New England states and Florida, where there is no underground storage. The model thus

rationally proposes to build underground storage in Florida10 (Figure 3.12) and more LNG plants

in New York and New Jersey to serve New England's winter demand (C.2.12a.)

Figure 3.10: Average Shadow Prices
(consumption weighted)

(a) National Shadow Price (b) New England Shadow Price

Note: This �gure shows the variation of shadow prices which is the marginal value (lambda) associated with relaxing
the balance constraints in the Equation 3.15. The left panel displays consumption weighted average shadow prices in the
U.S.. The right panel displays the weighted average shadow prices in New England area. Note that the scale of vertical
axes is di�erent between the two panels.

10 Recall that New England's geologic characteristics do not allow for underground storage.

71



Finally and most importantly, the model's decision in adding new pipeline capacity is consistent

with the observed actual needs for gas transmission through pipeline. When putting together

the di�erence of the optimal pipeline capacity from the observed historic capacity and the actual

observed pipelines' utilization rate (Figures 3.12 and 3.13), we �nd that those pipeline routes which

the model decides to not build or build less capacity than in reality, the utilization rate is less than

ten percent, or even equals zero on some pipelines. In contrast, those pipelines which the model

chooses to build more or the same as observed levels have higher utilization rate. We discuss this

in more details in section 3.5.1.

3.5 Applications

3.5.1 Are We Building Too Much Pipeline?

We �nd that on average, more pipelines and underground storage while less LNG facility were

built than needed (Figure 3.11.) Speci�cally, the U.S. has overbuilt interstate pipeline connecting

between production regions in South Central and Mid Atlantic, but under-invested in pipelines

connecting production areas to consumption states such as pipeline from Pennsylvania and West

Virginia to New England or from Alabama to Florida (Figure 3.12.) The lack of pipeline to

New England is in part because New York environmental regulators has denied certi�cation for

several planned interstate pipeline projects since 2016. Meanwhile, as a large consumption state,

Florida has always relied on pipeline transmission from Alabama and Georgia, and could bene�t

from underground storage. Figure 3.14 and Figure C.2.6 show that while the actual natural gas

system heavily relies on underground storage in Michigan and Pennsylvania, the optimized least-

cost scenario substantially utilizes underground storage in Texas, Louisiana, and Indiana. These

states all historically possess large underground storage capacity. Moreover, we �nd more massive

storage net withdrawals in the optimized least-cost scenario compared to observed values.

In addition, Massachusetts and Georgia could have expanded LNG regasi�cation capacity to

process LNG imports and serve New England's and Florida's demand. With restricted pipeline

transmission, New England states rely on LNG to serve their peak demand in January and February.

The model thus suggests to liquefy natural gas at New York and New Jersey11, then delivers

produced LNG to New England states such as Connecticut, Rhode Island, and New Hampshire

(Figure C.2.11).

As a result of investing in too much in pipeline, the utilization rate of pipeline in some areas is

quite low. Figure 3.13 shows observed capacity and utilization rates of pipeline in 2017. The size

of pipeline segments indicate pipeline capacity and the colors present pipeline utilization. Pipeline

11 and small liquefaction requirements at Tennessee, Virginia, and Indiana
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Figure 3.11: Optimal and Observed Total Capacity

Note: The �gure shows capacity of each infrastructure element in the estimated least-cost solution (optimal) juxtaposed
with observed capacity. Optimal and observed capacity are represented in orange and blue, respectively. The �rst two
panels show pipeline capacity, in which directional pipeline refers to speci�c capacity in each direction while general
pipeline refers to the maximum capacity of both directions of the same interstate link. Some pipelines are bidirectional
while some other pipelines operate (mainly) in just one direction.

segments with pink color have utilization rate of zero to ten percent. These under-utilized pipelines

mainly connect Mid-Atlantic states and East-North-Central states. 12 Contrasting Figure 3.12 and

Figure 3.13, we �nd that the most under-utilized pipelines are pipelines that the model indicates

are heavily overbuilt.

Actual gas infrastructure outlays from 2002 through 2019 exceeded optimal (estimated least cost)

by about 179 billion 2019-dollars (Figure 3.15). Given annual consumption of all sectors in the

period 2002-2019 averaged 24,700 billion cubic feet, if the additional capital cost from overbuilt

infrastructure is distributed along four investment periods (twenty years), natural gas unit cost will

increase by about 36 cents per thousand cubic feet. According to EIA's data, an average household

consumes about 70.8 thousand cubic feet a year. Thus, the capital cost for overbuilt pipeline and

underground storage would translate into an additional 25.5 dollars per year on natural gas bills.

Note that this simple calculation does not include any excess return allowed to pipeline companies.

If the allowed rate of return exceeds the true cost of capital by two to six percent, the excess total

12 East North Central division includes �ve states: Illinois, Indiana, Michigan, Ohio and Wisconsin.
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