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Abstract

In the pursuit to develop an online data portal
for visualizing and downloading climatological data
from around Hawai'i, a need to compile and generate
large amounts of data was identified. While some
tools are available for handling and distributing this
data, they were not sufficient for several core features
required of the project, including generating and
emailing users zipped packages of requested data. To
Sfulfill the requirements of this project and provide
programmatic access to the data, an API was developed.
This paper will introduce the endpoints and functions
made available through this APl and describe its
implementation and potential for adoption by other
projects.
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1. Introduction

Hawai‘i’s location and geography create unique
challenges for studying its climate and creating
predictive models of rainfall, temperature, and other
variables. Climatological data for Hawai‘i is often
spread between many sources and cohesive datasets
sparse or incomplete, making research relying on this
data difficult and time consuming. To simplify the
process of gathering this climatological data, a science
gateway was identified as a solution for data exploration
and dissemination. The climate gateway provides a
publicly accessible web application for visualizing and
exporting data from climate sensor stations around
Hawai‘i and produced derived map products. These data
are collected and produced via an automated pipeline at
the daily and monthly timescale to provide up-to-date
data at a centralized source.
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The gateway was developed as part of the ‘Tke Wai
project. ‘Tke Wai is a Track 1 Established Program
to Stimulate Competitive Research (EPSCoR) project
granted to the University of Hawai‘i (UH). ‘Tke Wai,
from the Hawaiian words for knowledge and water, is a
project addressing water sustainability issues in Hawai i,
supporting the development of tools and research
expanding knowledge of and accessibility to data related
to Hawai'i’s freshwater resources. While the gateway
is designed to handle a large range of climatological
data, the rainfall data collected by the gateway and
rainfall modeling techniques used to develop gridded
map products of predicted rainfall values across the state
fit in nicely with the goals of the project. Furthermore,
these climate data can be used as a foundation for
additional research furthering the goals of the project.

To maintain a centralized and searchable repository
of the data collected by the project, the ‘Tke Wai
Gateway was leveraged (Cleveland et al., 2018). The
‘Tke Wai gateway allows researchers to store annotated
data created through the project. The climate gateway
utilizes the ‘Tke Wai gateway infrastructure to store data
files; data files produced by the project are uploaded
using the Tapis Framework APIs (Stubbs et al.,|2020) for
easy storage and retrieval. Tapis is a project developed
by the Texas Advanced Computing Center (TACC) that
provides a set of APIs for managing and interacting
with remote computing infrastructure. The Tapis Files
API provides a set of methods for interacting with
remote data storage, and serves as the primary method
of interacting with the gateway.

In addition to the data files stored on the ‘Tke Wai
Gateway, the climate gateway also required a method for
storing and retrieving data points and metadata recorded
by the sensor stations. This information is aggregated
into a set of comma separated value (CSV) files for
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export from the application; however, to eliminate the
need for additional file processing and the need to import
extra data not currently being used by the application,
these files were processed into a set of JavaScript Object
Notation (JSON) documents to be used by the climate
gateway’s data visualization interface. Tapis provides
a Metadata API, which allows JSON documents to be
ingested into a Mongo Database. Mongo is a No-SQL
database that operates using JSON documents. These
documents can be queried based on their field values
similarly to a traditional database. The climate gateway
leverages this API for storing incoming station values
and metadata for each of the stations.

While Tapis and the ‘Tke Wai Gateway provide basic
infrastructure and programmatic APIs for interacting
with and retrieving the data used by the climate gateway,
there were some functions required that could not be
accomplished through these existing services. One
of the main deficiencies of using the Tapis Files API
directly is that the structure of the stored data would
have to be implemented on the client application side
so the exact files to be retrieved could be specified. This
would require in-application computations for file paths,
which could be relatively expensive for large amounts
of data, and any changes to the data storage would
require the climate portal application to be modified
and redeployed. Additionally, data exported from the
interface needs to be collected and packaged into a zip
folder. Small data packages can be downloaded directly
through the web portal, but due to the large volume of
available data an option to generate the data packages
and dispatch them to users via email is also required.
These data packages can be stored through the ‘Tke Wai
Gateway and downloaded via the Files API; however,
generating these packages requires additional external
processing.

To address issues such as these and provide
additional functionality to users that would like
programmatic access to the data for similar applications,
a new ‘Tke Wai API was developed that helped to index
the stored files based on their dataset attributes and
provides a series of endpoints to help construct data
packages and manage the data used by the climate
gateway. This paper will discuss the available functions
provided by this new set of API endpoints and details of
its implementation and deployment and potential reuse
in other gateways.

2. Related Work

Scientific data portals managing climatological and
environmental data have become more popular to
manage, visualize, and publicly disseminate large

scale data sets that may otherwise be difficult for
researchers to collate and access. Such portals
include the Incorporated Research Institutions for
Seismology (IRIS) data management center web service
for providing seismological data (Weertman et al., 2011)
and OpenTopography, providing LIDAR topography
data for regions around the world (Krishnan et al., 2011)).
To facilitate programmatic access and support the public
facing web portals provided by these projects, these
portals are backed by APIs that allow for users to request
data outside of the web portal. The inclusion of such an
API for data access and handling external processing is
common amongst scientific data portals.

Additionally, the National Oceanic and Atmospheric
Administration (NOAA) National Centers for
Environment Information (NCEI) (“National Centers
for Environmental Information”, [n.d.) hosts a large
number of climatological and environmental data
records and web portals. NOAA provides a set of
APIs for retrieving specific data ranges based on the
type and parameterization of the type of data being
retrieved. While NOAA collects and maintains a lot
of climate data, this repository does not include access
to rasterized data products. Some of the data collected
by the project described in this paper is also provided
to NOAA for inclusion in their national datasets. This
process is facilitated by the ‘Tke Wai API.

Portals such as the Hawai‘i Groundwater Recharge
Tool (McLean et al., |2019) also utilize Tapis and other
similar technologies for data generation; however, differ
in their core needs by how the data is stored. The
Hawai ‘i Groundwater Recharge Tool stores all of its data
in a database and produces singular output files based on
client input in the application, which can be done within
the portal itself. API access to the data records can
be managed entirely through the querying functionality
provided by Tapis for programmatic access. The storage
and handling of large numbers of files as necessitated by
the processes described in this paper required additional
specialized functionality that is not available through
pre-established frameworks.

3. Background

3.1. Tapis

Tapis (Stubbs et al., [2020) is an open source,
NSF funded Application Program Interface (API)
platform for distributed computation. It provides
production-grade capabilities to enable researchers
to 1) securely execute workflows that span
geographically distributed providers, 2) store and
retrieve streaming/sensor data for real-time and
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batch job processing with support for temporal and
spatial indexes and queries, 3) leverage containerized
codes to enable portability, and reduce the overall
time-to-solution by utilizing data locality and other
“smart scheduling” techniques, 4) improve repeatability
and reproducibility of computations with history and
provenance tracking built into the API, and 5) manage
access to data and results through a fine-grained
permissions model, so that digital assets can be
securely shared with colleagues or the community
at large. Researchers and applications are able to
interact with Tapis by making authenticated HTTP
requests to Tapis’s public endpoints. In response to
requests, Tapis’s network of microservices interact
with a vast array of physical resources on behalf of
users including high performance and high throughput
computing clusters, file servers and other storage
systems, databases, bare metal, and virtual servers.
Tapis aims to be the underlying cyberinfrastructure for a
diverse set of research projects: from large scale science
gateways built to serve entire communities, to smaller
projects and individual labs wanting to automate one or
more components of their process.

Tapis can be leveraged as a hosted solution or
distributed between various institutions.  Tapis is
multi-tenant, meaning that there can be a number
of organizations (i.e. a grouping of users, such as
an institution, lab, or project) using the same set of
Tapis API services but persisting data in logically
separate, secure, namespaces. The central hosted
instance is currently hosted by the Texas Advanced
Computing Center (TACC) at the University of Texas
at Austin. Other institutions, such as UH, have a hybrid
deployment with subsets of Tapis API services deployed
locally while leveraging others hosted at TACC. The UH
Tapis instance is what the ‘Tke Wai gateway leverages for
backend API services.

3.2. ‘Ike Wai

The ‘Tke Wai gateway (Cleveland et al,
2018) supports research in hydrology and water
management and provides tools to address questions
of water sustainability in Hawai‘i. The gateway
provides centralized web based user interfaces and
APIs supporting multi-domain data management,
computation, analysis, and visualization tools to support
reproducible science, modeling, data discovery, and
decision support for the ‘Tke Wai research team and
wider Hawai‘i hydrology community. By leveraging
the Tapis framework (Stubbs et al., 2020) UH has
constructed a gateway that ties data management and
advanced computing resources together to support

diverse research domains including microbiology,
geochemistry, geophysics, economics, humanities, and
climate science. This platform hosts and disseminates
the climate products through the Tapis APIs and
allows the development of additional interfaces and
integrations to support researchers. Figure ?? broadly
demonstrates the interactions between Tapis, the ‘Tke
Wai gateway, and the API in client interactions.

4. API Endpoints

This section will cover the endpoints provided by
the ‘Tke Wai API at https://api.hcdp.ikewai.org. All
endpoints require an authorization header for access.
That is, the request header must include the following:

{
}

"Authorization": "Bearer <oauth_token>"

Tapis Oauth tokens are provided by the Tapis tenant
administrators. More information on the authentication
procedure will be covered in section[5.8]

There are four primary types of endpoints: endpoints
that generate zip packages, endpoints that provide
file listings, endpoints that directly provide data, and
endpoints that handle database functions. Table [T] lists
each of the ten available endpoints and information
about their function. More information about the
endpoints and their parameters are available in the API
documentation.

Curl, short for Client Uniform Resource Locator,
is a Unix command line utility that can be used to
transfer data from or to a server. This utility is one way
to interact with this API. An example curl call to the
zipgen/email endpoint is as follows:

curl -d '{"email":"<email>","data":
[{"datatype":"rainfall", "production":
"new", "period":"month", "extent":
"statewide", "range":{"start":"2019-01",
"end":"2022-05"},"files": ["data_map",
"metadata"]}]}' -X POST -k -H
"Content-Type: application/json" -H
"Authorization: Bearer <API-AUTH-TOKEN>"
"https://api.hcdp.ikewai.org/genzip/email"

The components of this curl call can be broken down
as:

e -d ’...: Defines the data to be sent in the body
of the request. This is a JSON formatted string
containing the information required to identify the
files being requested.

e -X POST: Specifies the data transfer method,
POST in this case.
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Figure 1. The roles of the ‘lke Wai API, Tapis, and ‘lke Wai Gateway file storage systems for this data pipeline.
Client requests to the API either return data directly or URL’s that can be used to retrieve data from the
gateway via Tapis.

e -k: Indicates that TLS errors should be ignored
while making this request.

e -H ”..”: Defines the header content to be sent
with the request. Two header fields are specified
indicating the type of the body content and the
authorization token for API access.

* “https...”: Specifies the request endpoint.

More information on curl and its usage can be found
on its Linux manual page here.

The above described curl call will generate a zip
package with the data_map and metadata files — the
gridded geotiff file and associated metadata — for the
date range January 2019 to May 2022 at a monthly
timescale with a statewide spatial extent for rainfall data
produced using the current (new) production methods.
A similar set of dataset identification parameters are
used by many of the endpoints. These parameters and
the available values are documented here

The properties required to identify a dataset can
be containerized into a form based user interface for
simplicity. Figure 2] demonstrates the export interface
of a data portal that utilizes this API to generate and
distribute data packages to users (McLean et al., 2021).
The dataset properties and date range of interest are

entered via dropdown and calendar selector elements.
The list of files and spatial extents can then be selected.
Once the set of datasets and the respective files the
user is interested are selected, an email address must be
entered, and the user can select to either export the data
package directly through the web application if small
enough that it will not take significant time to generate,
or the package can be emailed to the user. Email based
exporting is handled via the genzip/email endpoint
whereas in-application exporting is handled through the
genzip/instant/splitlink endpoint. This allows multiple
parts of the download package to be retrieved in parallel
and composed into the complete package for faster
download times.

5. Implementation

The ‘Tke Wai API is built using the Express
framework for node.js. Express provides a robust
set of methods for easily standing up endpoints and
middleware components for handling details such as
response compression. The API is set up to use
a configuration file for external resource connection
details, permission details, system file locations and
other details that may need to be modified. To prevent
requests from being terminated prematurely if the API
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Select the type of data you would like to export from the options below then click "Add Files"
Rainfall -9

Monthly -9

Date Range @

01/1990 o}

OE:’ZdZZ ]

Files @

Rainfall Map @ Filetype: tif Spatial Extents: Statewide ~ @
[ Standard Error Map @ Filetype: tif

[ Anomaly Map @ Filetype: tif

[ Anomaly Standard Error @ Filetype: tif

Metadata and Error Metrics @ Filetype: txt Spatial Extents: Statewide ~@
[ Station Data (Partial Filled) @ Filetype: csv

(a) An example form to populate dataset properties required for a request. The selected values will be packaged into a JSON object
and dispatched to the appropriate API endpoint to generate the data package.

Select what data to export

Files
Monthly Rainfall February, 2022 - May, 2022 Rainfall Map, Metadata and Error Metrics

[] Send download package to email®

meleanj@hawaii.edu o

+ Export Items

(b) Multiple sets of files can be defined and added to the export package. Additionally, this takes a user email and
determines whether to generate an email package or download the package contents directly in the browser.

Figure 2. An export interface for a data portal using the described API.
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Endpoint

Request Type

Description

[raster

GET

Retreives a gridded map data file (Geotiff) based on a set of identifying
information and returns its content to the user.

/genzip/email

POST

Creates a zip package containing a set of requested data files based on
a set of identifying information and emails the package to the user.

/genzip/instant/content

POST

Creates a zip package containing a set of requested data files based on
a set of identifying information and returns the content of the package.

/genzip/instant/link

POST

Creates a zip package containing a set of requested data files based on
a set of identifying information and returns a URL to download the
package from the gateway.

/genzip/instant/splitlink

POST

Creates a zip package containing a set of requested data files based on a
set of identifying information. This zip package is split into 4MB pieces
and an array of URLs to download these pieces is returned.

[raw/list

GET

Returns a list of URLSs to download data files from the Gateway based
on a set of identifying information.

/production/list

GET

Returns a list of URLSs to download data files from the Gateway based
on a set of identifying information.

/stations

GET

Leverages the Tapis metadata service to retrieve information about a
specific data station based on a set of identifying information.

/db/replace

POST

Queries the Mongo Database housing the UH Tapis Metadata service
for a document with a specified UUID and replaces the document’s
“value” field with a specified replacement JSON value.

/db/delete

POST

Queries the Mongo Database housing the UH Tapis Metadata service
for a document with a specified UUID and deletes the document if
found.

Table 1. An overview of the endpoints available in the ‘lke Wai APIl. More information on the required
parameters and examples of API calls can be found in the APl documentation here

needs to be restarted, the API is set up to handle

parameters. The automated pipeline that handles the

termination signals sent to the application and will
attempt to shut the server down gracefully.

The API is deployed inside a docker container
for portability and to ensure consistency in the API’s
runtime environment even if modifications are made
to the underlying server. Docker (Merkel, 2014) is
a containerization technology that creates an image
containing all the required components to execute an
application in a consistent environment without being
sensitive to the configuration of the host system. Figure
[] shows the interactions between the primary API
components (described below) and external resources.

5.1. File Indexing

One of the main requirements of the API is to be
able to locate data files based on a set of parameters
identifying the dataset it belongs to and its date for
timeseries data. To help streamline the process of
identifying the file location, data is stored in two
methods: using the file structure and naming defined
by the researchers producing the data and based
on a standardized structure composed of the dataset

data includes a script that uploads the produced data
to the ‘Tke Wai Gateway, including any intermediary
files created while generating the data. These files are
often inconsistently arranged and named, which can
make it difficult to index. Once the primary processing
pipeline has been completed, the script that handles
uploads to the gateway is configured to reupload the
output data files made available for public dissemination
into a standardized folder structure and naming scheme.
The API then employs a script that takes the dataset
parameters and requested file types from a user query
and parses it into a set of file locations.

An issue with simply expanding the set of files like
this is that often the set of requested files can be quite
large if spanning over an extensive date range. This is
problematic when attempting to create data packages as
this file list needs to be passed to a subprocess. Large
data packages could sometimes exceed the maximum
command size accepted by the underlying system and
the subprocess could not be spawned. Data files with
a timeseries component are all aggregated to folders of
one period greater than their coverage. For example,
daily data files are aggregated to monthly folders, and
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Figure 3. The interaction between the major APl components, the ‘lke Wai Gateway storage, and the Tapis
metadata database.

monthly files to yearly folders. To avoid the list of
files becoming too long when large periods of time
are requested, a secondary method is used that groups
periods where all the files are to be included in the
download package. For example, for a given date range
of November 12, 1990 to December 31, 2016, The
yearly folders for 1991-2016 can be grouped and the
monthly folder for December 1990 can be grouped.
The remaining files for November 12, 1990 through
November 30, 1990 can be provided individually.

In addition to the data generated by the climate
pipeline, raw data files containing data directly reported
by sensor stations are also stored in the gateway
and indexed by the ‘Tke Wai API. These data are
collected using Loggernet (Campbell Scientific, 2022),
a datalogger support software developed by Campbell
Scientific. Loggernet is configured to output the data
every 15 minutes. Once the data is written a set of scripts
distributes the data into a set of files aggregated to the
daily timestep and the data is uploaded to the gateway.
While these files are not used directly by the ‘Tke Wai
Gateway, they are used by its data pipeline and by other
sources that require access to the raw data output by the
sensor stations.

5.2. Zip Package Generation

Zip packages are generated by spawning a
subprocess that utilizes the Linux zip command
line utility to create a zip folder containing the files
requested by the user. Three different subprocesses
are used depending on the endpoint. The endpoint
genzip/instant/content is the simplest of the three. This
provides the set of paths constructed by the file indexer
directly to the zip command using the “-“ option. This
generates a zip file and streams its content directly
to the process’s stdout. This is captured by a listener
on the process stdout and is piped into the response
for the request. Since this endpoint provides the zip
content directly and requires no additional storage for
the generated data package, the produced package is not
stored to disk.

The remaining zip package generation methods
require the generated package to be stored such that a
download link can be provided to the requester, or the
data can be streamed to a secondary source. In order
to accomplish this, the other two package generation
methods go through bash scripts that generate a unique
folder for the download using the Linux uuidgen utility.
This will create a universally unique identifier (UUID)
that serves as the name of the folder the package is
written to. These unique folders for each download
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package are stored in a downloads folder on the gateway
so the Tapis Files API can be used to generate a
download link.

The genzip/email and genzip/instant/link endpoints
use a bash script that generates this unique folder, then
uses the zip utility and the provided file path list to
create a zip file into the created folder. On successfully
creating the package the path to the created zip folder is
sent to stdout to be captured by the API. The method
used to send this data to the user varies between the
two endpoints utilizing this method. The genzip/email
endpoint will either attach the generated package to an
email or include a download link to the package in the
email. Email generation will be described in section
[5.3] The package is attached directly to the email if
the total package size does not exceed 25MB. In this
case, once the email is dispatched to the user, the created
package is immediately deleted to clear up space since
the content has been attached and no longer needs to be
stored in the gateway. Larger packages are turned into
a publicly accessible download link by combining the
path to the zip package with the base URL used by the
Tapis Files API. The genzip/instant/link endpoint simply
sends Files API URL back to the user via the request
response.

The genzip/instant/splitlink endpoint splits the
produced zip package into chunks to allow for parallel
downloads. This is used by the gateway to reduce
the time taken to download packages directly from
the application rather than via an email to the user.
To accomplish this, the script used to generate these
packages pipes the output from the zip utility using the
“-“ option to the split utility. The split utility will split
its input into a set of files of a specified size, appending
a suffix to each file indicating its order in the sequence.
A chunk size of 4MB was used. Once this operation is
complete, the set of produced files is sent to stdout via a
space separated list. This output is captured by the API,
and a set of download links are generated and returned to
the user in an array. These files can then be downloaded
and combined in order to recreate the full zip package.

To prevent user generated download packages from
building up in the gateway, a script executes on the
machine providing the gateway’s storage every night at
2:00am HST that checks for download subfolders of
the downloads folder generated more than three days
ago and deletes them. As a result, download links
provided by the ‘Tke Wai API are only guaranteed to be
available for three days after creation, though this may
be up to four days depending on when the package was
generated. This time constraint is stated in the email
notification sent to users when using the genzip/email
endpoint. This purge script is executed via a cron task,

a Linux utility that executes a given command at a
provided time interval.

5.3. Email Package Generation

To dispatch emails to users, the API genzip/email
endpoint uses the nodemailer package. This is a package
for node.js that creates and sends emails. The API
configuration accepts an that is to be used as the host
for the generated emails, and emails are generated from
a specified email sender address. Once the user provided
request is validated, the genzip/email endpoint will
return a status 202 response to the user, indicating that
the request has been accepted and is being processed.
Once the download package and email content for the
user’s request has been generated, the API will attempt
to send the email to the provided email address. Since
the request has been fulfilled and there is no further
method of notifying the user of a failure, any errors
generating the download package or sending the email
are captured and the API will attempt to dispatch an
email notifying the user that an error has occurred.
Users of the gateway are notified when creating an email
request that if they do not receive an email within a
few hours, they may have provided an incorrect email
address or an error may have occurred preventing the
API from sending the email.

5.4. Raster Endpoint

The raster endpoint sends the contents of a gridded
map file back to the user directly. These gridded map
products are stored as geotiffs. This endpoint utilizes the
file indexer to retrieve the data map for a given date and
dataset and sends the contents of the file back to the user.
This endpoint also has a returnEmptyNotFound Boolean
flag option. If this flag is set, the API will return a geotiff
for the specified special extent filled with no data values
if the file for the given set of parameters could not be
found. Otherwise, a status of 404 will be returned if the
file could not be found.

5.5. List Endpoints

Two of the endpoints provided by the API serve
to provide a list of files available for a specific query:
production/list and raw/list. These leverage the Tapis
Files API to provide downloadable links to the requested
data. The production/list endpoint uses the file indexer
to provide a list of files matching a query in the same
fashion as the zip package production endpoints, but
without producing a zip package. This allows API users
that would like to download the files without creating a
zip package to do so. The raw/list endpoint provides a
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list of raw data files produced by Loggernet for a given
date. These files contain the raw sensor station data
directly.

5.6. Tapis Patch Endpoints

While the Tapis Metadata API is a powerful tool
for interacting with documents stored in a Mongo
Database, this API has a couple minor deficiencies that
are patched by the ‘Tke Wai API. Replacing or deleting
documents using the built in Tapis functions will often
result in failure, particularly in cases where the API
is under heavy use. While this is manageable for
small manual operations, this is unsustainable for use
with automated pipelines that ingest large amounts of
data. These issues often result in failure of the data
ingestion process even when several retries are allowed,
which prevents data from being made available and
often requires manual intervention. To work around
this issue, the API implements two patch functions,
db/replace and db/delete, which connect directly to the
Mongo Database used by the Tapis Metadata service
and perform the respective functions. Tapis will wrap
created documents with several supplemental fields such
as a UUID field that serves as a unique identifier for
each document. The record body is stored in a “value”
field. To maintain the integrity of these documents,
replacement documents are designed to only replace this
value field by submitting an “updateOne” query using
a “$set” aggregation operator on this field. Deleting
a document simply performs a “deleteOne” query to
the database with the provided query. These functions
are wrapped in a retry mechanism and are configured
to retry automatically with a backoff function up to
10 times on failure. Since these methods allow for
potentially destructive database operations, they fall
into a separate permission group from the rest of the
endpoints. Only API tokens with explicitly assigned
database permissions are allowed to execute queries to
these endpoints. Other users will receive a 403 error if
attempting to access these endpoints.

5.7. Stations Endpoint

The stations endpoint functions identically to a query
performed by the Tapis Metadata API. This endpoint is
not hosted directly on the API, but is configured to pass
the query through to Tapis for fulfillment (Stubbs et al.,
2020). As such, requests to this endpoint will be the
equivalent of a Tapis Metadata API search request — a
GET request sent to a Tapis tenant data endpoint.

5.8. Authentication, Logging, and Error
Handling

All requests to the API are executed through a
wrapper function that handles endpoint authentication,
logging, and catches any errors that occur while
handling the request. Before handling the request, the
provided authentication token is compared to a whitelist
of tokens with access, and the token permissions are
checked against the endpoint being accessed. If the
user does not have permission to access the API or
the endpoint, the appropriate error response code is
returned, and the request is logged and terminated.
Otherwise, the endpoint logic is executed in a callback
function. An object is passed to this callback function
that provides properties with details about the request
such as the user’s email, the size of in bytes and number
of files handled by the request, and the status of the
request where applicable. Once the callback function
completes, details of the API request are logged to a file.
Any unhandled errors that occur in the callback function
are caught. If a response code for the request had not
already been logged — that is the response had not yet
been sent at the time the error occurred — a 500 response
will be returned, the error logged, and an email will
be dispatched to the API administrators. All requests
are logged using a standardized colon separated list of
values for easy parsing.

The API also provides user logging and information
on the size and volume of data being requested.
This information is useful for reporting purposes and
for tracking the utilization of the gateway. This
also provides logging for any issues encountered for
troubleshooting as well as potential instances of misuse.

6. API Usage

The described API has been integrated into several
public facing projects managed by UH and API
access has been provided to researchers at external
organizations such as the NOAA. A public facing data
portal developed by UH uses this API to generate
visualizations of the stored data and allow users to easily
generate data packages via an online user interface.
The utilization of this API allows for data requests to
remain the same without having to worry about changes
to the underlying file structure and allows for simple
integration of new data sets as they are integrated into
the system.

Additionally, UH has been providing sensor station
data to the Meteorological Assimilation Data Ingest
System (MADIS) run by NOAA. The sensor station data
collected by Loggernet and transferred to the gateway is
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located and retrieved using the raw/list endpoint.

The climatological data managed through this API
is also being used by researchers developing additional
data products such as wildfire prediction maps. Once
complete, this data can be integrated into this project
alongside the currently available data to further extend
its functionality. This API facilitates simplified data
retrieval based on a known set of variables instead
of requiring researchers to learn the specific resource
locations of the information they require.

As of the time of writing this API has handled more
than 170K requests handling over a million files in total
since its public release in March of 2022. This includes
520 downloads comprising over 100 gigabytes of data
with 105 distinct users.

7. Conclusion

The API presented provides a set of critical functions
for the ‘Tke Wai Gateway and affiliated climate portal
and its data processing pipeline to behave as needed.
This allows data compiled to be easily distributed to
users — one of the primary goals of this project. This API
also allows for programmatic access to the data by other
researchers and stakeholders that may need to access
these data products without going through the gateway’s
web interface. These new APIs provide additional
functionality that will be leveraged in additional projects
at UH and can be re-used in other projects that leverage
the Tapis framework.

8. Future Work

As addtional functionality is added to the APIs this
project will benefit from defining an API specification
such as OpenAPI. This would provide an easy method
for tracking and documenting the expected behavior of
the endpoints provided by the API and simplify the
ability of new users to pick it up for easy integration
of the data into other projects.

While Tapis version 2 is currently being used by this
project, TACC has developed an updated version 3 of
the Tapis project. This updated version includes changes
to the metadata service that address the deficiencies
mentioned in section UH is working to upgrade
its Tapis deployment to this new version. Once this
is fully operational, the described patch endpoints will
be removed from this API and the Tapis metadata
service will be used directly for all record management
operations.

9. Software Availability

The described API is fully open source and available
on github at https://github.com/ikewai/hcdp_email_api
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