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Abstract

As post-disaster aerial imagery becomes a
crucial resource for structural damage assessment,
automated detection systems must address challenges in
classification granularity, data privacy, and deployment
efficiency.  To tackle these issues, we propose a
lightweight and privacy-enhanced building damage
detection framework that integrates YOLO-based
object detection with differentially private training and
structured pruning. Specifically, we apply Differentially
Private Stochastic Gradient Descent (DP-SGD) to
inject calibrated Laplace noise during training,
offering formal e-differential privacy guarantees for
sensitive imagery. To enable real-time inference on
edge-constrained platforms like UAVs, we further
employ structured channel pruning to eliminate
redundant parameters without modifying the model
architecture. Empirical results on a well-annotated
dataset demonstrate that our method maintains strong
detection performance while achieving both privacy
protection and model compactness, providing a
lightweight and secure solution for timely post-disaster
building damage assessment.

Keywords: Post-Disaster Building Damage
Reconnaissance, Privacy-Enhanced Deep Learning,
Model Compression

1. Introduction

Natural disasters such as hurricanes, earthquakes,
floods, and wildfires pose immediate threats to human
life, critical infrastructure, and economic stability Deniz
et al. (2017) and Du et al. (2020). In the aftermath
of such events, timely and accurate assessment of
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structural damage is essential for guiding emergency
response, resource deployment, and recovery planning.
Traditional methods for post-disaster evaluation rely
heavily on manual field inspections, which are not only
time-consuming and labor-intensive but also susceptible
to human error. With the increasing availability of
drones and high-resolution aerial imagery, Al-driven
computer vision models offer scalable and automated
solutions for building damage detection Liang et al.
(2017).

Recent developments in deep learning, especially
object detection architectures such as YOLO (You
Only Look Once), have shown promising results in
detecting building damage from aerial views Gupta
and Shah (2021), Khvedchenya and Gabruseva (2021),
and Romaniello et al. (2017). These models enable
real-time, automated analysis of large-scale disaster
zones. However, current approaches face several
limitations. First, many existing models are designed
for binary or coarse-grained classification—i.e.,
determining whether a structure is damaged or
not—without distinguishing between different damage
severity levels Jing et al. (2022), C. Liu et al. (2022),
and Yu et al. (2022). Second, the integration of
privacy-preserving mechanisms remains largely
unexplored, despite the sensitive nature of geolocation
and structural data in disaster settings. Finally, while
lightweight models are increasingly deployed on edge
platforms such as drones, efficient model optimization
through structured compression is rarely addressed in
this context.

To address these challenges, we propose a
lightweight and privacy-enhanced building damage
detection framework. Our system supports fine-grained
classification of four damage levels—no damage,
light damage, moderate damage, and severe
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damage—enabling more precise situational awareness
and decision-making in post-disaster scenarios. To
ensure data confidentiality during model training,
we employ Differentially Private Stochastic Gradient
Descent (DP-SGD), which introduces calibrated noise
into gradient updates to protect against inference
attacks such as membership inference. In addition,
we optimize the trained model for deployment on
resource-constrained platforms by applying structured
pruning. This approach masks redundant filters in
the convolutional layers without altering the model’s
architecture, reducing computational overhead while
preserving detection accuracy. Our dual-stage pipeline
addresses both privacy and efficiency concerns, making
it suitable for real-time drone-based disaster response.
The key contributions of this paper are summarized as
follows:

* A lightweight and privacy-enhanced learning
framework is proposed for building damage
assessment using aerial imagery.

* We integrate a privacy-preserving training method
with the damage building detection model
to mitigate data leakage risks in sensitive
disaster-related imagery.

e Structured pruning is applied to the
privacy-enhanced model to reduce inference
costs without compromising accuracy.

* Comprehensive experiments are conducted on
a well-annotated public dataset to validate the
model’s performance in terms of detection
accuracy, privacy preservation, and computational
efficiency.

The remainder of this paper is organized as
follows. Section 2 reviews related work. Section 3
details the proposed privacy-preserving and compressed
detection framework. Experimental setup and results are
presented in Section 4, and we conclude the paper in
Section 5.

2. Related Work

This section reviews prior studies relevant to
our proposed system, focusing on three core areas:
(1) deep learning-based building damage detection,
(2) privacy-preserving object detection frameworks,
and (3) model compression techniques for real-time
deployment.

2.1. Building Damage Assessment

Deep learning models such as YOLO and Faster
R-CNN have been widely adopted for post-disaster
building damage assessment due to their strong
object localization capabilities Xia et al. (2023).
Some methods employ multistage pipelines combining
segmentation networks like PSPNet or UNet with
classification backbones such as ResNet-50, often
evaluated on datasets like xBD Irwansyah et al. (2023).
Others leverage lightweight detectors such as YOLOv8
and Faster R-CNN for real-time damage assessment
Pimpalkar et al. (2024). Hybrid architectures, including
YOLO fused with DeepLabv2, have demonstrated
improvements in capturing spatial and semantic
patterns Jo et al. (2024), while Siamese networks
and EfficientNet have been used to detect temporal
changes in satellite imagery May et al. (2022).
YOLOv4, in particular, has shown robust performance
under occlusion-heavy urban environments Raushan
et al. (2025). Beyond academic research, real-world
implementations like Microsoft’s satellite damage
pipeline have enhanced the scalability and usability of
such systems Gholami et al. (2022). Other notable
contributions include change detection and clustering
techniques Xie et al. (2024), CNN-based classification
for reinforced concrete structures Pan and Yang (2020),
and CNN-powered bulk processing of aerial imagery
captured after tornadoes Umeike et al. (2024). Overall,
the integration of YOLO with segmentation and
temporal modeling techniques has proven most effective
for fine-grained, real-time damage classification.

2.2. Privacy-Preserving Object Detection

Privacy protection in object detection has become
essential in sensitive applications such as disaster
response and human-centric monitoring. Two
major directions—federated learning and differential
privacy—have emerged to mitigate privacy risks
during model training and deployment. Differential
privacy introduces noise to gradients or activations to
prevent inference of individual data, as demonstrated
in privacy-preserving surveillance using differentially
private autoencoders Giorgi et al. (2022). In federated
settings, DP-FedIOD incorporates Laplace noise
into YOLOVS training across decentralized clients,
improving data protection without centralizing
information Zhang et al. (2024). Federated learning
distributes training workloads to local devices,
supporting privacy-aware detection while retaining
data locality. For example, federated YOLOV7
has been applied to real-time object detection in
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Figure 1. Lightweight and Privacy-Enhanced Building Damage Reconnaissance Model

intelligent transportation systems Quéméneur and
Cherkaoui (2024), and similar techniques using
federated YOLOV5 have supported privacy-conscious
detection in smart manufacturing domains Hegiste
et al. (2023) and Jallepalli et al. (2021). YOLOvV8
has also seen deployment in privacy-sensitive facial
recognition tasks on edge devices Peng (2024). To
reduce information exposure further, encoded feature
representations through autoencoders have enabled
semantically meaningful yet privacy-preserving
collaboration Azizian and Baji¢ (2024). In domains
such as activity recognition and healthcare, integrating
local differential privacy into federated pipelines
has improved personal data protection Nurmi et al.
(2023). Despite these advancements, trade-offs
in model accuracy, communication efficiency, and
convergence speed still limit the practical adoption of
privacy-preserving object detection methods Bi (2024).

2.3. Model Compression Techniques

Deploying deep learning models in
resource-constrained ~ environments  like  drones
necessitates efficient model compression to reduce
size and computation without sacrificing accuracy.
Pruning and quantization remain two of the most
effective techniques for achieving this balance. Early
methods such as Optimal Brain Damage and Brain
Surgeon used second-order derivatives to identify and
remove redundant parameters Hassibi et al. (1993)
and LeCun et al. (1989), which were later enhanced
by saliency-based and structured pruning approaches
for improved hardware compatibility Anwar et al.
(2017), Chen et al. (2023), and Molchanov et al. (2016).
In YOLOvVS and other CNNs, structured pruning
strategies have leveraged feature map statistics, batch
normalization scaling factors, and mutual information
to efficiently prune redundant channels Dai et al. (2018)
and Z. Liu et al. (2017). Gradient-based ranking
and iterative thinning methods have further improved
pruning performance in large-scale models Collins
and Kohli (2014), Persand et al. (2020), and Zhou

et al. (2016). Quantization techniques complement
pruning by reducing parameter precision, enabling
lightweight inference on edge devices. Both uniform
and non-uniform quantization have been applied in
post-training and quantization-aware training modes
He et al. (2017) and N. Liu et al. (2020), while fake
quantization and integer-only arithmetic have enhanced
compatibility with low-power hardware Lin et al. (2020)
and Mi et al. (2022). Jointly applying pruning and
quantization leads to compact yet performant models,
facilitating real-time, privacy-preserving building
damage detection in disaster response scenarios.

3. Methodology

In this work, we introduce a lightweight
and privacy-enhanced detection framework on
aerial imagery for post-disaster building damage
reconnaissance, illustrated in Fig. 1. The proposed
framework integrates differentially private training
and structured model compression into a unified deep
learning pipeline tailored for real-time aerial image
analysis. It begins with a streamlined object detection
backbone, fine-tuned to extract spatially dense features
from disaster-stricken environments. To address the
privacy concerns inherent in collecting imagery from
sensitive urban areas, we embed a Laplace noise-based
differential privacy mechanism into the stochastic
gradient descent (SGD) process. This approach
obfuscates sensitive patterns while preserving essential
visual cues, preventing the reconstruction of individual
or location-specific identifiers during model training.
Following privacy-aware training, we apply structured
pruning to compress the model for deployment on
compute-constrained platforms such as drones. This
two-stage pipeline balances detection accuracy, privacy
protection, and computational efficiency, making it a
practical solution for secure and scalable post-disaster
damage assessment.
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3.1. Building Damage Detection

We initiate our damage assessment pipeline with
a lightweight convolutional object detection network
tailored for post-disaster building inspection in aerial
imagery. The network integrates convolutional
layers, spatial pyramid pooling, and multi-scale
prediction heads to extract discriminative features
while simultaneously performing localization and
classification of structural damage. It is trained
in a supervised manner by minimizing a composite
loss function that regulates classification accuracy,
localization precision, and objectness confidence:

Liotr = Leis + )\1Lobj + /\2Lb0x; (D

where Lcis, Lobj, and Lyox denote the classification
loss, objectness confidence loss, and bounding box
regression loss, respectively, and A; and )Xo are
balancing coefficients.

This model provides accurate damage detection
while avoiding the computational overhead typical of
high-capacity detectors, thereby enabling deployment
in real-time UAV systems. It also establishes a
solid foundation for integrating privacy-preserving
mechanisms and model compression techniques in
subsequent stages.

3.2. Privacy-Preserving Training

Post-disaster aerial imagery often contains sensitive
structural and geographical information. To mitigate
potential privacy risks during model training, we
integrate a formally verifiable privacy-preserving
optimization algorithm—Differentially Private
Stochastic Gradient Descent (DP-SGD). DP-SGD
offers e-differential privacy, ensuring that the inclusion
or removal of a single data point yields minimal
influence on the model’s parameters while providing
quantifiable privacy guarantees. This is achieved
through two critical modifications to standard SGD:
gradient clipping and noise injection.

First, ¢5-norm clipping is applied to control the
influence of individual data samples. Given a loss
function L(#,x;) with model parameters 6 and input
sample x;, the per-sample gradient VoL (6,x;) is
clipped as:

VQL(97 1‘1)

1 HV9L(9~T¢)H2) ’ @
’ C

P =
max(

where C' is a predefined clipping threshold. This step
limits the contribution of any single data point to the
overall model update.

Next, Laplace noise is added to the average of the
clipped gradients to obscure individual contributions.
Compared to Gaussian noise, Laplace noise is
more aligned with pure e-differential privacy and is
particularly suitable for mechanisms with bounded ¢;-
or /5-sensitivity. The perturbed update is computed as:

1 C
EZ% +Lap (o, 6)7 3)

i€B

g

where B denotes the training batch and ¢ is the privacy
budget. A smaller ¢ implies stronger privacy at the
cost of increased noise. The model parameters are then
updated as follows:

9t+1 =0, — ng, €]

with 7 as the learning rate. Under composition and
post-processing theorems, this procedure guarantees
(e, §)-differential privacy.

This use of Laplace-DP-SGD emphasizes rigorous
privacy in adversarial contexts, particularly when
high-resolution overhead imagery may unintentionally
expose private or identifying features. Integrated
seamlessly into the pipeline of the aforementioned
building damage assessment model, this approach
preserves model utility while significantly reducing the
risk of data leakage.

3.3. Model Compression

To facilitate deployment of the differentially
private building damage detection model model on
edge-constrained platforms such as UAVs, we employ
structured channel pruning via masking. This technique
eliminates less informative convolutional filters while
preserving the original model architecture, thus avoiding
retraining or reconfiguration overhead.

Following DP training with Laplace-DP-SGD, we
apply structured pruning to the convolutional layers.
Instead of modifying layer dimensions, we mask
entire filters by setting their weights to zero, using
an /{;-norm-based importance criterion.  Given a
convolutional weight tensor W € RCouxCinxkxk " the
importance score for the i filter is computed as:

Cn k k
si = [|[Will1 = Z Z Z \Wzguv\ . %)

j=lu=1lv=1

We retain the top (1 — «y) - Coy filters and apply
structured masking to the remaining -y - Cyy filters along
the output channel dimension dim = 0, as follows:

Wi7;);’; =0 if s; < Ty (6)
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Algorithm 1 Lightweight and Privacy-Enhanced
Building Damage Reconnaissance Model

Require: Input image I € RZXWX3_ clipping
threshold C, privacy budget ¢, learning rate 7, number
of training steps 7', pruning ratio y

Ensure: Damage detections {(b;, ¢;)}

Step 1: Differentially Private Training
Initialize model parameters 6,
fort =1toT do
Sample mini-batch By < {(x;,4:)}
Compute gradients: V{; = Vol(f(xi;0:),y:)
Cllp Vgt — Vﬂt/max(l, ||V£t||2/0)
Add Laplace noise: V¢; < V£ + Lap(0,C/¢)
Update model: 6,1 < 6, — n@ﬂt
end for
Step 2: Structured Filter-Level Pruning
for each convolutional layer L; in detection model do
for each filter F; € L; do
Compute importance score: s; = || Fj||1
end for
Identify pruning threshold 7 for lowest 7% of s;
for each filter F; do
Apply binary mask: I < F; © M;, where
M; =¥k 852> Ty
end for
end for
Step 3: Inference
D < Detectprynea(])
for each detection d; € D do
Output bounding box b; and damage class ¢; €
{No, Light, Moderate, Severe }
end for

where 7, is the pruning threshold derived from the
pruning ratio .

Although the pruned filters remain in the parameter
space, their zeroed weights ensure no contribution
during inference, effectively reducing computational
burden. This approach preserves the model’s structural
integrity while enabling real-time deployment. Let 0
denote the full parameter set and 0,¢;0eq C 0 the subset of
pruned (zeroed) weights. The effective model sparsity is
then expressed as:

0,
Sparsity = | IeéTd' x 100%. (7

The results shown in Fig. 2 demonstrate that our
proposed lightweight and privacy-enhanced building
damage reconnaissance framework yields a significantly
more compact model while maintaining accuracy and
the privacy guarantees established during training. Our
proposed model is outlined in Algorithm 1.

4. Experiments

In this section, we present the experimental
configuration and empirical results to validate the
effectiveness of our proposed damage-level-aware
building detection system. We aim to demonstrate
strong detection performance across damage severity
categories, while achieving computational efficiency
and data privacy preservation.

4.1. Experiment Settings

We describe the experimental setup, including
dataset details, preprocessing pipeline, model
architecture, training methodology with differential
privacy, pruning strategies, and evaluation metrics.

4.1.1. Dataset We wuse the MSNET dataset
introduced by Zhu et al. (2021), which consists of
post-disaster aerial imagery annotated for building
damage severity. The dataset comprises 1,025
high-resolution images, each labeled with one of
four damage severity levels: No Damage, Light
Damage, Moderate Damage, and Severe Damage.
These categories span a spectrum from visually intact
structures to complete structural failure, reflecting
real-world disaster scenarios.  For instance, Light
Damage includes surface cracks and minor debris,
while Moderate Damage captures partial collapses.
The Severe Damage category represents buildings with
widespread destruction or total collapse.

The MSNET dataset supports instance-level
detection and classification, making it suitable for
training and evaluating object detection models under
realistic post-disaster conditions.

4.1.2. Data Pre-processing To ensure consistent
input format and enhance generalization, we applied
several preprocessing steps before training. All MSNET
images were resized to 640x640 pixels to match
YOLOVSs input requirements. Pixel intensities were
normalized to the [0,1] range to improve convergence
and numerical stability during training.

To simulate the diversity of aerial imaging
environments and improve robustness, we employed
several data augmentation techniques including
random horizontal flipping, scaling, rotation, and HSV
(hue-saturation-value) color augmentation. In addition,
mosaic augmentation—native to YOLOvS5s—was used
to combine multiple images into a single composite
sample, thereby enhancing contextual understanding
and improving detection of small or occluded objects.

All annotations were converted into the YOLO
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Figure 2. Damaged Building Detection Results using Our Framework

format with normalized bounding box coordinates
and class-index labels to ensure compatibility with
the model’s input pipeline. These steps collectively
support accurate spatial learning across the four damage
categories.

4.1.3. Model Architecture Our detection
pipeline is built upon YOLOVSs, a lightweight and
high-performance object detector well-suited for
real-time inference on edge platforms. The model
comprises three main components: the Backbone, Neck,
and Head. The Backbone leverages CSPDarknet53
with Cross Stage Partial (CSP) connections to facilitate
efficient feature extraction through a sequence of
residual and convolutional layers.  This promotes
gradient flow and parameter reuse, essential for
lightweight detection in aerial imagery.

The Neck employs a Path Aggregation Network
(PANet) to fuse features at multiple scales, enhancing
the model’s ability to detect objects of various sizes and
orientations. These multi-scale features are passed to
the Head, which utilizes anchor-based detection heads
to jointly predict bounding box coordinates, objectness
scores, and class probabilities across the four damage
levels.

To address data privacy concerns, we integrated
Laplace-DP-SGD into the training pipeline.  This
optimization introduces calibrated noise to the gradient

updates, preserving data privacy while maintaining
convergence stability.  After training, we applied
structured pruning to the differentially private YOLOVS5s
model.  This pruning technique selectively masks
redundant convolutional channels based on their
contribution to inference performance, yielding a
compact architecture optimized for deployment on
resource-constrained UAVs.

Our full pipeline thus supports efficient, accurate,
and privacy-preserving building damage detection,
making it suitable for real-time post-disaster aerial
surveys.

4.1.4. Performance Metrics We evaluate model
performance using standard object detection metrics:
precision, recall, and mean Average Precision at an IoU
threshold of 0.5 (mAP@0.5). Precision measures the
proportion of correct detections among all predicted
instances, while recall quantifies the model’s ability
to identify all true instances. mAP®@0.5 averages
detection accuracy across all classes and serves as a
comprehensive performance indicator.

To assess privacy, we report the differential privacy
loss parameter €, which quantifies the sensitivity of
model outputs to individual data records. Privacy loss is
computed using the formula e = %, where A f denotes
the global sensitivity of the model (i.e., the maximum
change in output due to one input modification), and o
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is the scale of Laplace noise added during training.

We also measure model sparsity as an indicator
of compression effectiveness. Sparsity is computed
as the percentage of pruned parameters following
structured channel masking. This metric helps illustrate
the trade-off between detection accuracy and model
compactness, offering insight into how well the model
balances performance, efficiency, and privacy.

4.2. TImpact of Noise Multipliers

Table 1 summarizes the performance of our building
damage detection model when trained using Laplace
DP-SGD with varying noise multipliers (o). The
observed trends are visualized in Fig. 3, which
highlights the inherent privacy—utility trade-off imposed
by differential privacy. As expected, increasing noise
levels improve privacy at the expense of detection
performance.

At o = (.5, the model achieves a precision of 75.4%,
recall of 73.9%, and mAP@0.5 of 72.5%, reflecting
only a marginal drop from the non-private baseline
(78.5%, 76.9%, and 76.1%, respectively). However, as
o increases, the detection metrics decline. For instance,
at 0 = 1.5, precision falls to 71.7%, recall to 69.3%,
and mAP@0.5 to 68.1%—representing an approximate
10% relative drop from the baseline. At o = 2.5, mAP
drops further to 62.4%, confirming the cost of stronger
privacy.

These results demonstrate the classic privacy—utility
trade-off: while stronger privacy guarantees (lower
€) require higher noise levels, this degrades model
performance. Nonetheless, moderate noise levels (e.g.,
o between 1.0 and 1.5) maintain mAP@0.5 above 68%,
offering a practical compromise between data protection
and detection accuracy for post-disaster assessment.

Table 1. Effect of Various Noise Multiplier on
Detection Performance

DP-SGD Noise Multiplier (¢) | Precision (%) | Recall (%) | mAP@0.5 (%)
Baseline (No DP) 78.3 76.4 75.2
0.5 75.4 73.9 725
1.0 73.6 72.0 70.4
1.5 71.7 69.3 68.1
2.0 69.9 66.8 65.2
2.5 68.1 64.2 62.4

4.3. Impact of Structured Channel Masking

Table 2 presents the impact of structured channel
pruning on model performance, while Fig. 4 visualizes
the trade-off between model sparsity and detection
capability. As expected, precision, recall, and
mAP@0.5 gradually decline as the pruning ratio
increases.

Effect of DP-SGD Noise Multiplier on Detection Performance

No DP

tric
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Figure 3. Effect of Various Noise Multiplier on
Detection Performance
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Starting from a baseline mAP@0.5 of 76.1%,
pruning 10% of the channels results in a minimal
performance drop to 74.3%, with precision and recall
remaining high at 77.2% and 75.5%, respectively. At
20% pruning, mAP decreases slightly further to 72.0%,
indicating that a significant portion of the parameters
are redundant. However, beyond 30% pruning, the
performance degrades more noticeably. For example,
mAP drops to 67.5% at 40% pruning and to 64.1% at
50%, which is approximately a 12% reduction relative
to the baseline.

These findings confirm that mild to moderate
pruning can significantly reduce model size while
preserving detection performance. In contrast,
aggressive pruning compromises the model’s ability
to detect subtle or fine-grained damage patterns, such
as minor fractures or surface erosion, particularly in
cluttered aerial imagery.

Table 2. Effect of Structured Pruning on Model
Parameters and Accuracy

Pruning Ratio (%) | Pruned Params | Precision (%) | Recall (%) | mAP@0.5 (%)
Baseline (No DP) — 78.3 76.4 752
10 703,640 712 75.5 743
20 1,397,879 75.0 73.1 72.0
30 2,095,718 732 714 70.2
40 2,789,955 71.0 69.0 67.5
50 3,493,572 68.9 66.3 64.1

4.4. Evaluation on Our Privacy-Enhanced
Building Damage Detection Model

Table 3 reports the combined effect of differential
privacy (with 0 = 1.0) and structured pruning on model
performance. Fig. 5 further illustrates this interaction by
showing how precision, recall, and mAP@0.5 change
with increasing pruning ratios under fixed privacy
constraints. At 10% pruning, the joint model achieves
an mAP@0Q.5 of 73.2%, representing only a 2.9% drop
from the baseline. This performance surpasses both the
DP-only model (70.4%) and the pruning-only model
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Effect of Structured Pruning on Detection Performance
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Figure 4. Detection performance under structured
pruning

(74.3%) at the same pruning level. At 20% pruning,
mAP remains high at 72.6%, suggesting that pruning
may help counteract the destabilizing effect of DP noise
by removing noisy or redundant features. Interestingly,
the best combined mAP is observed at 30% pruning
(72.1%), outperforming both individually applied DP
(70.4%) and pruning (70.2%).

These results support the hypothesis that sparsity
can regularize and stabilize models trained under DP
constraints. However, at higher pruning levels, the
compounded impact of noise and sparsity becomes
detrimental. Specifically, mAP drops to 68.3%
and 65.1% at 40% and 50% pruning, respectively,
confirming that excessive pruning, when combined with
differential privacy, significantly hinders the model’s
ability to localize and classify damage accurately.

These observations underscore the importance of
tuning both the privacy noise scale and pruning ratio
to achieve an optimal trade-off between security,
efficiency, and detection accuracy in real-world
deployments.

Table 3. Performance of Combined DP-SGD and
Structured Pruning

Pruning Ratio (%) Precision (%) | Recall (%) | mAP@0.5 (%)
Baseline (No DP/No Prune) 78.3 76.4 75.2
10 74.5 72.8 73.2
20 73.3 71.4 72.6
30 71.0 69.1 72.1
40 69.2 67.0 68.3
50 67.4 64.9 65.1

5. Conclusion

In this paper, we proposed a lightweight
and privacy-enhanced detection framework on
aerial imagery for post-disaster building damage
reconnaissance. Our approach integrates differentially
private training with structured model pruning to
simultaneously address data sensitivity concerns and

Combined Effect of DP-SGD and Pruning on Detection Performance
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Figure 5. Combined effect of DP-SGD and pruning
on YOLOv5s

deployment efficiency on edge platforms such as
UAVs.  Specifically, we employed Laplace-DP-SGD
to enforce e-differential privacy during model
training, thereby protecting sensitive geolocation
and structural information from potential leakage. In
parallel, we applied structured pruning techniques that
selectively deactivate redundant convolutional filters,
enabling model compression without compromising
accuracy. Extensive experiments on the MSNET dataset
demonstrate that our system achieves strong detection
performance across multiple damage severity levels
while preserving data privacy and maintaining model
compactness.
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