
THERMODYNAMICS OF PHYSICAL OBSERVERS

A DISSERTATION SUBMITTED TO THE GRADUATE DIVISION OF THE
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Abstract

Observers are not abstract entities but physical systems subject to physical laws and limitations. This dis-

sertation investigates the thermodynamics of physical observers, focusing on how physical limits shape

intelligent information processing and decision-making under uncertainty. Two model classes of general-

ized, partially observable information engines are introduced and analyzed. They extend Szilárd’s classic

thought experiment to settings where the observer must infer relevant information from available data.

Observers memorize information and use it to take actions. A simple physical model for making the

memory is introduced and the thermodynamic costs of different encoding strategies are analyzed. Ther-

modynamically rational encodings maximize the net engine work output. They are probabilistic in general

and outperform naive coarse graining based encodings. Through analytical and numerical studies, physical

codebooks for rational decision-making are developed, characterizing thermodynamically optimal decision

making strategies in two classes of binary decision problems under uncertainty.

A mapping is established between abstract binary decision problems and partially observable Szilárd

engines. This makes the physical framework used here widely applicable, intimately linking decision theory

and thermodynamics.

Extending the analysis of classical physical observers to quantum observers requires a description in

terms of quantum thermodynamics. This is not a straightforward extension, as important thermodynamic

concepts such as work and heat are not uniquely defined in quantum thermodynamics. Two definitions of

thermodynamic work are compared for qubit systems and it is shown that they only agree under specific

conditions. Their comparison reveals a discrepancy in the work costs required for perfect preparation of

qubit states, with possible implications for high fidelity information processing in quantum systems.

The research presented in this dissertation opens the door to a principled approach to understanding

information processing, learning, and decision-making in physical systems, both biological and artificial. By

v



incorporating the observer into the thermodynamic analysis, it provides a novel perspective on the interplay

between physics, information processing and decision making under uncertainty.
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Chapter 1
Introduction

It is wrong to think that the task of Physics is
to �nd out how Nature is. Physics concerns
what we can say about Nature.

Niels Bohr

1.1 Physics of information

Information is physical. This famous aphorism is attributed to Rolf Landauer, who used it as the title of a
1991 research paper [1]. Yet, the idea that information and entropy changes in physical systems are related
is much older, going back to seminal work published by Leo Szilárd in 1929 [2]. In it Sziĺard addresses
interventions of intelligent beings in thermodynamic systems, a problem �rst considered by Maxwell in
a famous thought experiment now referred to as “Maxwell's demon” [3, 4]. Maxwell's demon is a “very
observant and neat-�ngered being”, capable of observing and making interventions based on velocities and
positions of individual gas molecules in a large container. In Maxwell's original proposal the demon operates
a trapdoor that separates the container into two halves, allowing it to sort the fast and slow molecules into
separate halves by selectively opening the trapdoor. Such a process creates a temperature gradient in a gas
that was initially in thermal equilibrium, challenging the validity of the Second Law of Thermodynamics.

Clearly, sorting the gas molecules is only possible due to the demon's intervention and so a full ther-
modynamic accounting of the situation has to include the demon in the equation, raising the question of
how to physically describe a sentient observer. In research that would form the cornerstone of his Habil-
itation at Friedrich Wilhelm Universität in Berlin [5] Sziĺard realized that no sentient demon is needed.
The demon's function of correlating observations with (binary) decisions can be performed by machinery,
rendering Maxwell's thought experiment amenable to physical analysis. Szilárd considered a special type
of coupling between two parameters of a system,x andm1, and referred to this coupling as a “measure-
ment”, if the value ofm allows conclusions about the value of the �uctuating parameterx at thetime of
measurement. After the measurementx andm are assumed to be decoupled andx continues to �uctuate,
while m retains its value for some time. Such a coupling implies a memory capability, because knowledge
of the value ofm provides information about the value ofx at an earlier time and Szilárd showed that this
memory capability alone is suf�cient to violate the Second Law if the measurement process is not accom-
panied by a corresponding entropy change. Szilárd demonstrated that validity of the Second Law requires

1Throughout this thesis I will refer to parameterx as observations or data and to parameterm as the memory.
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measurements of this type to be associated with a minimum entropy increase ofk ln(2) per bit of informa-
tion2 encoded in memorym about observationx. He introduced and discussed three thought experiments
to argue this point [2]. A detailed review of the notion of information used in this thesis and of Szilárd most
famous model system, now known as Szilárd's (information) engine, can be found in Sections 1.2 and 1.3.1
respectively.

After addressing the challenge posed by Maxwell's demon by linking measurements, or more concretely
memories, with entropy changes, Szilárd soon turned his mind towards other areas of physics. Having �ed
the rising anti-Semitism in Germany of the 1930s he was the �rst to conceive of a Uranium chain reaction,
while in exile in London [6]. Under these circumstances Szilárd's groundbreaking work on the physics of
information did not receive the widespread attention it deserved.

In the 1950s Ĺeon Brillouin and Dennis Gabor separately revisited Maxwell's demon [7, 8]. While
Szilárd's work left the coupling mechanism creating correlations between observations and the memory un-
speci�ed and focused instead on the rami�cations of the memory, Brillouin and Gabor studied light-based
observations. Both showed individually that the quantum nature of light prevents the demon from observing
individual gas particles without dissipating at least as much energy as predicted by Szilárd's earlier work.
It would take another ten years for Rolf Landauer to publish his detailed thermodynamic analysis of the
switching process in a double-well potential, linking logical irreversibility with entropy generation and thus
thermodynamic irreversibility [9]. A double-well potential can serve as a physical model of a binary mem-
ory, because each well can be used to encode one meta-stable memory state. The stability of the memory
then depends on the height of the barrier between the two wells. According to Landauer's reasoning, reset-
ting a particle in a double-well potential, representing one bit, from an unknown state to a prede�ned initial
state dissipates at leastkT ln(2) of heat into the surrounding heat bath at temperatureT.

All of these subsequent results are less general than Szilárd original statement about the entropy changes
associated with measurements, because they only hold for speci�c physical systems, while Szilárd's claim
holds foranymeasurement that retains information about the state of a system at the time of measurement.
Brillouin and Gabor, who was a fellow student with Szilárd in Berlin, still credited Szilárd with the �rst
resolution of Maxwell's demon, but Landauer approached the question of thermodynamic costs of a memory
from a more computational perspective, referencing neither Maxwell's demon nor Szilárd's foundational
work on the physics of information. The idea that a logically irreversible resetting operation3 is responsible
for the dissipation encountered when operating a physical memory was taken up and extended by Charles H.
Bennett in highly in�uential work on the thermodynamics of computation [10–12]. This marks a signi�cant
departure from Szilárd's view, in which the creation of meta-stable correlations, and not a resetting step, are
responsible for the thermodynamic costs of physical memories. In 2005 Maissam Barkeshli [13], and later
Takahiro Sagawa and Masahito Ueda [14], used explicit memory models to demonstrate that asymmetrical
memories can be designed such that work is required during the encoding process to set the memory to
a desired state, allowing the reset step to be performed without additional work costs. The total costs of
operating the memory remain the same. The argument of [14] is generalized in Chapter 2.

While there is nothing fundamental about memory erasure, the concept remains widely used in the more
recent literature on the thermodynamics of information and information engines. This is because for deter-
ministic memories with two states it provides a convenient way to account for memory-making costs without
requiring an explicit model of the memory. However, we �nd in Chapters 2 and 3 that many situations re-
quire probabilistic memories, or memories with more than two states, and for these more general memories

2Herek denotes the Boltzmann constant. It �xes the units of entropy.
3This is now commonly referred to as “erasure”, because all previously encoded information is erased when resetting the

memory to a pre-de�ned initial state.
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it is not yet clear whether the notion of ascribing all costs to an erasure step is still valid. Since the concept
of erasure is not necessary for thinking about thermodynamic costs of memory making and computation,
this question is only one of convenience.

Recent advances in the creation and manipulation of microscopic systems have led to experimental re-
alizations of Maxwell's demon and Szilárd's engine, turning them from thought experiments into testable
laboratory setups. Starting with Shoichi Toyabe et al.'s location-based manipulation of a Brownian particle
in a spiral-staircase-like potential [15], numerous experiments have since tested and con�rmed Szilárd's
predictions using a diverse range of physical systems. These include single-electron transistors [16–18],
photonic systems [19], nanomagnets [20], quantum [21, 22] and superconducting systems [23], as well as
colloidal particles in various potentials [24–27]. These experiments have �rmly established two fundamen-
tal limits linking information and energy �ows. First, information-to-work conversion can generate at most
kT ln(2) of work per bit of information. Second, work-to-information conversion requires at leastkT ln(2)
of work to encode a single bit. Together, these limits demonstrate the fundamental connection between
physics and information, showing that the abstract concept of information is directly tied to measurable
changes in physical quantities.

1.2 Information Theory

Information theory, pioneered by Claude Shannon in 1948 [28], provides a mathematical framework for
quantifying information and studying its properties. At its core, the theory formalizes the notion of informa-
tion as a measure of uncertainty reduction. While initially developed to address problems in communication
systems, such as noisy transmission and data compression, information theory has since found profound
applications in physics, computer science and biology, e.g. [29–31]. Its principles continue to shape how we
understand and quantify information across diverse domains.

A core concept in information theory, borrowed from probability theory, is that of arandom variable
X : 
 ! � , denoting a mathematical function from a sample set of possible outcomes
 to a measurable
space� . Discrete random variables map to a �nite or countably in�nite range, for example� = N, while
continuous random variables map to an uncountable in�nite set such as� = R. Both types of random
variables will be used in this thesis and I generally denote the random variable with a capital letter and
a speci�c outcome with a lower case letter, e.g., random variableX characterizing a coin toss can have
realizations or outcomesx = f Heads; Tailsg. The amount of information associated with an outcomex,
obtained with probabilityp(X = x) 2 [0; 1], is quanti�ed by the (natural) logarithm of the inverse of its
probability:

i (x) = � ln[p(X = x)] : (1.1)

To simplify the notation, I will use the shorthandp(X = x) � p(x) in the following. The quantityi (x) is
usually called information content or surprisal of outcomex [32]. The base of the logarithm sets the units of
information and I will measure information innats, corresponding to the natural logarithm (basee), unless
otherwise speci�ed. The only other unit of information used in this thesis isbits, corresponding to base2,
with 1 bit = ln(2) nats [32].

The expectation value of the surprisal, over all possible outcomes of random variableX , de�nes the
Shannon entropy ofX . Entropy and information are functionals of probability distributions, but to simplify
notation I adapt a shorthand notation commonly used in the information theory literature [32]:

H [X ] = �
X

x

p(x) ln[p(x)] = �h ln[p(x)]i p(x) : (1.2)
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The notationh�ip denotes an average over probability distributionp. For ease of exposition I only consider
discrete random variables, in this introductory chapter. The extension to continuous random variables is
conceptually straightforward, often simply exchanging sums with integrals, and probability functions with
probability densities. Shannon entropy measures the uncertainty or unpredictability of a random variable.
The more uniformly the outcomes of the random variableX are distributed, the larger its entropy. A random
variable withn different outcomes can have an entropy of at mostln(n) nats . For a binary random variable
the maximum entropy isln(2) nats or 1 bit .

Information theory quanti�es relationships between random variables through measures such asmutual
information, which captures the amount of information one random variable contains about another. For
two random variablesX andY , mutual information is de�ned as:

I [X; Y ] = H [X ] + H [Y ] � H [X; Y ] ; (1.3)

whereH [X; Y ] = �
P

x;y p(x; y) ln[p(x; y)] is the joint entropy ofX andY . Alternatively, mutual infor-
mation can be expressed as the reduction in uncertainty aboutX given knowledge ofY or vice versa, since
mutual information is symmetric:

I [X; Y ] = H [X ] � H [X jY ] = H [Y ] � H [Y jX ] = I [Y; X ] : (1.4)

HereH [X jY ] = �h ln[p(xjy)]i p(x;y ) denotes the conditional entropy, which quanti�es the remaining uncer-
tainty about the outcome ofX given that the value ofY is known. The notion of information as a reduction
in uncertainty is crucial in understanding information as a measure of correlation. IfX andY are uncor-
related thenH [X jY ] = H [X ] andI [X; Y ] = 0 , while a one-to-one correlation betweenX andY implies
H [X jY ] = 0 andI [X; Y ] = H [X ].

Another important quantity in information theory is the relative entropy or Kullback-Leibler divergence,
which quanti�es the difference between two probability distributionsp(x) andq(x):

D(p(x)jjq(x)) = �
X

x

p(x) ln
�

p(x)
q(x)

�
� �

�
ln

�
p(x)
q(x)

� �

p(x)
: (1.5)

The Kullback-Leibler divergence is often referred to as a “distance”, but since it is not symmetric under
exchange of the arguments,D (p(x)jjq(x)) 6= D(q(x)jjp(x)) , it is not a metric. The relative entropy has
important applications in non-equilibrium thermodynamics [33], where it can be used to quantify the free
energy of a non-equilibrium state [34], and in machine learning, where it is used in model evaluation and
generative modeling [35].

This thesis will exclusively use Shannon information, but other approaches to formalize notions of ran-
domness, complexity and uncertainty exist. Algorithmic information theory [36], developed independently
by Ray Solomonoff, Andrei Kolmogorov and Gregory Chaitin starting in the 1960s, studies complexity
measures on (binary) strings, relating randomness and notions of compressibility. Fisher information mea-
sures the amount of information that an observable random variableX carries about an unknown parameter
� of a distribution that modelsX , playing an important role in statistical estimation and Bayesian statis-
tics [37]. Ŕenyi entropies are a one-parameter family of entropy measures that generalize Shannon entropy
and provide a �exible framework for quantifying uncertainty, with applications in quantum information
theory, e.g., [38,39], and quantum thermodynamics, e.g., [40,41].
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1.3 Information Engines

Szilárd's single particle engine [2] has become the canonical model of an information engine. In line with
Szilárd and the ideas in [42], information engines are de�ned here as physical systems that memorize in-
formation and leverage the memorized information to extract work from a thermodynamic system. They
consist of two parts: (1) a work medium, from which work is extracted in an information-to-work step, and
(2) a memory, which stores information during a work-to-information step [42]. A modern formulation of
Szilárd's engine is reviewed in Sec. 1.3.1.

Information engines are an active research area in statistical physics, with applications ranging from
biological systems, e.g., [43–47] to energy-ef�cient computing, e.g., [48–50]. However, much of the recent
literature focuses solely on the information-to-work step, treating information as an external fuel source
while ignoring the thermodynamics of memory, see, e.g., [51–54]. Such a description completely neglects
the thermodynamics of the memory.

The memory serves as a mechanical representation of a physical observer4, thus information engines ex-
tend classical thermodynamic engines by explicitly incorporating the observer into the engine. This enables
a principled approach to studying decision making, free from anyad hocassumptions about the observer's
objective. In Sziĺard's engine, the optimal strategy of the observer is trivial, as the decision problem is free
from uncertainty. To study informationprocessingand decision making under uncertainty the framework
has to be extended to generalized partially observable information engines. This extended model class was
�rst introduced by Susanne Still in [42]. Generalized partially observable information engines are reviewed
in Sec. 1.3.2.5

1.3.1 Sziĺard's engine

The work medium of Sziĺard's engine consists of a single gas molecule enclosed in a container. For the
physical memory Szilárd imagined a mechanical switch with two distinguishable positions [2], but such a
memory model does not lend itself to a concise physical description, because it requires a detailed model of
the mechanical switch. In principle any physical system with at least two meta-stable, distinguishable states
can serve as a physical memory and electronic memories such as transistors are commonly used in practice.
To model the memory as another single particle gas in a container was previously suggested in [14]. Since
I'm interested in a complete thermodynamic accounting of a full engine cycle, I follow this model, because
it can be described using the same physics as the work medium. This is my choice but details of the memory
model do not matter [55]. A full engine cycle, including both memory and work medium, is depicted in
Fig. 1.1. Unlike traditional heat engines, Szilárd's engine operates with a single heat bath at a constant
temperatureT.

Initially the memory and the work medium are uncorrelated. The cycle of Szilárd's engine begins by
creating a work potential: A divider is inserted into the work medium atx = 0 , splitting the container into
two equal compartments6. The quasi-static insertion can be performed without any work input [57,58]. This
creates a work potential, because the isothermal, quasi-static expansion of the gas particle's volume in the

4In this dissertation I adopt a broad notion of an “observer”, referring to any physical system with metastable, distinguishable
states that can acquire, process and store information about its environment through some physical mechanism. Actions can be
taken based on the stored information. Importantly, this notion does not imply sentience. To maintain a clear and physically
grounded perspective, I will avoid discussions of sentience or consciousness and instead follow Szilárd's approach, focusing on
simple observer models that can be unambiguously described within a physical framework.

5Figures in this section were created in collaboration with Susanne Still.
6In general, the divider can be inserted at any horizontal position, but a simple calculation shows that inserting in the center

allows for the largest work extraction.
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Figure 1.1 Full cycle of a Szilárd engine, where both the work medium (top row) and the memory (bottom
row) are modeled by a single particle gas in a container (adapted from [56]). The cycle begins with the
quasi-static insertion of a divider into the work medium, panel (2). Once the divider is fully inserted, the
work medium is separated into two equal parts and the horizontal position,x, of the gas particle is observed.
Then anx-dependent memory making protocol� M (x) is run on the memory, compressing the accessible
volume of the single particle gas representing the memory and thus setting the memory to statem in panel
(4). After the memory is set, a memory-dependent work extraction protocol�( m) is run on the work
medium, leveraging the information encoded in memory to extract work from the work medium as shown in
panel (5). In the �nal step, the partition is removed from the memory, returning both systems to their initial
state. Black trapezes denote weights and represent energetic changes occurring during the cycle. Energy is
invested during memory making in step (4), allowing for energy extraction in step (5).

work medium allows for the extraction of up tokT ln(2) of work (see App. A for a detailed calculation).
To extract work on average, the empty side of the container (right or left of the divider) has to be known
at the beginning of the work extraction step. We de�ne a binary random variable,U : f right ; leftg !
f� 1; 1g, where without loss of generality, outcomeu = � 1 is taken to mean that the right side of the
container is empty at the beginning of work extraction, as shown in panel (5) of Fig. 1.1. The work
extraction mechanism, consisting of a movable divider and pulleys capable of lifting a weight, de�nes
which information is relevant for work extraction and here it is the empty compartment, but in other types
of information engines it could be something else. To determine the value of the relevant variableU, the
observer has access to observable dataX , which in the Sziĺard engine consists of a single measurement of
the particle's horizontal positionx at a timetM after the insertion of the divider, as seen in panel (3) of Fig.
1.1. The observation of the particle'sx position is only available transiently and needs to be encoded into
memoryM to be accessible at a later stage. Speci�cally, the observer needs to know which compartment
is empty at the time of work extraction. Conveniently the divider in the work medium prevents the particle
from crossing over once it is in place so the particle remains on the same side of the divider until the end of
the engine cycle. To encode the information into memory, anx-dependent memory making protocol� M (x)
is run on the memory. Many different protocols can be used for the encoding and the chosen encoding
strategy will affect the engine's overall performance. This strategy dependence will be discussed in detail in
Chapters 2 and 3.

In Szilárd engine the optimal encoding strategy is trivial. By construction the value of the relevant variable
U is fully determined by the sign of the observable:u = sign( x). Coarse-graining the observable based on
the sign,m = sign( x), creates a one-to-one correlation betweenm andu, in fact they are then identical.
This encoding can be implemented by compressing the volume of the memory container by a factor of two
from the right (left) whenever a negative (positive) value ofx is observed. Work in the amount of at least
kT ln(2) is invested during isothermal, quasi-static compression of the single particle gas to half its original
volume. Note that this encoding only depends on the sign ofx and not on the precise value. It constitutes
a rudimentary way of storing one bit of information (the sign ofx) in memory. At the end of the protocol,
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the state of the memorym is perfectly correlated with the value of the relevant variableu and1 bit of
information has been encoded into memory at an energetic cost of no less thankT ln(2) .

Once the memory has been set, a memory-dependent work extraction protocol�( m) is run on the work
medium. A weight is hooked up to the divider and the divider is used as a piston for isothermal, quasi-static
volume expansion towards the right (left) side, ifm = � 1 (1). Since the observer is certain which side is
empty given the memory state, work extraction can proceed until the piston hits the wall of the container.
During this operation the weight is lifted and energy in the amount ofkT ln(2) is extracted from the heat bath
on average, as seen in Fig. 1.1, panel (5). In the �nal step the partition is removed from the memory, allowing
the gas to freely expand into the full volume and returning both systems to their initial states. Technically
there is work potential, created by the compression, in the memory container before the partition is removed,
but this work potential cannot be used by the observer, because it would require information about the empty
side of the memory container, i.e., another memory. Thus the energy invested during setting the memory
cannot be recovered by the observer and is dissipated once the partition is removed.

Run with the optimal encoding strategy,m = sign( x), Szilárd's engine at best7 converts between infor-
mation and work, but it does not produce anynet work output over a full cycle, because memory making
and work extraction are performed at the same temperatureT. The Sziĺard engine is carefully constructed
so that any observation,x, allows uncertainty free reconstruction of the value of the relevant quantityU via
u = sign( x), rendering the optimal encoding strategy trivial. Relaxing both of these assumptions leads to
the class ofgeneralized partially observable information engines[42].

1.3.2 Generalized partially observable information engines [42]

Generalized partially observable information engines extend the concept of information engines, such as
Szilárd's engine, by introducing non-trivial uncertainty. They allow a combined treatment of heat and infor-
mation engines by incorporating access to two heat baths.

A key feature of Sziĺard's engine is that it isfully observable: the quantity relevant for work extraction
(the empty side) can be determined with complete certainty from the observable data. Such an idealized
scenario is rarely seen in the real world, wherepartial observabilityis ubiquitous. In a partially observable
scenario the value(s) of relevant variables have to beinferred from the available data. Examples abound,
from noisy measurement devices to biological and arti�cial systems with limited sensor capabilities and
actuators.

Generalized partially observable information engines can be used as physical models for abstract decision
making problems under uncertainty. An important subclass are partially observable Szilárd engines, in
which the observer has to solve abinary decision problem under uncertainty. In any partially observable
engine an inference task has to be solved and the ef�ciency of the engine depends on how well the observer
solves the inference task. More rational strategies result in better engine performance, providing a way to
study rational decision making from a purely physical perspective.

Run isothermally, fully observable information engines, like the Szilárd engine, can at best convert be-
tween work and information, while partially observable information engines will incur an energetic cost in
each cycle, because perfect inference is no longer possible.Generalizedinformation engines have access
to two different heat baths, allowing memory making protocols to be run at a lower temperature than work
extraction. This puts heat and information engines on equal footing, allowing information engines to achieve
positive net work output. Access to a second heat bath is not strictly necessary, because the temperature dif-

7This is for quasi-static operation. If the engine is not run quasi-statically, less work will be extracted during work extraction
and more work will be invested during memory making, resulting in an engine that consumes energy during operation. Using any
other encoding strategy will result in an engine that consumes energy even during quasi-static operation.
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Figure 1.2 Generalized information engines combined the treatment of heat and information engines, by
allowing information engines to have access to two heat baths at different temperatures. In contrast to
standard, fully observable, information engines, partially observable information engines do not allow for
uncertainty free reconstruction of the relevant variable(s) from observable data.

ference can also be supplied by an active bath [59], but, in this thesis, I will only consider the conceptually
more straightforward situation of having two heat baths.

Since their introduction in 2020, generalized information engines, with access to two different temper-
atures, have inspired many follow-up studies in conjunction with stochastic thermodynamics [60–64], yet
the partial observability constraint has largely been ignored. While standard, fully observable, information
engines provide model systems to study thermodynamics of information, the class of generalized partially
observable information engines provides models for a physics based understanding of informationprocess-
ing and decision making under uncertainty.

1.4 Physics of information processing

A basic function of any intelligent system or observer is to take decisions based on available data. Since
the data rarely fully describe the relevant underlying state of the environment that the observer is reacting
to, these decisions are always taken under uncertainty. A central question for information processing and
decision making under uncertainty is: which strategy is best? This question has no straightforward answer,
because it requires a way to measure “success” or one observer's ability to outperform another.

Decision theory and many machine learning methods are cast in terms of optimization problems. For
these methods rational or optimal behavior is de�ned via the objective function. The objective function
is formalized as a functional of the strategy chosen by the decision maker. Strategies are expressed as
some form of mapping from data to decision and a strategy that optimizes the criterion expressed in the
objective function is deemed rational. Finding rational strategies generally requires some type of learning
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or information processing algorithm. One problem with this approach is that objective functions are usually
chosen in anad-hocmanner, relying on the designer's intuition to propose an appropriate mathematical
description. Justi�cation of new proposals often does not go beyond “it works”, in the sense that �delity
measures are shown to exceed other contemporary methods. But these measures of success, in turn, are
proposed in an entirelyad hocway. It poses a clear conceptual problem when both, the basic de�nition of
rationality, and what it means “to work”, are chosenad hoc.

Looking for physical foundations to information processing and decision making under uncertainty pro-
vides an alternative. Objective functions derived from fundamental principles, rather than empirical trial-
and-error approaches are expected to generalize better across different environments and tasks. They offer
a solid theoretical foundation, making it easier to explain why a rational strategy optimizes for certain out-
comes and how it processes information.

Observers are physical. For the longest time physics has treated observers as a type ofdeus ex machina,
capable of seeing and controlling everything, and set apart from the systems they describe. This abstract per-
spective, while useful in many contexts, led to conceptual challenges. The 20th century brought a paradigm
shift, driven by the advent of General Relativity, Quantum Theory and the Physics of Information, all of
which require observers to be treated as physically embedded entities. As physical systems, observers are
subject to physical laws and limitations. These physical limitations can provide design rules for intelli-
gent information processing [42]. A profound connection between ef�cient thermodynamic operation and
the effective use of information was established when it was shown that systems designed to retain infor-
mation about their environments have to be predictive to operate with maximal energetic ef�ciency [65].
Minimizing the lower bound on dissipation in generalized partially observable information engines can be
used to derive the well-known Information Bottleneck method [66], a lossy compression technique used
in machine learning, from purely physical arguments [42]. This demonstrates that ef�cient information
processing strategies—such as retaining only relevant, predictive information—can naturally emerge from
thermodynamic considerations.

Generalized partially observable information engines are ideally suited to study information processing
and decision making under uncertainty from a physical perspective. The observer's goal is unambiguous:
use available information to extract energy from the engine. To achieve this goal the observer has to solve an
inference problem and how well the observer solves the problem affects the performance of the engine [42].
In Szilárd's engine the optimal strategy is trivial, because there is no uncertainty, but what do optimal
observer strategies look like in the presence of uncertainty? I will address this question for two different
model classes of generalized partially observable Szilárd engines in Chapters 2 and 3.

Pedro Ortega and Daniel Braun modeled bounded rational decision makers as thermodynamic systems
governed by a free energy functional [67–69]. The decision makers trade off expected utility and informa-
tion processing costs and when internal energy is used as a proxy for expected utility, it leads to free energy
as the objective function. Their approach focuses more on behavioral and cognitive aspects of decision
making than on the underlying thermodynamic mechanisms. No physical observer model is provided and
in contrast to the �rst-principles approach taken in this thesis, the work by Ortega and Braun relies on anad
hocobjective function. Later, Artemy Kolchinski and David Wolpert studied work, entropy production and
information under externally imposed protocol constraints [70]. They focused on the energetic trade-offs in
constrained computation within the framework of stochastic thermodynamics of systems in contact with a
single heat bath, deriving bounds for entropy production and extractable work under protocol constraints.
In the presence of protocol constraints, not all information available to the observer can be used. In this dis-
sertation I do not impose protocol restrictions. Instead, the focus is on partial observability, which requires
observers to make decisions based on imperfect information while still allowing them to take optimal actions
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once that information has been processed. Put plainly, the core challenge for the observer in this work is to
solve an inference problem; once the inference is complete, optimal actions can be taken accordingly. This
emphasis on the observer's inference strategy sets this dissertation apart from the existing literature.

Decision problems with protocol constraints likely also require non-trivial information processing strate-
gies to effectively navigate the imposed restrictions, even in the absence of any partial observability and
thus free from uncertainty. Strategies derived from studying partially observable Szilárd engines outperform
naive approaches in a Szilárd engine with protocol constraints. This is brie�y discussed in Chapter 5.

1.5 Overview

This dissertation places the physical observer at the center of investigation, exploring how uncertainty due
to partial observability shapes intelligent information processing strategies. Rational observer behavior is
analyzed purely from a physical perspective, emphasizing the fundamental constraints imposed by ther-
modynamics. By focusing on modeling and understanding physical observers and examining the structure
of thermodynamically optimal strategies, this work sets itself apart from previous literature, offering new
insights into the interplay between information, energy, and decision-making under uncertainty.

The dissertation consists of three projects. Chapter 2 introduces a canonical model of a generalized par-
tially observable Sziĺard engine, based on observing the original Szilárd engine at an angle� . This simple
constraint is suf�cient to produce an interesting information processing problem in which optimal deci-
sion strategies are no longer trivial. Maximizing net engine work output over all possible data encoding
strategies, results in complicated mappings from observations to memory states. The optimal encodings are
analyzed. They are found numerically, using the Information Bottleneck algorithm [66], and are used to
construct a physical codebook, fully characterizing the physics of thermodynamically optimal observers for
this model class. Phase transitions in the number of memory states and the ef�ciency of optimal strategies
are studied numerically. The analysis highlights the complexity of thermodynamically optimal strategies,
even for such an elementary system. The partial observability constraint limits inference quality, precluding
the engine from operating at Carnot ef�ciency. This work constitutes the �rst detailed analysis of a gener-
alized partially observable information engine, demonstrating how optimal strategies navigate the trade-off
between a memory's thermodynamic costs versus its potential gains.

Chapter 3 extends the analysis of thermodynamically rational decision strategies by introducing a simpli-
�ed decision-making problem where each observation either provides complete information or no informa-
tion at all about an underlying binary variable. This problem can be mapped onto a generalized, partially
observable Szilárd engine, making it amenable to physical analysis. The chapter is split into two parts:
�rst, optimal strategies are studied numerically and a physical codebook is constructed. This inspires the
introduction of a class of parameterized encodings; in the second part, the parameterized strategies are used
to analytically derive all pertinent quantities characterizing thermodynamically optimal decision making.
The emerging optimal strategies are elegant and easy to grasp. Thermodynamically rational strategies are
compared to naive coarse-graining of the observable and the difference in engine performance is quanti�ed.
A simple yet powerful result in this chapter establishes a mapping between abstract binary decision prob-
lems under uncertainty and partially observable Szilárd engines, providing a physical framework to study
arbitrary binary decision problems. Importantly this mapping accounts for uncertainty due to observer-
dependent constraints, such as the ones discussed in Chapter 2, as well as measurement errors. Partial
observability due to measurement error is brie�y discussed in Chapter 5.

Both chapters on generalized partially observable information engines highlight the fact that naive coarse-
graining of the observable is not, in general, a thermodynamically rational strategy. In the large regime where
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information processing quality dominates the engine behavior, optimal encoding strategies areprobabilistic
maps from observables to memory states. Coarse-grained encodings are optimal only when the uncertainty
is negligible or the temperature difference is huge. Both of these regimes are rather uninteresting from
an information processing perspective, because in the limit of vanishing uncertainty, optimal strategies are
trivial, while in the limit of very large temperature differences, the heat engine aspect dominates.

Chapters 2 and 3 consider classical observers, yet previous research has shown that quantum observers
can have advantages when dealing with quantum systems [71–74]. The chapters on classical observers
heavily focus on energetic constraints and on minimization of the lower bound on dissipation. In a thermo-
dynamic framework a notion of dissipation goes hand in hand with a notion of thermodynamic work. In
quantum thermodynamics no Hermitian work operator and no unique de�nition of work exists, making a
straightforward extension of the classical approach to quantum systems non-trivial. In Chapter 4, I explore
and compare two different formalizations of work in quantum systems by applying them to qubit operations
and shown that predicted work costs only agree under certain conditions. This highlights the importance of
choosing an appropriate work measure for a given setting. Comparing the predictions of the two frameworks
reveals a discrepancy in the work costs required for perfect preparation of qubit states.

In the �nal chapter, I conclude the dissertation by summarizing its key �ndings and brie�y outlining
ongoing work and potential extensions.
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Chapter 2
Partially Observable Szilárd Engines

Almost a century ago, Leo Szilárd replaced Maxwell's “demon” by machinery. The resulting informa-
tion engine concept laid the foundation for studying the physical nature of information. Szilárd reduced
the demon's role to mapping an observable onto a work extraction protocol, thereby creating and utilizing
a meta-stable memory. While Szilárd demonstrated that this map can be implemented mechanistically,
it was not chosen automatically by the demon, or “observer”, but rather givena priori. This choice
implements the demon's intelligence. In Szilárd's original setup, the choice is trivial, but we show here
that nontrivial data representations emerge for generalized, partially observable Szilárd engines. Partial
observability is pervasive in real world systems with limited sensor types and information acquisition
bandwidths. Generalized information engines may run work extraction at a higher temperature than
memory formation, which enables the combined treatment of heat- and information engines. To date,
Szilárd's (fully observable) information engine still serves as a canonical example. Implications of par-
tial observability are under-explored, despite their ubiquitous nature. We provide here the �rst physical
characterization of observer memories that result in minimal engine dissipation. We introduce a new
canonical model, simple yet physically rich: a minor change to Szilárd's engine—inserting the divider at
an angle—results in partially observable engines. We demonstrate how the demon's intelligence can be
automated. For each angle and for each temperature ratio, an optimal memory is found algorithmically,
enabling the engine to run with minimal dissipation. While naive coarse graining is suf�cient for the
special case of full observability, in general, minimally dissipative observers useprobabilisticmemories.
We propose a simple model for an implementation of these memories, and construct a nontrivial phys-
ical codebook. We characterize the performance of engines with minimally dissipative memories, and
compare their quality to that of engines using an optimized coarse graining of the observable.

Information engines convert information to work and vice versa. They are useful theoretical constructs to ad-
dress questions about the physical nature of information. Their origins go back to Maxwell's iconic thought
experiment, often referred to as “Maxwell's demon”, which was conceived in the context of discussions
about the role information plays in thermodynamics, and the statistical nature of the Second Law [3,4].

Szilárd contributed to this discussion a concrete physical mechanism in which the sentient being (the
“demon” that plays the role of observer) is replaced by machinery. Szilárd's idea can be summarized as
follows: a divider is introduced into the center of a container with a one particle gas, reducing the accessible
volume by a factor of two. The gas can then do work, on average up tokT ln(2) , wherek is the Boltzmann
constant, in a process of isothermal, quasi-static expansion, at temperatureT. The divider is used as a piston

The contents of this chapter are published in New Journal of Physics [75] under the title “Partially observable Szilárd engines”.
The paper was coauthored with Susanne Still.
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that moves into the empty half of the container in the process. For this to be possible, the observer needs to
know which side of the container is empty. Szilárd pointed out that the observer's function is to (1) create
a memory that is stable over the duration of work extraction, and (2) use this memory to make a decision,
which exploits the expanding gas and makes the engine do work. This can be implemented by machinery,
such as a switch, and pulleys appropriately attached to a weight—the engine needs no sentient being.

Szilárd and many others since, pointed out that it is the creation and destruction of the meta-stable
memory, which adds to the entropy production of the overall process [2, 9, 76–78]. The second law is not
circumvented by any such information engine, as long as the energy bill of the “observer” mechanism is
taken into account. This needs to be done, because the observer is an integral part of the engine, without
which it could not function.

Recent experimental efforts have succeeded in building devices which show that such information engines
are feasible [15–18, 20–22, 24, 26, 27, 79–91], and that they can achieve the ultimate information-to-work
conversion limit ofkT ln(2) per bit of information, a limit dictated by the second law of thermodynamics
[2,9,92].

There is a sizable and rapidly increasing body of literature on information engines. Nonetheless, Szilárd's
engine still serves as a canonical example. The “observer” in these engines is reduced to machinery, but its
“intelligence” is implementeda priori by the designer. This intelligence manifests in the decision making,
which is determined by the mapping from observable data to a meta-stable memory. The designer decides
to choose the optimal map. But could that also be done automatically, by an algorithm?

For the Sziĺard engine, that optimal map from data to memory is simple: coarse grain the observed
particle position into left/right of the divider. But imagine, for a moment, a different map (corresponding
to a different “observer”), namely coarse grain into 3 regions of equal size, two of which are on either
side of the divider, and the third covers the center. On average, that observer would be able to extract less
work, namely only2

3kT ln(2) . This shows that there are, in principle, ways in which an observer could err
by choosing a suboptimal data representation. But this fact might get overlooked easily in the context of
Szilárd's engine, because the most ef�cient data representation is trivial.

This is the case, because Szilárd assumed that the particle's position along the axis perpendicular to the
divider is observable. That assumption implies that all of the information that is necessary to extract the
maximal amount of average work is trivially available, because it is contained in the observable data. The
ensuing literature followed in the same footsteps, and as a result, models of engines that we may call fully
observable information engines assume that all the quantities which the observer needs to know to enable
full work extraction are available (albeit potentially corrupted by noise).

However, there exists a larger class ofpartially observableinformation engines, for which observables
are correlated to some degree with those quantities. For this more general class of information engines [42],
the lowest possible entropy production is proportional to the amount of unusable information retained in
memory, even in the limit of negligible measurement noise. Fully observable information engines are a
subclass, trivially able to retain zero useless information in the noise free limit, whereby they can reach the
ultimate limit of zero entropy production in quasi-static operation.

The need to make decisions based onpartial knowledge is ubiquitous in real world situations, where the
choice of the observer's data representation matters. A central question, relevant to machine learning and
decision making under uncertainty is: which strategy is the best? This question opens up deep problems,
because one has to specify a metric that measures “goodness”, or, colloquially, a sense in which one observer
is doing a better job than another observer.

The connection between the �ltering of usable information and an engine's ability to run without unnec-
essarily wasting energy enables answering which observer does the best job in the sense of allowing for the
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smallest amount of energy dissipation [42]. Following this reasoning, one canderivefrom a purelyphysical
argument, an information theoretic data compression strategy [66], and hence �nd the algorithm that auto-
mates the “intelligence” of the observer in information engines. (This algorithm trivially �nds the optimal
coarse graining for Szilárd's engine).

This reasoning opens the door to using information engines not only to discuss the physical nature of
information, but also to put adaptive information processing on a clear physical footing, and thereby provide
a thermodynamic foundation to study the physics of intelligent observers. To that end, it is crucial to know:
what are the characteristics of observers that process information in this thermodynamically optimal way?

Here, we explore this question by analyzing a parameterized class of engines that arises naturally when
Szilárd's model is generalized to partial observability (see sections 2.2.3 and 2.3). This model is simple
and generic, allowing us to isolate effects stemming from the mismatch between what the observer can per-
ceive, and what the observer can do. The class of generalized partially observable Szilárd engines and their
corresponding optimal observers, which we analyze here, serve as a canonical example to provide a basis
for further considerations (see discussion at the end of section 2.7). We �nd that parametric optimization
of deterministic coarse grainings does not discover minimally dissipative observers. Optimal memories are
intrinsically probabilistic. We compute them, and analyze their physical characteristics in sections 2.5–2.7.
The cost-bene�t trade-off structure is analyzed in section 2.5, and its connection to the computation of a rate–
distortion function is explained. section 2.6 provides a model for a physical implementation of probabilistic,
minimally dissipative memories, and the thermodynamic ef�ciency these memories afford is examined in
section 2.7.

2.1 Information Engines

Information engines alternate between two basic steps. First, information is acquired in a form that is stable
over the remaining cycle. Then, this information is used to convert heat from an available heat bath to work
output. Some models in the recent literature have focused only on the information-to-work step [51,53,93],
neglecting the thermodynamics of the memory. In that way, one can arrange things to use information as
fuel. We follow here instead the normal way of analyzing thermodynamic machines as cyclic processes. For
information engines, this means that costs for running a meta-stable information carrier (memory) must be
included in the engine's overall energy bill.

Therefore, the terminformation enginedenotes a cyclic process, comprised of (a) an isothermal work-
to-information transformation, and (b) an isothermal information-to-work transformation. The former rep-
resents a simple, mechanistic “observer” inside the engine, acquiring and converting observable data to a
physical representation thereof that is stable over the remaining cycle. We refer to this as thedata repre-
sentation step. The latter uses awork mediumto convert heat from the bath to work output via a given
work extraction apparatus. We refer to this step as thework extraction step, because work is done by, i.e.,
extracted from, the engine.

Information is always context dependent, it is informationaboutsomething. A classical bit of information
corresponds to a meta-stable state of a system that can be in two, identi�ably different, states. What that
bit meansdepends on the context: if it is correlated with another system, or another degree of freedom in
the same system, then it contains information about this other system, or this other degree of freedom. To
use this information, there must be a read-out mechanism in place, some device that in�uences a sequence
of eventsdependingon the state of the physical information bit. Those two components are what give the
abstract bit concrete meaning, and make it potentially useful.

In information engines, the work extraction device plays the role of the read-out mechanism. For example,
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in Szilárd's engine, the quasi-static movement of the divider can be arranged to lift a weight [2]. It is the set
of all used implements (in this case, divider, weight, and pulleys) that constitute the work extraction device.
To function, the Sziĺard engine requires knowledge of which side of the container is empty. A different work
extraction device might require different information. We call all quantities that need to be known to extract
work, relevant. It is clear from the discussion that the physics of the work extraction device de�ne which
quantity (or quantities) is (are) relevant.

The observer's memory must contain information about the relevant quantities. The ultimate information-
to-work conversion limit of, on average, 1 bit tokT ln(2) of work can only be reached by the engine if the
relevant variables are known with certainty. For that to be possible, the observable data has to contain all
the information about the relevant variables, and the memory process has to retain that information.

Engines for which the relevant variables are not fully observable need to infer those from the available
data. Partial observability is a generic constraint faced by most real-world systems. It means that the
observer inside the engine must solve an inference task. The ef�ciency ofpartially observable information
engines depends upon how well the observer solves the inference task [42].

We may allowgeneralizedinformation engines to run the two distinct processes of (a) forming the mem-
ory, and (b) extracting work, at two different temperatures,T andT0, respectively [42]. This enables a
combined treatment of heat engines and information engines.

Standardinformation engines, upon which the literature has largely focused, are fully observable, and are
run isothermally. They haveT0 = T, and the relevant variables are either contained in the set of observables,
or fully reconstructable from it without uncertainty. Standard information engines are thus a subset of the
larger class of generalized, partially observable information engines, introduced in [42].

The study of generalized, partially observable information engines enables the derivation of a construc-
tive data compression algorithm from optimizing energy ef�ciency: maximizing the upper bound on the
engine's net average work output, or, equivalently, minimizing the lower bound on dissipation, over all
possible data representations yields a method for predictive inference [42], known in lossy compression
and machine learning as theInformation Bottleneck[66] method. The Information Bottleneck approach
has been generalized to dynamical and interactive learning [94], as well as to quantum information pro-
cessing [71]. The generalized Information Bottleneck framework contains interesting classes of models
as special cases [95, 96], some of which might explain some important aspects of neural processing and
machine learning [97–100].

Szilárd's ideas paved the way for a physics based understanding of information. The core insight is that
information is proportional to energy �ows. It is thus logical that the ef�ciency of informationprocessingcan
be measured in thermodynamic terms. The derivation of minimally dissipative observers, provided in [42],
opens the door to a physics-based understanding of the foundations of signal processing and learning, for
which the physical characteristics of minimally dissipative observers need to be understood. We analyse this
in sections 2.5–2.7. Keeping in mind this bigger picture, we now review some aspects of the Szilárd engine,
before introducing our canonical example in sections 2.2.3 and 2.3. To build intuition, we then perform
a naive parametric optimization of deterministic memories in section 2.4, before considering probabilistic
memories.

2.2 Sziĺard Engine

In comparison to the Carnot process, Szilárd's engine does not require access to heat baths of different
temperatures. In both cases, the isothermal expansion, in which work is produced by the engine, is identical,
but to achieve volume reduction, two different strategies are used.
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Figure 2.1 Sketch of Szilárd engine cycle, explicitly including another physical system to implement the
memory—here another one particle gas (right column, gray). The protocol applied to the memory depends
on the measurement of the particle'sx position, and is denoted by� M (x): if x < 0, compress the memory
such thatm < 0, and if x > 0, such thatm > 0 (this case is sketched). Conversely, the work extraction
protocol,�( m), performed on the work medium (center), results in expansion of the gas towards the right,
if m < 0, or towards the left, ifm > 0 (sketched). Average work and heat are displayed for quasi-static
transformations andT0 = T.

In the Carnot process, the gas is compressed, a process which requires work. Isothermal, quasi-static
compression of a one particle gas to half of the accessible volume requires that work be done on the gas in
the amount ofkT ln(2) . If the expansion of the gas were to take place at the same temperature, then this cost
would annul any work done by the engine. The expansion must happen at a larger temperature,T0 > T , for
the engine to produce net work output. In this way, the engine converts a temperature difference to work.

In the Sziĺard engine, the isothermal compression is replaced by three steps: insert the divider in the
center (x = 0 ), measure the particle'sx position (from which the observer knows with certainty which side
of the container is empty), and remember the empty side for the duration of the work extraction process. It
is assumed that no work is necessary to insert the divider. Work is extracted at the same temperature—the
Szilárd engine, in contrast to the Carnot process, does not appear to need a temperature gradient.

However, the memory used by the Szilárd engine has to be implemented by some physical device, and the
energy bill involved in running it must be taken into account. To memorize one of two outcomes, the memory
must have at least two states, stable on the timescales needed. There are many possible implementations.
The memory attains meaning by being coupled to degrees of freedom that allow for work extraction. Szilárd
envisioned a mechanical switch, imagining that a weight could be attached to the moving divider via either
of two pulleys, such that the weight gets lifted when the divider moves into the empty side of the container.
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One could say that the position of the mechanical switch constitutes the memory, but, in general, any bistable
system could be used as memory.

A bistable memory can be modeled by a particle in a double well potential, as in [9]. The potential
could be turned into a box potential with a barrier of in�nite height and vanishing width. This means that
the memory could be implemented by another one-particle gas in a container, together with a piston, as
sketched in �gure 2.1.

To ensure that the memory is in a speci�c state, the gas has to be compressed to half the volume—work
is done on the gas, on average at leastkT ln(2) .

This simple argument alone shows that Szilárd's engine could never produce net work output. At best,
Szilárd's engine can recover the energetic costs encountered by the observer for running the memory. Unless
the memorizing is implemented at alower temperature than the work extraction process.

We end up with an engine that, while producing no net work output when run at �xed temperature,
nonetheless provides a concrete mechanism toconvertbetween work and information. On average, the
process that generates a data representation convertskT ln(2) of work into one bit of information, while
the work extraction process converts one bit intokT ln(2) of work. In units of nats, which might be more
natural for some, on average one nat can be converted intokT of work and vice versa.

2.2.1 Erasure protocols

It has been discussed at great length in the literature that the costs associated with cyclically running a
memory can be completely assigned to the erasing of that memory, by implementing a carefully designed
protocol [9,11,13,14,92,101,102]. This special protocol that contains a step in which the memory is reset
to a certain state (i.e. erased) is more involved than our simple protocol. Here, we simply set the memory
via isothermal compression, and later release the partition (�gure 2.1). In a protocol containing erasure, the
setting of the memory is cleverly split apart into the erasing step and a step correlating the new state of the
memory with the measurement outcome.

The bottom line costs are identical for both protocols, namely at leastkT times the information captured
in memory [14, 42, 92, 103]. However, with the right choice of parameters, it can be made to look as if all
the cost is encountered during the erasing step [14]. Including erasure in the protocol is thus not a necessity,
but rather an optional (ultimately arbitrary) choice. To go through the argument in detail, we generalize, in
appendix B, the erasure treatment from [14], which was introduced to elucidate precisely this point, and we
compare it to the simpler set-and-release protocol considered here (�gure 2.1).

2.2.2 Some variants of Sziĺard's engine

Many variants of Sziĺard's engine have been explored in the literature, for example, containers withK
dividers andN particles, e.g. [104] and references therein. Importantly, quantum Szilárd engines have been
analyzed [57,105,106], and it has been determined under what conditions the assumption is valid that sliding
in the divider costs negligible energy [57].

It is instructive to calculate what happens if the divider is put off-center into the container. Szilárd
considered this possibility. The volume then gets divided into a smaller volume,�V , on one side, and a
larger volume,V � �V , on the other side, with0 < � 6 1=2.

Thus, with probability� , the particle will be found on one side, and with probability1 � � on the other
side of the divider. The work that can be extracted differs, depending on where the particle is. If it is in the
smaller part, then more work can be extracted.

In this paper, we adopt the convention that work done on the gas is positive, while work done by the gas is
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negative, and calledextractedwork. The work that can be extracted in the isothermal, quasi-static expansion
of the one particle gas from initial volume,Vi to �nal volume Vf > V i at temperatureT, is proportional to
the logarithm of the volume change,

� W = kT ln
�

Vf

Vi

�
: (2.1)

In appendix A we explain this for readers unfamiliar with the matter.
The total average extracted work,� Wex, is then composed of two terms: with probability� , the gas

expands from�V to V , contributingkT ln(1=� ) of work, and with probability1 � � , it expands from
V � �V to V , contributingkT ln(1=(1 � � )) of work:

� Wex(� ) = kT
�
� ln

�
1
�

�
+ (1 � � ) ln

�
1

1 � �

��
: (2.2)

We see immediately that this is the maximum amount of information the observer could have about which
side of the divider is empty, because the probability of these events is given by� and1 � � , respectively.

To state this more formally, de�ne the random variableU with two outcomes,u: if the f larger, smallerg
side of the container is empty, then letu = f 0; 1g. To write the probability of either outcome,p(u) :=
p(U = u), we use the following notation:p(u = 0) denotes the probability that random variableU has the
outcomeu = 0 . Here, the probability that the larger side of the container is empty isp(u = 0) = � , while
p(u = 1) = 1 � � , and the entropy isH [U] = � � ln ( � ) � (1� � ) ln (1 � � )1. Thus, the average extractable
work is � Wex(� ) = kTH [U].

By de�nition of mutual information, any other random variable (for example a memory,M ) could carry
information up toI [M; U ] = H [U] � H [UjM ] 6 H [U] (because classical conditional entropy is a non-
negative quantity, i.e.H [UjM ] > 0).

To maximize average work done over the parameter� , one �nds� = 1=2. Placing the divider anywhere
but in the middle does not increase the engine's average work output.

A similar calculation leads to the insight that if the measurement is corrupted by error, or the memory
is corrupted by a noise process, then one should leave a residual space for the particle, the relative volume
fraction of which is given by exactly the error probability [107].

To see this, for simplicity assume the divider is in the middle of the container, at positionx = 0 , and
assume the container has volume V, with unit transverse area, so that it extends inx-direction between
x = � V=2 andx = V=2. A two-state memory will be formed and then used to adjust the work extraction
contraption as follows: ifm = � 1, then the divider will move quasistatically to the right until it reaches
positionx = V(1=2� 
 ), whereby a residual fractional volume
V remains on the right side of the divider,
with 1=2 > 
 > 0. Symmetrically, form = 1 , the divider moves to positionx = V(
 � 1=2).

The memory's statem = � 1 is assigned to the event that the particle is to the left of the divider, i.e.
x < 0, but with probabilityq an error is made, and the memory state ends up in statem = 1 , hence
p(m = 1 jx < 0) = q. Symmetrically, for the other side:p(m = � 1jx > 0) = q.

Whenever an error is made, the action taken in response will lead to the gas being compressed, rather than
expanded, and this occurs with probabilityq. To avoid compression to zero volume, the residual volume
V
is left. Work will be done on the gas with probabilityq, in the amount ofkT ln(1=2
 ). Whenever no error

1Notation: entropy and information are functionals of probability distributions. But the information theory literature
[32] often adopts the following shorthand notation, which we use:H [U] � � h log [p(u)]i p( u ) for entropy, H [UjM ] �

� h log [p(ujm)]i p( m;u ) , for conditional entropy, and for mutual informationI [M; U ] �
D

log
h

p( m;u )
p( m ) p( u )

iE

p( m;u )
. Brackets,h�ip

denote averages over the probability distributionp.
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is made, work is extracted in the amount ofkT [ln(2) + ln(1 � 
 )]. The extractable work is reduced because
of the residual volume (ln(1 � 
 ) is negative). Altogether, we can write down the total average extracted
work,

� Wex(
 ) = kT [ln(2) + qln( 
 ) + (1 � q) ln(1 � 
 )] ; (2.3)

and maximize over
 , to �nd 
 = q.
The maximal extractable work is thus proportional to the information the memory captures about which

side of the container is empty. To see that, let the random variableU have the two realizationsf� 1; 1g,
whereu = � 1 denotes that the right side is empty, whileu = 1 denotes that the left side is empty. Then
p(u) = 1 =2, H [U] = ln(2) ,

p(ujm) =

(
1 � q; u = m

q; else
(2.4)

andI [M; U ] = ln(2) + qln(q) + (1 � q) ln(1 � q). Hence,

� Wex = kT I [M; U ]: (2.5)

2.2.3 Partially observable generalized Szilárd engines

Measurement error is not the only mechanism that can limit available information. Real world observers
typically face constraints that limit how much information is available and can be used. Therefore, there
are many situations in which lowering measurement noise is insuf�cient. The case in which an observer
can directly measure all quantities that need to be known to extract work is a special case in the larger
class of situations. The more general class of observers has access only to observables that are correlated
with relevant quantities, but not necessarily in a one-to-one relationship. In this general case, the observer
needs to infer the relevant quantities from the observables. Not all of the information the observer keeps
in memory about the observables is necessarily informative about these relevant quantities. The total mem-
ory can thus be split into relevant, useful information, plus irrelevant, useless information. The amount of
relevant information stored in memory depends on the data representation strategy used to map observable
data to memory states, which is characterized by the conditional distributionsp(mjx). The amount of heat
dissipated in a cycle, and the thermodynamic ef�ciency of the resulting engine depend on this data repre-
sentation [42]. Data representations that allow for the smallest possible dissipation are those that capture as
much relevant information as possible while retaining as little irrelevant information as possible, i.e., those
that are best at predicting the quantities of interest from the available observations [42].

One way to picture a scenario involving partial observability is to ask what would happen if Szilárd's pro-
tocol was changed to measuring and making the memorybeforeinserting the divider. The observer could
then use the memory to decide where to insert the partition, to maximize expected work output. The observer
would have topredictthe particle's location at the time of insertion, taking the delay between measurement
and insertion into account. For that, the observer must estimate the particle's velocity. However, the ve-
locity is not directly observable, only the particle'sx position is. The observer has to infer velocity from
differences in position. The involvedness of this model would obfuscate the crucial points illuminating the
trade-off between thermodynamic cost of a memory and thermodynamic gain derivable from the memory.
In particular, the delay dependent estimation error is convoluted with the error stemming from themismatch
between what the observer can perceive and what the observer can actively change in the observed system. It
is important to realize that while partial observability can manifest in some cases through measurement error
alone, in the more general case it is due to this mismatch, representing a fundamental limitation. In this gen-
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eral case, the partial observability constraint cannot be eliminated, not even by decreasing the measurement
error to zero.

To isolate and study the consequences of this mismatch, a much simpler, perhaps the simplest, way to
visualize an example is sketched in �gure 2.2. Imagine that the observer part of the Szilárd engine measures
the particle's position projected onto an axis tilted away from thex-axis by a viewing angle,� (left drawing).

Figure 2.2 Equivalence (center panel) between (1) tilting the observer's viewing angle� (left panel), and
(2) inserting the divider at an angle� = �= 2 � � , while the particle'sx position is observable (right panel).
Both alternatives result in equivalent partially observable Szilárd engines.

For the observer, this results in a situation with three distinct areas. There are two areas where knowing
the particle location determines with probability one which side of the container is empty. Observing the
particle in the central area (between the dotted lines sketched in the left and right panels of �gure 2.2),
however, leaves some uncertainty.

An equivalent example results from inserting the divider in the original Szilárd box at an angle,� , while
leaving the observer's viewing angle unchanged. Figure 2.2 shows the transformation between the two
alternatives (middle drawing). The geometry with the tilted divider (right drawing) is slightly more intuitive,
because the probability of �nding the left side empty, given the particle's precisex position, follows the
shape of the divider, see equation (2.6) below.

2.3 Tilted divider Szilárd box

Inserting the divider into the container at an angle is a minimal change to Szilárd's engine that yields a
partially observable information engine, given that only thex position of the particle is observable. The
sketch in �gure 2.3 shows such a modi�ed Szilárd box, drawn in three dimensions, centered on the origin.
The angle,� , between thex-axis and the divider parameterizes a family of partially observable information
engines. Sziĺard's original engine is recovered for� = �= 2.

For simplicity, assume �xed unit length of the container in bothx- andy-direction. The divider then
touches the walls atx = � cot(� )=2 (see �gure 2.3). The uncertain region is the area in between. In this
area, the particle'sx position is correlated with which side of the divider is empty, but not in perfect one-to-
one correspondence. The size of the uncertain region isc � cot(� ), vanishing for� = �= 2. The uncertainty
in this region is not attributable to measurement noise, but rather stems from the structural limitation. Even
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perfect, noise-free, measurements would not solve the issue.

Figure 2.3 Sketch of work medium in our model: one particle gas with a divider inserted at angle� , intro-
ducing an uncertain region,c = cot( � ).

For simplicity of the exposition, we limit the angle between�= 4 6 � 6 �= 2 in the main text, and include
the less interesting range0 6 � 6 �= 4 in appendix D. In appendix F, we also discuss that an alternative,
equivalent parametrization would be to �x the angle, and vary the length of the container inx-direction. The
relative length of the certain regions compared to the uncertain region determines the amount of relevant,
usable information contained in the measurement.

When the particle'sx position is recorded to the right of the central region, i.e.,x > c=2, then we know
for sure that the left part of the box is empty. Conversely, ifx 6 � c=2, then the right half of the box must
be empty. As before, let the outcomes of the random variableU beu = f� 1; 1g, whenever thef right, leftg
part of the box is empty.

Which side of the container is empty is precisely what the observer needs to know to extract work. The
random variableU is thus the relevant variable here. For allx 2 [c=2; 1=2] we know with certainty that
the left side of the box is empty, i.e.p(u = 1 jx) = 1 , and similarly forx 2 [� 1=2; � c=2] the right half
must be empty,p(u = 1 jx) = 0 . However if the particle is observed in between,� c=2 < x < c= 2, we
can only make a probabilistic guess, and the probability of either side being empty depends onx linearly:
p(u = � 1jx) = 1

2 � x
c . In summary, we have:

p(u = 1 jx) =

8
><

>:

0; x 6 � c=2
1
2 + x

c ; � c=2 < x < c= 2

1; x > c=2

(2.6)

with c = cot( � ).
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We always have a choice regarding how to represent available data. For the original Szilárd engine, it is
clear how to do that. Without a tilt, it is self-evident to coarse grain the particle'sx position into the regions
left and right of the divider, i.e. choose a map fromx to m such thatm = � 1, 8x < 0, andm = 1 , 8x > 0,
that is setm = sign( x).

With a tilted divider, it is less obvious how to choose the optimal data representation. The �ner we grain
the particle'sx location, the more useful information we can capture. But we also require more energy to
run a more elaborate memory. If the memory is prepared at a lower temperature,T, than the temperature
at which the information is turned into work,T0, then there must be a natural trade-off between the cost
incurred for a more detailed memory vs the added gain. The optimal data representation must therefore
depend on the temperature ratio,� = T0=T > 1.

Access to two heat baths at different temperatures can be introduced to the Szilárd engine by isentropic
compression and expansion of the container along thez-axis. The transformations applied to change the
temperature need to be such that correlations between memory and work medium are not changed in the
process. The depth of the container inz-direction can be used to change the volume for the purpose of
changing the temperature of the gas, while keeping the divider geometry �xed.

2.3.1 Relevant information in memory

As before, imagine that another physical system serves as memory. Let that memory haveK distinct states
m = 1 ; : : : ; K . The information that the memory captures about the observable,

I mem � I [M; X ] =
�

ln
�

p(mjx)
p(m)

��

p(m;x )
(2.7)

depends on the conditional probability distributionsp(mjx) that characterize the stochastic map from ob-
servables to memory states. If this map contains no randomness, then the conditional entropy is zero,
H [M jX ] = 0 , andI [M; X ] = H [M ]. We call these assignmentsdeterministic.

How much of the memorized information is predictive of the relevant quantity? The relevant information
that can be used to extract work is the mutual information retained in memory about which side of the box
is empty:

I rel � I [M; U ] =
�

ln
�

p(ujm)
p(u)

��

p(m;u )
; (2.8)

whereu is inferred fromm by calculating

p(ujm) = hp(ujx)i p(xjm) ; (2.9)

with probability densityp(x) = 1 =L, conditional densityp(xjm) = p(mjx)p(x)=p(m) andp(m) = hp(mjx)i p(x) .
(Since we chose the length of the container inx-direction to beL = 1 , p(x) will not show up in the fol-
lowing calculations. In appendix F we discuss theL 6= 1 case). In equation (2.9) we made use of the
fact, that when the raw data isgiven, then the probability ofu does not depend on the memory state, i.e.
p(ujm; x) = p(ujx). Recall that the data representation chosen by the observer is characterized byp(mjx),
i.e. by the map from observable data to memory. It is important to remember that relevant information is a
functional ofp(mjx). It also is a functional ofp(u; x), which, in turn, depends on the geometry of the box,
that is, on the tilt angle.
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The remainder of the memorized information cannot be used and is thus irrelevant:

I irrel � I mem � I rel : (2.10)

Irrelevant information is non-negative, becausep(ujm; x) = p(ujx) implies that

I irrel =
�

ln
�

p(m; x ju)
p(mju)p(xju)

��

p(m;x;u )
� I [M; X jU]: (2.11)

Since conditional information,I [M; X jU], is non-negative, we haveI irrel > 0.
For the same reason, relevant information captured in memory can never exceed the total information,

I [U; X ], that the particle'sx position contains about which side of the container is empty:I [U; M ] 6
I [U; X ].

To calculateI [U; X ] = H [U] � H [UjX ] as a function of the tilt angle,� (and thus as a function of the
size of the uncertain regionc), �rst note that due to symmetry,p(u) = 1 =2, and thusH [U] = ln(2) .

Because of the natural logarithm, information is measured in nats. Thoughout the paper, depending on
context, we sometimes divide byln(2) , to have information in units of shannon [Sh]. Colloquially, the name
for the unit shannon is often replaced by bit, language we use throughout the paper.

Next, to calculateH [UjX ], we need the conditional probabilities,

p
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Inserting these intoH [UjX ] = � h ln [p(ujx)]i p(u;x ) gives

H [UjX ] =
c
2

: (2.15)

(The detailed calculation is provided in appendix C.) Therefore, the particle'sx position contains informa-
tion about which side of the box is empty in the amount of

I [U; X ] = ln(2) �
c
2

� I max
rel (c): (2.16)

This is the maximum amount of relevant information that the observer could possibly extract from the
measurement, capture in memory, and turn into work:

I rel 6 I max
rel (c): (2.17)

2.3.2 Work extraction from relevant information

Let us run the following memory-dependent work extraction protocol:
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(a) Isolate the container from the heat bath and reduce the container's dimension inz-direction, thereby
changing the volume of the entire container fromV to V 0 6 V , increasing the temperature by the
factor� = T0=T.

(b) Connect to a heat bath at temperatureT0. Extract work in an isothermal transformation in which the
wall moves into the direction of the space that is estimated to be empty with highest probability, given
the state of the memory, while leaving an optimal residual volume.

(c) Pull the divider out.

(d) Isolate the container from the heat bath and increase the container's dimension inz-direction to change
the volume of the entire container fromV 0 to V in order to lower the temperature back toT.

(e) To close the cycle and prepare for the next cycle, re-insert the divider.

How much work does this protocol extract, on average?
First we analyze the two isentropic processes, steps (a) and (d). The isentropic compression in step (a)

reduces the volume of the entire container fromV to V 0. Because the process does not change the geometry,
the particle continues to reside in one half of that volume. Therefore, the volume the gas occupies changes
from an initial volume ofVi = V=2 to a �nal volume of Vf = V 0=2. This causes the temperature to
change from the initial temperatureTi = T to Tf = T0. The adiabatic condition relates volume change to
temperature change,

Vi

Vf
=

�
Tf

Ti

� 3
2

; (2.18)

(it is explained in appendix A.2). Evaluating it gives:

V=V0 = ( T0=T)
3
2 : (2.19)

During the isentropic expansion in step (d), the gas occupies the entire volume of the container, which
changes fromV 0 to V . The starting temperature isTi = T0. We evaluate equation (2.18) for this trans-
formation, to getV 0=V = ( Tf =T0)

3
2 . Together with equation (2.19), this tells us the �nal temperature:

(Tf =T0)
3
2 = ( T=T0)

3
2 ) Tf = T. We obtain the same temperature which we had at the beginning of the

work protocol.
The work done on the gas during isentropic compression is compensated by the work during isentropic

expansion (this is explained in appendix A.3).
The average work that can be extracted from the one particle gas in our engine during the isothermal

expansion at temperatureT0 in step (b), depends on the accuracy with whichu can be inferred fromm, via
p(ujm), equation (2.9). This inference may result in an errorq(m), de�ned as follows. Let̂u be the true
value ofu. Then the probabilityp(u = ûjm) = 1 � q(m). This means that with probability1 � q(m)
the gas expands and does work against the piston, but with probabilityq(m) the piston does work on the
gas, which is compressed. Therefore, we must leave a residual volume. The optimal value for this residual
volume can be computed similarly to the calculation around equation (2.3), but now the average amount of
work that is extracted, given a memory statem, depends onq(m), and thus the residual volume
 (m) must
be chosen accordingly. With probability1� q(m) the gas is expanded fromV 0=2 to V 0� 
 (m)V 0, and with
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probabilityq(m) it is compressed fromV 0=2 to 
 (m)V 0. Thus,

� W 0(m) = kT 0
�
[1 � q(m)] ln

�
[1 � 
 (m)]V 0

V 0=2

�
(2.20)

� q(m) ln
�

V 0=2

 (m)V 0

��

= kT 0� ln(2) + [1 � q(m)] ln [1 � 
 (m)] (2.21)

+ q(m) ln [ 
 (m)]
�
:

As before, this is maximized by choosing
 (m) = q(m), which gives an average work, averaged over all
memory states, of

� W 0 = kT 0

 

ln(2) +
X

m

p(m)
X

u

p(ujm) ln [p(ujm)]

!

= kT 0(H [U] � H [UjM ]) = kT 0I rel : (2.22)

We have thus veri�ed that the work extraction protocol extracts an average amount of work proportional to
the relevant information kept in memory [42].

The isothermal transformations in this work protocol are performed quasi-statically, in such a way that the
system remains in equilibrium throughout. The work calculated in equation (2.22) is thus an upper bound
on how much work can be extracted from the tilted divider Szilárd box, on average.

2.4 Deterministic memories, parametrically optimized for work extraction

The absolute maximum extractable work depends on the geometry of the box, that is, onc, see equations
(2.16) and (2.17). But how much relevant information is retained in memory depends on the choice of data
representation, viap(mjx). Different representations capture different amounts of relevant information.

To build intuition, we now explore what fraction of this maximally retainable relevant information can be
extracted with deterministicK -state memories (coarse graining thex-axis intoK regions), whereK ranges
from 2 to 5.

Intuitively, one expects that coarse graining should respect the symmetry of the problem. For two states,
the best way to coarse grain is to assignm = sign( x), as in the original Szilárd engine. For three states,
the choice is more complicated, but can be parameterized by one parameter,`, that measures the size of
the center partition. Four states can also be parameterized by just one parameter, due to symmetry. Five
memory states are parameterized by two parameters. These parametrizations are shown in �gure 2.4.

2.4.1 Two-state memory

The deterministic two-state memory is given by

p(mjx) =

(
1; if m = sign( x)

0; otherwise
: (2.23)

The error probability has to be the same for each memory state, due to symmetry, i.e.q2(m) � q2. The
probability of error can be read off from the geometry of the box. It isq2 = c=4, which ranges fromq2 = 0
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(a) Deterministic 2-state memory parametrization.(b) Deterministic 3-state memory parametrization.

(c) Deterministic 4-state memory parametrization.(d) Deterministic 5-state memory parametrization.

Figure 2.4 Parameterized deterministic partitions of the observable into memories withK = 2 ; : : : ; 5 states.
Shaded regions are proportional to the error,qK (m).

at � = �= 2 to q2 = 1=4 at � = �= 4. Therefore, the optimal strategy for the isothermal expansion atT0 in
step (b) is to leave a residual volume fraction of
 = q2 = c=4. We then extract, on average

� W 0(2) = kT 0[ln(2) � h(c=4)] ; (2.24)

where we use a non-negative entropy function with

h(x) � � (1 � x) ln (1 � x) � x ln(x) > 0; (2.25)

de�ned for x 2 (0; 1), andh(x = 0) = h(x = 1) = 0 .
The average extracted work is positive, and increases as� increases from�= 4 to �= 2. The less tilted the

divider, the closer tokT 0ln(2) can be extracted (see �gure 2.5).
Let us be incredibly pedantic and double-check that the relevant information is indeedln(2) � h(c=4). Due

to symmetry, we havep(m) = 1 =2, andp(u) = 1 =2, henceH [U] = ln(2) . The conditional probabilities
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Figure 2.5 Average extracted work as a function of� . Red line (� W 0(2) , equation (2.24)): using the deter-
ministic two-state memory. Blue line (� W 0(3)

c , equation (2.30)): using the three-state memory with` = c.

arep(u 6= mjm) = c=4, andp(u = mjm) = 1 � c=4. This results in a conditional entropy of

H [UjM ] = �
X

m2f� 1;1g

1
2

X

u2f� 1;1g

p(ujm) ln[p(ujm)] (2.26)

= �
�

1 �
c
4

�
ln

�
1 �

c
4

�
�

c
4

ln
� c

4

�

= h(c=4); (2.27)

and hence for the relevant information

I (2)
rel (c) = I [M; U ] = H [U] � H [UjM ] (2.28)

= ln(2) � h(c=4): (2.29)

While the total relevant information available in the particle'sx position, equation (2.16), decreases linearly
with the size of the uncertain region,c, the amount of relevant information captured by this coarse graining
decreases as a convex function, see �gure 2.6. The difference, which is a measure for lost information, will
thus have a maximum, but rather than the absolute loss, we are interested in the relative loss, namely how
much information is lost as a fraction of how much there is to be summarized.

Equivalently, we can plot the retained relevant information as a fraction of the maximum relevant infor-
mation, i.e.,I (2)

rel (c)=I max
rel (c) = [ln(2) � h(c=4)]=(ln(2) � c=2). This is done in �gure 2.8 (blue triangles),

where it is compared to memories with more states, which we will address in the following paragraphs.
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Figure 2.6 Relevant information retained by the deterministic two-state memory,I (2)
rel (c), equation (2.29),

(red), as a function ofc. Compared to maximally extractable relevant information,I max
rel (c), equation (2.16),

(black).

2.4.2 Three-state memory

Compare this to a three state memory. To begin, let us choose the simple three-state coarse graining that
maps each certain region to one state (m = 1 if x > c=2 andm = � 1 if x 6 � c=2), and maps the uncertain
region to a third state (m = 0 if � c=2 < x < c= 2). The error for statesm = � 1 is zero,q3(m = � 1) = 0 .
Every time the memory is in one of these states, we can thus let the volume expand by a factor 2. The total
probability that one of these two cases occurs is1 � c. But for m = 0 , the error isq3(m = 0) = 1 =2, and
thus we cannot do anything to extract work, on average.

Note that the probability of not being able to do anything,c, grows to1, as� gets closer to�= 4, which
makes the memory effectively a one state memory, i.e., for� = �= 4, when there are no certain regions, no
information is contained in this coarse graining.

The average work the observer can extract using this memory is

� W 0(3)
c = kT 0ln(2)(1 � c); (2.30)

which is zero for� = �= 4, and increases tokT 0ln(2) as� approaches�= 2.
Because of the symmetry, memory statem = 0 cannot be used to extract work, on average. Hence, this

memory state is akin to a “waste basket” of widthc: when thex position appears in this region, we basically
throw the measurement away. This helps to decrease the error made when the memory is in the other states
to zero. But it is not necessarily the way to get the most work out. Just how bad this strategy is depends on
the geometry of the box, i.e. the width of the waste basket. There is a value,� � , such that more work can be
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extracted with the two state memory for all�= 4 6 � < � � : � W 0(2) > � W 0(3)
c . This value is determined by

setting equation (2.24) equal to equation (2.30), and comes out to roughly0:32� (see �gure 2.5).
Let us see if the observer can do better with three memory states. Let` be the width of the interval

assigned to the waste basket memory state,m = 0 . In general,̀ can differ fromc. Choosing` > c
decreases the amount of relevant information captured. If we assign a smaller interval to them = 0 state
by choosing̀ < c , then the probability of not be able to do anything is reduced. However, when we have a
signal, there is now a residual error. This error can again be read off from the geometry of the box.

It is given by the area of the triangle on the other side of the divider, divided by the area that corresponds to
state� 1, respectively (see �gure 2.4b). The area corresponding to statesm = � 1 is (1 � `)=2, respectively.
The area of the triangle is(c� `)2=8c. Due to symmetry the error for both states is the same,q3(m = � 1) =
q3(m = 1) � � (`; c), with

� (`; c) =
(c � `)2

4c(1 � `)
: (2.31)

The error for statem = 0 remainsq3(m = 0) = 1 =2. The relevant information captured by this memory is
I [U; M ] = H [U] � H [UjM ] = ln(2) � H [UjM ], with

H [UjM ] = ` ln(2) � (1 � `)
h
� (`; c) ln[ � (`; c)] (2.32)

+[1 � � (`; c)] ln([1 � � (`; c)])
i

= ` ln(2) + (1 � `) h(� (`; c)) ; (2.33)

and thus

I (3)
rel (`) = (1 � `)

�
ln(2) � h(� (`; c))

�
: (2.34)

If the residual volumes in the work extraction protocol are properly adjusted to match the error probability,
then the average extractable work is� W (3) = kT 0I (3)

rel (`).

We plotI (3)
rel (`), normalized byI max

rel (c), as a function of̀=c in �gure 2.7, for ten different values ofc.
There is an optimal waste-basket length` � (c) associated with the maximum extractable work (diamonds

in �gure 2.7, left panel), which moves towards smaller relative lengths as the divider is tilted more (c is
larger). This is displayed in the right panel �gure 2.7.

We see in �gure 2.7 that the maximally retained relative relevant information attains a minimum, as a
function ofc. This was also the case for the two-state memory.

In �gure 2.8 we compare the relative value of captured relevant information at the optimal value of`
with that captured by the two-state memory. The minimum shifts towards slightly largerc, as the number of
states increases from two to three. Three states substantially increase how much relevant information can be
captured. Figure 2.8 also compares parametrically optimized four- and �ve-state memories, which we will
discuss in the following paragraphs. Note that the above trend continues for larger numbers of states.

It is intuitive that the optimal coarse graining should re�ect the symmetry of the problem, whereby the
m = 0 state is centered around the origin, as is the case in our parametrization, equation (2.34). Asymmetric
memories capture less relevant information (which we con�rmed numerically).
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Figure 2.7 Normalized average extracted work for the three-state memory as a function of`=c (left). Relative
waste basket length̀� =cfor the three-state memory that maximizes over` the relevant information retained,
equation (2.34), and thus the potential thermodynamic gain (right). Plotted as a function ofc.

2.4.3 Relevant information for four- and �ve-state memories

In the last subsection we saw that for a three-state memory it is always bene�cial to choose` < c . Now we
study how much relevant information can be captured by deterministic four- and �ve-state memories, which
we will parameterize similarly.

The �ve state memories require two parameters,` andd. As for the three state memory,` parameterizes
the center state, which we have called the waste basket, because the error in that state is 1/2. The four state
memories requires only one parameter, and because there is no center waste basket, we call this parameter
d.

As with the three-state memory, we can allow the length of the parts of thex-axis assigned tom = � 1 to
be less thanc and it turns out that this is the optimal choice for both, the four- and the �ve-state memories.

This means for the four-state memories that out of the three different cases (d < c, d = c, andd > c),
d < c is best.

x m q4(m)

� 1=2 6 x 6 � d=2 � 2 � (d; c)

� d=2 < x 6 0 � 1 �̂ (d; c)

0 < x 6 d=2 1 �̂ (d; c)

d=2 < x 6 1=2 2 � (d; c)

Table 2.1 Memory assignments and errors for parameterized four-state memories withd < c.

The parametrization of the assignments and the errors are listed in table 2.1 and sketched in �gure 2.4c.
In statesm = � 2 we haveq4(m = � 2) = q4(m = 2) =: � (d; c) (equation (2.31)) whileq4(m = � 1) =
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q4(m = 1) =: �̂ (d; c), with

�̂ (d; c) =
1
2

�
d
4c

: (2.35)

For this memory the relevant information is given by:

I (4)
rel = (1 � d)[ln(2) � h(� )] + d [ln(2) � h(�̂ )]

= ln(2) � (1 � d) h(� (d; c)) � d h(�̂ (d; c)) : (2.36)

For completeness the two suboptimal cases (d = c andd > c) are discussed in appendix H.
Any symmetric �ve-state coarse graining again has a waste basket in the center, the length of which we

parameterize bỳ. The parametrization for the cased < c and` < d is shown in table 2.2 and �gure 2.4d.
Other, suboptimal, cases are discussed for completeness in appendix H.

x m q5(m)

� 1=2 6 x 6 � d=2 � 2 � (d; c)

� d=2 < x 6 � `=2 � 1 �̂ (` + d; c)

� `=2 < x 6 `=2 0 1=2

`=2 < x 6 d=2 1 �̂ (` + d; c)

d=2 < x 6 1=2 2 � (d; c)

Table 2.2 Memory assignments and errors for parameterized �ve-state memories with` < d andd < c.

The residual errors for statesm = � 2 areq5(m = � 2) =: � (d; c), and for the statesm = � 1 we have
q5(m = � 1) =: �̂ (` + d; c).

The relevant information is:

I (5)
rel = (1 � `) ln(2) � (1 � d) h(� (d; c))

� (d � `) h(�̂ (` + d; c)) : (2.37)

We recover the four-state version (equation (2.36)) for` ! 0.

2.4.4 Extractable work as a function of the tilt

For different values of the tilt angle, we numerically found the maximum value of the relevant information,
maximized over the parameter(s) of the memory. We denote optimal parameters with� superscripts, e.g.
` � is the parameter value for` that maximizes relevant information. The value of the relevant information
at the optimal parameters is denoted byI �

rel(c). It changes with the tilt, because the size of the uncertain
region,c, changes with the tilt. Total available relevant information,I max

rel (c), equation (2.16), diminishes
with increasing divider tilt, i.e. increasing c. We normalizeI �

rel(c) by it to investigate how close the relevant
information stored in a deterministicK -state memory (forK = 2 ; : : : ; 5) with optimal parameter values is
to the maximum attainable relevant information for a given tilt. The results are plotted in �gure 2.8.

It is interesting to note that, as we saw for two- and three-states, we �nd a “worst” tilt angle for every �xed
number of states, in the sense that the parametrically optimized memory captures the least relative amount
of relevant information at that angle (and correspondingc). As the number of memory states increases, the
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Figure 2.8 Normalized relevant information (left) for parametrically optimized deterministic partitions of
the x-axis intoK = 2 ; : : : ; 5 parts, as a function ofc. Total information (right) captured in memory as a
function ofc, for the parametrically optimized K-partitions that retain maximal relevant information.

angle at which this minimum occurs becomes closer to� = �= 4, wherec = 1 , but it is always larger than
�= 4.

In �gure 2.8 we see that memories with more states can retain a larger fraction of the maximum relevant
information than memories with fewer states. The optimal three-state memory always keeps more relevant
information than the two-state memory but is in turn outperformed by the best four-state memory in terms
of relevant information retained, and so on. As can be expected, returns diminish as the number of states
becomes larger: the relative increase in relevant information, gained from adding one more state, becomes
smaller. This suggests that further increasing the number of memory states will result in ever diminishing
gains in terms of relevant information retained, and thus extractable work. The parametrically optimized
�ve-state partition already captures over 93% of the maximum relevant information for all tilts.

2.4.5 Cost of deterministic memories

As more states get added and the memory becomes more detailed, the cost of running it increases. Running
a memory contributes an energetic cost of no less thankT I mem to the engine's overall energy bill [9,42,92].
To build intuition, we examine the costs of the deterministic memories we have studied in the last section.

The amount of information that the memory captures about the data is given byI mem = I [M; X ] =
H [M ] � H [M jX ]. Since the assignments to memory are deterministic,H [M jX ] = 0 , and therefore,
I [M; X ] = H [M ]. The entropy,H [M ], can readily be evaluated for the different determinisitic memories.

For two states, it is

I (2)
mem = ln(2) : (2.38)
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The irrelevant information captured by the deterministic two-state memory is thus

I (2)
irrel = h(c=4); (2.39)

which is zero forc = 0 , the original Sziĺard box, and increases monotonically toc = 1 , where the divider is
tilted between the two corners of the box, and there are no certain regions.

For three states, we havep(m = � 1) = (1 � `)=2 andp(m = 0) = `, so that:

I (3)
mem = ln(2)(1 � `) + h(`): (2.40)

This is maximal, with a value ofln(3) , when the waste basket covers the center third of thex-axis` = 1=3,
and goes toln(2) , as` goes to zero.

Recalling the value of the relevant information,I (3)
rel (`), equation (2.34), we see that the deterministic

three-state memory retains irrelevant information in the amount of

I (3)
irrel (`) = h(`) + (1 � `) h(� (`; c)) : (2.41)

Four-state assignments havep(m = � 1) = d=2 andp(m = � 2) = (1 � d)=2, whereby we get

I (4)
mem = ln(2) + h(d); (2.42)

I (4)
irrel = h(d) + (1 � d) h(� (d; c)) � d h(�̂ (d; c)) : (2.43)

Five-state partitions have probabilitiesp(m = 0) = `, p(m = � 1) = ( d � `)=2 andp(m = � 2) =
(1 � d)=2, and thus

I (5)
mem = (1 � `) ln(2) � ` ln( `)

� (d � `) ln( d � `) � (1 � d) ln(1 � d); (2.44)

I (5)
irrel = (1 � d) [h(� (d; c)) � ln(1 � d)] � ` ln( `)

+( d � `) [h(�̂ (` + d; c)) � ln(d� `)]: (2.45)

We compare the memory (�gure 2.8, right panel) and the irrelevant information (�gure 2.9, left panel)
retained by the two-state memory to that retained by the parametrically optimized three-, four-, and �ve-state
memories. The two-state coarse graining captures a �xed total memory of 1 bit. As the divider becomes
more tilted, an increasing amount of that memory encodes irrelevant information. We plot the fraction of
irrelevant information kept in memory in �gure 2.9 (right panel), and see that for two states it increases
monotonically from 0% to roughly 80%, as the angle� changes between�= 2 and�= 4.

As we recall from �gure 2.8, coarse grainings with more states can keep a larger fraction of the available
relevantinformation. This comes at an increased cost in terms of total memory kept, as we see in the right
panel of �gure 2.8. When the tilt increases, more resources are utilized, until they are depleted (here the total
memory comes to an approximate plateau). However, much of the cost is overhead, capturing increasing
amounts of irrelevant information, visible in �gure 2.9, left panel. The relative overhead,I irrel =Imem (plotted
in the right panel) is slightly larger, the more states are used.
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Figure 2.9 Total (left) and relative (right) amount of irrelevant information captured in memory as a function
of c, for the parametrically optimized K-partitions that retain maximal relevant information.

2.5 Optimal data representations balance between cost and gain

The observer part of the engine ought to use a representation of the observed data that allows the information
engine to encounter the smallest possible amount of dissipation, on average. Equivalently, it should be
constructed such that the engine's average net work output is maximized.

There is no reason to believe that the best way an observer can summarize the measurements should
be given by adeterministicpartition of the observedx-values—in general, we ought to optimize over all
probabilistic assignments, that is over all conditional probability distributionsp(mjx).

The average heat generated during the memory making process is lower bound byQ > kT I [M; X ],
and the average heat absorbed during work extraction is upper bound byQ0 6 kT 0I [M; U ]. Therefore, the
overall dissipation is no less than� Q � Q0 > k (T I [M; X ] � T0I [M; U ]) [42]. The total work coming out
of the engine for our protocol is given by the amount of work produced in the information-to-work, or work
extraction, step,� W 0 = kT 0I [M; U ], equation (2.22), minus the energetic cost of running the memory,
W = kT I [M; X ]:

� W 0� W = k
�
T0I [M; U ] � T I [M; X ]

�
: (2.46)

The amount of heat dissipated with our protocol on average, over a cycle, is the negative of equation (2.46),
i.e. � Q � Q0 = W + W 0. Equation (2.46) has to be maximized, over all possible data representations,
p(mjx), or equivalently, minimally achievable dissipation is minimized. The data representation that cor-
responds to the optimum is the one we are looking for. It is clear from equation (2.46) that the solution
depends on the choice of the temperature ratio� = T0=T. Dividing by kT does not change the optimization
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problem, we thus �nd that we need to solve [42]

min
p(mjx)

�
I [M; X ] � � I [M; U ]

�

subject to :
X

m

p(mjx) = 1; 8x (2.47)

The constraints ensure normalization of the probability distributions. This derivation shows that thermody-
namically optimal memories are solutions to the Information Bottleneck [66] optimization problem.

2.5.1 Rate–distortion function

Written in this form, it is clear that this optimization is a rate-distortion curve calculation [28,66,108,109].
To see that, �rst recall thatI [M; U ] 6 I [X; U ]. The difference,I [X; U ] � I [M; U ], is the information lost
because the memory is asummaryof the observable data. This information loss measures how much of the
relevant information available from the observable data is discarded in the memory making process. Since
p(ujx) = p(ujx; m), the information loss is given by

I [X; U ] � I [M; U ] =
D

D[p(ujx)kp(ujm)]
E

p(x;m )
; (2.48)

whereD[p(ujx)kp(ujm)] �
P

u p(ujx) ln
h

p(ujx)
p(ujm)

i
is the relative entropy, or Kullback-Leibler divergence,

between (a) the probability distribution of the relevant quantity, given knowledge of the observable data,
p(ujx), and (b) the probability distribution of the relevant quantity, given knowledge of the memory state,
p(ujm). While p(ujx) encodes everything there is to know aboutu, given the observable data,p(ujm)
encodes what can be inferred from the memory. Relative entropy measures the mismatch between these two
distributions. It quanti�es the average bit-cost of encoding samples fromp(ujx) with a code optimized for
p(ujm). Replacing the optimization in equation (2.47) by

min
p(mjx)

�
I [M; X ] + �



D[p(ujx)kp(ujm)]

�
p(x;m )

�

leaves the solutions unchanged, sinceI [U; X ] does not depend onp(mjx). This shows that the optimization
problem is a rate-distortion curve calculation with distortion functionD[p(ujx)kp(ujm)].

2.5.2 Information Bottleneck algorithm

The temperature ratio� = T0=T appears in the optimization as the parameter that trades off between how
much relevant information the model captures vs how much the model costs.

This ratio parameterizes the family of solutions to equation (2.47), all of which have to ful�ll the following
saddle point conditions, a set of self-consistent equations,

p(mjx) =
p(m)e� � D [p(ujx)kp(ujm)]

P
m p(m)e� � D [p(ujx)kp(ujm)]

; (2.49)

p(m) = hp(mjx)i p(x) ; (2.50)

p(ujm) =
p(u)
p(m)

hp(mjx)i p(xju) ; (2.51)
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which can be computed numerically by an iterative algorithm. The Information Bottleneck algorithm is
similar to the Blahut-Arimoto algorithm [66, 110, 111]. Numerical calculations are performed using a “de-
terministic annealing” procedure, adapted from [112]. Appendix J details the numerical implementation.

2.5.3 Characteristics and quality of optimal memories

Given a geometry,c, there is an optimal memory, for each temperature ratio,� , ful�lling equations (2.49)–
(2.51). Let us denote it byp�

opt (mjx). The quality of this family of optimal data representations can be
visualized by plotting the work potential retained, that is

kT 0I rel(�; c ) � kT 0I [M; U ]
�
�
p�

opt (mjx) ; (2.52)

against the energetic cost required to run the corresponding memory,

kT I mem(�; c ) � kT I [M; X ]
�
�
p�

opt (mjx) : (2.53)

In units ofkT , we plot� I rel(�; c ) againstI mem(�; c ), in �gure 2.10, for the geometry with diagonal tilt, i.e.
uncertain regionc = 1 .

Figure 2.10 Thermodynamic bene�t against cost derived from optimal memories (one for each� ), for c = 1 .

If there is a given constraint on the expectation of how much energy shall at least be extracted from the
heat bath, and turned into work, during the information-to-work step of the engine, then the memories that
form this curve allow us to determine the smallest value of the temperature ratio at which this is possible,
and they furthermore tell us the minimum cost that the observer has to encounter, in order to enable this
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amount of work extraction, at this lowest possible temperature ratio. We visualize this in �gure 2.10 for
an example by drawing a horizontal line at� I rel(�; c ) = 2 , reading off the value� = 13 at the solution,
and plotting it next to the curve, and then reading off the cost of the solution at this point (vertical line),
I mem(�; c ) = 0 :82.

To compare curves like the one in �gure 2.10 fordifferentgeometries, i.e. differentc, we divide the
extractable work at the optimal data representation in units ofkT , that is� I rel(�; c ), by the maximum, given
the geometry (also in units ofkT ), i.e. � I max

rel (c), equation (2.16). The ratio,I rel(�; c )=I max
rel (c), is plotted

in �gure 2.11 against the minimum work cost in units ofkT , I mem(�; c ). For visual ease, we plot the
information in bits, i.e.I mem(�; c )=ln(2) .

Figure 2.11 Normalized extractable work, against total information kept in memory, evaluated at the optimal
memories (one for each� ), for different values ofc. Inset magni�es the most interesting region.

Geometries with only slight tilts (small c) are dominated by large certain regions. Their optimal curves
are steeper, with larger curvature, and approachI rel(�; c )=I max

rel (c) = 1 at smaller memory costs. In that
sense, they are more compressible (the notion of source compressibility is adapted from [109], see appendix
I).

Each of the curves can be used to read of the best possible code if capacity constraints are imposed on
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the memory. We see in �gure 2.11 that the relative amount of relevant information captured by memory
encodings that encounter the same cost decreases as the tilt increases.

As we know, the optimal solution for the original Szilárd engine geometry, without tilt, is a deterministic
coarse graining into two memory states. This retains 1 bit, all of which is relevant information. This solution
is (trivially) found by the numerical algorithm for all values� > 1, and the point is plotted as a cross in
�gure 2.11. In �gure 2.12, we compare optimal codes that cost exactly one bit of information, for four
different geometries, by visualizing their assignments. The one bit is distributed between three memory
states. The third memory state gets utilized more as the tilt increases.

Figure 2.12 Memory assignments of optimal memories withI mem(�; c ) = 1 bit, for different geometries,c.
Corresponding� displayed to right. Red lines mark� c=2, where the divider touches the top/bottom of the
box.

Note that for the original Szilárd engine for� = 1 a second solution exists producing the same amount of
(zero) dissipation. The second solution corresponds to doing nothing, i.e. the point (0,0) in the information
plane of �gure 2.11, for which we did not plot the cross symbol, because it coincides with the solution
at � = 1 for all tilt angles, and would thus obscure the plot. The original Szilárd engine is trivially fully
compressible, because it is fully observable, meaning that all relevant quantities can be measured.

For Sziĺard's engine, these two are the only optimal solutions, whereby the information plane is reduced
to two points, with a gap in between. Similarly, we �nd visible gaps at phase transitions [113] to increasing
numbers of memory states, in the information curves for different tilt angles (�gure 2.11). For geometries
with c 6 0:2, one-bit memories fall into the phase transition gap (which is why we displayc > 0:3 in �gure
2.12).

For each individual geometry,c is �xed, as isI max
rel (c), equation (2.16), and we can plot retained relevant
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information at the optimal solution of equation (2.47),I rel(� ), as a function of total memory,I mem(� ).
The optimal memories draw out a monotonic, concave curve in the information plane [66], akin to a rate-
distortion curve [108]. The curve delineates feasible from infeasible region: no codes exist above the curve,
and the codes that lay below the curve are suboptimal. The local slope of the curve is given byT=T0 = 1=� ,
which is 1 at the origin and approaches zero asymptotically, as all of the relevant information is captured
and the memory's size increases.

We show the optimal memories in the information plane for the least compressible geometry,c = 1 ,
(where the divider is tilted to�= 4, touching the corners of the box) in �gure 2.13. The upper bound on
relevant information (displayed on they-axis) isI max

rel (c = 1) = ln(2) � 1=2 nats, or1 � 1=ln(4) � 0:28
bits, which is shown as a dotted line. On thex-axis, the upper bound on how much total information can
be retained about a position measurement should follow from the measurement error, which would be given
by instrumentation. However, numerically, we approximate the continuousx positions in the box by 10000
discrete values. The maximum amount of information that can be captured in memory is then set to a little
more than 13 bits. We cut off at 2.5 bits, where the optimal code already captures 96.6% of the available
relevant information.

The solution for� = 1 assigns allx-values to one memory state. This captures no information, and does
not allow us to exploit the partially observable Szilárd engine—whenT0 = T, then the best solution is to do
nothing.

Figure 2.13 Relevant information against total information kept in memory, evaluated at the optimal memo-
ries (one for each� , black curve) displayed forc = 1 . Colorful curves are evaluated for memories that are
optimal under the additional constraint of allowing no more than K states.K = 2 (blue),K = 3 (orange),
K = 4 (green),K = 5 (red).

As the temperature ratio� = T0=T increases, this solution becomes suboptimal, and a phase transition
occurs to a solution that uses two memory states. The assignments from observedx measurements to the
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memory states are not deterministic at the phase transition. As� is increased, they become increasingly
less probabilistic, in the sense thatH [M jX ] becomes smaller. As one traces out the optimal curve, phase
transitions occur to memories with increasing numbers of memory states. In �gure 2.13, we point to those
with arrows labeledK ! K + 1 , indicating the transition fromK to K + 1 memory states for the �rst �ve
transitions. (It can be expected from the geometry of our problem that transitions occur toK + 1 states, but
this is not necessarily true in general [66,113].)

Figure 2.14 Optimal, probabilistic, assignments from observables to memory states before and after the
phase transitions. Displayed is the optimal probability of using memory statem, given thatx is observed:
p�

opt (mjx). From top to bottom, the �rst assignment after a phase transition and the last one before the next
phase transition are displayed for increasing numbers of states, starting withK = 2 . Geometry with�= 4
tilt, i.e., c = 1 . Approximate values of� at the phase transitions are displayed to the right.

To obtain a better intuition for what the optimal data representations look like, we visualize them at
the phase transitions in �gure 2.14. The �rst panel shows the �rst optimal two-state solution right after the
phase transition. We see that it contains very little information, as the assignments are close to uniform. This
changes as� increases. The second panel shows the optimal two-state solution right before the next phase
transition. The third panel shows the optimal three-state solution right after that phase transition, and so
forth. This visualizes how the assignments become increasingly deterministic in between phase transitions,
but that optimal memories arenot deterministic assignments. Instead, optimal data representations assign
observations ofx positions probabilistically to more than one memory state.
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One can force the number of states in the numerical calculation to be equal to two, while increasing� .
The solutions to the self-consistent equations obtained under this constraint then branch off from the optimal
curve in the information plane, at the point where the next phase transition occurs (blue points in �gure 2.13).
The constrained two-state solution will eventually become deterministic, as� is increased. At that point, 1
bit of information is kept in memory, less than 0.19 bits of which are useful, in the sense of being relevant
with respect to allowing the observer to extract work from the system. This point in the information plane
is plotted as a triangle in �gure 2.13. The solution coincides with the deterministic two-state assignment we
studied in section 2.4, see equation (2.29).

We trace out all curves with �xedK 6 5 states in �gure 2.13. Their endpoints coincide with the de-
terministic, parametrically optimized, partitions we studied in section 2.4. They are plotted using the same
symbols as in �gure 2.8. Compare the richness of the full optimization problem and its solutions to the naive
analysis of section 2.4 in the information plane: the latter produces only the end-points of the constrained,
suboptimal curves, whereas solving equation (2.47) provides us with the entire family of optimal solutions,
one for each� .

The choice of memory thus depends on the cost-bene�t trade-off parameter,� . For a given geometry,
there is an observer memory for each value of� , which enables minimization of the dissipated heat per
cycle. Using a costlier memory becomes worth it only if the temperature ratio,� , is increased to a point
where the added bene�t outweighs the additional cost.

Figure 2.15 Left: optimal memories evaluated in the information plane forc = 0 :2. Right: corresponding
memory assignments before and after phase transitions.

If the observer faces constraints, say metabolic constraints, limiting maximally allowable costs toI constr
mem ,

then there is a maximum thermodynamic bene�t that can be achieved at a minimum� � . At this temperature
ratio, the optimal memory carriesI mem(� � ) = I constr

mem . The magnitude of the corresponding maximum
thermodynamic bene�t can be read off from the curve in the information plane, as it is determined by
the relevant information,I rel(� � ). Conversely, if a �xed minimum thermodynamic gain is required, the
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minimum cost to achieve it, at the minimal possible temperature ratio, can be read off.
Gaps in the curve due to phase transitions are obscured in �gure 2.13 by the colored curves that trace

out the solutions with constraintsK 2 f 2; : : : ; 5g. In �gure 2.15 we plot the information plane forc = 0 :2,
together with the corresponding optimal assignments before and after phase transitions. As before, arrows
point to phase transitions fromK to K + 1 memory states on the curve, but we now plot only the end points
of the constrained, suboptimalK state memories, not the entire constrained curves, and the gaps at1 ! 2
and2 ! 3 are therefore visible. Looking back at the comparison plot in �gure 2.11, we see that the2 ! 3
gap is larger forc = 0 :2, compared toc = 1 .

Compare the assignments in �gure 2.15 to the assignments for the stronger tilt, �gure 2.14. Because
the certain regions start to dominate forc = 0 :2, assignments in those regions, towards the walls of the
box, are largely almost deterministic before the phase transition from 2 to 3 states, and remain so thereafter.
The probability weight of the new state (m = 0 ) is thus more concentrated towards the middle, and the
assignments after the phase transition are less fuzzy compared to the geometry with the diagonal tilt and no
certain regions, as can be seen in �gure 2.14, third panel from the top.

Figure 2.16 Relative contribution to relevant information from the certain regions, as a function of the
combined size of the certain regions,1 � c.

The three-state solution right after the phase transition is thus relatively more costly forc = 0 :2 than for
c = 1 , but it also contains relatively more relevant information. This explains why the gap at the phase
transition is larger.

For the geometry withc = 0 :2, the deterministic two-state memory falls just below the gap (triangle,
�gure 2.15). The difference between optimal memories and the deterministic, parametrically optimized,K -
state memories of section 2.4 is less pronounced forc = 0 :2, compared toc = 1 , because the certain regions
dominate more. These effects are even stronger for smaller tilts, as the dominance of the certain regions
increases. The relative contribution toI max

rel (c) from the certain regions isI cer
rel =I max

rel = (1 � c)=[1� c=ln(4)] ,
plotted as a function of their combined size,1 � c, in �gure 2.16 (detailed calculation in appendix E).
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2.5.4 Phase transitions for different geometries

At a phase transition, the total information captured in memory increases disproportionally more than the
amount of relevant information retained. This is a consequence of minimizing the lower bound on dissi-
pation, because when the temperature ratio changes, the relative contributions of cost versus potential gain
are weighted differently. The discontinuities in �gures 2.10, 2.11, 2.13, 2.15, and 2.20–2.23 are due to this
effect.

Figure 2.17 Value of� at phase transitions, where the number of memory states changes fromK to K + 1 .

Phase transitions occur at larger� , as the tilt increases, and with it the size of the uncertain region,c. The
trend is highly non-linear, as can be seen in �gure 2.17. A signi�cant region is almost �at, before there is a
strong increase. The nonlinearity is more pronounced for largerK .

2.6 Constructing minimally dissipative memories

The preceding analysis showed that minimally dissipative memories requireprobabilisticpartitions, instead
of the more familiar deterministic coarse grainings. In fact, the naive approach of looking for parametrically
optimized deterministic coarse grainings, could never discover minimally dissipative memories (cf. section
2.4, and appendix G).

Probabilistic coarse grainings are not common in physics, and are not intrinsically intuitive. To picture
how to physically construct a probabilistic memory, let us consider the example of implementing the memory
with another one particle gas in a container with unit height, width, and depth, at temperatureT. Recall that
there is one optimal memory for each value of� . This optimal memory is characterized by the solutions
to optimization equation (2.47), that is, the probabilitiesp�

opt (m) and p�
opt (mjx) which ful�ll equations

(2.49)-(2.51).
Arrange the memory read-out such that each state,m 2 f 1; : : : ; K g, is determined by they position of

the particle in the memory box (y is chosen to avoid linguistic and visual confusion with the work medium,
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of which thex position is measured; this choice can be made without loss of generality). For any given
measurement,x, run the following protocol on the memory:

(a) To ensure that the particle resides in each memory state with probabilityp�
opt (mjx), we want to create

initial volumes of sizep�
opt (mjx). This is done by inserting an array ofK � 1 dividers, indexed by

a = 1 ; : : : ; K � 1, into the memory cube at positions
P

m6 a p�
opt (mjx) (see �gure 2.18). The �rst

divider (a = 1 ) is inserted at positionp�
opt (m = 1 jx), the last divider at position1 � p�

opt (m = K jx).

(b) To be able to read out the memory without knowledge ofx, move the dividers to positions
P

m6 a p�
opt (m),

8a. These �nal positions do not depend onx, and the value ofm can henceforth be read off without
knowledge ofx.

As a result, of this preparation, statem will occur with probabilityp�
opt (mjx), whenx is given, and with

probability p�
opt (m) on average (over allx). The work extraction protocol (labeled�( m) in �gure 2.18,

described in section 2.3.2) is then chosen according to which memory state,m, is read out.

Figure 2.18 Mechanism to implement optimal memories, as described in the text. Sketched here is an
example withc = 1 , � = 7 :76, x = 0 :02. The three different cases that can occur are visualized in color,
for particle location and corresponding work extraction protocol applied to work medium (section 2.3.2):
�( m = � 1) partition moves left/right (black/blue), leaving optimized volume equal top(u 6= mjm);
�( m = 0) partition does not move.

The average work done on the memory in this process is preciselykT I �
opt [M; X ], in the quasi-static

limit: with probability p�
opt (mjx), the volume will be changed fromVi = p�

opt (mjx), to Vf = p�
opt (m).

The resulting work isW (m; x) = kT ln[p�
opt (mjx)=p�

opt (m)]. The average work per observation is then
W (x) =

P
m p�

opt (mjx)W (m; x), and the overall averagehW (x)i p(x) = kT I �
opt [M; X ].

Since it is not immediately intuitive what the optimal divider arrays for the memory making protocols
should look like, we further visualize them in �gure 2.19, for selectedx measurement values located in the
left half of the work medium box, for each of the optimal solutions displayed in �gure 2.14 (the geometry
with diagonal tilt, c = 1 ). Due to symmetry, plottingx values in the other half would be redundant.
Displayed on the left of �gure 2.19 is thex position at the edge of the container; moving towards the right,
x positions increasingly closer to the center,x = 0 , are displayed.

In each of the subplots for differentx positions, the probabilitiesp�
opt (m) are displayed along on the

x-axis of the plot, as the widths assigned to each value ofm. For visual ease, thex-axis is labeled with the
values ofm only in the top row of each two rows with the same number of memory states,K , and solid lines
divide between solutions with differentK . In each subplot, a solid line is plotted across the width of each

44



state, atp�
opt (mjx) on they-axis. Grey shades are added to guide the eye. The heights of the white areas

thus correspond to the initial volumes delineated by the divider array in the memory making process (�gure
2.18), while the widths correspond to the �nal volumes. The last subplot (far right) displays the probabilities
p(ujm), which give the individual memory states their meaning via the inference they imply. (Recall that
u = f� 1; 1g, when thef right, leftg side is empty).

For example, in the second line, the optimal two state memory right before the phase transition is plotted.
Here, the statem = � 1 implies a larger probability that the right side is empty, corresponding to a lower
p(u = 1 jm), while m = 1 implies that the left is empty with higher probability. No compression of the
particle in the memory box occurs if the particle is observed in the center (x = 0 ): then the divider is
inserted in the middle and left there. Visually, this corresponds to two white squares in the subplot. In
contrast, the white rectangle in the subplot on the left (x = � 1=2) indicates that if the particle falls into the
larger initial volume, then compression will occur: the divider is inserted close to the edge of the container
and moved to the middle. This procedure will most likely result in the memory statem = � 1, because the
particle will reside in the larger volume with higher probability. In the unlikely event that the particle falls
into the smaller initial volume, expansion occurs, negative work is done on the memory (meaning that work
is derived from it), and we end up with an inaccurate inference, resulting most likely in loss during the work
extraction protocol performed on the work medium.

While certain memory states dominate for certainx values, it is never the case that there is no residual
volume in any of the other memory states (as there would be for a deterministic coarse graining). As a result,
for odd numbers of states, whenx = 0 is measured, there is a chance that the chosen protocol,�( m), will
move the piston in the work medium. This is not immediately expected or intuitive, but it makes sense when
boththe minimal cost and the maximal possible gain are taken into account.

The mapping from observations to memory visualized here is highly nontrivial, and could not easily have
been discovered without the use of the iterative algorithm (section 2.5.2). Due to space limitations, only �ve
x positions are displayed in �gure 2.19, but remember that they are drawn, in principle, out of a continuum.
A movie, changing with� , to greater resolution inx is supplied online2.

2See supplementary material at [https://stacks.iop.org/NJP/24/073031/mmedia ] for a movie of the visualiza-
tion of the physical codebook displayed in �gure 2.19, to higher precision inx and� .
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Figure 2.19 Visualization of the method for making optimal memories corresponding to those displayed in
�gure 2.14.
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2.7 Thermodynamic ef�ciency of engines with optimal memories

Thermodynamic ef�ciency, de�ned as the total work output divided by the heat absorbed at the higher
temperature,� = ( � W 0 � W )=Q0, is a classical performance measure for engines. Importantly, no engine
can surpass the Carnot ef�ciency,� C = 1 � T=T0. For generalized information engines, we have [42]:

� = 1 �
T
T0

I mem

I rel
: (2.54)

Memories that contain relatively more relevant information, i.e. largerI rel=Imem, result in higher thermo-
dynamic ef�ciency at the same value of� = T0=T.

In the previous section, we showed that for each value of� , there is a memory that maximizes net engine
work output and minimizes dissipation. These optimal memories have the feature that no other memory that
costs the same can yield more, i.e. out of all memories with the same thermodynamic cost ofkT I mem, the
optimal memory enables the largest gain,kT 0I rel , for a �xed temperature ratio� . Under the constraint of
partial observability, Carnot ef�ciency is not achievable, because a solution withI rel = I mem is infeasible
for � > 1 when the divider is tilted (see �gure 2.11). The ef�ciency that can be achieved with the minimally
dissipative memories is plotted in �gure 2.20, where it is compared to the Carnot ef�ciency.

Figure 2.20 Ef�ciency achieved with optimal memories as a function of� , plotted for different tilt angles.
Dotted line: Carnot ef�ciency,� C .

For geometries with smaller tilts, optimal memories result in ef�ciencies closer to� C . Their behavior is
dominated largely by the temperature ratio, but as the tilt increases (largerc) the in�uence of information
processing inef�ciency becomes stronger. The curves have discontinuities at phase transitions to more
memory states.

It is clear from equation (2.54) that thermodynamic ef�ciency, as de�ned for heat engines, extends natu-
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rally to generalized, partially observable information engines. Standard information engines are a subclass
of generalized information engines, with� = 1 , and full observability, hence triviallyI rel = I mem. In the
quasi-static limit a standard information engine is able to recover the cost of running the memory, and hence
can reach zero ef�ciency. Away from thermodynamic equilibrium, the average thermodynamic ef�ciency
of stochastic standard information engines is non-positive. These facts serve as a useful reminder of the
inherent limitations of information engines.

Figure 2.21 Relevant information per unit of total information kept in memory as a function of� for different
divider tilts (differentc).

The ratio of average work extracted perkT I mem has been used as an alternative ef�ciency measure for
standard information engines (e.g. [114], and references therein). In the quasi-static limit, this measures
the ratio of thermodynamic gain over thermodynamic cost, given by� I rel=Imem for generalized information
engines, and given by 1 for standard information engines. Since quasi-static operation provides a bound
for engines operating away from equilibrium, the average of this measure does not exceed 1 for stochastic
engines [114]. It is important to remember that using this measure in place of� (equation (2.54)) distracts
from the fact that standard information engines cannot have positive thermodynamic ef�ciency. At best they
can recuperate the thermodynamic cost of operating the memory they need to function.

Figure 2.21 shows the relevant information per bit of memory,I rel(�; c )=Imem(�; c ), evaluated at the op-
timal memories, as a function of� , plotted for different geometries (different values ofc). Phase transitions
are marked on the curves for the diagonal tilt (lowest curve,c = 1 ), and for the slightest tilt displayed (top
curve,c = 0 :01). As c decreases, curves asymptote to 1, which is reached by the original Szilárd engine.

While I rel=Imem gives interesting insights into the structure of the process at hand, using it as an infor-
mation processing ef�ciency measure would be misleading, as it would suggest that the fuzziest memories
(points at the left edges of the curves in �gure 2.21), which keep almost no information at all (see �gures
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2.14 and 2.15), achieve the highest ef�ciency, and are therefore “best” in that sense. It is crucial to remember
that the “goodness” of a memory can only be judged under a constraint: of two memories with the same cost
(I mem), the one that captures more useful, relevant information (largerI rel) is better. Of two memories that
contain the same amount of relevant information,I rel , the one that is more concise (smallerI mem) is better.
For a given cost-bene�t trade-off (�xed� ) there is a best memory, but which memory is best overall cannot
be decided.

Is the memory that does not summarize anything at all, i.e. with continuousm = x, the best memory,
because it captures all of the available relevant information? But it does not summarize anything. Is a
two-state memory not better, because it achieves substantial compression? These questions have no answer,
all we can say is that using a more detailed memory is not worth it, until the temperature ratio� reaches a
certain value. For example, in the geometry withc = 0 :2, using a two state memory is not worth it, until�
reaches roughly 1.2, see �gure 2.15.

Figure 2.22 Fractional reduction from Carnot Ef�ciency� C as a function of� for different divider tilts
(differentc).

It is instructive to note that, in general, the reduction from Carnot ef�ciency depends on the ratio of
irrelevant to relevant information kept in memory

� C � � =
T
T0

I irrel

I rel
: (2.55)

Relative reduction is plotted as a function of� = T0=T in �gure 2.22 for the optimal memories (that solve
the optimization problem, equation (2.47), and thereby result in minimal dissipation). Comparing curves for
geometries with a smaller tilt to those with a larger tilt, we see that for small tilts, the Carnot ef�ciency is
approached at smaller� values, because these geometries result in more compressible systems (in the sense
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of data compression). For example, when� = 2 , the geometry with the slightest tilt (c = 0 :01) can operate
close to Carnot ef�ciency, with a relative reduction of only roughly2:4%. At the same value,� = 2 , the
geometry with the diagonal tilt uses one memory state and thus cannot be used for work extraction. For this
geometry, the relative reduction from Carnot ef�ciency is signi�cantly lowered only at much larger� values
(inset of �gure 2.22), and even at� = 80, the relative reduction is still roughly10:6%.

The relative ef�ciency reduction plotted in �gure 2.22 has an inverse dependence on� , multiplied by the
irrelevance ratio,I irrel =I rel : (� C � � )=� C = ( I irrel =I rel)=(� � 1). In �gure 2.23, we plot the irrelevance
ratio, I irrel (�; c )=I rel(�; c ) as a function of� , for different geometries (differentc values).

Figure 2.23 Ratio of irrelevant information to relevant information, evaluated for optimal memories, as a
function of � for different tilt angles. The inset shows the curve for the smallest tilt (c = 0 :01) with the
corresponding phase transitions up toK = 4 (the number of states after the transition is shown).

It shows that as the tilt in the geometry increases, information processing becomes a more dominant factor
in reducing thermodynamic ef�ciency. For the geometry with the smallest tilt, at� = 2 , a two state memory
can be found with small irrelevance ratio of approximatelyI irrel =I rel = 0 :02 (see inset of �gure 2.23). As�
increases to 10, the irrelevance ratio of the corresponding optimal memory increases to approximately 0.07.
In this � regime, the inverse dependence on� dominates the relative ef�ciency reduction (�gure 2.22). In
comparison, for the diagonally tilted geometry, at� = 2 , summarizing nothing at all is the best strategy,
which does not allow for any work extraction, and only starting at� & 3, do we see a phase transition to a
two state memory, with irrelevance ratio of approximately 2, and a relative reduction from Carnot ef�ciency
of nearly 100% (�gure 2.22). At� = 10, the optimal memory has an irrelevance ratio of almost 4, and as a
result, the engine ef�ciency is still reduced by over 40%, in relative terms (�gure 2.22).

The limitation posed on the quality of the observer's inference by partial observability precludes the
engines from achieving Carnot ef�ciency. Other constraints could be imposed on an observer, in addition
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to partial observability. Another common limitation in real world situations are �nite time constraints—the
observer might not have enough time for (near) quasi-static operation, the engine might have to produce
a certain amount of work in a given time frame. There is a fundamental trade-off between power and
ef�ciency [115–124]. Whenever time is of the essence, this trade-off should be re�ected in the choice of
the observer's data representation. Partial observability, as we have seen, changes the fundamental limit on
achievable dissipation, and we thus expect that it also changes the trade-off between power and dissipation.
Exploring physically motivated strategies for data representation in the presence of partial observability
and�nite time constraints, requires a stochastic thermodynamics treatment of partially observable feedback
controlled systems. The insights we have presented here serve as a foundation for this extension, together
with prior work on feedback controlled systems, e.g [125–136]. Our results provide a gauge for the quality
of �nite time protocols: without constraints on time, intelligent observers can afford to choose minimally
dissipative data representations, as an ideal strategy.

2.8 Conclusion

We introduced the �rst general model for partially observable information engines, via a minor modi�cation
to Sziĺard's engine—sliding the divider into the box at an angle. This results in a partially observable Szilárd
engine, since only the particle'sx position is observable, and needs to be used to infer which side of the box
is empty.

The model allowed us to study the physical characteristics of minimally dissipative observer memories.
Importantly, this opens the door to better understanding the physical basis of intelligent information pro-
cessing, and of the automatization thereof.

We used the framework of generalized information engines, where memory formation and work extrac-
tion are allowed to happen at different temperatures, because it allows for a combined treatment of heat
engines and information engines. One advantage is that traditional performance measures apply, such as
thermodynamic ef�ciency. The standard information engines typically discussed in the literature are a sub-
class of generalized, partially observable information engines.

Minimally dissipative observer memories can be found by means of an algorithm [42,66]. We computed
those for our model class (parameterized by the tilt angle). The trade-off between a memory's thermo-
dynamic costs versus its potential gains is governed by the temperature ratio. Using a memory with more
predictive power results in more work potential; an effect proportional to the higher temperature,T0. The in-
crease in the memory's thermodynamic cost is proportional to the lower temperature,T. Bene�ts of a more
detailed memory thus start to outweigh costs whenever the temperature ratio� = T0=T is large enough. For
any given geometry, and for each� , the algorithm �nds the minimally dissipative observer memory.

We analyzed the quality of the these optimal memories by showing how the thermodynamic gain changes
as a function of the thermodynamic cost, and we discussed how the resulting curve is related to the curve
in the information plane that shows how much relevant information optimal memories keep as a function
of how much total information they contain (in analogy to a rate-distortion curve). The trade-off between
data compression and keeping relevant information is determined by� . We compared different geometries,
which differ by their tilt angles, and thus have uncertain regions of different size. The stochastic process
generating our observables (the particle'sx position) is less compressible (in the sense of data compression),
for larger tilts, compared to smaller tilts. The solution for Szilárd's original engine is found trivially by the
algorithm.

Memories that minimize the lower bound on dissipation (which can be achieved in the quasi-static limit)
are probabilistic assignments of measurement outcomes to memory states. To gain intuition, we visualized
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a few of them, and compared their thermodynamic cost/bene�t structure to deterministic partitions found by
parametric optimization. We discussed a physical implementation of these probabilistic, minimally dissipa-
tive memories, and visualized the nontrivial physical “codebook” necessary for their construction.

An information engine's thermodynamic ef�ciency depends on the quality with which the observer pro-
cesses available information. Of the total information kept in memory, some is useful information about
quantities that are relevant with respect to extracting work (here, which side of the box is empty). The
remaining information is useless, or irrelevant. Memories that capture a larger relative fraction of useful,
relevant information enable the engine to run at larger thermodynamic ef�ciency. The partial observabil-
ity constraint puts a signi�cant enough limitation on the quality of possible inferences to preclude Carnot
ef�ciency.
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Chapter 3
Thermodynamically rational decision making under

uncertainty

Part 1 - Numerical Analysis

Information engines model “Maxwell's demon” mechanistically. However, the demon's strategy is pre-
described by an external experimenter, and information engines are conveniently designed such that
observables contain complete information about variables pertinent to work extraction. In real world
scenarios, it is more realistic to encounter partial observability, which forces thephysicalobserver, an
integral part of the information engine, to make inferences from incomplete knowledge. Here, we use
the fact that an algorithm for computing optimal strategies can be directly derived from maximizing
overall engine work output [42]. For a simple binary decision problem, we discover interesting optimal
strategies that differ notably from naive coarse graining. They inspire a model class of simple, yet
compelling, parameterized soft partitionings of the observable.

We analyze and compare three different observer classes: (1) optimal observers, (2) observers limited
to the parameterized soft partitionings introduced here and (3) observers limited to coarse graining.
While coarse graining based observers are outperformed by the other two types of observers, there
is no difference in performance between unconstrained, optimal observers and those limited to soft
partitionings.

3.1 Introduction

Thermodynamics provides a physical foundation for quantifying information. This was �rst made explicit
by Sziĺard's 1929 thought experiment [2], motivated by thoughts about Maxwell's “demon” [3, 4]. The
Gedankenexperiment can be understood as an “information engine” that converts between information and
work. Sziĺard suggested that the accessible volume of a one-particle gas in a container can be reduced by
insertion of a divider without doing work, instead of compression with a piston [2]. Compression costs at
leastkT ln(Vi =Vf ) of work if the gas is compressed from volumeVi to volumeVf < V i in an isothermal
quasi-static process at temperatureT (k denotes the Boltzmann constant), yet if the insertion of the divider
is suf�ciently slow, it does not require work [57]. Both insertion and compression create a work potential,

The content of this part is taken from the manuscript “The physical observer in a Szilárd engine with uncertainty”, which was
coauthored with Susanne Still and is currently under review at Physical Review E as part of a joint submission.
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because work can be coupled out of the system via isothermal, quasi-static expansion of the gas at tempera-
tureT, using the partition as a piston. If the work potential was created by inserting the partition, knowledge
of the particle's location is needed in order to reliably extract work from the system. Thereby, the demon
can leverage information to turn thermal �uctuations into work.

The demon's function as a real world observer, embedded and itself a part of the information engine, is
thus reduced to correlating an observation to a binary decision about the protocol to be applied, contingent
on which side of the container is empty. The demon requires a physical memory for this task, because the
location of the particle, before the piston starts to move, has to remain correlated to the protocol by which
the piston moves throughout the work extraction process. If the divider is inserted in the middle of the
container, then one bit of information can be converted tokT ln(2) of work.

The past two decades have seen enormous progress in measuring and manipulating microscopic objects,
which has enabled experimental veri�cation, and spurred further analysis of information engines [15–18,
20–27,51,53,59,80–91,93,137–146].

But thermodynamics also provides a physical foundation for intelligentprocessingof information. Strate-
gies for representing available data without unnecessarily racking up thermodynamic costs can directly be
derived from physical bounds on dissipation [42]. This requires careful thought about the demon's choices.

In Szilárd's Gedankenexperiment, the demon's choice of how to represent observations in memory re-
�ects how “intelligent” the demon is, together with its actions on the system, the latter being based on a
decision about the direction of piston movement required for volume expansion. These choices are madea
priori by an external experimenter, and the information engine is carefully designed such that the observable
contains complete information about the quantity that needs to be know for successful work extraction, and
therefore the best data representation and action strategy is rendered trivial by design.

A common characteristic of most situations involvingreal worldobservers, biological and arti�cial alike,
is partial observability. It arises from intrinsic limitations on what can be observed and what can be con-
trolled by a physical agent. Usually knowledge of the variables pertinent to control has to beinferred
from available data. Observations are typically correlated with, but not identical to, neither in a one-to-one
relationship with, the quantities that need to be known for successful control. Partial observability is so com-
mon, because most real world observers are subject to physical constraints dictating what can be measured
and what can be controlled, and these constraints typically exclude the convenient, one-to-one relationship
between observables and variables pertinent to control, that is built into most models of information en-
gines [51,53,93,137,139,141–143]. Examples abound: Animals with limited sensors and limited actuators,
robots in complex environments, networks of neurons that have access to visual data and need to infer what
is in the image, so that down the information processing stream, a useful action can be taken based on this
inference.

Together with partial observability, another generalization is required to study the thermodynamics of
decision making under uncertainty. An information engine based on Szilárd's ideas uses information to
extract work in an isothermal process, it does not use a temperature gradient to convert heat to work, as
a regular heat engine does. Therefore, in a cyclic process that includes the physical memory, such an
information engine cannot produce net work output, on average, because running the memory converts at
least as much work to information as information is re-converted to work when it is being used [2, 9, 16,
42, 57, 92]. Generalizing to engine processes that allow information to be created at a lower temperature
than the temperature at which it is converted to work, lets information engines be treated in one framework
together with heat engines [42]. In the case of Szilárd's engine, the result is a Carnot process, if the demon
(or observer) uses a data encoding and decoding thatmaximizesaverage net engine work output at each
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value of the temperature ratio1. However, if the observer uses a suboptimal data representation, then Carnot
ef�ciency cannot be achieved.

Extension of the information engine paradigm to generalized, partially observable engines provides a
foundation to the study of the physics of information processing and decision making under uncertainty.
Optimal observer strategies for data representation and inference can be derived from maximization of the
engine's average net work output [42]. The resulting thermodynamically optimal memory making strategies
have complex, nontrivial physical characteristics, even for simple examples [75]. While in Szilárd's original
setup coarse graining is optimal (all observations of the particle to the left/right of the divider can be lumped
together, which is equivalent to coarse graining the con�guration space accordingly), in the general case,
thermodynamically optimal data representations do not always result in coarse graining, because they can
be probabilistic maps. The resulting “soft” partitioning of observables is much less common in physics, and
perhaps less intuitive.

To improve intuition, we investigate here a stylizedly simple example: a partially observable Szilárd en-
gine with two distinct types of observations, those without uncertainty, and those with maximum uncertainty.
The analysis of this rudimentary binary decision problem with uncertainty sheds light on emerging optimal
memories in the simplest case, and thus improves the most basic understanding of the thermodynamics
involved in decision making under uncertainty. It is important to fully understand the physics of binary de-
cision making under uncertainty in the presence of thermodynamic constraints, as this constitutes one of the
crucial building blocks of energy ef�cient computation. Previously, thermodynamic frameworks have been
used to model bounded rational decision making via maximization of a free energy functional [67, 69], re-
sulting in a different optimization problem than the one considered here. They also fail to include a physical
model of the observer.

Our analysis pays attention to a fact Szilárd pointed out: the full model of an information engine (and
therefore also the accounting of entropy production) has to entail not only the engine's work medium, but
also an explicit, physical model of the engine's memory. In Sec. 3.2 we describe our model, which is a
parameterized extension of the example introduced in [42].

In Sec. 3.3, optimal encoding strategies are computed numerically and their behavior is analyzed. We �nd
that the physical process governing optimal observer memories is indeed easy to understand. There are two
qualitatively different regimes depending on the amount of uncertainty present in the engine. In Sec. 3.3.2
we study how constraining the observer's model class affects engine performance. The optimal strategies
we �nd algorithmically inspire the use of a parameterized model class, consisting of soft partitions. These
parameterized soft partitions are only a small subset of all possible probabilistic strategies and yet they are as
good as optimal strategies, while computationally less cumbersome to compute. Importantly, they capture
the intuition behind optimal strategies in a clearly interpretable form. Restricting observers to naive coarse
graining of the observable, Sec. 3.3.2.2, is not suf�cient to achieve optimal performance.

3.2 Model

We consider here an extremely simple model problem, in which an observation either leads to certainty or
carries with it maximal uncertainty.

As the information engine's work medium, we use a single-particle gas in a container of unit length in
all three spatial directions, endowed with a divider that can function as a piston. This contraption is used as
the work extraction device, together with some machinery capable of implementing isothermal, quasi-static
expansion of the one-particle gas, in accordance with Szilárd's original idea [2] (see also [42,57,75,92]). The

1This is further discussed in [75] and in a forthcoming article.
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difference is that the divider shape is chosen such that it models partial observability when only the particle's
x position is available to the observer. We elaborate on this below. As the memory, we use another one-
particle gas in a different container, endowed with dividers which can also function as pistons. Our physical
memory making protocol can implement not only deterministic, but also probabilistic memories [75].

Thermodynamic costs and gains are in reference to volume changes of a single-particle gas2: isother-
mal, quasi-static compression fromVi to Vf at temperatureT requires, on average, work input ofW =
kT ln(Vi =Vf ) (Vi > V f ), and, conversely, volume expansion allows, on average, for the extraction of
� W = kT ln(Vf =Vi ) (Vi < V f ). We adopt the convention that energy �owing into the gas is positive.
Thus, work done on either, the work medium, or the memory, is re�ected by a positive value ofW , while
work done by the engine is re�ected by a positive value of� W .

The data available to the observer is thex position of the particle in the work medium, at timetM , x(tM ),
which we abbreviate byx. The probability density is constant inside the container, and since the container
has unit length, we have� (x) = 1 .

To convert thermal motion of the particle in the work medium to work, in an isothermal process, the
observer needs to know which side of the container is empty when the work extraction protocol is run.
De�ne a random variable,u, which has outcome1 whenever the left side of the container is empty, and� 1
when the right side is empty.

The work medium's geometry then sets the correlation betweenx andu [42,75]. Let the divider split the
volume in half, so thatp(u) = 1 =2, which is, without knowledge ofx, the observer's best guess regarding
thea priori probability of either side being empty.

Let the work medium container have two regions of equal width along thex-axis, one at either side of the
divider, within which measurements provide certainty aboutu, and a region of widthw in the middle with
maximal uncertainty (henceforth referred to as “uncertain region”):

left certain region: XL � [� 1=2; � w=2] (3.1a)

uncertain region (middle): XM � (� w=2; w=2) (3.1b)

right certain region: XR � [w=2; 1=2]: (3.1c)

The work medium is characterized byp(ujx), the probability of the left (or the right) side being empty,
given measurement outcomex. Sinceu is binary, one of these two functions suf�ces, asp(u = � 1jx) =
1 � p(u = 1 jx). Our model is given by

p(u = 1 jx) =

8
><

>:

0 x 2 X L
1
2 x 2 X M :

1 x 2 X R

(3.2)

This model describes a parameterized version of the modi�ed Szilárd engine introduced in [42], shown
on the right in Fig. 3.1. It also describes an equivalent Szilárd engine, depicted on the left of Fig. 3.1,
that uses a divider, the shape of which re�ects Eq. (3.2). Conveniently, any binary decision problem,
described byp(ujx), can be modeled by a partially observable Szilárd engine with a divider shaped to follow
p(u = 1 jx) [147]. We �nd this intuitive to think about, and therefore use it for the analysis performed in
this paper. But let us take a brief look at the two equivalent models and their relation to each other.

The example of [42] constrains a single gas particle to an accessible volume (white) of the container

2In order to apply thermodynamic concepts to the analysis of the single-particle engine, we may imagine arbitrarily many such
engines running in parallel or consider many runs of a single engine.
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Figure 3.1 Two realizations of the information engine's work medium described by Eq. (3.2). They are
equivalent to each other for2ab=(1 � a) = w=(1 � w). Sketched:w = 1=3 (left), a = 1=3 andb = 1=2
(right).

(inaccessible regions are shaded dark gray in Fig. 3.1). The divider (black line) can move up and down,
e.g. parallel to they-axis, but the observer only has access to the particle'sx position. The empty side of
the container (above or below the divider) has to be inferred from partial information, because the particle's
y position cannot be directly observed. Manipulable and observable degrees of freedom are correlated by
the chosen shape of the accessible region. This model can be parameterized by the volume of the uncertain
region in the middle, that is, by its width,a, and height,b, (a; b2 [0; 1]).

To map between the two equivalent models depicted in Fig. 3.1, note that the two resulting information
engines will behave identically whenever the ratio of the volume of the uncertain region,Vu , to the total
volume of both certain regions,Vc, is the same for both engines. For the one parameter engines on the left
of Fig. 3.1, this ratio is given byVu=Vc = w=(1 � w). For the two parameter engines on the right, the ratio
is Vu=Vc = 2ab=(1 � a). Therefore, any choice ofa andb that satis�es2ab=(1 � a) = w=(1 � w) for any
w 2 (0; 1) produces two physically equivalent engines3. One easy way to think about the mapping is to
�x a = 1=3, thenb = w=(1 � w) maps any one parameter engine withw � 1=2 to a corresponding two
parameter engine. Forw > 1=2, we �x b = 1 and choosea = w=(2 � w) to map from one type of engine
to the other.

3.2.1 Available usable information

We use theory from [42], and closely follow the analysis performed in [75]. In the interest of readability, we
will brie�y review pertinent quantities below. For further details we refer the reader to [42,75].

The observer uses the knowledge it has stored in memory to extract work via isothermal expansion of the
one-particle gas in the work medium. Before we address how much information the observer actually keeps
in memory, we want to know the baseline: how much usable information is available from the observable?
That is, how much information does the observable data,x, contain about the relevant quantity,u? The

3We only considerw 2 (0; 1) sincew = 0 corresponds to a regular Szilárd engine whilew = 1 corresponds to an engine
with no usable information at all. Both of these cases have trivial optimal strategies (coarse grain into two symmetric states and do
nothing respectively).
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mutual information betweenu andx4,

I [u; x] :=
�

ln
�

p(x; u)
p(x)p(u)

��

p(x;u )
; (3.3)

quanti�es the total reduction in uncertainty the observer has about which side of the container is empty,
upon receiving the particle'sx position:

I [u; x] := H [u] � H [ujx]; (3.4)

with Shannon entropyH [u] := �h ln [p(u)]i p(u) , and conditional entropyH [ujx] := �h ln [p(ujx)]i p(u;x ) .
Sinceu is a binary random variable withp(u) = 1 =2, its entropy is given byH [u] = ln(2) nats, or
equivalently one bit. Using Eq. (3.2), the conditional entropy is

H [ujx] = 2
Z w=2

� w=2
dx

1
2

ln(2) = w ln(2) : (3.5)

The maximum available usable information is thus linear in the total volume of both certain regions together
(the volume reduces to their combined width along thex-axis, which is1 � w, because the container has
unit transverse area):

I [u; x] � I max
u (w) = (1 � w) ln(2) : (3.6)

3.2.2 Usable and total information in memory

To capture any of this information, a memory needs to be made that is stable on the timescale over which
it is needed (namely the duration of the work extraction protocol), because the measurement outcome is
available only transiently. Thus the available informationI max

u (w) is lost, unless it, or part of it, is saved in
memory. Let the physical memory's state be given bym. The information that the memory captures about
the observable,

I m � I [m; x ]= H [m]� H [mjx]=
�

ln
�

p(mjx)
p(m)

��

p(m;x )
; (3.7)

depends on the conditional probability distributionsp(mjx) that characterize the stochastic map from ob-
servables to memory states.

If this map contains no randomness, we can write

p(mjx) = � mf (x) =

(
1 if m = f (x)

0 else
(3.8)

where� is a functionZ � Z ! f 0; 1g inspired by the Kronecker-Delta, andf (x) is a functionR ! Z
that maps observationsx to memory statesm. We call memories with this propertydeterministic. Their
conditional entropy is zero,H [mjx] = 0 , and thusI [m; x ] = H [m]. Deterministic memories are equivalent
to coarse graining of the observable space.

How much of the memorized information is predictive of the relevant quantity and can thus be used to

4Brackets,h�ip denote averages over the probability distributionp.
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extract work? It is the mutual information retained in memory about which side of the container is empty:

I u � I [m; u]= H [u]� H [ujm]=
�

ln
�

p(ujm)
p(u)

��

p(m;u )
: (3.9)

Here,u is inferred fromm by calculating

p(ujm) = hp(mjx)p(ujx)i � (x)=p(m); (3.10)

but sincep(ujx) is symmetric aroundx = 0 , we havep(u) = 1 =2. The probability of left/right side being
empty, given memory statem, is thus determined from the ratio of two different averages: the memory-
making rulep(mjx) is averaged over the likelihood of observingx, given u, and then compared to the
probability of memory statem occurring given datax, averaged over� (x)

p(m) = hp(mjx)i � (x) ; (3.11)

also called the “weight” of statem.
It is important to remember that usable information5 retained in memory,I u , is a functional ofp(mjx)

(see Appendix K). It is also a functional ofp(ujx), which depends on the physical constraints imposed by
the work medium and by what the observer has access to. In our model, it depends on the geometry of the
divider in the work medium, speci�cally on the widthw of the uncertain region.

3.2.3 Physical encoding and decoding—cost and gain of a physical memory

While the memory making strategy, abstractly, is a probabilistic rule for assigning data to memory, which
is mathematically speci�ed byp(mjx), physically, this encoding is implemented by a sequence of actions,
s(x; t ), performed on a system that is used as memory. This sequence of operations results in the creation of
distinct memory states. The initialization of the sequence of actions depends on the observed value ofx, but
the �nal memory states can be read out by a pre-speci�ed physical decoding mechanism independent ofx.
Therefore, after the data-triggered sequence of actions on the physical memory is complete, a measurement
has been committed to memory, and the observer then has continuing access to the memory's state until it is
deleted after work extraction, to close the engine's cycle.

There are many possible choices for physical memories, and obviously an electronic memory would be a
practical choice. However, for simplicity of the exposition we choose a one-particle gas in a container with
unit length along they-axis and volumeV , into which dividers can be inserted perpendicular to they-axis.
These dividers can act as pistons, moving parallel to they-axis. We choose they-axis simply for semantic
convenience, to avoid confusion with the work medium, in which the particle'sx position is measured. The
same assumptions are made as in the typical Gedankenexperiment involving any Szilárd engine: the dividers
are assumed to be very thin, and are inserted slow enough, so that the probability of doing work on the single
particle during incision is zero.

The process of creating aK state memory involves the following steps: at timetM , thex position of
the particle is made available to the observer, and depending on the value ofx, the observer selectsK � 1
positionsyini

m (x) at which dividers are inserted into the memory container. While the positions are chosen at
time tM , the process of insertion can occur suf�ciently slowly. After the dividers are fully inserted, they are
moved quasi-statically, parallel to they-axis, to positionsy�n

m , which do not depend onx. The memory is

5In previous papers [42,75] we called usable information about the relevant quantity “relevant information”, in accordance with
the wording of [66].
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Figure 3.2 Physical encoding (memory making) procedure,s(x; t ), is shown in the bottom panel, in response
to the availability of a measurement (second panel). Initial (ini) and �nal (�n) divider positions delineating
memory statesm are denoted byym (see text). Physical decoding (work extraction) procedure consists of
a memory-dependent protocola(m; t ), applied to the work medium (fourth panel). Parameters:w = 0 :3;
� = 2+ � ; x 2 X R .

then stable for the remaining cycle and can be read out at any time by accessing they position of the particle
in the memory container. This physical encoding and decoding mechanism, illustrated in Fig 3.2, is the same
mechanism as proposed in [75]. Depicted are the work medium and the memory. In the second panel, the
work medium's state is sketched at timetM . The resultingK � 1 insertion positions in the memory,yini

m (x),
are shown in the bottom panel, second drawing, and the �nal positions in the memory,y�n

m , are shown in the
third and fourth drawing in the bottom panel.

The initial positions are chosen to beyini
m (x) =

P
m0� m p(m0jx). This choice ensures that the relative

volumes between dividers are initially equal to the probabilitiesp(mjx) that characterize the observer's
strategy. The �nal positions arex-independent, set toy�n

m =
P

m0� m p(m0), ensuring that the relative
volumes between dividers are equal to the average probabilitiesp(m) = hp(mjx)i � (x) , which are the same
for any outcomex. Only the initial step of this protocol requiresx, and this moment thus sets the time of
measurement,tM .

In this process, there are different possibilities regarding which dividers the particle initially gets trapped
in between (indicated by different colors in Fig. 3.2). If the particle happens to be trapped between two
dividers, whose distance shrinks during memory making, then the resulting compression costs energy. The
average work associated with isothermal volume changes of the one-particle gas at temperatureT is W =
kT ln(Vi =Vf ), whereVi = vi V denotes the initial volume between the dividers, expressed in terms of the
memory container's total volumeV . Similarly, Vf = vf V denotes the �nal volume. Ifvi > v f , then
compression occurs, which costs work in the amount ofW = kT ln(vi =vf ). If, on the other hand, the
distance between the dividers increases, then work in the amount of� W = kT ln(vf =vi ) can be extracted
in this process.

With probabilityp(mjx) the particle initially gets trapped between dividers that, at the end of the memory
making process, enclose the volume corresponding to memory statem. Thus, the volume fraction changes
from vi = p(mjx) to vf = p(m) with probability p(mjx), and therefore, the average work cost, given
this particular realization ofx is W (x) = kT

P
m p(mjx) ln[p(mjx)=p(m)]. The overall average cost of

running this memory is thusW = hW (x)i � (x) = kT I m [42,75].
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Labels associated with memory states,m, i.e. the values associated to the outcomes of random variable
m, can be chosen freely in the mathematical description. In Fig. 3.2, and throughout the paper, we use the
labelsm 2 f� 1; 1g for memories with two states, and the labelsm 2 f� 1; 0; 1g for three-state memories.

SinceK � 1 dividers are needed to createK partitions of the volume, two parameters determine the
physical memory making process for any two state memory, namelyy�

� 1, where� can be either the initial
(ini) or the �nal (�n) position of the divider. The distances to the walls are� y�

� 1 = y�
� 1 and� y�

1 = 1 � y�
� 1.

In certain contexts it is convenient to display these initial and �nal distances, because that type of display
compactly conveys information about the volume changes of the partitions created in the memory container,
which correspond to the memory states. This provides intuition about how the associated costs appear. We
use this type of display in Sec. 3.3.1.3, in Fig. 3.7. Memories with three states, are determined by the four
parametersy�

� 1 andy�
0 , and the distances to the walls are given by� y�

� 1 = y�
� 1, and� y�

1 = 1 � y�
0 , while

the distance between the two dividers is� y�
0 = y�

0 � y�
� 1.

After the dividers have reached their �nal positions, the observation is committed to a stable memory, to
which the observer has access henceforth. The memory state,m, can then be read off from the particle'sy
position. For three-state memories, as depicted in Fig. 3.2: if0 < y � y�n

� 1, thenm = � 1; if y�n
� 1 < y � y�n

0 ,
thenm = 0 ; and if y�n

0 < y � 1, thenm = 1 . Two-state memories work analogously: if0 < y � y�n
� 1, then

m = � 1; if y�n
� 1 < y � 1, thenm = 1 .

This proposed physical method is a concrete, rudimentary way of “writing down”x to some precision.
Note that while information about the particle position in the work medium,x, is required for the choice
of the locationsyini

m (x), it is not required when the memory is read out. Thus, two parametersy�n
� 1 andy�n

0
fully determine the read-out for three-state memories, as depicted in Fig. 3.2. Similarly, the read-out of two
state memories is fully speci�ed by one parameter,y�n

� 1.
Depending on the given memory state,m, the observer then chooses the protocola(m; t ) to apply to the

work medium (fourth panel in Fig. 3.2). The state of the memory lets the observer infer the probability
of either side of the work medium being empty using Eq. (3.10). The inference is turned into an action
on the work medium, in such a way that it utilizes information to extract work from thermal �uctuations.
Physically, this is implemented by a mechanism that applies the work extraction protocol,a(m; t ), to the
work medium. This procedure can be understood as the decoding part of the physical code book.

In our context, this enables isothermal expansion towards the side of the work medium container that has
the larger probability of being empty,u� (m) = argmaxu p(ujm), up to a residual volume,
 (m)V 0, where
V 0 is the volume of the work medium container, attached to a heat bath at temperatureT0. The purpose of
leaving a residual volume is to avoid compression to zero volume due to an inference error. The optimal size
of the residual volume is given by the probability that the inference is wrong, i.e.
 (m) = p(u 6= u� jm)
(recall thatu is binary) [75,107].

One can conceptualize the movement of the divider during work extraction as proceeding in two parts.
The two vertical parts of the divider move from positionsx = � w=2 to x = 0 . Thereafter all parts of the
divider move together until the vertical part reaches its �nal position, leaving a residual volume of
 (m)V 0

on the side that is most likely to be empty.
This mechanistic implementation of the work extraction protocol requires only the speci�cation of (i)

direction, and (ii) residual volume on the smaller side. Those can be condensed into one variable, for
example the volume on the left side at the end of protocola(m; t ), V` (m), in units of the work medium
container's total volume,V 0: v` (m) = V` (m)=V0 6. If the inference suggests that the left side of the
container is most likely empty,u� (m) = 1 , thenv` (m) = 
 (m). If the inference suggests that the right side

6Due to symmetry there is an obvious choice to specify either the left or right �nal volume fraction, however, one of those
suf�ces.
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of the container is most likely empty,u� = � 1, thenv` (m) = 1 � 
 (m). They�n
m , together withv` (m),

fully specify thex-independent physical decoding scheme.
For the example depicted in Fig. 3.2, the protocola(m = 1 ; t), applied to the work medium, results

in volume reduction on the left side of the divider, with �nal volumeV` (m = 1) = 0 , while the protocol
a(m = � 1; t) results in volume reduction on the right side (withV` (m = � 1) = V 0), anda(m = 0 ; t)
corresponds to no change in the work medium.

When the work medium is manipulated in this way, information saved in memory is leveraged to extract
work, on average. We allow the engine to perform work extraction at a higher temperatureT0 > T than
the temperature at which the memory is formed and destroyed. At the beginning of the work extraction
protocol, the particle in the work medium container occupies a volumeV 0

i . The volume relative to the
total volume,V 0, of the container,v0

i = V 0
i =V0, is exactly equal to thea priori probability that either

left or right side of the work medium is empty,v0
i = p(u) = 1 =2. The �nal occupied volume depends

on whether the inference was correct or not. If the observer correctly inferred the empty side, then the
occupied volume expands toV 0

f = (1 � 
 (m))V 0, that is, the relative �nal volume isv0
f = p(u� jm) � 1=2,

implying an average work extraction of� W 0(m; u � ) = kT 0ln (v0
f =v0

i ) = kT 0ln [p(u� jm)=p(u� )]. This case
occurs with probabilityp(u� jm). The other case occurs with probability1 � p(u� jm), and results in a
volume reduction tov0

f = 1 � p(u� jm), and hence work done on the work medium, on average, in the
amount of� W 0(m; u 6= u� ) = kT 0ln [p(u 6= u� jm)=p(u 6= u� )]. Thus, for each outcome ofm, we have,
� W 0(m) =

P
u p(ujm) ln [p(ujm)=p(u)]. Averaging overm, we see that the average work derived in this

way is proportional to the usable information captured in memory:� W 0 = kT I u [42,75].
The chosen physical memory encoding and decoding procedure saturates limits on dissipation. Note that,

due to the fact that the operations are isothermal, quasi-static processes, dissipated (absorbed) heat equals
work done on (by) each system (memory/work medium), i.e.,Q = � W andQ0 = � W 0 (all quantities are
averages). Thus, heat is dissipated in the amount of� Q � Q0 = k (T I m � T0I u). This is the general lower
bound for any partially observable information engine [42], as average heat generated during the memory
making process is lower bound by� Q � kT I m , and average heat absorbed during work extraction is upper
bound byQ0 � kT 0I u . Therefore, the overall dissipation is no less than� Q � Q0 � k (T I m � T0I u).

3.2.4 Optimal memory-making strategies

The maximum net average work output deliverable by this type of partially observable information engine is
thus achievable by our memory making and work extraction protocol design. It is a positive quantity when
� W 0 is positive, after subtracting memory costs,W : we de�ne W net

out := � W 0 � W , which is given by
W net

out = kT 0I u � kT I m . In units ofkT 0 it is

1
kT 0W

net
out = I u �

T
T0I m : (3.12)

The average work output depends not only on the temperature ratio, but also, on the statistical structure of
the partial observability, characterized byp(ujx), and on the data representation, characterized byp(mjx).
While p(ujx) is given and �xed by the physical constraints of the setup,p(mjx) has to be chosen by the
observer, and it is this choice that we address here7.

The optimal strategy can simply be calculated by maximizing the engine's net average work output, Eq.
(3.12), over all possible data representation schemes, characterized by the probabilistic mapping from data
to memory,p(mjx) (alternatively, dissipated heat can be minimized, resulting in an equivalent optimization

7It helps to take another careful look at these dependencies, which we do in Appendix K
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problem with the same solutions). This argument directly justi�es [42] the “Information Bottleneck Method”
(IB) [66]. The optimization is:

max
p(mjx)

�
I [m; u] �

T
T0I [m; x ]

�
(3.13)

subject to :
X

m

p(mjx) = 1; 8x;

where normalization of the probability measure is ensured by the constraint
P

m p(mjx) = 1; 8x.
The temperature ratio sets the trade-off between energetic cost of the memory and potential energetic

gains [42]. As a shorthand, de�ne the ratio of higher to lower temperature as� = T0=T > 1. For any �xed
� , there is an optimal solution. All solutions have to ful�ll a set of self-consistent equations. The optimal
assignments at each� , p�

opt (mjx), are easily calculated from the saddle-point condition, and are consistent
with average memory state probabilities,p�

opt (m), and optimal inferences,p�
opt (ujm), computed with Eqs.

(3.11) and (3.10), respectively [66]:

p�
opt (mjx) =

p�
opt (m)e� � D [p(ujx)jj p�

opt (ujm)]

P
m p�

opt (m)e� � D [p(ujx)jj p�
opt (ujm)]

; (3.14a)

p�
opt (m) = hp�

opt (mjx)i � (x) ; (3.14b)

p�
opt (ujm) =

p(u)
p�

opt (m)
hp�

opt (mjx)i � (x ju) : (3.14c)

These solutions can be computed numerically, by iteration, with the Information Bottleneck algorithm [66].
The� -dependent optimal code book, consisting of the encoding,p�

opt (mjx), p�
opt (m), and the decoding,

p�
opt (ujm), is computed once, at the beginning of the information engine's run time. It is used to set the

physical code book parameters,yini
m (x), y�n

m , andv` (m), which then remain �xed for allN cycles of oper-
ation. The energetic costs for executing the algorithm are not considered in this analysis, since the focus is
onN ! 1 , whereby the upfront computational costs per cycle would become negligible.

3.2.5 Full engine cycle

An important aspect of the engine model we consider is that work extraction is allowed to occur at a higher
temperatureT0 > T than memory making [42]. To enable this, isentropic compression along thez-axis is
employed, after the memory is formed, leaving correlations between memory and work medium intact, and
leaving the mutual information unchanged.

Work is then extracted from the work medium by an isothermal transformation at temperatureT0, us-
ing the inference-based, memory dependent protocola(m; t ) discussed in Sec. 3.2.3. To close the cycle,
isentropic expansion along thez-axis is used, which recovers precisely the work needed for the isentropic
compression, whereby the two isentropic steps of the cycle together contribute nothing to the overall engine
work output [42,75].

In summary, one engine cycle consists of the following steps:

1. Memory preparation at temperatureT, in response to an observation of thex position of the particle in
the work medium. The container of the one-particle gas implementing the work medium is assumed
to have unit length along all three spatial dimensions. The container used as the memory has unit
length along they-axis, and volumeV .
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2. Change of temperature,T ! T0, by isentropic compression along thez-axis.

3. The work medium container has volumeV 0and is attached to a heat bath at temperatureT0. Work is
extracted by a memory-dependent protocola(m; t ) applied to the work medium.

4. Change of temperature back to starting temperature,T0 ! T , by isentropic expansion along thez-
axis; restoration of the memory to its initial state, by pulling out dividers; restoration of the work
medium to its initial state, by inserting divider in the centered starting position.

3.3 Results

The example we study here is constructed such that one expects memories to have at most three states,
because coarse graining the observations into three groups captures all available usable information, i.e.,
mappingx 2 X L to one memory state (without loss of generality, we can label it bym = � 1), mapping
x 2 X M to m = 0 , and mappingx 2 X R to m = 1 . Which side of the container is empty is then known
with probability one, wheneverm = � 1. This case occurs with probability1 � w, and allows the observer
to extract up tokT 0ln(2) of work whenever it occurs. With probabilityw, nothing can be said aboutu, and
therefore no work can be extracted on average. In total, at mostkT 0(1 � w) ln(2) of work can be extracted,
on average, when the observer uses this data representation.

This speci�c memory is deterministic and has three memory states; we label information quantities that
depend on this memory with superscript(d3). All available usable information is retained,

I (d3)
u = (1 � w) ln(2) = I max

u ; (3.15)

and the maximum work that can be extracted, on average, is thus� W 0 = kT 0I max
u .

The minimum amount of work necessary to run this memory is proportional to the total information
stored,W = kT I (d3)

m , with
I (d3)

m = (1 � w) ln(2) + h(w): (3.16)

We abbreviate byh a non-negative binary entropy functionR ! R:

h(x) � � (1 � x) ln (1 � x) � x ln(x) > 0; (3.17)

de�ned for x 2 (0; 1), with h(x = 0) = h(x = 1) = 0 .
When the engine is run using this deterministic, three-state memory, it produces an average net work

output (in units ofkT 0) of
W (d3)

out

k T 0 = � C (1 � w) ln(2) + ( � C � 1) h(w); (3.18)

where� C = 1 � 1=� = ( T0 � T)=T0 is the Carnot ef�ciency, which depends only on the ratio of high to
low temperature,� = T0=T.

From the fact that there is a zero crossing8 at

� zc(w) = 1 +
h(w)

(1 � w) ln(2)
� 1; (3.19)

8The zero crossing starts at� zc = 1 , when there is no uncertainty (w = 0 ), and diverges as full uncertainty is approached
(w ! 1). When the uncertain region spans half of the box,� zc (w = 1 =2) = 3 , and when it spans a third,� zc (w = 1 =3) =
3 ln(3)=(2 ln(2)) � 2:77.
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we see immediately that for all smaller values,� < � zc(w), using this particular memory is worse than doing
nothing. The reason for this is that for small� , the costs of having this deterministic three-state memory are
not outweighed by the resulting amount of extractable work.

The thermodynamic value of information, which is, in this simple example, proportional to the ratio
of temperatures at which the isothermal transformations are performed, dictates the appropriate detail with
which information ought to be stored. Therefore, even if data are abundant, and statistical over�tting [148] is
not an issue, the model can still be too complicated in the sense that it retains information about the observed
system, which the observer cannot use to derive any net bene�t, because of given physical constraints.

An observer that memorizes non-zero useful information,I u > 0, can run the information engine success-
fully with positive net work output only if the ratio of memorized information,I m , to usable information,
� � I m=Iu, is less than the temperature ratio,� < � . For a �xed strategy,�p(mjx), the ratio is given by�� ,
and we know that the temperature ratio must exceed�� to make it worthwhile for the observer to employ this
strategy. Note that information ratios, such as� , or measures found in e.g. [23,114] do not help us to decide
if observerA is doing better in terms of net work output than observerB , becauseW net

out [A] > W net
out [B ] is

equivalent to(I m [A] � I m [B ])=(I u[A] � I u[B ]) < � .
While we expect the deterministic three-state solution to maximize the average net work output for large

� , we expect there to be other solutions that maximize the net work output at smaller� . In Sec. 3.3.1
we explore and numerically analyze these optimal memories, found by maximizing the net engine work
output over all probabilistic maps,p(mjx). Careful analysis of the optimal strategies inspires a simple yet
interesting class of parameterized soft partitionings, which we introduce in Sec. 3.3.2.1. The new model
class constrains the observer to a much smaller set of possible encoding strategies, yet it results in no tangible
engine performance loss. In Sec. 3.3.2.2 we constrain possible observer models even further, limiting them
to basic coarse graining (hard partitioning) of the observable.

3.3.1 Optimal observers - numerical results

The data representations which allow for maximization of the engine's average net work output at any value
of the trade-off parameter� are found algorithmically as the solutions to Eqs. (3.14). For� >> 1 these
optimal memories are identical to the deterministic three-state memory discussed above, but for smaller� ,
the optimal memories are not deterministic.

For each �xed geometry (�xed value ofw), it is the case that with increasing temperature ratio,� , each bit
of usable information captured in memory becomes increasingly valuable, in the sense that it can be turned
back into increasingly more work output. It thus becomes worthwhile to keep more bits of information in
memory. Figure 3.3 shows, for different values ofw, the average net work output of the engine, Eq. (3.12),
evaluated for the memories that maximize it at each� .

At � = 1 , an optimal solution is always to do nothing, because the engine cannot possibly produce
positive net work output, on average, whenT0 = T. Now, to do nothing, no decision at all is required, and
this corresponds to a zero bit memory, mapping all values of the observed quantity onto one memory state.

When� increases, it becomes worthwhile to do something. Then, a decision is required, whereby the
memory has to have at least two states. Those solutions for which the optimal memories have two states
are displayed in red in Fig. 3.3, those with three states in black. Points at which the one-state solution is
optimal are plotted in grey, with zero average net work output. When we talk about the number of states, we
mean the smallest number of realizations for random variablem, compatible with a mapping for which the
engine's net average work output has the valueI u [p�

opt (mjx)] � I m [p�
opt (mjx)]=� 9.

9It is usually possible to arti�cially construct degeneracies, as has been pointed out e.g. in [149], however, those are uninforma-
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Figure 3.3 Maximum net engine work output in units ofkT 0, Eq. (3.12), as a function of� for different
engine geometries (differentw). Red marks two-state, black three-state, and gray one-state memories.
Dashed red: Unmodi�ed Szilárd engine, for comparison.

We observe two differentw regimes. Forw < w c smaller than a critical valuewc two changes occur:
from one to two memory states, at a critical value of� �

1! 2(w), and from two to three memory states at a
critical value of� �

2! 3(w). While the one-state solution is optimal up to larger values of� , asw increases,
the phase transition10 from two to three states happens at the critical value� �

2! 3(w) = 2 , regardless of the
value ofw. Analytical calculation of the critical� values is possible, if optimal strategies are expressed in
terms of the parametric soft partitionings introduced in Sec. 3.3.2.1. Atw = 0 , we have the original Szilárd
engine, for which we know that a deterministic two-state memory is optimal for all values of� (yielding,
effectively, a Carnot engine). It is plotted as a dashed red line in Fig. 3.3 for comparison.

For w � wc, there is so much uncertainty in the observations, that a two-state memory is never optimal,
and we have only one phase transition, from one to three memory states, at� �

1! 3(w). The value ofwc

corresponds exactly to an uncertain region spanning half of the work medium container. This can be shown
analytically using the parametric soft partitions [147].

Henceforth, we focus most of our analysis on the more interesting regionw < w c, with two phase
transitions in the number of memory states.

tive about the structure of the optimal solutions.
10Following the de�nition introduced in [113], we refer to a “phase transition” as a qualitative change in the objective function

landscape of the Information Bottleneck algorithm.
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Figure 3.4 Information plane representation of optimal memories for select engines withw � 0:3 (left) and
w � 0:5 (right). Fraction of the maximum usable information as a function of total information retained.
The gaps in the curves occur at the phase transition from two- to three-state memories. Black cross: Szilárd
engine (w = 0 ).

3.3.1.1 Cost-bene�t trade-off

How does the expected output work scale with the minimum input work necessary to run the memory? To
compare between different geometries with uncertain regions of different sizes (different values ofw), we
have to normalize the optimal work output,kT 0I �

u (w; � ), by the maximum possible work output,kT 0(1 �
w) ln(2) . The resulting measure isI �

u (w; � )=(1 � w) ln(2) . How does this scale with the corresponding
thermodynamic cost encountered for the optimal memory? In units ofkT , the cost is simply the total
information kept in memory,I �

m(w; � ). The minimum input to maximum output work relationship, i.e.
the thermodynamic cost-bene�t relation, of the least dissipative data representation possible at each� , thus
corresponds to a (properly scaled) plot in what is often called the information plane (e.g. in [150]).

This is displayed for selectw < w c in Fig. 3.4a, and forw � wc in Fig. 3.4b. Cost-bene�t relationships
to the left of these curves are unattainable (this is the “infeasible” region in rate-distortion theory), while
regions to the right of the curves are suboptimal.

For w < w c (Fig. 3.4a), there is a gap at the phase transition from two- to three-state memories, because
both the necessary work input and the derivable work output change discontinuously. As the uncertain
region vanishes (w ! 0), the solution for the regular Szilárd engine is approached: coarse graining into
two symmetric regions, which costs one bit and yields one bit, indicated by the black cross in Fig. 3.4. The
curve forw = 0 :4 largely overlaps with the curve forw = 0 :3, and is thus omitted in the plot.

For w � wc (Fig. 3.4b), optimal memories immediately transition from one state to three states. Since
there are no optimal two-state memories, there are no visible gaps in the curves.

The endpoints of the optimal curves in the information plane are reached once all usable information is
captured in memory, which corresponds to 1 on they-axis of the plots in Fig. 3.4. These endpoints overlap
with the information plane coordinates of the deterministic three-state coarse graining, characterized by
Eqs. (3.15) and (3.16). It is worthwhile to emphasize the fact that those deterministic memories, which
retain all of the available usable information, are only one point (for every value ofw) in the information
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plane. In contrast, solving the full optimization problem, Eq. (3.13), yields a solution (and thus a point in
the information plane) for every� , resulting in the much richer representation depicted in Fig. 3.4, which
re�ects the underlying statistical nature of the problem, and which reveals how useful data compression
is [151].

The total amount of available usable information decreases linearly with increasing uncertainty, Eq. (3.6).
Engines with very large uncertain regions (last four curves in Fig. 3.4b,w � 0:8) require less than 1 bit of
memory to encode all usable information. For these engines the endpoints of their information curves thus
lie to the left of the Sziĺard engine marker (black cross) in Fig. 3.4b. While this might seem surprising at �rst,
note that these memories capture much less than 1 bit of usable information. Their memory cost is so low,
because the whole uncertain region, which spans at least80%of the full engine volume, gets mapped onto a
single memory state,p(m = 0) = w. Consequently the two other memory states, which are associated with
the two certain regions of the engine are realized much more infrequently, withp(m = � 1) = (1 � w)=2,
and the entropy of the memory,H [m], which upper boundsI m = H [m] � H [mjx] � H [m], is thus less
than 1 bit.

3.3.1.2 Strategies to maximize net engine work output

Optimal memories are deterministic only for small and for very large temperature ratios,� . For � <
� �

1! 2(w), the thermodynamic value of usable information is so low, that there is no incentive to memo-
rize or to do anything. For very large� , the relative value of usable information, compared to the cost
of memorizing, is so large that coarse graining into three regions, and thereby capturing all usable infor-
mation, is optimal despite the thermodynamic cost it entails. For other� values, memories that maximize
the net average engine work output are not coarse grainings, but rather characterized by those probabilistic
assignments,p�

opt (mjx), which solve Eqs. (3.14). What do they look like?
For the geometry withw = 0 :3, we visualize them in Fig. 3.5, plottingp�

opt (mjx) in grey scale for
the four memories found around the phase transitions. The top plot in the upper panel is the �rst memory
after the transition from one state (doing nothing) to two states. This memory captures only a tiny amount
of information, thus costing only ever so slightly more than zero joules, but also yields only a negligible
amount of usable information, and thus negligible work potential. This is re�ected by the inference being
close to chance, as can be read off from the left plot in the lower panel, which displaysp�

opt (ujm) for this
memory.

Recall that each memory state corresponds to a work-extraction protocol performed on the work medium,
which allows for isothermal expansion in the direction of the most likely empty side, up to a residual volume,
determined by the remaining uncertainty in the inference. The work extraction protocol usesm to infer the
most likely empty side. Mathematically, this inference is characterized byp�

opt (ujm). This is plotted in the
lower panel of Fig. 3.5 for all memories depicted in the upper panel, labeled by the value of� at which
the memories are optimal. The black dashed lines separate memory states, and the distance between them
corresponds to the probability,p�

opt (m), with which the individual memory states occur. Their labels,m,
are plotted under thex-axis.

As � increases, the optimal memory eventually approaches the two-state memory which occurs right
before the phase transition to three states, displayed in the second plot of the top panel in Fig. 3.5. The
employed strategy is to assign measurements in the certain region to the respective memory state, almost
with probability one, and to assign measurements in the uncertain region to either state at random. This
memory making strategy, which was found algorithmically, is an elegant solution that optimizes the cost-
bene�t trade-off for� = 2 11, i.e. when usable bits result in twice the thermodynamic gain, compared to

11At � = 2 , optimal two- and three-state memories produce exactly the same amount of net engine work output [147]. The
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Figure 3.5 Memory assignmentsp�
opt (mjx) (upper panel) and inference derived from the memory states

p�
opt (ujm) (lower panel) forw = 0 :3 (red lines atx = � w=2). Dashed lines indicate state boundaries (see

text).

what it costs to memorize them. Despite its simplicity, it is not immediately obvious that it would have been
guessed “by hand” without knowledge of the analysis presented in this paper. This strategy is quite distinct
from a naive coarse graining ofx into two connected regions that correspond to two memory states.

To gain intuition for this strategy, consider the limit in which measurements in the certain region are
assigned to the respective memory state with probability one. In this limit, the total information stored by
this memory is(1 � w) ln(2) nats12, so it costs at leastkT (1 � w) ln(2) of work to encode on average.
Compare that to coarse graining into positive vs. negativex-values,m = sign( x), which captures one bit,
or ln(2) nats, of information and costs at leastkT ln(2) of work on average. The inference error isw=2
in each case13, whereby the memory-dependent work extraction protocol is the same (leaving a residual
volume ofw=2, extracting up tokT 0ln(2 � w) of work). Therefore, in this limit, the reason why the optimal
two-state memory is better than naive coarse graining into positive and negativex-values is that it saves
encoding costs without reducing the amount of extractable work. The savings grow with the relative size of
the uncertain region: on averagekTw ln(2) of work can be saved in each cycle. Note that in every cycle,
the observer performs an action on the work medium (asp(ujm) 6= 1=2).

optimal solution is degenerate at� = 2 , yet we choose to discuss the two-state memory at� = 2 , because it achieves the maximum
net work output with less memory states.

12This is calculated in [147], and depicted in Sec. 3.3.2.1, where one has to setq = 0 in Eq. 3.24.
13This is calculated in detail in Appendix L and [147].
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Figure 3.6 Memory assignmentsp�
opt (mjx) (upper panel) and inference derived from the memory states

p�
opt (ujm) (lower panel) forw = 0 :1 (left) andw = 0 :7 (right); red lines atx = � w=2. Dashed lines

indicate state boundaries (see text).

For the optimal two-state memory found at� = 2 , the correspondingp�
opt (ujm) is plotted in the second

plot from the left in the lower panel of Fig. 3.5. There is signi�cant remaining uncertainty in the inference
corresponding to either state, due to the fact that observations in the uncertain region contain no usable
information, yet they are assigned to either state at random.

We get an approximation of how certain the inference is by considering again the limit in which measure-
ments in the certain region are assigned to the respective memory state with probability one. The probability
of the left side being empty is then

p(u = 1 jm) =

(
w=2 m = � 1

1 � w=2 m = 1
(3.20)

For w = 0 :3, there is 15% remaining inference uncertainty for this approximation. This is close to the
numerical value for the optimal memory depicted in Fig. 3.5, which is approximately18%.

When the stakes are high enough, in the sense that it is proportionally more important to have usable
information, compared to saving on costs, because� is large enough, then it makes sense to afford the use
of a third state, one in which the observer admits to knowing nothing, and hence also can do nothing with
the work medium that would, on average, result in engine work output. This happens when� > 2.

The �rst memory after the phase transition (third plot from top in upper panel of Fig. 3.5) assigns mea-
surements in the uncertain region to the state that corresponds to the decision to do nothing with probability
one, while assigning the certain regions with higher probability (� 57%) to the state that corresponds to the
protocol on the work medium which lets the gas expand into the empty region, and with remaining proba-
bility ( � 43%) to the state that corresponds to doing nothing, but never to the state that corresponds to the
decision to compress the gas. Importantly, for those two memory states that result in actions on the work
medium, the inferencep�

opt (ujm) is now one, ifu = u� (m), and zero otherwise. This is shown in the third
plot from the left in the lower panel of Fig. 3.5. The main gain of this type of memory is that the observer
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can act on the work medium with certainty.
As � increases, the bene�t of having more usable information increasingly outweighs the cost of running

the memory, and for large� , the deterministic three-state solution is found (fourth panel from top in Fig.
3.5). Note that the inference associated with each memory state does not change as optimal three-state
memories become more deterministic. What changes instead is that the observer exploits the two certain
memory states more often, as� increases, and more rarely does nothing. This can be seen in the third and
fourth plot in the lower panel of Fig. 3.5. The distance between the two dashed lines decreases between the
third and fourth plot. This distance isp�

opt (m = 0) . The observer less frequently does nothing as� increases
in the range from� > 2 to � = 10. At � = 10 the memory coarse grains, andp�

opt (m = 0) = w.
Fig. 3.6a shows memory assignments,p�

opt (mjx), and derived inferences,p�
opt (ujm), for an engine with

less uncertainty (w = 0 :1). The optimal memories do not qualitatively differ from the ones depicted in Fig.
3.5, but since the uncertain region in Fig. 3.6a is smaller, the deterministic coarse graining into three states
is approached at smaller values of� . This can be seen by comparing the �rst three-state memory after the
phase transition for the two different engines (third panel from top in Figs. 3.5 and 3.6a). While the change
to three memory states happens at the same value of� for both engines, the corresponding optimal memory
assignments right after this phase transition are closer to deterministic assignments for the engine with less
uncertainty (Fig. 3.6a).

For large uncertainties,w � 0:5, there are no optimal two-state memories. The assignments and infer-
ences forw = 0 :7 are shown in Fig. 3.6b. The �rst optimal memory that produces positive average work
output looks like a one-state memory, but it has two additional, infrequently realized, states,p(m = � 1) =
O(10� 5), for which there is no uncertainty in the inference. As� increases, those two states are realized
more frequently until the deterministic three-state memory is reached, withp(m = � 1) = (1 � w)=2, as
can be seen in the bottom panel of Fig. 3.6b. This is less interesting than what we observed for smaller
uncertain regions (w < 1=2).

In summary, maximization of net average engine work output over all possible data representations �nds
the following strategies forw < 1=2:

1. One-state memory at low� values: all data points are mapped onto the same state, no information is
captured and nothing can be done.

2. Two-state memory at intermediate� values: data in the left certain region is mapped with high prob-
ability to one state and data in the right certain region with high probability to the other state. Data
in the uncertain region is mapped to either state at random (with probability1=2). The resulting in-
ference retains a residual uncertainty, which is dealt with by leaving a residual volume in the work
medium at the end of the work extraction protocol.

3. Three-state memory at larger� values: The strategy is to be certain about when there is complete
uncertainty. To that end, all data in the uncertain region are mapped deterministically (with probability
one) to the same memory state, which results in no action on the work medium. This enables the cost
ef�cient creation of two other states that carry no uncertainty in the resulting inference, and thus
enable complete work extraction. The encoding saves costs by mapping all data in the left certain
region with some probability (larger than1=2 for w � 0:3, see Figs. 3.5 and 3.6a) to one of these
memory states that result in full work extraction, and, by symmetry, mapping all data in the right
certain region to the other state, with the same probability. With remaining probability, those data are
mapped to the inactive state. As the temperature ratio increases, the assignments to memory states
that enable complete work extraction become more and more likely, until data in the certain regions
is assigned with probability one, which results in the deterministic three-state solution that captures
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all usable information, which is optimal for large� .

If the uncertain region spans less than half of the work medium container, one-state memories prevail for
1 < � � � �

1! 2(w). Two-state memories are found for� �
1! 2(w) < � � 2, and three-state memories are

found for � > 2. If the uncertain region spans more than half of the work medium container, then two-
state memories are never optimal, and there is a transition from a one-state to a three-state memory, which
occurs at� �

1! 3(w).
In the following, we focus on the engine withw = 0 :3, as an example that displays the full spectrum of

the effects of partial observability in our model class.

3.3.1.3 Physical encoding and decoding of the memory

Let us recall the physical manipulations used to create a memory withK states:K � 1 dividers are inserted
at timetM perpendicular to they-axis in the container that is used as the memory. Each divider is inserted
at anx-dependent distance� yini

m (x) = yini
m (x) � yini

m� 1(x) = p�
opt (mjx) from the previous divider (for the

�rst divider, it is the distance from the container's wall aty = 0 ).
Each divider is then moved quasi-statically, parallel to the memory container'sy-axis, to anx-independent

distance� y�n
m = p�

opt (m) from the last divider (or the wall). If both distances are the same,� y�n
m = � yini

m ,
then the volume does not change, even if the dividers move. The volume shrinks when� yini

m > � y�n
m ,

corresponding top�
opt (mjx) > p �

opt (m), and it expands when� yini
m < � y�n

m .
In Fig. 3.7, we visualize the physical memory making process by displaying the initial and �nal distances

between divider(s) (and walls). This is visualized by a horizontal line at position� yini
m that has a width of

� y�n
m . The resulting white space under the horizontal line tells us if the volume that the particle occupies,

should it happen to be trapped in this region, remains unchanged in the memory making process (if the
white space is a square), gets compressed (if the white space is a rectangular standing on its shorter side), or
expands (white space is a rectangular lying on its longer side), resulting in thermodynamic costs (or gains)
during memory making.

Whenever the particle in the memory container is trapped in volume� y�n
m , the work extraction protocol

ends with leaving the volume fractionv` (m) = V` (m)=V0 on the left side of the divider's �nal position in
the work medium. This residual volume fraction is displayed in the last column in Fig. 3.7.

Together,� yini
m , � y�n

m , andv` (m) constitute the physical code book, visualized in Fig. 3.7 at� values
just before and after the phase transitions (corresponding to the memories shown in Fig. 3.5)14. Instructions
for the physical process depicted in Fig. 3.7 can be entirely hard wired into machinery, without any further
“external” intelligence—all decision making is encapsulated. The physical code book is thus a complete
physical model and implementation of the real world observer necessary for the operation of the information
engine.

To gain intuition, let us �rst consider the strategy shown in the second panel from the top in Fig. 3.7. The
memory is set into one of two memory states by inserting one divider relatively close to the wall (that is,
either at position� yini

� 1 � 0:95 when the particle in the work medium is found in the certain region to the
left (x 2 X L , see Eq. (3.1)), or at� yini

� 1 � 0:05 for the right certain region,x 2 X R ). The divider is then
moved to the middle, which almost always compresses the single-particle gas in the memory container and
thus results in work costs. However, when thex position of the particle in the work medium falls into the
uncertain region (x 2 X M ), then the divider is inserted into the middle and not moved, requiring no work.

The y position of the particle in the memory container after the memory making process indicates the

14The physical code book at the� values before and after the phase transitions is fully speci�ed by Fig. 3.7, as it suf�ces to
visualize thex-dependent values� yini

m (x) for any onex in one of the three distinct regions of the work medium.
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Figure 3.7 Physical memory code book at� = 1 :4 (top row), � just below/above 2 (second/third row),
� = 10 (bottom row); work medium geometry:w = 0 :3. First three plots in each row: initial distances
� yini

m vs. �nal distances,� y�n
m (x-axis), given observation in left, (XL ), center, (XM ), or right region, (XR ).

Last column: volume fraction remaining after work extraction in the work medium, left of the divider,
v` (m), when memory is in statem. Dashed lines at positionsy�n

m .

memory state, which can be directly coupled to the work extraction protocol using the following rule: if
1 � y > 1 � � y�n

1 (corresponding tom = 1 , with p(u = 1 jm = 1) > p (u = � 1jm = 1) ), then the
divider in the work medium can move towards the left until the remaining volume fraction on the left side
is v` (m = 1) � 0:18. If 0 < y � � y�n

� 1 (corresponding tom = � 1), then, by symmetry, the same as above
happens, but with movement towards the right instead of the left, withv` (m = � 1) � 0:82.

Recall that when the temperature ratio� is increased slightly, a new strategy appears, one which uses
three states. This strategy completely changes the behaviour of the physical observer. Now, whenever the
observation falls into the uncertain region, pistons are moved from both walls towards the center of the
memory container, until the distance between them has shrunk to� y�n

0 � 0:6. This action ensures that the
statem = 0 is recorded, at an average work cost ofkT ln(5=3) � 0:51kT , by compressing the one-particle
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gas in the memory container. The �nal distance between pistons is2w, not just in this case, but also for all
other values ofw that we considered15.

The memory statem = 0 corresponds to inaction during work extraction. That means, whenever the
data offers no information about the relevant quantity, the observer makes sure to take no action on the work
medium.

The addition of the third memory state unlocks the option to do nothing and while it may seem counter-
intuitive to reserve a costly state for inaction, this additional state ensures that the observer can reduce its
inference error in the other two states to zero, allowing it to act with certainty whenever it does act. This
is re�ected by the fact that for the two memory states associated with actions,v` (m = � 1) is either 0 or
1, meaning that the maximum amount of work (that is, on average,kT 0ln(2) ), gets extracted from the wok
medium (see Fig. 3.7, last column, rows three and four).

Whenx 2 X L , a divider is inserted at distance� yini
� 1 � 0:57 from the wall aty = 0 , and a piston is

placed at the wall aty = 1 , because� yini
1 = 0 . Therefore, the particle never gets trapped in the volume that

will eventually correspond tom = 1 . Both, divider and piston are moved towardsy = 0 , until they reach
their �nal positions, where� y�n

� 1 � 0:2, and� y�n
0 � 0:6.

When the particle is initially trapped in the volume betweeny = 0 and the divider, then the gas is
compressed. This happens with probability equal to� yini

� 1. Whenever this happens, average work costs of
kT ln(� yini

� 1=� y�n
� 1) � 1:05kT are recorded. However,kT 0ln(2) , can be extracted from the work medium

by coupling0 < y � � y�n
� 1 (corresponding tom = � 1) to complete volume expansion towards the right.

When the particle is initially trapped between divider and piston, then the gas expands, because the
distance between them increases. This occurs with probability equal to� yini

0 � 0:43. Whenever this
happens, gains are recorded during memory making, in the amount ofkT ln(� y�n

0 =� yini
0 ) � 0:33kT . This

reduces the average cost of the memory making process to� 0:46kT . However, the �naly position of the
particle then corresponds tom = 0 , which results in no action on the work medium, whereby no gain can
be derived from the work medium at the higher temperature.

This strategy of choosing inaction in the majority of cases (� y�n
0 � 0:6), may seem suboptimal at �rst,

but actually it is optimal because it signi�cantly reduces the costs of the encoding, while simultaneously
ensuring that the work medium is never compressed, and thereby reducing the loss in potential work gain,
due to inference errors, to zero. The strategy forx 2 X R is symmetrically analogous to that forx 2 X L .

As the temperature ratio is further increased, the relative work costs of running the memory become less
compared to the work derivable from the inferred information. Therefore, the dividers are inserted closer
and closer to the walls (see Fig. 3.7, fourth row, for� = 10, where the resulting memory is indistinguishable
from a deterministic coarse graining into three regions). This increases the average cost of memory making,
but it also increases the frequency with which a memory state is realized that enables maximum work
extraction. This is visualized by the different positions of the dashed lines in the third and fourth row in
Fig. 3.7, as� y�n

� 1 have increased to(1 � w)=2 = 0:35 in the fourth row, while the inactive state with
� y�n

0 = w=0 :3 is realized half as frequently as in the third row.

3.3.1.4 Ef�ciency

In partially observable information engines the ef�ciency depends on the chosen data representation strategy
[42,75] and the temperature ratio

� = 1 �
T
T0

I m

I u
= 1 �

1
�

I m

I u
: (3.21)

15All values ofw shown in Fig. 3.4a, includingw = 0 :4 andw = 0 :45. The difference between the numerical value of� y�n
0

and2w is never greater thanO(10� 3) and as small asO(10� 6) for the smallest values ofw.
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Since memorized information,I m , always exceeds the useful information kept in memory,I u , the ef�ciency
of any partially observable engine is upper bound by Carnot ef�ciency,� C = 1 � T=T0. Observers that keep
a larger fraction of useful information at the same amount of memorized information will be more ef�cient.
A �xed encoding strategy has a �xed ratio ofI m =Iu , so with increasing temperature ratio,� , the ef�ciency
increases. Yet for the optimal observers discussed in the previous sections the encoding strategy changes
as a function of the temperature ratio. So with increasing� , the ratio of memorized information to useful
information retained in memory increases as well, reducing the increase in ef�ciency due to the increased
temperature ratio.

Figure 3.8 Thermodynamic ef�ciency of optimal observers for engines with uncertain regions spanning less
than half of the total volume,w < 0:5, as a function of the temperature ratio� = T0=T. At transitions in
the number of memory states,� = 2 , the ef�ciency changes discontinuously. The dashed black line shows
Carnot ef�ciency,� C = 1 � T=T0, for comparison. The inset shows the behavior for large values of� .

For the optimal encoding strategies the ef�ciency can be evaluated numerically. For engines with un-
certain regions spanning less than half of the total volume,w < 0:5, this is done in Fig. 3.8. There is a
clear discontinuity in the ef�ciency curves at� = 2 , because at this temperature ratio optimal observers
switch from using two memory states to three memory states. The change in the number of memory states
is accompanied by a discontinuity in the information quantitiesI m andI u , leading to the discontinuities
seen in Fig. 3.8. Engines with larger uncertain regions have lower ef�ciency than engines with less uncer-
tainty, because each memorized bit has a smaller fraction of useful information when the uncertain region
is larger. In the limit of large temperature ratios,� >> 1, the ef�ciency of optimal observers approaches
Carnot ef�ciency and the effects of clever information processing become less and less important (see inset
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in Fig. 3.8). Importantly, optimal observers maximize the net engine work output at each value of� and
not the ef�ciency. This can most clearly be seen at the transition to three memory states: With two memory
states optimal observers have a larger thermodynamic ef�ciency, because the ratio ofI m =Iu is smaller for
optimal two-state memories than it is for optimal three-state memories. Yet for� > 2 optimal three-state
memories produce greater net average work output per cycle, because they capture a larger amount of useful
information than two-state memories can (see also Fig. 3.4).

For engines withw > 0:5, the qualitative behavior is analogous, but there are no discontinuities in the
ef�ciency curves, because optimal observers either do nothing, using one memory state, or they use three
memory states.

3.3.2 Constrained observers

To �nd optimal observer strategies using the Information Bottleneck Algorithm the net engine work output
is maximized over all possible data representation strategies. The optimal memories of Sec. 3.3.1 inspire
a parameterized function class of observer strategies, which we introduce in Sec. 3.3.2.1. The new model
class constrains the observer to a subset of all possible encoding strategies. This simpli�es the algorithmic
procedure for �nding optimal memories (parametric optimization instead of using the Information Bottle-
neck Algorithm), yet it does not result in any engine performance loss. Additionally it allows analytical
results to be derived for key quantities characterizing optimal observers, such as the critical value of the
trade-off parameter,� , at transitions to more memory states [147].

What happens when an observer can only coarse grain the observable into connected regions? This
corresponds to an even more limited function class for the observer's possible representations of the observed
system. How large of a loss, compared to optimal observers, will the constraint result in? We quantify this
in Sec. 3.3.2.2.

3.3.2.1 Parametric model for optimal observers

Having a memory that uses optimal solutions endows the observer with a qualitatively different strategy,
compared to having a memory based on naive coarse graining. The analysis of optimal memories (Sec.
3.3.1.2), computed with the Information Bottleneck Algorithm, points us towards a simple parameterized
function class, which we will explore here. Detailed calculations of the quantities presented here can be
found in [147].

Recall that within the� regime that has optimal two state memories, the probability of assigning ob-
servations in the certain regions to only one memory state increases gradually. In the� regime, where
three-state solutions are optimal, the probability of assigning observations in the certain regions to the state
that corresponds to doing nothing, gradually declines.

This suggests a parameterized model for the solutions of Eqs. (3.14), depicted in Fig. 3.9. The free
parameters are the number of states,K , ranging from one to three, and, forK = f 2; 3g, the residual
probabilityqK .

ForK = 2 , we have a two-statesoft partitioning, fully characterized by the assignments16,

p(s2)(m = � 1jx) =

8
><

>:

1 � q2 x 2 X L

1=2 x 2 X M

q2 x 2 X R

(3.22)

16Quantities relating to the two-state soft partitioning strategy are labeled with the superscript(s2) and those relating to the
three-state strategy with(s3) for better readability.
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Figure 3.9 Parameterization ofp(mjx) for soft partitioning models of optimal memories forw = 0 :3 (red
lines at� w=2). Free parameters areK andqK .

(with intervalsXL , XM andXR de�ned in Eq. (3.1)). This parameterization re�ects the fact that optimal
memories, at those intermediate� values where two memory states emerge as optimal, use a memory making
strategy that is markedly different from coarse graining: Each memory state gets all data from one of the
certain regions with probability larger than one half (increasing as� increases), while data in the uncertain
region are assigned to either memory state at random (see Sec. 3.3.1.2).

It is suf�cient to consider0 � q2 � 1=2, because any memory withq2 > 1=2 is identical to a memory
with the labels of the memory states switched andq2 � 1=2.

The resulting inference error associated with each memory state determines the fractional volume
 (s2)(m) =
p(s2)(u 6= mjm), limiting the observer's work extraction. Due to symmetry, the error is the same for both
memory states,
 (s2) := 
 (s2)(m = � 1) = 
 (s2)(m = 1) . As a function of the parameters, it is given by


 (s2) =
w
2

+ (1 � w)q2: (3.23)

The inference error is thus lower bound byw=2, even ifq2 = 0 . Naive coarse graining along the mid-line
results in the same inference error (see Appendix L, Eq. (L.42)), but costs more. Forq2 6= 0 , there is an
additionalq2 dependent term (second term in Eq. (3.23)) accounting for the uncertainty in the encoding of
the two certain regions.

The total memorized information and the usable part of it are

I (s2)
m = (1 � w) [ln(2) � h(q2)] ; (3.24)

I (s2)
u = ln(2) � h

�

 (s2)

�
: (3.25)

For � > 2, optimal observers use the strategy to assign data in the uncertain region with probability one
to one state that does not result in any action on the work medium (Sec. 3.3.1.2). This memory state then
implies that the observer's inference contains no knowledge of which side of the work medium container is
empty. Thus, the strategy with three memory states is to be sure about knowing nothing.

Data from each certain region is assigned to a corresponding state with probability1 � q3, with 0 �
q3 � 1. These two memory states result in complete volume expansion in the work medium (Sec. 3.3.1.3).
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With remaining probability,q3, data from each certain region is assigned to the state that results in no action
on the work medium. As� increases, three-state memories with increasingly smaller values ofq3 become
optimal. ForK = 3 , we thus have a three-state soft partitioning characterized by

p(s3)(m = 0 jx) =

8
><

>:

q3 x 2 X L

1 x 2 X M

q3 x 2 X R

(3.26)

p(s3)(m = 1 jx) =

(
1 � q3 x 2 X R

0 otherwise;
(3.27)

p(s3)(m = � 1jx) =

(
1 � q3 x 2 X L

0 otherwise:
(3.28)

Like the three-state coarse graining, discussed in the beginning of this section, the three-state soft parti-
tioning has no uncertainty in the inference wheneverm = � 1, but total uncertainty form = 0 . Total and
usable information retained by this memory are

I (s3)
m = (1 � w)(1 � q3) ln(2) � (1 � w)h(q3)

+ h(w + (1 � w)q3); (3.29)

I (s3)
u = (1 � w)(1 � q3) ln(2) ; (3.30)

which shows that the usable information carried by this encoding is reduced from the maximally available
usable information byq3 percent.

The optimal strategy for each value of� can then be found by maximizingI u � I m =� over the parameters
(K andqK ), an algorithmically more straightforward procedure than the Information Bottleneck algorithm.
The optimal parameterization at each� performs on-par with the optimal solutions obtained via the Infor-
mation Bottleneck algorithm. Minuscule differences in net engine work output between the two types of
solutions are entirely due to numerical noise17.

Minimal number of memory states in the w–� parameter plane. The expressions for total and usable
information retained by soft partitioning solutions can be used to determine the critical value of the tem-
perature ratio at which it becomes worthwhile for optimal observers to use more than a single memory
state [147]. With one memory state an observer cannot make a decision and is thus limited to doing nothing.
Forq2 = 1=2, the two-state soft partitioning corresponds to a one-state memory withI m = 0 = I u, thus for
q2 ! 1=2 the transition from one to two memory states is approached. Using a two-state soft partitioning

17For all engines considered in Fig. 3.4 the relative lost work output (relative to the maximum possible work output,kT 0I max
u )

between optimal parametric memories and IB results is always less than5 � 10� 5 % and the existing differences are purely due to
the numerical calculation of the parametric information quantities with a step size of2� 10� 6 in qK . Note that for this comparison,
we excluded all optimal memories that are within two annealing steps (annealing rate of1:001 was used) of a phase transition
to a larger number of memory states. This was done, because phase transitions in the IB algorithm contain a small degree of
randomness and do not always happen at exactly the same value of� . Since analytic expressions for the information quantities of
the soft partitioning solutions exist (see Sec. 3.3.2.1), they do not suffer from this issue and so for some values ofw, they may
employ a memory with a larger number of memory states for one or two annealing steps before the memories computed by the
iterative algorithm also increase their number of states. These points would dominate the difference in net work output. More on
numerical complications of the iterative optimization for this model class can be found in Appendix N.
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becomes worthwhile at

� �
1! 2(w) = lim

q2 ! 1
2

I (s2)
m

I (s2)
u

=
1

1 � w
: (3.31)

Similarly, the temperature ratio for which a three-state soft partitioning outperforms doing nothing can be
computed:

� �
1! 3(w) = lim

q3 ! 1

I (s3)
m

I (s3)
u

= 1 �
ln(1 � w)

ln(2)
: (3.32)

Recall that with optimal memories we found two distinctw regimes with qualitatively different behavior.
For smallw, memories changed from using one to two to three states, while for largew, there were no
optimal two-state memories (see Sec. 3.3.1.2). Comparing Eqs. (3.31) and (3.32), we see that� �

1! 2(w <
1=2) < � �

1! 3(w < 1=2), thus if less than half of the possible observation outcomes are uninformative,
optimal observers transition from one memory state to two at� �

1! 2(w). However if more than half of the
outcomes are uninformative (w > 1=2), optimal observers switch from one memory state immediately to
three states, since� �

1! 2(w > 1=2) > � �
1! 3(w > 1=2). Both Eqs. (3.31) and (3.32) are increasing functions

of w. The less certainty the observer has, the larger the temperature ratio needs to be, before it becomes
worthwhile for the observer to do anything at all.

Figure 3.10 Number of memory states as a function of the size of the uncertain regionw and the temperature
ratio � . Shaded regions correspond to the number of states: one (white), two (light grey), three (dark grey).
Black lines mark critical� values at transitions in the number of states (Eqs. (3.31)-(3.33)). Dashed line at
wc =1=2.
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Forw < 1=2 there is a second transition from two to three states, which happens at the critical value of

� �
2! 3 = 2 : (3.33)

For all engines in this regime, the second transition happens precisely when the temperature at which energy
is harvested is twice the temperature at which the memory is encoded.

These results can be visualized with a phase diagram. In Fig. 3.10 the optimal number of memory states
used by minimally dissipative observers is shown as a function of the size of the uncertain region,w, and the
temperature ratio,� . In white regions observers are limited to using one memory state, in light gray regions
observers with two memory states maximize the net engine work output and in dark gray areas, three-state
memories allow for the maximum net work output. The critical values of the temperature ratio� at which
transitions in the optimal number of memory states occur, Eqs. (3.31)–(3.33), are plotted as black lines in
Fig. 3.10.

3.3.2.2 Naive coarse graining (hard partitions)

An observer can choose to coarse grain the observable into either two, or three connected regions, which are
then mapped to the respective memory states,m, deterministically, i.e. with probability one.

For two memory states, a completely naive observer might choose to map the left/right portions of the
x-axis to the respective memory state. But the observer could draw the line at a different position, and obtain
an asymmetric memory. A numerical search over dividing positions reveals that, interestingly, the map

p(da2) (m = 1 jx) =

(
0 x 2 X L

1 x 2 (XM [ X R );
(3.34)

results in the largest average net engine work output, using two coarse grained states. This map18 is sketched
in the top panel of Fig. 3.11.

Figure 3.11 Minimally dissipative encoding strategies for observers limited to coarse graining forw = 0 :3
(red lines at� w=2). Connected grey regions mark coarse grained states. Values correspond top(mjx).

18Mirror imaging this mapping aroundx = 0 results in an equivalent memory with identical performance.
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The� values at which the changes occur from one to two,� det
1! 2(w), and two to three,� det

2! 3(w), memory
states can be computed analytically from the total information, and the usable information, kept in the coarse
grained memories. A one state memory corresponds to doing nothing at all and thus produces zero average
engine work output. So to calculate� det

1! 2(w), we have to calculate the lowest value of the temperature ratio
at which the asymmetrical two-state coarse graining yields positive net work output. For this memory, the
minimum average input work is

kT I (da2)
m = kT h

�
1 + w

2

�
; (3.35)

and the maximum average output work is

kT 0 I (da2)
u = kT 0

�
ln(2) �

1 + w
2

h
�

w
1 + w

��
: (3.36)

The critical temperature is thus

� det
1! 2(w) =

I (da2)
m

I (da2)
u

=
h

� 1+ w
2

�

ln(2) � 1+ w
2 h

�
w

1+ w

� : (3.37)

For � > � det
2! 3(w) minimally dissipative observers limited to coarse graining use the three-state coarse

graining that captures all available usable information (discussed in the beginning of this section and shown
in the bottom panel of Fig. 3.11). This strategy would also be used by observers that maximize the average
work output per cycle, regardless of the costs.

It is never bene�cial to use any other three-state memory, if the observer is limited to coarse graining
19. The critical temperature ratio,� det

2! 3(w), at which it becomes worthwhile for a deterministic observer to
switch to three states, can be found by calculating the� value for which the two-and three-state memories
result in the same average net engine work output, i.e.

� det
2! 3(w) =

I (d3)
m � I (da2)

m

I (d3)
u � I (da2)

u

: (3.38)

With Eqs. (3.15), (3.16), (3.35), and (3.36), we obtain

� det
2! 3(w)=1+

w ln(w)+(1 � w) [ln(1 � w)+2 ln(2)]
w[ln(w)+2 ln(2)] � (1+ w) ln(1+ w)

: (3.39)

The resulting behavior can again be summarized in a phase diagram. The best deterministic observers use
asymmetric two-state memories for temperature ratios� det

1! 2 � � < � det
2! 3. For greater temperature ratios

they use three memory states (dark grey region in Fig. 3.12). In contrast to optimal observers, observers
limited to coarse graining derive no bene�t from skipping two-state memories, regardless of the size of the
uncertain region, since� det

1! 2(w) < � det
2! 3(w) for all w < 1. For engines with vanishing certain regions,

w ! 1, the temperature ratio, at which the �rst phase transition occurs, diverges for both optimal and
deterministic observers, because there is no longer any usable information whereby doing nothing is the
optimal strategy, even for� ! 1 .

Detailed calculations leading to Eqs. (3.15), (3.16), (3.35), and (3.36), as well as a comparison between

19We veri�ed this numerically.
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Figure 3.12 Phase diagram for observers limited to coarse graining. Shaded regions correspond to the
number of states: one (white), two (light grey), three (dark grey). Black lines mark critical� values at
transitions in the number of states (Eqs. (3.37) and (3.39)).

the performance of different coarse grainings can be found in Appendix L.
To gauge the extent to which net work output is lost when observers are restricted to coarse graining,

we plot, in Fig. 3.13, forw = 0 :4, the engine's expected net work output as a function of� , Eq. (3.12),
comparing between engines run with memories that coarse grain, and engines run with optimal memories
(those that solve Eqs. (3.14)).

For temperature ratios below� det
1! 2(0:4) � 2:2, observers limited to coarse graining can derive no positive

net work output from the information engine. Instead, they would have to invest resources to run the engine.
This can be seen by the total average engine work output going negative in Fig. 3.13 (orange and blue
curves), which happens when the thermodynamic costs of running the memory outweigh the gain derivable
from the memorized information. In this situation the best strategy for the observer is to do nothing, i.e. to
memorize no information at all. The inset of Fig. 3.13 shows, as a dashed line, the maximum achievable net
work output with coarse graining at each� .

For intermediate temperature ratios,� det
1! 2(0:4) � � < � det

2! 3(0:4) � 3:4, minimally dissipative deter-
ministic observers use the asymmetric two-state coarse graining, Eq. (3.34). For higher temperature ratios,
� � � det

2! 3(0:4), they use a three-state coarse graining that captures all available usable information. Op-
timal observers have more �exibility in their encoding, consequently they can derive positive work output
from the engine at temperature ratios for which the best observers limited to coarse graining are still doing
nothing. For large values of� , the advantage of optimal observers diminishes, as encoding costs become
less and less important, and already at� = 5 , the difference in net engine work output shown in Fig. 3.13 is
minuscule.
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Figure 3.13 Average net work output as a function of� for optimal and deterministic memories of an engine
with w = 0 :4. Optimal memories with two states are plotted in red, with three states in black and with one
state in grey. The dashed, black line in the inset shows the best deterministic solution at each value of� .

To quantify the difference in engine performance we plot in Fig. 3.14 the minimum amount of average
net work output lost due to using coarse graining, instead of using optimal memories, measured in percent
of the net work output achieved with optimal memories,W opt :

out = I �
u � I �

m=� ,

(I �
u � I (d)

u ) � (I �
m � I (d)

m )=�
I �

u � I �
m=�

;

as a function of� for three select engine geometries. (All work quantities are measured in units ofkT 0.)
Discontinuities in the curves are due to phase transitions in the number of memory states used by determin-
istic observers. Critical� values at which transitions in the number of memory states occur are marked by
dashed red lines for optimal observers and by dotted blue lines for observers limited to coarse graining and
the optimal number of memory states used by both types of observers is denoted by colored numbers (red
for optimal observers and blue for coarse graining) in the regions delineated by the critical� values.

The difference between optimal observers and those limited to coarse graining is clearest for engines
with substantial, but not overwhelming uncertainty (1=3 < w < 1=2). In this regime, for� < � �

1! 2 neither
observer can operate the engine successfully, which is equivalent to using one memory state; in the range
� �

1! 2 � � < � det
1! 2 optimal observers successfully harvest energy, relying on two memory states when

� � 2, and on three when2 < � , while observers whose model class is restricted to coarse graining cannot
harvest energy, see center panel of Fig. 3.14. For� det

1! 2 � � < � det
2! 3 optimal observers rely on three

memory states, but restricted observers coarse grain into two regions, having lower engine performance.
For � � � det

2! 3, coarse graining observers employ the three-state memory that captures all available usable
information, and the difference in engine performance becomes small, disappearing entirely in the limit of
large� . In Appendix M optimal observers and observers limited to coarse graining are also compared in the
information plane.
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Figure 3.14 Difference in average net engine work output between optimal and best deterministic observers
in percent of the optimal work output,W opt :

out = kT 0I �
u � kT I �

m , for three selected engine geometries (left:
w = 0 :1, center:w = 0 :4, right: w = 0 :7) as a function of� . Critical � values and number of memory
states for optimal (dashed red lines, red numbers) and best deterministic observers (dotted blue lines, blue
numbers).

3.4 Conclusion

We use the framework of generalized, partially observable information engines to study optimal encoding
strategies for three different classes of observers in a Szilárd engine with uncertainty from a physical stand-
point. Our work provides a rigorous framework for understanding energy ef�cient decision-making in a
model class in which observable data either carry full, uncorrupted information about the relevant quantity
or no information at all. The simplicity of the model class allows for a clear interpretation of the optimal
strategies. Simultaneously its generality suggests a broad range of possible applications in biological and
arti�cial systems confronted with uninformative data. By mapping binary decision problems under uncer-
tainty to partially observable Szilárd engines, we provide a way to bridge the gap between physical analysis
and abstract theories of decision-making.

Each bit of information captured in a physical memory incurs a thermodynamic cost of at leastkT ln(2) .
In general, not all information retained in memory,I m , can be traded back into work gain. At best,I u � I m

usable bits of information about the work medium can be leveraged to extractkT 0I u of work from a heat
bath in an information engine process which allows the observer to make the memory at a lower temperature,
T < T 0, than the temperature at which work is extracted. The temperature ratio� = T0=T determines the
thermodynamic value of usable information, and thereby sets the trade-off between thermodynamic costs
and bene�ts of the memory.

Optimal memories waste as little energy as possible by retaining as little useless information as possible.
They can be derived from maximization of the information engine's average net work output, optimized
over all possible data encodings [42]. An iterative algorithm, called “Information Bottleneck method”,
can be used to �nd the optimal memory making strategies numerically. Once the optimal strategies are
known, a physical code book can be constructed, that enables machinery to implement not only a pre-
described function of Maxwell's demon, as is done in Szilárd's engine, but also the demon'sstrategyof how
to execute its function (which is predetermined by an “external” experimenter in Szilárd's engine, as well as
most current information engines [15–18,20–27,51,53,59,81,82,84–91,93,137–146]).
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Optimal data encoding strategies are found by numerical optimization over all possible encodings, but
what happens if the physical observer is constrained to a subset of the space of all possible encoding strate-
gies? Analysis of the algorithmically discovered optimal solutions lead us to introduce parameterized soft
partitions. We found that the observer's model class need only include these parameterized soft partitioning
strategies in order to contain thermodynamically optimal strategies for our engine class. It is not necessary
to consider observers with access to the much larger model class containing all probabilistic maps. On the
other hand, we showed that it is not suf�cient to consider observers limited to coarse graining of the observ-
able (hard partitioning). For both classes of constrained observers analytic expressions for key quantities
characterizing thermodynamically optimal strategies, such as memorized and usable information and critical
� values at transitions to more memory states, are calculated.

The demonstration that optimal strategies differ from naive coarse-graining methods, which are prevalent
in existing literature on information engines [16, 18, 21, 84, 85, 90, 137, 152–154], highlights the limitations
of coarse-graining based approaches, showing that they neglect the energetic costs associated with infor-
mation processing. The parameterization of optimal strategies found here enables a deeper understanding
of the energetic trade-offs inherent in decision-making under uncertainty, serving as a baseline for more
complex scenarios. Our approach provides a foundation for studying biased input data,p(u) 6= 1

2 , �nite-
time decision-making, and multi-faceted decision problems, all of which are common in real-world systems,
from a physical point of view.

The broader implications extend to biological systems, where strategies discovered by our method, could
potentially help to explain the information processing observed in chemical sensing [155], biological sig-
naling [156] or membrane protein function [157, 158]. Experimental measurements of dissipation in such
systems could serve as a test for the applicability of our theoretical results in nature. Furthermore, the ef-
�cient strategies derived from our analysis hold promise for engineering applications. For instance, they
could inspire the design of next-generation computational hardware that mitigates energy consumption and
heating issues, particularly in chip designs.

The novel soft partitioning strategies, while reasonable in hind sight, are not immediately obvious to
guess. They were revealed by our analysis. We hope that this might inspire descriptions of other thermo-
dynamic systems in similar situations, when not all pertinent information is available to the observer, or
when data compression and low thermodynamic model costs are important for other reasons. Ultimately,
the simplicity of our model class not only aids intuition but also lays the groundwork for practical advance-
ments in more complex situations, contributing to the broader understanding of the physics of information
processing.
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Part 2 - Analytical Treatment

An analytical characterization of thermodynamically rational agent behavior is obtained for a simple,
yet non–trivial “Maxwell's demon” operating with partial information. Our results provide the �rst fully
transparent physical analysis of a decision problem under uncertainty.

Decision making under uncertainty is one of the core hallmarks of intelligence, for which conclusive the-
ory is yet outstanding. Mathematical foundations are commonly phrased in terms of optimization. Notions
of “utility” [159, 160], “reward” [161], “risk” [162] and “regret” [163] are, for example, used to formalize
agent objectives and de�ne rationality. But the exact quanti�cation of these subjective notions typically
expressesad hocmodeling choices, ultimately based on the designer's intuition. This approach can be prob-
lematic, particularly when complex behaviors are modeled and performance measures are not unambiguous.

An alternative is to look forphysicalfoundations. All decision makers are physical systems, and physical
limits to information processing can provide design rules [42]. As with many complex problems, a �rst step
towards building foundational understanding is to carefully study a rudimentary base case. The simplest
decision problem is a binary choice.

Interestingly, Maxwell's demon [3], embodies a binary decision problem in which noad hocassumptions
are necessary to quantify rationality. The “demon” can be understood as an active observer, or “agent”,
operating an information engine [2]. The observer's goal is unambiguous: available information is used to
harvest energy. The energy required to take decisions must be subtracted from the derivable energetic gain,
the bottom line is the engine's remaining, net work output. Rationality is clear cut in this context, due to the
physical nature of the problem: A rational behavioral choice is to use a strategy that enables the largest net
output [42]. We refer to this asthermodynamic rationality.

In recent years, numerous experiments have veri�ed that microscopic information engines are feasible
[15–27,81,84–86,88–91] and potentially useful in real world implementations [59,145,158,164,165], such
as biomolecular machinery in cells [31, 157, 166–169]. This experimental evidence has lifted Maxwell's
demon and Szilárd's information engine from the realm of thought experiments, useful for understanding
the physical nature of information, to the realm of potential applications in energy ef�cient computing.

One problem with this literature is that it relies on the assumption that measurements reveal the state
of the system, and experiments are arti�cially engineered to that end [15–27, 81, 84–86, 88–91], instead
of considering the more relevant problem faced in the real world, where decisions are typically based on
inferences derived from observations containing onlypartial information about the variable(s) required to
decide which actions to take.

To address this issue, the framework of generalized, partially observable information engines was intro-
duced [42] as a uni�ed theoretical approach treating information engines and heat engines on equal footing,
with each type constituting a subclass of generalized partially observable engines. Since its introduction, it
has been taken up and used in conjunction with stochastic thermodynamics, inspiring a range of follow-up
studies [59–64, 70, 75]. Importantly, it affords a principled derivation of the observer's inference method
from purely physical arguments [42]. But even simple examples have nontrivial solutions that are not ana-
lytically tractable [75].

The novelty of this letter lies in introducing a general mapping between binary decision making problems
under uncertainty and partially observable Szilárd engines, and in providing ananalyticalcharacterization of

The content of this part is taken from the manuscript “Thermodynamically rational decision making under uncertainty”, which
was coauthored with Susanne Still and is currently under review at Physical Review Letters as part of a joint submission.
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the agent's behavior for a simpli�ed model (Eqs. (3.43), (3.44), (3.46), and Fig. 3.17). The model is chosen
as an idealization of a frequently encountered problem in real-world decisions where not all observable
outcomes reveal information about the quantity that needs to be inferred. This important base case is used
to clarify the thermodynamic value of memorized information. We show in Eq. (3.42) that the essence of
thermodynamic rationality lies in storing as much useful information in memory as possible while discarding
useless information. We expose that coarse graining fails as a general data-representation strategy because
it is oversimpli�ed and poorly adjusted to the intrinsic uncertainty, keeping an unnecessarily large amount
of useless information (Eqs. (3.40), (3.41), (3.45), and Fig. 3.15). One strength of the model studied here
is its simplicity, which allows us to show that thermodynamically rational representations are elegant and
reasonable (Fig. 3.16), albeit not necessarily easy to guessa priori.

3.5 Binary decision problems and generalized Szilárd engines.

Solving a decision problem typically hinges upon knowledge of hidden variables, in the simplest case one
random variable with binary outcome,u= � 1. Szilárd's information engine embodies this: A single-particle
gas is prepared with a movable divider in the center of the container (atx =0 ) and connected to a heat bath
at temperatureT. An observer, who knows which sideu is empty can extract work from the heat bath by
isothermal expansion—up to, on average,kT ln(2) per engine cycle (k denotes the Boltzmann constant).
The observer's role is to store a transiently available observation,x in memory,m. A memory-dependent
protocol on the piston is then executed mechanistically [2]. The memory making has to be implemented by a
physical process, with a minimum energy requirement that depends on the map—storing more information
comes at an inevitable cost [14,92,103,170].

The optimal way to record observations of the particle'sx-position is trivial for Sziĺard's engine:m =
sign(x). This coarse graining makesm identical tou. This decision problem is fully observable, since the
available data always affords uncertainty free reconstruction of the actionable variable.

Physical implementation of the mapm = sign( x) requires, on average, at leastkTM ln(2) , whereTM

denotes the temperature at which the memory making process runs. Szilárd's engine can therefore produce
average net work output up tok(T � TM ) ln(2) per cycle. Run isothermally (T = TM ), the net output is
zero, at best. Szilárd's engine converts work to information (when storing an observation in memory), and
information to work (when exploiting the memory).

To produce positive average net work output, all engines, information engines and heat engines alike, need
temperature differences [42], or alternatively non-equilibrium �uctuations that can stand in for temperature
differences [59]. ForTM < T , the Sziĺard engine cycle approaches Carnot ef�ciency [75], but only if
information is processed correctly, as outlined above. There are, of course, other memory making strategies
that yield less work.

3.6 Decision problems with uncertainty can be linked to partially observ-
able Sziĺard engines.

The decision problem becomes interesting when uncertainty-free reconstruction of the value of the hidden
variableu from observations is not possible. The observer's challenge is to map data to memory in such
a way that inference quality is high, while energetic costs remain low. The engine's maximally achievable
net work output depends on how intelligently data processing is implemented [42]. Rational decision strate-
gies can be probabilistic, characterized by conditional probabilitiesp(mjx). Whenm is given, there is an
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Figure 3.15 The decision problem. Left: realized by a partially observable Szilárd engine; center: speci�ed
by the conditional probabilityp(u = 1 jx). Right: a fractionv of observable outcomes are informative, of
those, half correspond to the left side being empty;w = 1 � v are uninformative.

optimal, memory-dependent work extraction protocol, which can be applied mechanistically. It moves the
divider into the direction that is most likely empty, leaving a residual volume fraction as large as the remain-
ing inference error probability [75]. The observer's freedom in choosing a decision strategy thus lies in the
choice ofp(mjx).

For binaryu, the intrinsic uncertainty is speci�ed by the probabilityp(u=1 jx). A corresponding partially
observable Szilárd engine can be constructed for any such problem with constant probability density� (x)=
� by re-orderingx, so that thep(u = 1 jx) values are in ascending order, resulting in a monotonic function
d(x)20. A physical divider shaped asd(x) is then used in the Szilárd engine, with any discontinuities
connected vertically. The engine can be assumed, without loss of generality, to have a container of unit
length in all directions.

Importantly, this general correspondence makes our framework extendable to other types of uncertainty.

3.7 The decision problem.

Here, we consider a rudimentary decision problem: a fractionv 2 (0; 1) of the observable outcomesx tell
us with certainty which side is empty, i.e.p(ujx) is either 0 or 1 for thesex. The rest of the observations tell
us nothing at all aboutu, i.e., thosex havep(ujx) = 1 =2. The corresponding partially observable Szilárd
engine has a divider with a horizontal part of widthw = 1 � v in the middle (aty = 0 ), and two vertical
parts, located atx = � w=2 (left panel of Fig. 3.15). The problem is characterized by

p(u=1 jx) =

8
<

:

0 if x 2 X L = [ � 1=2; � w=2]
1=2 if x 2 X M = ( � w=2; w=2)
1 if x 2 X R = [ w=2; 1=2]

;

(Fig. 3.15, center). It containsv bits of usable information:I [X; U ] =
D

hln [p(ujx)=p(u)]i p(ujx)

E

� (x)
=

v ln(2) .
As in Sziĺard's original engine, the divider can be used as a piston to extract work by increasing the

accessible volume. With access to the particle'sx-position alone, the accessible volume can, at best, be
doubled in a fractionv of all engine cycles.

3.8 Naive coarse graining.

The maximum average amount of work,W max
out = kTv ln(2) , can be extracted if the observer coarse grains

x into the three regions,XL , XM , andXR . Coarse graining is a data representation strategy that implements

20The construction for non-constant� (x) is discussed in Appendix O.
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a hard partition of the observable space by using a deterministic map,p(mjx) = � m bm(x) (� denoting the
Kronecker-Delta), in this case mapping to three distinct memory states, i.e.,bm(x) = � 1 if x 2 X L ,
bm(x) = 0 if x 2 X M , and bm(x) = 1 if x 2 X R .

This classi�cation embodies two binary decisions: �rst, decide if the data are informative or not, then,
if informative, decide if they belong toXL or to XR . The situation is sketched in the right diagram of Fig.
3.15. The total amount of information kept in memory isbI [M; X ] = bH [M ], becausebH [M jX ] = 0 . To
evaluate the entropy, we introduceh(x) := � (1� x) ln (1 � x) � x ln(x) > 0 for 0<x< 1, h(0) = h(1) = 0 .
The choice of the base of the logarithm determines the units of information; for base 2 we writeh2(x) =
h(x)=ln(2) , and bH2[M ] = bH [M ]=ln(2) . The total information kept by this memory strategy splits into
two terms:

bH2[M ] = h2(v) + v : (3.40)

There areh2(v) bits of information about whether or not a data sample is informative — useless information
for energy harvesting purposes. Onlyv bits of the total memory revealwhichside of the container is empty,
and are therefore usable. Coarse graining into three states is wasteful, because it keepsh2(v) unusable bits.

Strategies such as this one, which maximize gain regardless of cost, are typically used in the information
engine literature. These strategies are not always thermodynamically rational. To see how bad this type of
strategy can be, note that, in this example it leads to an upper bound on net average work output of

cW net
out = k(T � TM )v ln(2) � kTM h(v) (3.41)

This bound isnegativewhen the relative temperature difference,� � := ( T � TM )=TM , is belowh2(v)=v.
Typical experimental realizations haveT = TM . That would imply an averagenet work lossof, at best,
kTh(v) per cycle, if no other dissipation was encountered in the implementation. The observer would be
better off doing nothing at all. This shows that data processing costs cannot be ignored, and at least a lower
bound should be compared to the derived gain in experimental studies.

Maximizing energetic gain alone, regardless of processing costs, is thermodynamically rational only
for T >> T M , because in this regime energetic costs associated with keeping more information become
negligible, as every usable bit allows for comparably enormous gain. But the engine's behavior is then
dominated by the large temperature gradient. In the more interesting regime ofsmall temperature ratios,
� := T=TM , the quality of the observer's information processing governs the engine's behavior. In this
regime rational decisions make a considerable difference.

3.9 Thermodynamic rationality.

For any given observer strategy,p(mjx), the upper limit on average net engine work output is the maximally
possible work gain,kT I [M; U ], minus the smallest possible amount of work needed to run the memory,
kTM I [M; X ] [42]: W net

out = k(T I [M; U ] � TM I [M; X ]): Thermodynamically rational agents use that
strategyp� (mjx), which maximizesW net

out . Mathematically, such strategies are solutions to the following
optimization problem:argmaxp(mjx) W net

out [p(mjx)]; subject to
P

m p(mjx) = 1 , 8x [42]. These solutions
are computable with the “Information Bottleneck” algorithm [66].

When the observer remembers something, we haveI [M; X ]> 0. The ratio of maximally extractable
work to minimal cost then cannot exceedkT I [M; U ]=kTM I [M; X ] � � , sinceI [M; U ] � I [M; X ]. The
temperature ratio� determines thethermodynamic valueof usable information. We expect the observer
to remember varying degrees of detail, depending on� , because keeping more information requires more
work, an investment that, in general, makes sense only if the work that can be gained from the usable part of
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the memorized information,I u := I [M; U ], exceeds the invested amount. The rest of the total information
captured,I m := I [M; X ], is useless:I ul := I m � I u.

The optimization problem can equivalently be understood as �nding the data representation that contains
the least amount of useless information, subject to capturing as much useful information as possible:

argminp(mjx) (I ul [p(mjx)] � � � I u[p(mjx)]) (3.42)

subject to
P

m p(mjx) = 1 . The relative temperature difference,� � = � � 1, controls the trade-off.
We saw that, in the range1 < � < 1 + h2(v)=v, coarse graining into three regions is worse than doing

nothing. But we also know that for� > 1, the engine could in principle produce positive average net work
output, as long as the observer can �nd a memory that captures enough usable information without being too
wasteful. What do rational decision strategies look like in this range? Do they rely on two memory states,
or on three?

To answer these questions we enlisted the help of the algorithm [171], but visual inspection of the numer-
ical solutions revealed a parametrization of thermodynamically rational observer strategies (shown in Fig.
3.16)21.

Figure 3.16 Thermodynamically rational decision strategies are soft partitions, characterized byp(mjx)
(displayed in the cells, left), parameterized by the number of memory states,K (v; � ), and the probabilities
q2(v; � ) andq3(v; � ). Red lines delineate the region with uninformative outcomes, shown isv = 0 :7. Right:
Each memory statem carries an inference ofu.

This parametrization enables analytic characterization of thermodynamically rational agent behavior. The
critical � values at which transitions occur between one, two, and three distinct memory states can be calcu-
lated. To that end, we write the average net engine work output,W net

out , as a function of� , v, andqK . Optimal
qK (v; � ) are then determined from the conditiondWnet

out =dqK = 0 , yieldingq3 = (1 � v)=v(2� � � 1), and
a transcendental equation forq2, which has an analytic solution for� = 2 : q2 = 1

2 � 1
2v

p
2v � 1 (for

v � 1=2). Critical values for� are obtained by analytical comparison ofW net
out for different numbers of

underlying memory states,K 2 f 1; 2; 3g22.
21We veri�ed numerically by brute force that this parametrization yields optimal engine performance.
22Detailed calculations can be found in Appendix S and T
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We �nd that two-state strategies emerge only if the majority of observation outcomes are informative
(v > 1=2). The transition from one to two memory states occurs at the critical value

� 1! 2(v) =
1
v

; v 2
�

1
2

; 1
�

; (3.43)

and the transition from two to three memory states occurs universally (8 v > 1=2) at

� 2! 3 = 2 : (3.44)

Thermodynamically rational strategies in the range� 1! 2(v) < � < � 2! 3 use two memory states as
displayed in the upper panel of Fig. 3.16: Any observation that is fully informative is assigned with high
probability,1 � q2 (q2 < 1=2), to one of those memory states. The valuem is just a label. The labeling
convention can be chosen such thatx 2 X L get assigned tom = � 1, andx 2 X R to m = 1 . Uninfor-
mative observations in the middle region are assigned to either state at random, requiring no work. The
energetic costs are thereby reduced without negatively affecting inference quality. This two-state memory
allows the agent to extract work up tokT ln(2)

�
1 � h2

� 1
2 +

� 1
2 � q2

�
v
��

, at a minimum energetic cost
of kTM ln(2)v

�
1 � h2(q2)

�
23. Reducing costs becomes more important with smaller� , as usable infor-

mation has less thermodynamic value. Cost reduction is implemented by softening the partition:q2(v; � )
monotonically increases with decreasing� .

At � 2! 3 = 2 (andv > 1=2), W opt
out = W net

out jp� (mjx) is readily calculated for thermodynamically rational
two- and three-state memories. It is1

2kT ln(2)[1 � h2(v)] in either case, explaining the transition. Compar-
ison to the naive coarse graining strategy, which givescW net

out = 1
2kT ln(2)[v � h2(v)] for � = 2 , reveals that

thermodynamic rationality results in an advantage ofW opt
out � cW net

out = 1
2kT ln(2)[1 � v]. This can be up to

half of the maximal work that could be extracted (if all costs are ignored), a substantial loss in the regime
with many, but not majority uninformative outcomes:W opt

out � cW net
out ! 1

2W max
out , asv ! 1

2 .
For � > 2, three-state memories (lower panel of Fig. 3.16) yield better engine performance than two-

state memories. The data representation strategy changes dramatically: with two states, uninformative
observations are assigned at random, while with three states they are mapped with probability one to the
third state, i.e., resources are dedicated to being certain about knowing nothing. Observations in the regions
XL andXR are mapped to the respective memory state with probability1 � q3, and with probabilityq3

to the newm = 0 state. This is a clever way to save coding costs by softening the partition, while not
compromising the perfect inference accuracy obtained for the other states,p(u = mjm) = 1 , for m = � 1.
The observer can thus extract average work up tokT ln(2) wheneverm = � 1 is recorded. The probability
of this occurrence isp� :=

P
m= � 1 p(m) = v(1 � q3) = ( v2� � � 1)=(2� � � 1).

As � increases,p� increases, whereby the observer can pro�t more often from their perfect inference.
The maximum extractable work iskT ln(2)p� , and the minimum coding cost iskTM ln(2)

�
p� + h2(p� ) �

vh2(p� =v)
�
. In the limit of large� , whenp� ! v, the strategy approaches coarse graining into three states.

The advantage of thermodynamically rational three-state strategies over the naive coarse graining, in terms
of the difference in the respectiveW net

out , is linear in the fraction of uninformative samples, and decreases
monotonically with� :

W opt
out � cW net

out = kTM (1 � v) ln[2� � =(2� � � 1)]: (3.45)

When uninformative outcomes dominate (v � 1=2) then thermodynamically rational observers do not
pro�t from utilizing two memory states at any value of� . Instead, they either remember nothing and do

23Information quantities for the parametric strategies are calculated in Appendix P
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nothing (one-state memory), or they use a three-state memory. This is the case when the relative tem-
perature difference exceeds the self-information [32, 172] of an informative outcome, measured in bits:
� � > log2 (1=v). That is, the transition from one to three memory states occurs at

� 1! 3(v) = 1 + log 2

�
1
v

�
; v 2

�
0;

1
2

�
: (3.46)

3.10 Summary of results

These analytical results show how the thermodynamic value of information dictates the appropriate detail
with which information ought to be stored—in other words, it dictates the appropriate complexity of the
summary an observer makes of available data. Recall that, even when data are abundant, and statistical
over�tting [148] is not an issue, an observer's model can still be overly complicated. For partially observable
information engines model complexity is physical: the model should not retain information that the observer
cannot gainfully utilize.

Figure 3.17 Phase diagrams comparing engines run by thermodynamically rational agents (white lines, Eqs.
(3.43), (3.44), (3.46)) to engines run by observers restricted to coarse graining (grey lines, Eqs. (R.69) -
(R.70), see Appendix R), overlaid with quantitative performance difference,� Wout , in color (see text). In
the red area, thermodynamic rationality results in positive net engine work output, while coarse graining
does not. Displayed isv < 1 (v = 1 is Sziĺard's engine without uncertainty).

Results are summarized in the phase diagram inv–� parameter space, shown in Fig. 3.17. White lines,
Eqs. (3.43)-(3.46), delineate regions in which thermodynamically rational agents use one, two, or three
memory states, respectively. In the black area the engine cannot produce positive average net work output,
and the best strategy is to do nothing (corresponding to one memory state). Viable engines are found
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only in the colored areas. The colors compare to the performance of the best coarse graining strategy (see
Appendix).

3.11 Observers that can only coarse grain

Coarse graining observables is a standard method to think about the physics of stochastic and complex sys-
tems [173, 174]. Interestingly, observers that coarse grain are not generally implementing thermodynamic
rationality. The color in Fig. 3.17 shows the difference in net engine work output between a thermodynami-
cally rational observer,W opt

out , and an observer that implements minimally dissipative coarse graining,W det
out ,

in units of the optimal output:� Wout := ( W opt
out � W det

out )=Wopt
out

24.
In the red area, coarse graining fails catastrophically, producing no positive net work output, while ther-

modynamically rational strategies are able to operate the engine gainfully. This area dominates the regime
of main interest, where temperature differences are not large, and uncertainty is not negligible, but also not
overwhelming (for0:5 < v � 0:9 and� � 2, the red area covers over 60% of the total feasible area).

Importantly, the qualitative change we observed for thermodynamically rational strategies, delineating
whether the majority of possible observation outcomes is informative (v > 1=2) or not (v � 1=2), disap-
pears. Instead, from the observer's point of view, it now appears that there is a region in which two states are
preferable for anyv (gray lines show the transitions, Eqs. (R.69)-(R.70), see Appendix R). The universality
of the second phase transition, Eq. (3.44), also disappears. Thus, when the observer is restricted to coarse
graining, the interesting structure in the problem cannot be discovered.

3.12 Discussion

In this letter we establish an important baseline for physically motivated decision making under uncertainty
by giving a simpli�ed model that allows analytical characterization of thermodynamically rational behavior.
This work has potentially wide ranging consequences. First, it opens up a large class of new modeling
strategies for complex systems, based on thermodynamically rational data representations instead of coarse
graining. Second, it provides a direct design rule for thermodynamically ef�cient computing. Third, it
demonstrates clearly that the strategy of maximizing only derivable gains, typically implemented in the
information engine literature, ignoresnon-negligibleinformation processing costs, and should be replaced
by a thermodynamically rational strategy. Finally, our results seriously call into question the wide use ofad
hocobjective functions in optimization based approaches to AI, as the validity of such methods ultimately
relies on trust in the intuition of the designer. Our example shows that this trust might be misplaced as
intuition fails even for the simple model studied here.

24Obtained from numerical calculations.
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Chapter 4
Thermodynamic work in qubit systems

How much work is needed to prepare a qubit system in a desired state? In this chapter two different
de�nitions of work in quantum systems are used to quantify the minimum work costs of unitary qubit
transformations. By comparing the two predictions it is shown that the work costs for perfect preparation
exceed the average energetic change of the qubit during the unitary transformation. The additional
costs required for perfect preparation depend on the ratio of the qubit energy gap,Egap , to the thermal
energy,kT . The results are applicable to single-shot operations as well as operations performed on many
identical copies of the qubit.

For quantum systems the notion of thermodynamic work is not well-de�ned [175–178]. Consequently,
different concepts of work arise, depending on the speci�c task and the capabilities of the work extraction
mechanism [178]. The different work quanti�ers only agree under speci�c conditions [175]. Here two
established de�nitions of work in the context of quantum systems are used to compare the work requirements
for unitary qubit operations. The chapter is organized as follows: In Sec. 4.1 the work de�nitions are
introduced and brie�y reviewed. In Sec. 4.2 the work costs of unitary single qubit operations starting or
ending in energy eigenstates are calculated in both frameworks. In Sec. 4.3 the calculations are extended
to systems of N-independent qubits and in Sec. 4.4 it is brie�y discussed how entanglement in two-qubit
systems affects work costs.

4.1 Thermodynamic costs of quantum operations

Arguably the �rst de�nition of thermodynamic work in open quantum systems goes back to work by Robert
Alicki [179] and it is still widely used in the more recent literature [93, 180–184]. In this framework (re-
ferred to as “semi-classical” in the following) the system changes in response to a time-dependent Hamil-
tonianht which is subject to some external parameter(s). The system Hamiltonian,HS, is assumed to be
time-independent for the sake of simplicity. Using the energy expectation value,E(t), and the �rst law of

The contents of this chapter are in preparation for submission with co-author Susanne Still.
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thermodynamics,dE = �Q + �W , the following de�nitions for heat and work are introduced [179]:

E (t) = tr [ � (t)(HS + ht )] ; (4.1)

Q(t) =
Z t

0
tr

�
d� (� )

d�
(HS + h� )

�
d�; (4.2)

W (t) =
Z t

0
tr

�
� (� )

dh�

d�

�
d�; (4.3)

where� (t) denotes the density matrix of the system at timet. These de�nitions ensure that the �rst law of
thermodynamics is satis�ed.

The semi-classical de�nition of work, Eq. (4.3), is dif�cult to evaluate for general quantum processes,
since it involves the derivative of the time-dependent Hamiltonianht , as well as the time-dependent state of
the system� (t), both of which are not necessarily well-de�ned analytically or easily accessible experimen-
tally for the quantum process in question [180]. Moreover there are an in�nite number of time-dependent
Hamiltonians that can be used to mediate any desired evolution [185,186], resulting in different amounts of
heat and work in general.

So why is the decomposition of energy into heat and work introduced in Eqs. (4.2) and (4.3) still widely
used? The reason seems to be twofold: 1. It matches the notion that changes of the external parameters
(controllinght ) are associated with work, while changes of the system's state (at �xed external parameters)
are associated with heat; 2. For any unitary process Eq. (4.2) vanishes, because the density matrix evolves
according to the Liouville-von Neumann equation,d� (t )

dt = i [(HS + ht ); � (t)]:

�Q = tr
�

d� (t)
dt

(HS + ht )
�

dt (4.4)

= i tr
�
[(HS + ht ); � (t)](HS + ht )

�
dt (4.5)

= i tr [(( HS + ht )� (t) � � (t)(HS + ht ))( HS + ht )] dt (4.6)

= i (tr [( HS + ht )� (t)(HS + ht )] � tr [ � (t)(HS + ht )(HS + ht )]) dt = 0 ; (4.7)

since the trace is invariant under cyclic permutations of the arguments (tr[ ABC ] = tr[ BCA ] = tr[ CAB ]).
Thus for unitary evolution the total change in energy,� E is attributed to work in the semi-classical frame-
work. The total energy change is path independent, it depends only on the initial and �nal state of the unitary
process, but not on the choice of the time dependent Hamiltonian,ht , used to mediate the desired unitary
evolution. This implies that the work is also path independent under these conditions.

Isolated quantum systems evolve unitarily, allowing energy changes during state transformations to be
associated with work in the semi-classical framework. However if a system is in fact isolated from its
environment during its evolution, then how can a desired output state be reached? A truly isolated system
evolves according to its unitary time evolution operatorU(t) = exp

�
� i

~HS t
�

and this evolution can,
in general, only realize a small subset of all possible system states. To access the full state space, the
system has to be coupled to some external system or environment (itself a quantum system), mediating
a broader class of transitions. The composite system may then evolve unitarily according to some joint
Hamiltonian, capable of realizing the desired transformation of the system of interest. In this case a full
thermodynamic accounting also needs to keep track of the mediating system(s), but in the weak coupling
limit the environment's in�uence becomes negligible. Luigi Accardi et al. rigorously showed that, as the
coupling strength approaches zero, the system's evolution converges to a unitary process [187], indicating
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that the mediating system's impact can be disregarded in the thermodynamic description. Thus in the weak
coupling limit the semi-classical framework can be used to easily quantify work costs for unitary evolution.

4.1.1 Work in terms of the coherent relative entropy [188]

The second de�nition of work consider here is given in terms of the coherent relative entropy,D̂ �
X ! X 0, �rst

introduced and de�ned by Philippe Faist and Renato Renner in 2018. In this framework, referred to as “CRE
picture” in the following, theminimalwork cost required to performanyquantum process can be calculated
as follows:

WCRE = � kT ln(2)D̂ �
X ! X 0(� X 0RX jj � X ; � X 0): (4.8)

The coherent relative entropy is a measure of the number of pure qubits generated or consumed, that
is, turned into maximally mixed qubits, while realizing any quantum process, taking a system in state� X

and subjecting it to a logical processEX ! X 0. The logical process can be any completely positive, trace-
preserving map and together with a puri�cation of the input state,j� i XR X

(using a reference systemRX ), it
de�nes the process matrix� X 0RX = ( EX ! X 0 
 1RX ) j� ih� jXR X

. The� operators de�ne the set of allowed
free operations1: an operation� is a free operation, if and only if it preserves some �xed operator� ,
�(�) = � . In the thermodynamic context, allowed operations must be Gibbs-preserving maps2, preserving
the thermal state
 = e� �H S =Z of the system, at �xed inverse temperature� = 1=kT and with Z =
tr[ e� �H S ]. In the general framework, Gibbs-preserving maps are recovered by equating the� operators
with the unnormalized thermal state:� = e� �H S .

The coherent relative entropy framework is fundamentally single-shot. It quanti�es the resources, in
terms of the number of pure qubits, needed to ensure that a desired process succeeds with certainty every
time. It holds beyond the weak-coupling limit. The de�nition of the coherent relative entropy allows for
� -approximations of the required state to be realized instead of the required state itself [188,191]: For� > 0
the zero-error work cost are optimized over states that are� -approximations of the required state.

The number of pure qubits can be seen as a universal currency, since any pure qubit in a known state
can be converted intokT ln(2) of work in a process akin to a Szilárd engine [192, 193]. Herek denotes
Boltzmann's constant andT is the temperature of the heat bath available during the conversion of pure
qubits into work. Thus the prefactor in Eq. (4.8) directly re�ects the energetic value of each pure qubit
in a known state. By construction a negative value of the coherent relative entropy means that work in the
amount ofkT ln(2)D̂ �

X ! X 0(� X 0RX jj � X ; � X 0) has to beinvestedto make the process happen. Following
the standard thermodynamic convention adopted in the other chapters, I take invested work to be positive,
while negative work is assumed to be extractable3.

4.2 Work costs of single qubit rotations

To quantitatively compare the work required for arbitrary single qubit rotations in the two different pictures,
we have to specify the qubit Hamiltonian. Let us assume without loss of generality that our single qubit

1Here the thermodynamic framework is speci�ed by imposing restrictions on which operations can be carried out for free.
Forbidden operations require an investment of resources to overcome the restriction [188]. This description is closely related to
resource theory approaches [40,189,190].

2Allowing non-Gibbs-preserving maps as free operations, renders the framework trivial by allowing for arbitrary work to be
extracted [188].

3Thus including a negative sign in Eq.(4.8), compared to the de�nition in [188].

96



system has a Hamiltonian of the form

HS = E0 j0ih0j + E1 j1ih1j ; (4.9)

wherej0i ; j1i denote the energy eigenstates of the qubit (j0i for the ground state andj1i for the excited
state), andE0; E1 2 R are the corresponding energy eigenvalues. The associated thermal state is a mixed
state, with each energy eigenstate weighed by the its probability according to the Boltzmann distribution:


 =
e� �E 0

e� �E 0 + e� �E 1
j0ih0j +

e� �E 1

e� �E 0 + e� �E 1
j1ih1j ; (4.10)

with � = 1=kT. Since the energy eigenstates form a basis in the Hilbert spaceH of the qubit, any pure
qubit statej i can be expressed in terms of a superposition of energy eigenstates:

j i = a j0i + bj1i a; b2 C; (4.11)

with jaj2 + jbj2 = 1 .
Work costs are calculated for transitions from energy eigenstates to general pure qubit states and vice

versa. Transitions between that do not involve energy eigenstates are not considered, because for these
transitions no analytic expression for the coherent relative entropy exists. In the semi-classical picture the
work costs generally depend on the speci�cs of the actual process, via the choice ofht , but for states
that can be reached via unitary evolution, the work costs only depend on the energy expectation value of
the initial and the �nal state. Since any two pure qubit states can be connected by an appropriate unitary
transformation, this does not impose any additional restrictions.

The types of state transitions considered here are of the formj0i 
 j i andj1i 
 j i . These transitions
can be achieved by a suitable unitary operation, for exampleU = a j0ih0j + bj1ih0j � b� j0ih1j + a� j1ih1j
when starting in the ground state andU0 = a j0ih1j + bj1ih1j + b� j0ih0j � a� j1ih0j when starting in the
excited state. The reverse transitions can be achieved byUy andU0yrespectively.

The associated change in energy for transitions involving the ground state,j0i , is

� E = � (tr[ HS j ih j] � tr[ HS j0ih0j]) = � (jaj2E0 + jbj2E1 � E0) = �j bj2Egap; (4.12)

whereEgap := E1 � E0 denotes the energy gap of the qubit andjaj2 � 1 = �j bj2 due to normalization.
Since the state transitions can be achieved by a unitary operation, the total change in the energy expectation
value is assigned to work in the semi-classical picture:

W j0i 
 j i
SC = �j bj2Egap : (4.13)

There might be other, non-unitary ways to achieve the same state transition in the semi-classical picture, but
they would necessarily have larger work costs and since we are interested in comparing minimal work costs
in the two different pictures, we will not consider any non-unitary process. The exact physical mechanism
implementing the desired unitary evolution remains unspeci�ed and different implementations might also
result in different costs. However, to establish a lower bound on the required work costs, it is suf�cient to
consider the case where the implementation comes at no additional costs.

How large are the work costs in terms of the coherent relative entropy? We focus on perfect operations,
producing the desired state every time, thus setting� = 0 for all calculations involving the coherent relative
entropy. In general the coherent relative entropy cannot be evaluated analytically, but if either the initial
or the �nal state is an eigenstate of the respective� operator, an analytic expression exists, as shown in
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Corollary 30 of [188]. For qubit rotations� X = S = � X 0= S = � and energy eigenstates are also eigenstates
of � = e� �H S .

Evaluating the coherent relative entropy forj0i ! j  i leads to

D̂ (j0ih0j 
 j  ih j jj �) = � log2

�
e� �E 0

e� �E 0 + e� �E 1

�
� Dmax (j ih j jj �)

= � log2

�
e� �E 0

e� �E 0 + e� �E 1

�
� log2(h j � � 1 j i )

= � log2

 
e� �E 0

e� �E 0 + e� �E 1

 

jaj2
e� �E 0+ e� �E 1

e� �E 0
+ jbj2

e� �E 0 + e� �E 1

e� �E 1

!!

= � log2

�
jaj2 + jbj2e�E gap

�

= �
�

ln(2)
Egap �

1
ln(2)

ln
�

jbj2 + (1 � j bj2)e� �E gap
�

; (4.14)

where the �rst equality follows from Corollary 30 in [188] andDmax (� jj �) = log 2 jj � � 1=2� � � 1=2jj1 de-
notes the relative max-entropy [188]. Since the argument is a pure state the relative max-entropy simpli�es
to the logarithm of the matrix elementDmax (j ih j jj �) = log 2(h j � � 1 j i )4. Similarly the reverse tran-
sition, j i ! j 0i , can be calculated as:

D̂ (j ih j 
 j 0ih0j jj �) = Dmin ; 0(j ih j jj �) + log 2

�
e� �E 0

e� �E 0 + e� �E 1

�

=
�

ln(2)
Egap �

1
ln(2)

ln
�

jbj2 + (1 � j bj2)e�E gap
�

; (4.15)

where the relative min-entropyDmin ; 0(j ih j jj �) = � log2(h j � j i ) is also given by the logarithm of
the matrix element for pure states5.

To determine the work costs, the expressions for the coherent relative entropy are inserted into the def-
inition of minimal work costs in terms of the coherent relative entropy, Eq. (4.8). Assuming that the
experimenter only has access to a single heat bath6, kT = � � 1, the minimum work necessary for the qubit
transitionsj0i 
 j i in the CRE picture is

W j0i 
 j i
CRE = � Egap + kT ln

�
jbj2 + (1 � j bj2)e� Egap =kT

�
: (4.16)

In Fig. 4.1 the work costs of transitions to and from the ground state,W j0i 
 j i , are evaluated as a
function of jbj2 for both frameworks. In the CRE framework different ratios ofkT to the qubit energy gap
Egap = E1 � E0 are shown in different colors. While in the semi-classical framework the work costs are
linear in jbj2, black lines in Fig. 4.1, this is not the case forWCRE . Instead the minimal work required for
the qubit transition strongly depends on the ratio ofEgap=kT, when evaluating it in terms of the coherent
relative entropy (colored curves in Fig. 4.1).

The two pictures only agree on work costs ifjbj2 is either zero or one, corresponding to transitions

4The L-in�nity norm jj � jj 1 returns the largest entry of a complex vector~x: jj~xjj 1 = max i jx i j.
5The relative min-entropy is de�ned asD min ; 0(� jj �) = � log2 tr[� � �] with � � denoting the projector onto the support of

� [188].
6Access to additional heat baths, would provide additional resources, rendering the comparison invalid.
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Figure 4.1 Comparison of work costs in terms of the coherent relative entropy (colored lines) and work costs
in the semi-classical picture (black lines) for single qubit transitions. Left: State transitions from the ground
statej0i to j i = a j0i + bj1i . Right: State transitions fromj i to j0i . Work costs are plotted as functions
of jbj2. In the coherent relative entropy framework the costs depend on the ratiokT=Egap. The energy gap
is taken to beEgap = E1 � E0 � 1 for simplicity and work values are displayed in units of the energy gap.
The difference between the two pictures is more pronounced for larger values ofEgap=kT (colored curves).

between energy eigenstatesj0i 
 j1i . For these transitions the work costs equal the change in the energy
expectation value for both frameworks:

W j0i 
 j1i
CRE = � Egap = W j0i 
 j1i

SC : (4.17)

Interestingly, these two extremes correspond to classical states in the energy eigenbasis, while any state with
0 < jbj2 < 1 has a non-zero amount of coherence in the energy eigenbasis of the qubit.

Closed loops of the formj0i ! j  i ! j 0i are free of cost in the semi-classical picture, while in the CRE
framework a non-zero cost of

W j0i!j  i!j 0i
CRE = W j0i!j  i

CRE + W j i!j 0i
CRE = kT ln

�
1 + 2jbj2(1 � j bj2)

�
cosh

�
Egap

kT

�
� 1

��
� 0 ; (4.18)

is required. For anyjbj2 2 (0; 1) Eq. (4.18) is positive and work has to be invested to transition to a
superposition state and back to the ground state. Only loops consisting solely of energy eigenstates (jbj2 = 0
or jbj2 = 1 ) are free of cost in the CRE framework.

While I only considered transitions to and from the ground statej0i of the system, the same calculations
can be done for transitions starting or ending in the excited state,j1i , resulting in:

W j1i 
 j i
CRE = � Egap + kT ln

�
(1 � j bj2) + jbj2e� Egap =kT

�
: (4.19)

The CRE framework determines theminimumwork cost necessary to realize a given quantum process,
but here it is shown that work costs (gains) in terms of the coherent relative entropy exceed (subceed) the
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costs (gains) in the semi-classical picture for state transitions that involve coherence generation in the energy
eigenbasis. The smallerkT compared to the energy gap of the qubit, the larger the difference between the
two pictures and in the most interesting regime,kT < E gap, generating even a small amount of coherence
comes at a signi�cantly increased cost, compared to the change in average qubit energy,� E .

4.3 N-qubit systems

When it was �rst introduced by Faist and Renner in 2018, the asymptotic behavior of the coherent relative
entropy in the limit of many identical and independent copies of the process (i.i.d. limit) was analyzed and
it was found that the coherent relative entropy (per realization) converges to the difference in the quantum
relative entropies of the input state and the output state with respect to the appropriate thermal states [188].
Importantly this limit only holds for imperfect preparations with� being small and kept constant or taken to
zero slower than exponentially inN (while simultaneouslyN ! 1 ). A non-zero� allows the actual output
state to differ from the desired state by at most� , measured in terms of the puri�ed distance [188]. In all
calculations so far we considered perfect preparations, i.e.,� = 0 , which implies that the output state has to
be the desired state. In general, we expect the work costs to decrease for� > 0.

What are the costs per operation in the i.i.d. limit if perfect preparation (� = 0 ) is required? To simplify
the discussion we only consider the transitionj0i ! j + i = j0i + j1ip

2
for N qubits. Let the single qubit

Hamiltonian beHS = ES j1ih1j with ES 2 R, where without loss of generality we have setE0 = 0 to
avoid additional terms. For a single qubit the change in energy expectation value during the transition is
given by

� E j0i!j + i = tr[ HS j+ ih+ j] � tr[ HS j0ih0j] =
ES

2
: (4.20)

The process can be mediated by a Hadamard operatorH = 1p
2
(j0ih0j + j0ih1j + j1ih0j � j 1ih1j) acting

on the qubit. Since the Hadamard is a unitary operation the work cost in the semi-classical picture are
W j0i!j + i

SC = ES=2. To calculate the work cost in the CRE picture, we use Eq. (4.16) withjbj2 = 1=2 and
Egap = ES:

W j0i!j + i
CRE = ES + kT ln

�
1
2

+
1
2

e� E S
kT

�
(4.21)

=
ES

2
+ kT ln[cosh (ES=2kT)]: (4.22)

As expected we haveW j0i!j + i
CRE > W j0i!j + i

SC for a single qubit, sinceln[cosh (ES=2kT)] > 0 8ES 2 R.
What happens if the operation is performed onN independent qubits simultaneously, i.e., what if we

now consider the transitionj0i 
 N ! j + i 
 N ? Instead of having a2 dimensional system we now have a2N

dimensional system. The total system Hamiltonian isH tot =
P 2N

k=0 Ek jEk ihEk j, with energy eigenstates
jEk i and associated eigenvaluesEk . Herek labels the2N differentN -qubit states. The thermal state of the
N qubit system is


 =
2NX

k=0

gk jEk ihEk j =
1
Z

2NX

k=0

e� �E k jEk ihEk j ; (4.23)
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with partition functionZ =
P

k e� �E k . The change in the energy expectation value is

� EN = tr[ j+ ih+ j 
 N H tot ] =
1

2N

2NX

k=0

Ek ; (4.24)

and since all qubits are independent, the value ofEk only depends on the number of individual qubits, in
jEk i , that are in statej1i . Thus the lowest value ofEk is zero, when allN qubits are in statej0i and the
highest value isEk = NE S when all qubits are in the excited state. Both of these values appear only once,
but intermediate energy eigenvalues are degenerate. Collecting terms with the same value ofEk , we can
write

� EN =
1

2N

�
N (1 � ES) +

N (N � 1)
2

(2 � ES) +
N (N � 1)(N � 2)

3!
(3 � ES) + ::: + 1( N � ES)

�

=
1

2N

NX

k=1

�
N
k

�
kES

=
1

2N 2N � 1NE S = N
ES

2
; (4.25)

where
P N

k=1

� N
k

�
k = 2 N � 1N was used. As expected the change in the energy expectation value (and thus

the work in the semi-classical picture) isN � E j0i!j + i .
Since the initial statej0i 
 N is an eigenstate of� , the coherent relative entropy for the transitionj0i 
 N !

j+ i 
 N can be evaluate using the max-relative entropy and the same combinatorial argument used in Eq.
(4.25):

D̂ = � log2(g0) � Dmax (( j+ ih+ j) 
 N jj �) (4.26)

= � log2(g0) � log2(h+ j 
 N � � 1 j+ i 
 N ) (4.27)

= � log2(g0) � log2

0

@ 1
2N

2NX

k=0

g� 1
k

1

A (4.28)

= log 2(2N ) � log2

0

@
2NX

k=0

g0g� 1
k

1

A = log 2(2N ) � log2

0

@
2NX

k=0

e�E k

1

A (4.29)

= N � log2

�
1 + Ne�E S +

N (N � 1)
2

e2�E S + ::: + Ne(N � 1)�E S + eN�E S

�
(4.30)

= N � log2

 
NX

m=0

�
N
m

�
em�E S

!

= N � log2

�
(1 + e�E S )N

�
(4.31)

= N (1 � log2(1 + e�E S )) = N

"

1 � log2

 

2e� E S
2

 
e� � E S

2 + e� E S
2

2

!!#

(4.32)

= N

"

1 � log2(2) � log2(e� E S
2 ) � log2

 
e� � E S

2 + e� E S
2

2

!#

(4.33)

= N
�
�

�E S

2 ln(2)
�

1
ln(2)

ln
�

cosh
�

�
ES

2

���
: (4.34)
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Thus the work costs of theN individual qubit transitions in the CRE picture are

W j0i 
 N !j + i 
 N

CRE = � kT ln(2)N
�
�

ES

2kT ln(2)
�

1
ln(2)

ln
�

cosh
�

ES

2kT

���
= N W j0i!j + i

CRE ; (4.35)

which is exactlyN times the cost of realizing the state transition in a single qubit system. Since all qubits
are independent, this is the expected result. Simply considering an ensemble of many identical copies of the
process should not change the work cost per realization and that is what we �nd.

How does this relate to the asymptotic i.i.d. limit for non-zero� , where work costs per operation are given
by the difference in quantum relative entropies7, as discussed in [188]? In the example considered here the
input state isj0i , the output state isj+ i and the thermal state is
 = g0 j0ih0j + g1 j1ih1j. The quantum
relative entropies are easily calculated to be:

D(j0ih0j jj 
 ) = tr[ j0ih0j (log2(j0ih0j) � log2(
 ))] (4.36)

= � tr[ j0ih0j log2(
 )] = � log2(g0); (4.37)

D(j+ ih+ j jj 
 ) = tr[ j+ ih+ j (log2(j+ ih+ j) � log2(
 ))] (4.38)

= � tr[ j+ ih+ j log2(
 )] = �
1
2

(log2(g0) + log 2(g1)) ; (4.39)

wheretr[ j0ih0j log2(j0ih0j)] = 0 = tr[ j+ ih+ j log2(j+ ih+ j], because the arguments of the logarithms are
pure states. The difference in the quantum relative entropies is

D(j0ih0j jj 
 ) � D (j+ ih+ j jj 
 ) =
1
2

log2

�
g1

g0

�
=

1
2

log2(e� �E S ) = �
�E S

2 ln(2)
; (4.40)

sinceg0 = 1=Z andg1 = e� �E S =Z. Thus the work costs per qubit in the asymptotic limit (with non-zero
� ) are given by� kT ln(2)[D (j0ih0j jj 
 ) � D (j+ ih+ j jj 
 )] = ES=2, which is consistent with the work costs
per qubit in the semi-classical picture, Eq. (4.25), but less than the per qubit costs in the CRE picture when
perfect preparation is required, Eq. (4.35).

4.4 Entanglement

In Sec. 4.2 single qubits state transitions were considered and it was found that the semi-classical picture
underestimates the work costs necessary to perfectly prepare superposition states starting from energy eigen-
states. In this section the analysis is extended to entanglement between two qubits and it is shown that the
semi-classical approach also underestimates the minimum work costs if perfect preparation is required.

Let the system Hamiltonian describing the two qubits be

HS =
1X

i;j =0

E ij jij ihij j ; (4.41)

with eigenstatesjij i and associated energy eigenvaluesE ij (i; j 2 f 0; 1g). The thermal state of the system

7The quantum relative entropy of two quantum states� and� is de�ned asD (� jj � ) = tr( � log2(� )) � tr( � log2(� )) .
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is a probabilistic mixture of the individual energy eigenstates


 =
1
Z

1X

i;j =0

e� �E ij jij ihij j ; (4.42)

with partition functionZ =
P

ij e� �E ij . Following the analysis in Sec. 4.2, we consider transitions from an
energy eigenstate to an entangled state,j00i 
 j	 i = a j00i + bj11i with a; b2 C andjaj2 + jbj2 = 1 . The
statej	 i is entangled for any choice ofjaj2 6= f 0; 1g. State transitions starting or ending in other energy
eigenstates are possible andj	 i is not the most general entangled state for two qubits, but to show that
perfect entanglement generation requires work costs exceeding those predicted by the semi-classical picture
it is suf�cient to considerj00i 
 j	 i .

The change in energy expectation value during the transition is given by

� E = � (tr[ HS j	 ih	 j] � tr[ HS j00ih00j]) = �j bj2(E11 � E00): (4.43)

There exist unitary transformations that take the statej00i to statej	 i 8 and thus in the semi-classical picture
the state transition can be achieved at a work cost of no more than

W j00i 
 j	 i
SC = �j bj2(E11 � E00) : (4.44)

Since either the initial or �nal state of the transition,j00i , is an eigenstate of the thermal operator� , the
coherent relative entropy forj00i ! j 	 i can be calculated using the Corollary 30 from [188]:

D̂ (j00ih00j 
 j 	 ih	 j jj �) = � log2

�
e� �E 00

Z

�
� Dmax (j	 ih	 j jj �) (4.45)

= � log2

�
e� �E 00

Z

�
� log2(h	 j � � 1 j	 i ) (4.46)

= � log2

�
e� �E 00

Z

�
jaj2

Z
e� �E 00

+ jbj2
Z

e� �E 11

��
(4.47)

= �
�

ln(2)
(E11 � E00) �

1
ln(2)

ln
�

jbj2+(1 �j bj2)e� � (E11 � E00 )
�

:(4.48)

This is exactly the same expression found for a single qubit, Eq. (4.14), withEgap substituted byE11 � E00.
Similarly the reverse transition,j	 i ! j 00i , results in

D̂ (j	 ih	 j 
 j 00ih00j jj �) =
�

ln(2)
(E11 � E00) �

1
ln(2)

ln
�

jbj2 + (1 � j bj2)e� (E11 � E00 )
�

: (4.49)

In terms of the coherent relative entropy the work costs are given by

W j00i 
 j	 i
CRE = � (E11 � E00) + kT ln

�
jbj2 + (1 � j bj2)e(E11 � E00 )=kT

�
; (4.50)

which differs from the work costs in the semi-classical picture in exactly the same way as in the case of
coherence generation in single qubits, discussed in Sec. 4.2. Additional work costs or reduced gains are
thus not limited to coherence generation in single qubits, but extend to entanglement in qubit pairs.

8One example isU = a j00ih00j + j01ih10j + j10ih01j + a� j11ih11j + bj11ih00j � b� j00ih11j
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4.5 Discussion

The thermodynamic work required to perfectly prepare single-qubit states and two-qubit entangled states can
signi�cantly exceed the average energy change during the transformation when quanti�ed using the coherent
relative entropy. This holds true both in the single-shot regime and in when the process is independently
performed on many identical qubits (i.i.d. limit). The semi-classical picture, which equates the work cost of
unitary transformations with the system's average energy change, does not account for these additional costs.
Since the work quanti�ed in terms of coherent relative entropy represents theminimumthermodynamic cost
required for quantum state preparation, the semi-classical approach fails to accurately capture the true work
expenditure needed for perfect qubit state preparation. Only in the asymptotic limit, where the process
is repeated on many identical qubits and small imperfections in state preparation are allowed (� -imperfect
preparations), do both frameworks converge on the required thermodynamic resources. In all other cases,
the semi-classical approach can severely underestimate the actual work costs.

High �delity realization of superpositions and entangled states is a fundamental requirement for quantum
simulations and quantum computations. To preserve the quantum states for the duration of the computation,
practical qubit implementations have ratios of qubit energy gap,Egap, to thermal energy,kT , ranging from
greater than10 in superconducting qubits9 [194] and semiconductor spin qubits [195] to orders of100and
higher for optical trapped ion [196] and neutral atom qubits10 [197], putting these systems in a regime,
where the additional work costs predicted by the CRE framework are non-negligible and could potentially
be measured in experiments [198].

In related work, it was shown by Oscar Dahlsten et al. that the von Neumann entropy is generally
inadequate for characterizing extractable work [175]. It only provides accurate results in the thermodynamic
limit. Dahlsten et al. pointed out that smooth entropies should be used to quantify work, since they provide
more accurate expressions and reduce to the von Neumann entropy in the appropriate limit [175]. When the
coherent relative entropy was �rst introduced, it was shown to recover known entropy measures under certain
conditions [188]. For example, in fully degenerate systems (� = 1), and when� -imperfect preparations are
allowed, the coherent relative entropy reduces to the smooth max-entropy [188], thereby recovering results
previously obtained by Dahlsten et al. This suggests that minimal work costs are most accurately described
in terms of the coherent relative entropy, with previous results based on smooth entropies and the von
Neumann entropy recovered under appropriate conditions. It is in line with the results obtained here: the
semi-classical description, based on quantifying work in terms of changes in external driving parameters,
only provides an accurate quanti�cation of work costs in the i.i.d. limit and with� -imperfect preparations.
In contrast, results based on the coherent relative entropy remain valid even when perfect preparations are
required and in single-shot scenarios.

The results obtained for superpositions of energy eigenstates and entangled states indicate that the semi-
classical framework is insensitive to off-diagonal elements in the energy eigenbasis of the qubits. This
was already noted in 2023 by Borhan Ahmadi et al., who claim that the semi-classical de�nitions of heat
and work are only valid for systems that remain diagonal in the energy eigenbasis [199]. They suggest a
re-de�nition of work and heat based on Clausius' original reasoning to resolve this issue and it would be
interesting to compare their predictions to results obtained via the coherent relative entropy.

The comparison done here is limited to transitions to and from energy eigenstates. However, it would
also be desirable to compare the two frameworks for more general quantum channels and especially for

9Typical energy gaps are on the order of50� eV, while operating temperatures are usually below50mK, corresponding to
kT � 4� eV.

10Here typical energy gaps are on the order of1 � 3eV and at room temperature,kT � 25meV. With laser cooling techniques
temperatures can be brought down to� K .
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transitions from pure states to mixed states.
Quantum coherence can be used as resources in quantum information processing tasks and in thermo-

dynamics [200–202]. Ahmadi et al. also suggest that coherence is a resource for extracting work from the
system [199]. This implies that coherence generation should come with additional energetic costs. Whether
the additional costs predicted by the CRE framework correspond to the resource values of coherence and
entanglement is an interesting open question for future research.
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Chapter 5
Conclusion and Outlook

This dissertation explored the thermodynamics of physical observers, demonstrating how physical con-
straints shape information processing and decision-making under uncertainty. It adopts the philosophy of
embedding observers within a physical framework, enabling a principled approach to rational decision-
making that avoidsad hocmodeling choices. This provides a physics-based alternative to the usual approach
taken in decision theory and machine learning, where a designer mathematically de�nes subjective notions
such as “utility”, “reward”, “regret” or “loss”, thereby de�ning a notion of what it means to act rationally.

To study physical observers taking binary decisions under uncertainty, two model classes of generalized
partially observable Szilárd engines were introduced and analyzed. These models constitute canonical ex-
amples of generalized partially observable information engines. The observer's goal is clear: extract work
from the engine using available information. Due to partial observability, relevant information must be in-
ferred from available data, introducing a non-trivial trade-off between thermodynamic costs and bene�ts
of memory [42]. Storing more relevant information improves inference quality, allowing for greater work
extraction—an effect proportional tokT 0—but each stored bit of information incurs a thermodynamic cost
of at leastkT ln(2) . The temperature ratio� = T0=T controls the trade-off, determining the thermodynamic
value of relevant information.

Optimal information processing strategies for different values of� were found algorithmically. These
strategies, termedthermodynamically rational, optimally balance information processing costs against en-
ergetic gains derivable from memorized information. In general, thermodynamically rational strategies are
probabilistic mappings from observables to memory states. Even for simple models, their structure can be
highly non-trivial and intricate, as seen in Chapter 2. However, for the model class introduced in Chapter
3, the fact that these strategies can be fully captured by a parameterized class of probabilistic encodings
allowed for a more intuitive interpretation. Importantly, it also enabled theanalytical characterization of
thermodynamically rational observer strategies presented in Chapter 3. This constitutes the �rst fully trans-
parent description of a physical observer making rational decisions under uncertainty.

The analysis of optimal probabilistic strategies has signi�cant implications. Naive coarse-graining-based
strategies, widely used in physics, including in the information engine literature, operate at non-negligible
energetic loss, because they incur signi�cantly larger information processing costs than the thermodynami-
cally rational strategies analyzed in this dissertation. This shows clearly that coarse-graining, as a strategy
for representing available information, is thermodynamically rational only in extreme cases. Those cases
are: either when uncertainty is negligible, or when coding costs are negligible. While these conditions can
be engineered in specialized experiments, neither of these cases is relevant to real-world information pro-
cessing systems. Thus, in general, thermodynamically rational modeling decisions can be expected to do
better than coarse-graining in most real-world scenarios. The use of probabilistic encoding strategies opens
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up a large class of new, more �exible modeling strategies for complex systems, with potential applications
in climate modeling and condensed matter physics, where coarse-graining is a common technique. Since
thermodynamically rational encodings minimize the lower bound on dissipation, they also provide a direct
design principle for thermodynamically ef�cient computing hardware.

A general mapping that relates binary decision problems to partially observable Szilárd engines is intro-
duced in Chapter 3. This mapping makes the thermodynamic framework used in this dissertation broadly
applicable for studying binary decision making under uncertainty from a physical perspective. For a given
binary decision problem an equivalent partially observable Szilárd engine can be constructed and thermo-
dynamically rational decision strategies can be analyzed.

The last chapter, Chapter 4, opens the door to a an extension of the classical framework discussed in the
previous chapters to quantum systems.

The research in this dissertation is not intended to be a direct model of the functioning of biological or
arti�cial decision makers. Highly abstract, idealized model systems and settings were studied that should be
understood as thought experiments. This approach follows a time-tested method in theoretical physics, start-
ing with the simplest possible problems in order to build intuition and make progress on tough questions.
There is no claim made to understand arti�cial neural networks, biological machinery, or simple organ-
isms, but I do hope that the physical treatment of observers pursued here will contribute to a physics-based
approach to intelligent information processing and decision making under uncertainty.

Some experimental applications of the results derived in this dissertation are currently being explored
by our group and collaborators. I highlight a few of these applications and other current projects in the
following.

5.1 Experimental veri�cation

The thermodynamically rational strategies discussed in Chapter 3 are currently being realized in the lab
of John Bechhoefer at Simon Fraser University (SFU). Experiments use a micron-sized bead is trapped in
harmonic potentials. This collaboration between the Bechhoefer and Still Labs includes SFU PhD student
Prithviraj Basak, myself, and Thomas Redford. Preliminary results for the experimental work costs of
memory making have veri�ed the theoretical predictions in Chapter 3.

5.2 Partial observability due to measurement error

In this thesis measurements are assumed to be error free and partial observability stems from structural,
observer-dependent constraints, such as only being able to observe at an angle. This results in uncertainty,
even for perfect, error free measurements. However, partial observability can also arise due to imperfect
measurements. Introducing measurement error into Szilárd's engine leads to a binary decision problem un-
der uncertainty that can be mapped to a partially observable Szilárd engine with an appropriately shaped
divider and no measurement error. The shape of the divider can be calculated from the probability distri-
bution characterizing the measurement error. A paper on partial observability due to measurement error is
in preparation. This is a collaboration in the Still Lab including PhD student Thomas Redford. One of the
interesting �ndings is that in the limit of Gaussian errors with large variances the model discussed in Chapter
2 is recovered.
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5.3 Protocol constraints

In another collaborative experimental project with Prithviraj Basak, John Bechhoefer, Thomas Redford and
Susanne Still, a restricted Szilárd engine, subject to protocol constraints, is analyzed in both experiment
and theory. Again, we �nd that naive coarse-graining is not an optimal strategy, and demonstrate that ther-
modynamically rational strategies, modeled after the parametric soft partitionings introduced in Chapter 3,
outperform coarse-graining based strategies. These strategies allow the observer to operate the information
engine at any value of the temperature ratio� , while coarse-graining based strategies do not.

5.4 Physical Observers and Quantum Reconstructions

Quantum theory1 has achieved unparalleled success in predicting and explaining a vast range of physical
phenomena. However, even a century after its inception, no universally accepted interpretation of the theory
exists. The textbook formulation of quantum mechanics relies on a set of highly abstract, mathematical
axioms [203–205]. While this is effective for making accurate predictions about experimental outcomes, it
has contributed to the ongoing debate surrounding the interpretation of quantum theory. Currently, multiple
interpretations, based on mutually contradictory concepts, co-exist [206]. Some famous interpretations in-
clude the Copenhagen Interpretation [207,208], Bohm's guiding wave interpretation [209], the Many Worlds
Interpretation [210], the Consistent Histories Interpretation [211] and the Relational Interpretation [212], but
this list is by no means complete. It has been suggested that the multitude of possible interpretations stems
from quantum physics' lack of foundational principles [206, 212]. In response to this enduring challenge,
many researchers have attempted to reconstruct quantum mechanics from different sets of axiomatic prin-
ciples leading to signi�cant progress in various approaches such as quantum logic [213–215], generalized
probability theory [216–219] and relational quantum mechanics [212], though a complete and universally
accepted reconstruction remains elusive.

Successful reconstructions of quantum mechanics help to identify the underlying physical principles that
give rise to the mathematical formalism thus explaining where the structure of the theory comes from. A
better grasp of the physical foundations can in turn open the door to modi�cations [220, 221] and may
suggest a way to combine quantum theory with gravity [220]. The �rst reconstruction attempts were based
on mathematical axioms [222–224] and many were related to the �eld of quantum logic, which traces its
origins to work by Birkhoff and von Neumann [213], who realized that the original axiomatic formulation
of quantum mechanics posed conceptual problems [225,226].

While quantum logic has since developed into a rich and active research �eld, its contributions have
primarily focused on the mathematical structure of quantum theory rather than resolving its conceptual
issues. To achieve this, reconstructions must be based on clear yet powerful physical principles, similar
to the derivation of special relativity from the principle of relativity and the invariance of the speed of
light [227]. These two concise and intuitively accessible postulates are suf�cient to fully determine the
mathematical formalism of special relativity.

Around the turn of the millennium increasing focus has been put on instrumentalist approaches, beginning
with work by Hardy [216]. At the same time the concept of information has emerged as a central theme in
many reconstruction attempts [217, 218, 228–234], going back to seminal work by Rovelli [212]. The rise
of quantum information theory has led to quantum theory being viewed increasingly as a general theory of
information with information theoretic constraints [235]. These views have led to a number of successful
reconstructions of the mathematical formalism of quantum theory from different sets of concise, operational

1Here “quantum mechanics”, “quantum theory” and “quantum physics” are used interchangeably.
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axioms [216,220,221,232,233,235–238].
Despite these successes and their great technical achievements, all of these reconstructions rely onad

hocchoices for the postulates and a universally accepted interpretation of quantum theory remains outstand-
ing. We ask: Can the reconstructions' underlying axioms themselves be derived from a physical principle
governing the observer, instead of relying on ana priori chosen set of postulates?

We view the observer as a physical system itself, thus subject to fundamental physical limitations on in-
formation acquisition and processing. Analysis of limits related to the minimal energy that will be dissipated
when a physical observer acquires and memorizes information has revealed a fundamental lower bound on
dissipation that depends on the strategy the observer uses for acquiring and memorizing information [42].
There are strategies that minimize the bound, as shown in Chapters 2 and 3. Do these strategies lead (to
some of the) axioms employed in these reconstructions?

In the next section, Sec. 5.4.1, we review the general reconstruction process and highlight important
milestones and successful reconstructions. In Sec. 5.4.2, relational quantum mechanics is brie�y reviewed
and a possible connection to information processing in thermodynamic observers is highlighted.

5.4.1 Axiomatic Reconstructions of Quantum Theory

Reconstructing quantum mechanics from physical principles involves deriving the full mathematical for-
malism of the theory from a set of axiomatic postulates, narrowing down the vast space of possible physical
theories until quantum theory is the most general theory compatible with all axioms. Countless possible
sets of axioms exist and many have been explored already, e.g., [216, 221, 232, 238], but the ultimate goal
of �nding a concise and transparent set of assumptions that can fully capture the structure of quantum the-
ory and shed light on the underlying physical principles remains unful�lled. However, relational quantum
mechanics stands out, since all the axioms are purely operational, dealing with an observers' information
acquisition.

Reconstructions generally proceed in three steps: 1. A set of physical principles is put forward. 2. The
mathematical representation of the chosen principles is formulated and 3. The formalism of quantum theory
is rigorously derived [235]. Some reconstructions, usually from the area of quantum logic, skip the �rst
step and immediately start with mathematically explicit axioms without any appeal to physical principles.
Since we are not interested in examining the mathematical or logical structure of quantum theory, we will
disregard such reconstructions in the following and instead focus on instrumentalist approaches and the role
of the physical observer in these reconstructions. Typically the formalism of �nite-dimensional quantum
mechanics is reconstructed and we will not consider any in�nite dimensional systems in the following.

The �rst explicit reconstruction that departed from the ideas of quantum logic was performed by Hardy
[216]. In his groundbreaking work, quantum theory is seen as a new type of probability theory. These types
of theories are referred to as generalized probability theories or convex operational frameworks and they
extend classical probability theory by allowing the possibility of random variables that cannot have a joint
probability distribution or equivalently cannot be measured simultaneously [213,234]. While four of the �ve
axioms used in Hardy's reconstruction are compatible with both classical probability theory and quantum
theory, the �fth axiom, which requires the existence of continuous reversible transformations between any
two extremal states in the convex set describing all states (these are equivalent to pure states), rules out
classical probability theory.

Hardy's instrumentalist approach, considering only preparation, transformation and measurement de-
vices, was widely adopted in the subsequent reconstruction literature [221, 235, 236, 239]. Generalized
probability theories go hand in hand with an instrumentalist approach, because they assume that at some
level there is a classical reality, where it makes sense to talk about experimentalists performing basic oper-
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ations such as preparations, mixtures and measurements and counting the relative frequencies of outcomes.
These are the primary concepts of generalized probability theories, and they provide a uni�ed way to repre-
sent states as mathematical objects that determine the outcome probabilities for any measurement performed
on a system prepared in a speci�c state. While Hardy's reconstruction is seen by many as the �rst complete
reconstruction of �nite dimensional quantum theory from purely operational axioms [237], others have ar-
gued that some of the axioms, especially the simplicity axiom, used in the reconstruction, lack an immediate
operational interpretation [221,235].

There is an important distinction between the concepts of an “instrumentalist approach” and “operational
axioms”. While instrumentalist approaches focus on the theory's predictions, the laboratory context, and
the instruments used for experiments, the underlying axioms may still be purely mathematical in nature.
Operational axioms, on the other hand, are statements that have to be understandable in terms of a sequence
of physical operations or actions. For the purpose of clarifying the physical content of quantum theory, a
successful reconstruction needs to be built on operational axioms alone because ultimately any knowledge
we have of objects of physical reality stems from physical interactions and observations [206]. Notably, the
formalism of special relativity was entirely derived from just two operational axioms.

Consequently, subsequent reconstructions eliminated the simplicity axiom used by Hardy in favor of more
operational axioms, either by constraining the information capacity of elementary systems [235] or by intro-
ducing an “information unit” [234] or by using puri�cation to single out quantum theory [232]. The notion of
(continuous) reversible dynamics continued to play a key role in these and other reconstructions [221,240].
However, generalized probability theories are not the only framework used for reconstructions of Quantum
Theory. Alternatives abound. For example, Goyal's reconstruction [220] relied on an information geomet-
ric framework equipped with the Fisher-Rao metric, taking inspiration from Wooters [241] discussion of
a connection between a “statistical distance” and the standard Hilbert space metric. Other successful re-
constructions impose information theoretic constraints within aC � -algebraic framework [229] or pursue an
abstract formulation in terms of compact closed categories with byproducts [242,243]. We do not focus on
these reconstructions, because they are build on top of abstract mathematical frameworks that are likely to
be of little help in clarifying the physical content of quantum theory.

5.4.2 Relational Quantum Mechanics and Physical Observers

Among successful reconstructions of quantum theory, those based on relational quantum mechanics stand
apart due to their treatment of the observer [212]. In contrast to treating the observer as an abstract, external
entity, outside the scope of the physical theory, relational approaches treat the observer as an integral part of
the theory. In relational quantum mechanics the notion of observer-independent values of physical quantities
is abandoned. Instead, all descriptions of physical systems are inherently context dependent, only valid with
respect to a speci�c observer. This is reminiscent of the description of events in special relativity, where a
previously absolute notion of time was replaced by a relative one [212].

A �rst relational approach to quantum mechanics was proposed by Rovelli [212], and it took over 20
years for a concrete mathematical framework, together with an explicit reconstruction ofN qubit quantum
mechanics, to emerge in work by Höhn and Weaver [237,238]. While it is noted in this work that information
is exchanged via physical interactions, the interaction between system and observer is modeled abstractly as
a sequence of binary questions posed by the observer to the system [212,237,238]. The main building block
of relational quantum mechanics is the notion of predictive representations. These are used to reconstruct
the mathematical description in terms of (�nite-dimensional) Hilbert spaces.

Interestingly, thermodynamically rational observers naturally arrive at predictive representations [65].
Encoding any non-predictive information into memory necessarily increases dissipation, because only in-
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formation capable of predicting the future can in principle be used to recover energetic costs required for the
encoding [42, 65]. Since thermodynamically rational observers minimize the lower bound on dissipation,
they employ a strategy that only retains predictive information and discards everything else [42,65].

Do some of the fundamental building blocks for reconstructing the quantum formalism from a relational
viewpoint naturally emerge when considering thermodynamic rationality? Exploring this question is ongo-
ing work conducted in collaboration with Susanne Still.

5.5 Sequential decision making and learning from experiences

The prior model of a decision maker could be poorly matched with reality, in which case they would need to
update their model given data. To model this situation, we can study the problem of interacting with a regular
Szilárd engine, but in the absence of knowing where the divider is inserted in the preparation step. What are
thermodynamically optimal strategies for re�ning a model through repeated observations and interactions?

In preliminary work, together with Susanne Still, we developed an algorithm based on the work discussed
in Chapters 2 and 3 of this thesis. Characterizing the algorithm analytically is work in progress.

This line of thought is potentially relevant because in many realistic situations biological or arti�cial
observers do not have access to the true underlying distribution of the system they describe, instead relying
on an estimate based on observed data. Accurately estimating the underlying distribution from �nite data
is a fundamental problem in statistics and machine learning and many different approaches exist, including
kernel density estimation [244], Bayesian density estimation [245] and generative modeling [246–248].
While some of the existing methods are loosely based on physical analogies, the approach suggested here
can be used to study model estimation from the perspective of physical observers. Different estimation
strategies have different thermodynamic costs associated with them.

5.6 Other possible extensions

5.6.1 Biased information engines

Both model classes of generalized partially observable Szilárd engines studied in this thesis are unbiased in
the sense thata priori both realizations of the relevant variable are equally probable,p(u = 1) = 1

2 = p(u =
� 1). This results in a work medium geometry that has point symmetry around the center of the container.
Simply shifting the initial divider position in the work medium horizontally leads to less symmetric engines
with a bias towards one realization of the relevant random variableU. What do optimal strategies look like
for these engines? Can the observer exploit the bias?

Preliminary investigations I conducted show that optimal observer strategies change, losing the symmetry
that they contain for unbiased engines. Since the total amount of relevant information decreases in biased
engines, larger temperature ratios are required to operate them compared to their unbiased counterparts.
More work is called for on these engines to fully uncover the effects an initial bias has on the observer's
optimal data representation strategies.

5.6.2 Applications in biological systems

In this dissertation, I used partially observable information engines as model systems for physical observers.
Abstract binary decision problems are studied from a purely physical perspective. Many biological sys-
tems solve binary decision problems: membrane proteins open or close, kinesin proteins walk forward or
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backwards along microtubules and apoptosis can be triggered on a cellular level. All of these decisions
are based on noisy signals gathered from stochastic environments, providing examples of binary decision
making under uncertainty in the real-world.

Recent work in this area has focused on ATP-binding cassette (ABC) transporters [157], which are trans-
port proteins broadly found in eukaryotic and prokaryotic cells. By constructing an explicit model based
solely on structural and biochemical information Flatt et al. demonstrated that ABC transporters can be
viewed as autonomous Maxwell Demons, providing biochemical counterparts for measurement and feed-
back operations [157]. These results rely on an explicit biochemical model of the transport protein, but they
suggest that a more abstract description within the framework of generalized partially observable informa-
tion engines may be possible. Since energetic constraints are ubiquitous in biology it would be interesting
to experimentally measure dissipation encountered in concrete biological decision processes to determine
how close it comes to fundamental physical limits.

5.6.3 Quantum observers

The discussion in Chapter 4 opened the door for an extension of the classical treatment of physical observers
to quantum observers. The main conceptual hurdle, the lack of a clear notion of thermodynamic work in
quantum systems, was addressed and the formulation of work in terms of the coherent relative entropy [188]
was identi�ed as a possible candidate for a quantum thermodynamical description of physical observers.
Going forward it would be interesting to compare the coherent relative entropy framework with the notion
of ergotropy [249–251]. Ergotropy is de�ned as the maximum amount of work that can be extracted from a
quantum system via unitary operations [249].

Aside from the notion of thermodynamic work, another conceptual issue remains: classical observers
need to be in a clearly de�ned (memory) state to take a decision. Forcing a quantum observer into a well-
de�ned memory state potentially removes all quantum effects, rendering them equivalent to classical ob-
servers. It would be interesting to study if quantum observers can leverage superpositions of individual
memory states during decision-making and how this would affect the thermodynamic accounting.
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Appendix

A Isothermal and isentropic quasi-static transformations of a one-particle
gas

In this appendix, we provide basic thermodynamic arguments to increase accessibility of the paper by saving
the reader the time to �nd them in a textbook.

A.1 Work during isothermal transformation, equation (2.1)

Work is force times displacement. We use the convention that energy �ows into the system are positive,
hence work doneon the gas is positive. Work done on an ideal gas during an isothermal, quasi-static
compression performed at temperatureT, in which the accessible volume decreases fromVi to Vf < V i , is

given by the pressure times the volume change,W = �
RVf

Vi
pdV. Use the ideal gas law,

pV = NkT; (A.1)

whereN is the number of particles, which is one here. Integrate to obtain:

W = � kT
Z Vf

Vi

1
V

dV = kT ln
�

Vi

Vf

�
> 0: (A.2)

In isothermal, quasi-staticexpansion, the �nal volume is larger than the initial volume,Vf > V i . Negative
work is then done on the gas, equation (2.1),

� W = kT ln
�

Vf

Vi

�
(A.3)

or, conversely, positive work is done by the gas on the piston, i.e., work is extracted. The sign convention
differs in the literature, which can cause confusion.

A.2 Adiabatic condition, equation (2.18)

During both isentropic transformations (compression and expansion along thez-axis) the work medium is
isolated, no heat is exchanged with the environment. The temperature of the gas thus changes from an initial
temperature,Ti , to a �nal temperature,Tf , as the volume of the gas changes fromVi to Vf . Since there is no
heat �ow, the change in internal energy,dE must equal the work done, by the �rst law of thermodynamics.
Work done on an ideal gas is equal to the pressure times the volume change, wherebydE = � pdV. To
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expressdV we use the ideal gas law, equation (A.1), withN = 1 . We thus have

dE = � k
T
V

dV: (A.4)

The internal energy,E , of the work medium is given by the number of particles,N = 1 , times the average
kinetic energy per particle, which isd2kT , whered is the number of degrees of freedom:

E =
d
2

kT: (A.5)

For a mono-atomic gas in a container,d is the dimension of the space that the particles can move in, i.e., for
a 3 dimensional box,d = 3 . We can take the differential, arriving at

dE =
d
2

kdT: (A.6)

With equation (A.4) follows

�
1
V

dV =
d
2

1
T

dT: (A.7)

We integrate and obtain, ford = 3 , equation (2.18):

�
Z Vf

Vi

1
V

dV =
d
2

Z Tf

Ti

1
T

dT (A.8)

, ln
�

Vi

Vf

�
=

d
2

ln
�

Tf

Ti

�
(A.9)

,
Vi

Vf
=

�
Tf

Ti

� d
2

: (A.10)

A.3 Work during isentropic compression and expansion adds to zero.

To see this, recall thatW = dE, and use equation (A.6), integrating form an initial,Ti to a �nal, Tf ,
temperature to arrive at

Wi ! f =
d
2

k(Tf � Ti ): (A.11)

Thus, the work necessary to change betweenT andT0 in the isentropic compression,Wcomp, cancels with
the work done by the gas in the isentropic expansion,Wexpa, when the temperature changes back fromT0

to T, as long as no additional degrees of freedom get unlocked at the higher temperature:

Wcomp =
d
2

k(T0� T) = � Wexpa: (A.12)

B Erasure protocols for Szilárd's engine

Building on a model introduced in [14], we show here that a protocol can be constructed to assign the costs
of running a memory entirely to erasure of the memory. The costs are identical to the costs for running
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the simple set-and-release protocol sketched in �gure 2.1. In [14], and in �gure 2.1, the divider is placed
in the middle of Sziĺard's box, but the following argument can be made for arbitrary volume ratios. The
calculations in this appendix use material from section 2.2.2 in the main text, and it is useful to read that
section before reading this appendix.

Let the Sziĺard box have unit length and unit transverse volume. Let the container be located between
x = 0 andx = 1 , and let the divider be inserted at position0 < � 6 1=2, dividing the work medium
into two separate volumes,� and1 � � . The particle resides in volume� with probability � , and in the
other volume with probability1 � � . Knowledge of the particle's position allows for the extraction of work,
equation (2.2) in main text, in the amount up to (achievable in the quasi-static limit):

� Wex(� ) = � kT [� ln ( � ) + (1 � � ) ln (1 � � )] = kTh(� ); (B.13)

whereh(� ) > 0 is an entropy function, as in equation (2.25).
Let the memory be implemented by another one-particle gas in a container of unit length and unit trans-

verse area. Let there be a parameter,a, controlling the relative volumes associated with the different memory
states; in �gure 2.1,a = 1=2, but in general, the memory need not be symmetric. Let0 6 x 6 1 repre-
sent the measuredx position of the particle, andm 2 f 0; 1g the two states of the memory. Note that the
parametrization in this appendix is different from the one we use in the main text in section 2.3, onwards.
Here, the memory simply represents which side of the container is empty, i.e., all observations0 6 x 6 �
are mapped ontom = 0 , while observations� < x 6 1 are mapped ontom = 1 .

First, we calculate the costs for the simple set-and-release protocol, as sketched in �gure 2.1. The “mea-
sure and remember” step corresponds to an isothermal compression, which costs, on average, at least:

W meas+mem
cost (a; � ) = � kT [� ln(a) + (1 � � ) ln(1 � a)] : (B.14)

This minimum can be achieved in the quasi-static limit. It depends on the choice ofa, which should be
chosen as a function of� , in such a way that equation (B.14) is minimized. The minimum is achieved
at a = � (the straightforward calculation is analogous to the optimization performed in [107], which was
discussed after equation (2.2) in the main text: the �rst derivative w.r.t.a is set to zero,� kT �=a + kT(1 �

� )=(1 � a) != 0 , leading toa = � ; the second derivative is positive:kT
�
�=a 2 + (1 � � )=(1 � a)2

�
> 0).

The resulting minimal cost for this protocol is exactly equal to the maximally extractable work:

W meas+mem
cost (� ) = kTh(� ) = � Wex(� ): (B.15)

The memory is reset by simply pulling out the divider, which does not cost work, but allows for free expan-
sion, whereby energy is dissipated.

Now, construct instead a memory manipulation protocol which contains a step of “reset to zero”, inter-
pretable as “erasing” the memory. (This construction is a generalization of the construction in [14] to the
case in which the divider in the work medium of the Szilárd box can be inserted off-center.) Start with
a memory left over from the last cycle, with the divider at positiona (do not assume knowledge of that
memory, in the sense that it is not known in which state the memory is, i.e. if the particle resides in volume
a or 1 � a). First, move the divider from positiona to position� isothermally and quasi-statically. With
probability� , the volume accessible to the particle is changed froma to � , and with probability1 � � , from
1� a to 1� � . This step serves to retrieve energy implicitly stored in memory. The average work for this step
splits up into a contribution coming from the uncertainty about the work medium,h(� ), minus the average
work done in the simple set-and-release protocol discussed above, equation (B.14), before optimization over
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a:

kT
�
� ln

� a
�

�
+ (1 � � ) ln

�
1 � a
1 � �

��
(B.16)

= kT [h(� ) + � ln(a) + (1 � � ) ln(1 � a)] (B.17)

= kT
�
h(� ) � W meas+mem

cost (a; � )
�

: (B.18)

Second, remove the partition and compress the gas such that the particle resides in volumea, corre-
sponding to the “zero” reset state. This procedure can be interpreted as erasing the memory, cf. [14]. This
isothermal compression costs at least� kT ln(a). Overall, the cost of erasing the memory, by changing it
from its former state to the “zero” reset state, is then the sum:

W erase
cost (a; � ) = kT

�
h(� ) � (1� � ) ln

�
a

1 � a

��
: (B.19)

Finally, a last step is needed to set the memory to the new value. With probability� , the “zero” state correctly
corresponds to the new measurement outcome and does not need to be changed. With probability1 � � ,
it needs to be transformed into the other state. The costs encountered for this transformation come from
changing the volume the particle resides in froma to 1 � a. Thus, this last step, which can be interpreted as
setting the memory, costs on average at least

W set
cost(a; � ) = kT (1 � � ) ln

�
a

1 � a

�
: (B.20)

Combining all costs for this protocol, we see that its minimum (quasi-static) costs are exactly the same as
those of the simpler set-and-release protocol, again, cancelling out all possible gains one could derive over
a cycle:

W erase+set
cost (� ) = kTh(� ) = W meas+mem

cost (� ) = � Wex(� ): (B.21)

However, the way in whichW erase+set
cost (� ) has been split up is still dependent on the parametera, which can

be chosen at will, without changing the overall costs of the full protocol. One choice ofa would attribute all
costs to the “erasure” by ensuringW set

cost(a; � ) = 0 ; this choice isa = 1=2, corresponding to a symmetric
memory. Another choice would make the erasure costs zero,W erase

cost (a; � ) = 0 , and attribute all costs to the
setting of the memory. This choice is realized by

a =
eh(� )=(1� � )

1 + eh(� )=(1� � )
: (B.22)

C Calculation of equation (2.15)

The probability density of the particle'sx position,p(x), is constant inside the container, and the length of
the container is set to unity, so to calculate� H [UjX ], we need to evaluate the integral

Z c=2

� c=2

��
1
2

+
x
c

�
ln

�
1
2

+
x
c

�
+

�
1
2

�
x
c

�
ln

�
1
2

�
x
c

��
dx:

In the �rst term, substitutex0 = 1
2 + x

c , which gives a factordx = cdx0, and for the second term substitute
x00= 1

2 � x
c , with dx = � cdx00. Note that the limits on the integrals are then just reversed, and because
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of the negative sign on the second term, both terms are the same. Let us choosey for the new integration
variable:

� H [UjX ] = c
Z 1

0
x0ln(x0)dx0� c

Z 0

1
x00ln(x00)dx00

= 2c
Z 1

0
y ln(y)dy: (C.23)

We solve the inde�nite integral by parts,
Z

y ln(y) dy =
1
2

y2 ln(y) �
1
2

Z
ydy (C.24)

=
1
2

y2
�

ln(y) �
1
2

�
; (C.25)

and evaluate the limits to arrive at equation (2.15):

� H [UjX ] = �
c
2

: (C.26)

D Boxes with�= 4 � � � 0

If we do the same calculation forc > 1, the integration limits change, and we have to compute� H [UjX ] =

Z 1=2

� 1=2

��
1
2

+
x
c

�
ln

�
1
2

+
x
c

�
+

�
1
2

�
x
c

�
ln

�
1
2

�
x
c

��
dx

After the coordinate transformations we have

� H [UjX ] = 2c
Z 1

2 (1+ 1
c )

1
2 (1� 1

c )
y ln(y)dy; (D.27)

= c y2
�
ln(y) �

1
2

� �
�
�
�
�

1
2 (1+ 1

c )

1
2 (1� 1

c )
(D.28)

and, altogether, we arrive at

� H [UjX ] = � ln(2) �
1
2

+
c
4

ln
�

c + 1
c � 1

�

+
1
4c

ln
�

c + 1
c � 1

�
+

1
2

ln
�

1�
1
c2

�
(D.29)

c!1�! � ln(2) ; (D.30)

becausecln
�

c+1
c� 1

�
c!1�! 2, as one can see by using L'Hopital's rule. As expected, the maximum relevant

information goes to zero as we tilt the divider closer to parallel with thex-axis. We plotI max
rel (c) as a

function ofc in �gure D.1.
We choose to discuss only geometries up toc = 1 (� = �= 4) in the main text, because for the larger
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Figure D.1 Maximum relevant informationI max
rel (c). Dotted lines markc = 1 with I max

rel (c = 1) � 0:28
bits.

tilts nothing qualitatively different happens. For completeness, we show in �gure D.2I rel(�; c )=I max
rel (c) as

a function ofI mem(�; c ) at the optimal data representations for geometries with selectedc > 1.

Figure D.2 Information plane curves of optimal data representations for selectedc > 1.
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E Calculation of I cer
rel =I max

rel = (1 � c)=[1 � c=ln(4)], displayed in �gure 2.16

Only the uncertain region contributes to the conditional entropy. The certain region's contribution to the
relevant information is:

I 1� c[X; U ] = 2
Z 1

2

c
2

dx
X

u2f� 1;1g

p(x; u) ln
�

p(ujx)
p(u)

�
(E.31)

= 2
Z 1

2

c
2

dx
X

u2f� 1;1g
� � � � � � � � �: 0
p(ujx) ln [p(ujx)]

+2 ln(2)
Z 1

2

c
2

dx

� � � � � � ��* 1X

u2f� 1;1g

p(ujx)

= (1 � c) ln(2) (E.32)

The relative contribution, plotted in �gure 2.16, is

I 1� c[X; U ]
I [X; U ]

=
ln(2) (1 � c)

ln(2) � c
2

=
1 � c

1 � c
ln(4)

: (E.33)

F Comparison to boxes with �xed angle and varying size of the certain re-
gions

Note that we do not lose generality by assuming unit container length inx-direction. Were we to keep the
length as a parameter,L , then we would simply have to replacec in all the calculations above byc=L, the
relative length of the uncertain region.

Figure F.3 Equivalent parametrization of the partially observable Szilárd engine. The angle is �xed to
� = �= 4 and the length of the box along thex-axis,L , is varied.

Two boxes with different tilt angles, and thus differentc1 andc2, and different lengthsL 1 andL 2, re-
spectively, behave the same whenever the relative length of the uncertain region is the same, i.e.c1=L1 =
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c2=L2 = c=L. We checked this numerically: solutions to the optimization problem equation (2.47) are the
same.

We could thus have used an alternative, equivalent parametrization: �x the angle to, for example,� =
�= 4, i.e. c = 1 , and let the container length along thex-axis, L , vary. This is sketched in �gure F.3.
What matters is the relative length of the certain regions,L � c, compared to the uncertain region,c:
(L � c)=c= L=c � 1.

G Deterministic memories, computed from parametric minimization of dis-
sipation

We can allow for deterministic partitions of any shape (including asymmetric solutions), where the number
of memory states is a free parameter. For the box with diagonal tilt,c = 1 , we maximize work output, equa-
tion (2.46), over these deterministic memories, to compare their performance to the minimally dissipative
probabilisticmemories we found by solving optimization equation (2.47). Figure G.4, shows the total work
output, in units ofkT 0, as a function of the temperature ratio� .

Figure G.4 Total work output in units ofkT 0, as a function of� , comparing deterministic memories (red) to
optimal probabilistic memories (black). Numbers point to the �rst solutions with two and three states.

Compared to the optimal, minimally dissipative memories, deterministic memories achieve comparable
work output at higher values of� . To obtain nonzero output, the temperature ratio has to be larger by roughly
1.75.

The data are re-displayed in the information plane in �gure G.5, to reveal that the deterministic memories
are close to those found for� ! 1 , when partitions are constrained to a �xed number of states. The closer
they are to these solutions, the closer they come to the ef�ciency that optimal memories afford, as displayed
in �gure G.6 1.

1In this exploration, we broke off the numerical optimization at the point where we observed a transition to four memory
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Figure G.5 Comparing deterministic memories (red) to optimal probabilistic memories (black) in the infor-
mation plane, and to deterministic memories found as� ! 1 , when partitions are constrained to two (black
triangle) and three (diamond) number of states.

H Suboptimal four- and �ve-state memories

To show that the deterministic four- and �ve-state memories discussed in the main text, section 2.4.3 are
optimal in the� ! 1 , we discuss the suboptimal cases here.

The simplest four-state memory one can think of maps the certain regions to two distinct states and splits
the uncertain region into two more states (table H.1).

x m qd= c
4 (m)

� 1=2 6 x 6 � c=2 � 2 0

� c=2 < x 6 0 � 1 1=4

0 < x 6 c=2 1 1=4

c=2 < x 6 1=2 2 0

Table H.1 Memory assignments and errors for a deterministic four-state memory withd = c.

This coarse graining has two certain states,qd= c
4 (m = � 2) = 0 , and two states with the same �xed error

probability,qd= c
4 (m = � 1) = 1=4. As in the main text, the error is found by dividing the area of the triangle

on the other side of the divider, which isc=8 by the total area of the� 1 state, which isc=2.

states, because the trends are clearly visible at that point. We thus show only solutions up to three memory states. We calculated
parametrically optimized deterministic partitions at� intervals of 1, which is coarser than the spacing used to compute optimal
memories.
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Figure G.6 Ef�ciency achieved by deterministic memories (red) compared to optimal probabilistic memories
(black), as a function of� . Carnot ef�ciency,� C , is traced out as a dotted line for comparison. Discontinu-
ities occur at transitions in the number of memory states.

For this memory the relevant information is given by

I (4)
rel (d = c) = (1 � c) ln(2) + c[ln(2) � h(1=4)]

= ln(2) � c h(1=4): (H.34)

The second type of suboptimal symmetrical four-state memory has the same state assignments as the
optimal deterministic four-state memory (table 2.1) but it has largerm = � 1 states that include parts
of the certain region (d > c). Therefore the errors are different and we �ndqd>c

4 (m = � 2) = 0 and
qd>c

4 (m = � 1) = c
4d . For the three-state memory it was clear that choosing` > c decreases the amount

of relevant information captured since it simply increases the size of them = 0 state that cannot be used
for work extraction. For four-state memories it is not immediately obvious thatd > c is a similarly poor
choice. While the size of the certain states decreases from1 � c to 1 � d, the error for them = � 1 states
also decreases. The relevant information for this assignment is given by:

I (4)
rel (d > c) = (1 � d) ln(2) + d

h
ln(2) � h

� c
4d

�i

= ln(2) � d h
� c

4d

�
: (H.35)

For �ve-state memories there are two parametrizations with one parameter equal toc (d = c or ` = c). For
the �rst (d = c, table H.2) the size of the waste basket statem = 0 is given by` < c : with ~� (`; c) =

� c� `
4c

�
.
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x m q`<c
5 (m)

� 1=2 6 x 6 � c=2 � 2 0

� c=2 < x 6 � `=2 � 1 ~� (`; c)

� `=2 < x 6 `=2 0 1=2

`=2 < x 6 c=2 1 ~� (`; c)

c=2 < x 6 1=2 2 0

Table H.2 Memory assignments and errors for a �ve-state memory with` < c andd = c.

For this assignment the relevant information is given by:

I (5)
rel (`<c; d = c) = (1 � c) ln(2)+( c� `) [ln(2) � h(~� )]

= (1 � `) ln(2) � (c� `) h(~� (`; c)) : (H.36)

For the second option (` = c) the statesm = � 1 haveq`= c
5 (m = � 1) = 0 since they are completely within

the certain region ford > ` = c. Clearly this coarse graining then captures the same amount of relevant
information as a three-state memory with` = c. The two certain states are further subdivided into 2 states
each, but this only increases the cost of running the memory while not capturing any additional relevant
information:

I (5)
rel (l = c; d>c) = (1 � `) ln(2) + ( ` � c) ln(2)

= (1 � c) ln(2) = I (3)
rel (` = c): (H.37)

More interesting are the �ve-state memories with both parameters unequal toc. Choosing̀ > c only leads
to subdividing the certain regions into two states each and is clearly an even poorer choice than` = c. For
smaller waste baskets,` < c , the option not discussed in the main text (section 2.4.3) cuts into the certain
regions,d > c. This parametrization is presented in table H.3. The error for the statesm = � 1 is given by

�� (`; c; d) =
(c � `)2

4c(d � `)
: (H.38)

x m qc<d
5 (m)

� 1=2 6 x 6 � d=2 � 2 0

� d=2 < x 6 � `=2 � 1 �� (`; c; d)

� `=2 < x 6 `=2 0 1=2

`=2 < x 6 d=2 1 �� (`; c; d)

d=2 < x 6 1=2 2 0

Table H.3 Memory assignments and errors for a �ve-state memory with` < c andd > c.

123



The relevant information captured by this memory is

I (5)
rel (`<c; c<d ) = (1 � d) ln(2)+( d� `) [ln(2) � h(�� )]

= (1 � `) ln(2) � (d� `) h(�� (`; c; d)) : (H.39)

For ` ! 0 we recover equation (H.35).

Figure H.7 Fraction of the maximum relevant information captured in memory, for optimal (colored curves)
compared to suboptimal (black curves) parametrizations, as a function ofc.

Just as for three-state memories (section 2.4.2), splitting the certain region into more than two memory
states (d > c) is the worst choice for symmetric four- and �ve-state memories. Decreasing the error of the
m = � 1 states can never compensate for having smaller certain states. Consequently for parametrizations
with d > c the best partitions will have their certain states as larges as possible, i.e.d as close tocas possible.
In �gure H.7 we see that it is also never bene�cial to choosed = c in four- and �ve-state memories since
memories with the same number of states butd < c are able to retain a larger proportion of the maximum
relevant information available for a given geometry.

I Compressibility (adopted from [109])

A data generating process (a source producingX ) is said to befully compressible if the information curve
(I mem(� ); I rel(� )) traced out for all optimal data representations (where optimality is understood in terms of
minimizing wasted energy, i.e. the solutions to equation (2.47)) reaches the maximum, at whichI rel(� ) =
I max

rel , for a memory that achieves a compression of the input data, i.e. for whichI mem(� ) < H [X ].
Any source with a curve above the diagonal spanned by (0,0) and(H [X ]; I max

rel ) is compressible. The

124



smallerI mem(� ) is at the point whereI rel(� ) asymptotically reachesI max
rel , i.e. the larger the curvature, the

more compressible is the source. Applied to �gure 2.11, geometries for which smaller memories contain a
larger fraction of relevant information are thus said to be more compressible.

J Information Bottleneck Algorithm Implementation

Numerical calculations are performed using the Information Bottleneck algorithm together with a “determin-
istic annealing” procedure adapted from [112]. Starting with� = 1 , for each value of� , the self-consistent
equations (equations (2.49)-(2.51)) are iterated until convergence (algorithm 1). Then,� is slowly increased.
The solution at the previous value for� is handed to the algorithm as an initial condition for the iterations at
the next value of� . During this procedure, the size of the memory grows. This is implemented by doubling
the number of memory states and perturbing them slightly. Then the effective number of states is found
by inspecting the distributionsp(ujm) after the iterative equations converge. If they are the same for two
different values ofm, then the corresponding states are merge together. The algorithm �nishes when a
maximum temperature ratio� max is reached (or when the solutions for a �xed number of statesK max are
deterministic), a practical choice to cut down computational time. In principle we could let it run until there
is one memory state for everyx-value, the point at which all data is recalled, and the memory is no longer
a summary. Since we are not particularly interested in this asymptotic regime, we end early. Numerical
calculations are performed using algorithm 2. Algorithm 1 describes a subroutine used in algorithm 2.

Algorithm 1 Iterate self-consistent Information Bottleneck equations

Require: p(x; u); joint probability distribution of observablesx and relevant variablesu
Require: p(mjx); probabilistic assignments of observablesx to memory statesm
Require: p(m); probability for each memory statem
Require: p(ujm); probability of relevant variable having realizationu, given memory statem
Require: � = T0=T; temperature ratio between work extraction step (T0) and memory making step (T )
while p(ujm) not convergeddo

Updatep(mjx)  p(m) exp(� � D(p(ujm)kp(mjx)))

Normalizep(mjx)  p(m jx )P
m p(m jx )

Updatep(m)  
P

x p(mjx)p(x)

Updatep(ujm)  
P

x p(x;u )p(m jx )
p(m )

end while

Compute:I [M; X ]  
P

x;m p(mjx)p(x) log
�

p(m jx )
p(x )

�
, I [U; M ]  

P
u;m p(ujm)p(m) log

�
p(u jm )

p(u)

�

return � , I [M; X ], I [U; M ], p(mjx), p(ujm), p(m).
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Algorithm 2 Information Bottleneck with annealing

Require p(x; u); joint probability distribution of observablesx and relevant variablesu
Require � init , � max ; initial and maximum value for�
Require � ; annealing rate for increasing� after each iteration
Require perturb; maximum perturbation to be added when splitting memory states
Require merge; minimum element-wise difference for memory states not to be merged
Require K max ; maximum number of memory states (for subroutine �nding deterministic assignments)
Initialize: K = 1 , � = � init , p(mjx) = 1 =K; 8x
Compute:p(x) =

P
u p(x; u), p(ujx) = p(x;u )

p(x) , p(m) =
P

x p(mjx)p(x), p(ujm) =
P

x p(x;u )p(mjx)
p(m)

while K < K max and � < � max do
�  � � �
Split K ! 2K and add random perturbation (< perturb ) to each memory state
Iterate self-consistent Information Bottleneck equationsuntil convergence forK = 2K
Merge memory states2K ! K 0 (K 0 2 [K; K + 1 ; K + 2 ; :::; 2K ])
Iterate self-consistent Information Bottleneck equationsuntil convergence forK = K 0

Store� , I mem  I [M; X ], I rel  I [U; M ]
end while
Subroutine: Find deterministic memory assignments (assignments are either 0 or 1) forK = K max

while p(mjx) not deterministicand p(m) not convergedand � < � max do
� = � � �
Iterate self-consistent equations until convergence

end while
return � , I mem, I rel

K Dependence of usable and total information in memory on the data rep-
resentation strategy

To show explicitly the dependencies of total information kept in memory,I m , and usable information,I u ,
on the data representation characterized byp(mjx), we write out Eq. (3.7) (visually highlightingp(mjx) in
the following equations in blue)

I m =
Z

dx� (x)
X

m

p(mjx) ln
�

p(mjx)R
dx0� (x0)p(mjx0)

�
;

and combine Eqs. (3.9)-(3.11):

I u =
Z

dx� (x)
X

m;u

p(mjx)p(ujx) ln
�R

dx00� (x00)p(mjx00)p(ujx00)
R
dx0� (x0)p(mjx0)

�

+ ln(2) :

L Coarse graining strategies

Here we provide detailed calculations for the inferences,p(ujm), and the conditional entropies,H [ujm],
used to compute the usable information retained by the two coarse grainings in Sec. 3.3.2.2. We also provide
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some additional details about those coarse grainings and compare them to a naive, symmetrical two-state
coarse graining.

To compute the usable information retained in memory, Eq. (3.9),p(ujm) needs to be known. For any
memory assignment,p(mjx), and any engine geometry,p(ujx), we have (see Eq. (3.10))

p(ujm) =
1

p(m)

Z 1=2

� 1=2
dx p(ujx)p(mjx); (L.40)

where we used� (x) = 1 for all x inside the container.
The simplest two-state coarse graining is a symmetric partitioning of the observable with,

p(d2) (mjx) = � m sign(x) : (L.41)

Equation (L.41) describes the optimal memory assignment for a Szilárd engine for any value of the temper-
ature ratio� . Such a symmetric coarse graining always capturesI (d2)

m = ln(2) nats or 1 bit of information,
sincep(d2) (m) = 1 =2. To determine the usable part of the memorized information we �rst evaluate Eq.
(L.40), usingp(ujx) de�ned in Eq. (3.2) andp(d2) (mjx) given in Eq. (L.41):

p(d2) (u = 1 jm = 1) = 2

 Z 1=2

� 1=2
dx p(u = 1 jx) p(m = 1 jx)

!

= 2

 Z 0

� 1=2
0 dx +

Z w=2

0

1
2

dx +
Z 1=2

w=2
1 dx

!

= 1 �
w
2

: (L.42)

Note that sinceu is a binary random variable and since the two memory states are symmetric, it is suf�-
cient to computep(d2) (u = 1 jm = 1) , because we always havep(u = � 1jm = 1) = 1 � p(u = 1 jm = 1)
and due to symmetry we also havep(d2) (u = 1 jm = � 1) = w=2 = p(d2) (u = � 1jm = 1) . Now we can
evaluate the conditional entropyH (d2) [ujm]:

H (d2) [ujm] = �
X

m;u

p(d2) (ujm)p(d2) (m) ln[p(d2) (ujm)]

= � 2p(d2) (m = 1)
� X

u

p(d2) (ujm = 1) ln[ p(d2) (ujm = 1)]
�

= � p(d2) (u = 1 jm = 1) ln[ p(d2) (u = 1 jm = 1)] � p(d2) (u= � 1jm =1) ln[ p(d2) (u= � 1jm =1)]

= � (1 � w=2) ln(1 � w=2) � w=2 ln(w=2)

= h(w=2): (L.43)

In the second line we used the fact that the two memory states are symmetric,p(d2) (m = 1) = 1 =2 =
p(d2) (m = � 1), and for the �nal equality we expressed the result in terms of the entropy functionh,
introduced in Eq. (3.17). Since we always haveH [u] = ln(2) , we get the usable information by inserting
Eq. (L.43) into Eq. (3.9):

I (d2)
u = ln(2) � h

� w
2

�
: (L.44)

Interestingly, this is not the best two-state coarse graining for our engine class and it is outperformed by
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Figure L.8 Total information (left) and usable information (right) in bits captured by the two coarse grainings
discussed in Sec. 3.3.2.2 (orange and blue curves) as a function of the size of the uncertain region,w. Naive,
symmetric two-state coarse graining for reference (green curve).

the asymmetrical coarse graining shown in the upper panel of Fig. 3.11 and described by Eq. (3.34). This
asymmetrical coarse graining maps one certain region and the uncertain region into one memory state with
greater weight, while mapping the second certain region into the other, less probable memory state.

To compute the information quantities for the asymmetrical two-state coarse graining, recall that for a
two-state memory we havep(m = � 1jx) = 1 � p(m = 1 jx) and thatp(m) =

R1=2
� 1=2 dx � (x)p(mjx). The

probability of the more probable state,m = 1 , being realized is given byp(da2) (m = 1) = (1 + w)=2 and
thus the total information stored in memory, Eq. (3.35), is:

I (da2)
m = �

X

m

p(da2) (m) ln[p(da2) (m)]

= �
1 + w

2
ln

�
1 + w

2

�
�

1 � w
2

ln
�

1 � w
2

�

= h
�

1 + w
2

�
: (L.45)

By construction, the less probable memory state, in this casem = � 1, carries no uncertainty about the
relevant quantityu,

p(da2) (ujm = � 1) = � � 1 u : (L.46)

Removing the uncertainty from this state comes at the cost of increasing the inference error associated with
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the other memory state, making it larger than the error probability of a symmetric two-state coarse graining2,

p(da2) (u = � 1jm = 1) =
2

1 + w

� Z � w=2

� 1=2
0 dx

Z w=2

� w=2

1
2

dx +
Z 1=2

w=2
0 dx

�

=
2

1 + w

Z w=2

� w=2

1
2

dx

=
w

1 + w
>

w
2

8w < 1: (L.47)

The usable information in memory is then given by Eq. (3.36) in the main text:

I (da2)
u = ln(2) + p(da2) (m = 1)

X

u

p(da2) (ujm = 1) ln[ p(da2) (ujm = 1)]

= ln(2) +
1 + w

2

�
w

1 + w
ln

�
w

1 + w

�
+

1
1 + w

ln
�

1
1 + w

��

= ln(2) �
1 + w

2
h

�
w

1 + w

�
: (L.48)

The asymmetrical coarse graining outperforms the symmetrical one, because combining the uncertain region
with one of the certain regions not only reduces the costs, as seen in Fig. L.8a, but also results in one memory
state without uncertainty aboutu, thus allowing for greater work extraction, see Fig. L.8b.

While two-state memories with even greater asymmetry between the two states cost even less to imple-
ment, the asymmetric memory discussed here captures the most usable information of any two-state coarse
graining. Consequently it is the solution to Eqs. (3.14) for� ! 1 , if the number of memory states is con-
strained to two. We used parametric optimization to verify that for� � � det

1! 2 (see Eq. (3.37)) deterministic
observers cannot achieve positive net work output, thus their best option is to do nothing, i.e. use a one-state
memory (see Fig. 3.12).

The three-state coarse graining shown in blue in Fig. L.8, is the three-state coarse graining that captures
all available usable information. This coarse graining is introduced in the beginning of Sec. 3.3. The
probability of realizing the individual memory states is given by the size of the three regions (left and right
certain region and uncertain region) of the engine:

p(d3) (m = � 1) =
1 � w

2
; (L.49)

p(d3) (m = 0) = w: (L.50)

Thus the total information stored in this memory is given by Eq. (3.16). Since them = 0 state has maximum
uncertainty aboutu, whereas the two other states have no uncertainty in their inference, the conditional
entropy is:

H (d3) [ujm] = w ln(2) = H [ujx]: (L.51)

Consequently this coarse graining retains all usable information available in the observable, Eq. (3.15).

2Trivially, whenw = 1 , the measurements do not carry any usable information, and the engine cannot be run.
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M Information plane comparison of the three observer classes

In Fig. M.9 we compare the cost-bene�t trade-off in the information plane between optimal memories found
with the Information Bottleneck (IB) algorithm, soft partitioning strategies and coarse grained memories for
an engine withw = 0 :3. Optimal soft partitionings solutions (orange and blue curves for two and three states
respectively) overlap with the black curve obtained from the IB algorithm in the information plane. Note
that the black curve has a discontinuity at the transition from two to three memory states, while the curves
of the optimal soft partitioning solutions are continuous, because for them the number of memory states
is �xed. Before the phase transition the black curve overlaps the orange curve, because optimal observers
use two memory states, but at the phase transition this changes to three memory states and the black curve
overlaps the blue curve afterwards. Along all curves the value of� increases.

Figure M.9 Information plane representation of optimal solutions (black and green), compared to best para-
metric solutions (orange:K = 2 , blue:K = 3 ), and deterministic coarse grainings (orange cross for naive,
2-state, symmetric coarse graining along the mid-line; green cross for best 2-state asymmetric coarse grain-
ing; blue cross for best 3-state coarse graining, see Sec. 3.3.2.2). Work medium geometry:w = 0 :3.

When parametric soft partitionings are constrained to use at most two memory states (K = 3 is prohib-
ited), then the best solutions (orange curve in Fig. M.9) branch off from the optimal curve (black) when
� > 2. The deterministic solutions, used by observers that coarse grain, are plotted with “x” markers in Fig.
M.9. Comparing the soft two-state partition withq2 = 0 (end point of the orange curve), to the symmetric
two-state coarse graining (orange “x” in the inset, further discussed in Appendix L), we see that the latter
captures no additional usable information, while incurring signi�cant additional costs of about1=4 bit.

Constraining the solutions found by the IB algorithm to use at most two states (green curve in Fig.
M.9), forces those solutions to be suboptimal at� > 2. For very large� , with this constraint in place,
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the asymmetric two-state coarse graining (green “x” in Fig. M.9) is found, which costs less bits to encode
while simultaneously capturing more usable bits than the naive symmetric two-state coarse graining (this
difference is discussed in Appendix L).

Symmetric and asymmetric two-state coarse grainings differ from optimal two-state soft partitions even
when there is no residual probability in the assignments,q2 = 0 , because soft partitioning strategies assign
observations in the uncertain region with equal probability to either of the two memory states. Therefore,
by construction, symmetrical soft partitionings constrained to two states do not converge to a a regular
coarse graining. Since we also optimize over the number of memory states when �nding thermodynamically
optimal soft partitioning strategies, this is not an issue, as the best soft partitioning observers already use
three memory states in the� regime where the asymmetrical two-state coarse graining outperforms the
symmetrical two-state soft partitioning.

For large values of� , optimal solutions found with the IB algorithm and the best three-state soft partition-
ings coarse grain the observable into three distinct regions, recovering the three-state coarse graining that
captures all relevant information (blue “x” in in Fig. M.9).

Finding thermodynamically optimal soft partitioning strategies adds little computational hassle, com-
pared to �nding thermodynamically optimal coarse grainings, yet the soft partitioning strategies have a
much richer structure in the information plane and signi�cantly outperform coarse graining in sizable�
ranges (see. Fig. 3.14) and recover deterministic solutions, when they become optimal.

N Algorithmic details

To iteratively solve Eqs. (3.14) we used the same algorithm as in [75]. Pseudocode and a detailed description
of the algorithm can be found in the appendix of [75]. Here we instead focus on algorithmic issues that
occurred for our model class, due to the discontinuous shape of the divider in the work medium.

In a small region around� = 2 there is a large degeneracy in the space of optimal solutions to Eqs.
(3.14). We used the soft partitions discussed in Sec. 3.3.2.1 to verify that around� = 2 , all three types
of soft partitioning strategies (symmetric and asymmetric two-state as well as three-state) yield (almost)
identical net engine work output, Eq. (3.12). Consequently it is possible for the Information Bottleneck
algorithm to arrive at an almost degenerate but suboptimal solution in that� -region. This effect is especially
pronounced for uncertain regions spanning half the work medium container,wc = 1=2, as the optimal
strategies qualitatively change their behaviour for uncertain regions of that size (transitioning from one state
immediately to three states, skipping two-state solutions).

While the iterative algorithm is theoretically guaranteed to �nd the optimal solution at each value of
� [112], the actual implementation relies on four important input parameters:

• annealing rate, used during the deterministic annealing procedure (default value1:001)

• convergence threshold, maximum difference below which solutions to two consecutive iteration steps
are deemed converged (default value10� 32)

• perturbation, maximum perturbation applied when increasing the number of memory states (default
value5 � 10� 4)

• merge tolerance, minimum difference in the inferencep(ujm) above which two memory states are
considered different from each other (default value5 � 10� 2).

To better understand the impact of these parameters, the splitting and merging of memory states during
the annealing procedure has to be understood. States are split and merged in terms of their inference,
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p(ujm) 2 [0; 1]. For each value of� (starting with � = 1 ) the number of possible memory states is
doubled,K ! 2K , and a small, random perturbation (between 0 andperturbation=� , whereperturbation
is an input parameter) is applied to each new state. Then Eqs. (3.14) are iteratively solved for the2K
memory states until the solutions are deemed to be converged, which impliesDKL[ p(ujm)jjpold (ujm)] �
convergence threshold=� . HereDKL denotes the Kulback-Leibler divergence,pold (ujm) is the inference
from the previous iteration andconvergence thresholdis an input parameter.

After convergence, all statesm andm0 6= m for which the element-wise differencejp(ujm) � p(ujm0)j
never exceeds themerge toleranceare combined into a single average state, reducing the number of states
from 2K to K 0 2 [K; 2K ]. Equations (3.14) are then iteratively solved for the new number of states,K 0,
and the trade-off parameter,� , is increased toannealing rate� � .

Depending on the initial choices for the four different parameters, the iterative algorithm will transition
to a larger number of memory states at slightly different values of the trade-off parameter,� . While this
effect is negligible for a broad range of input parameters and continuousp(ujx), it becomes an issues for
the discontinuous divider shapes considered here.

For 0:4 < w < 0:6, the iterative algorithm sometimes returns asymmetrical two-state memories as opti-
mal solutions for one or two annealing steps around� = 2 . Careful investigation and numerical comparison
to the soft partitioning strategies shows that these solutions are not in fact optimal, but their net engine
work output is (almost) identical to the optimal solutions that have three memory states. As� increases the
algorithm quickly arrives at the optimal three-state solution for� � 2 + � .

Since forw > w c there are no optimal two-state memories, the splitting procedure has to be adjusted.
Instead of always doubling the number of states, i.e. going fromK = 1 to K = 2 for the �rst tran-
sition, effectively forcing the algorithm to �nd a suboptimal two-state solution forw > w c, we allowed
the algorithm to useK max > 2 states in each annealing step. With this adjustment optimal solutions for
w � 0:6 transition from one to three states, skipping the suboptimal two-state solutions, while optimal
solutions forw � 0:4 correctly transition from one to two states and only use three states for� = 2 + � .
In the region0:4 < w < 0:6, where the degeneracy between optimal two- and three-state memories is the
most pronounced, algorithmic solutions will still occasionally get stuck in suboptimal, asymmetric two-state
solutions for a small number of annealing steps (< 5).

O Mapping binary decision problems to partially observable Sziĺard en-
gines

A binary decision problem with observable datad 2 Rn can be fully speci�ed byp(u = 1 jd), since
p(u = � 1jd) = 1 � p(u = 1 jd) follows from normalization. To map the binary decision problem to a
partially observable Szilárd engine the values ofp(u = 1 jd) are rearranged in increasing order andd is
mapped tox 2 R, such that the resulting functionf (x) is monotonically increasing inx. If the probability
density� (x) (or equivalently� (d)) is constant, the partially observable Szilárd engine corresponding to the
decision problem results from trapping a single-particle gas in a cube-shaped container (without loss of
generality we assumed the container to have unit length in every spatial direction) with the divider inside the
container shaped asf (x). Discontinuities inf (x) are connected vertically if necessary. If the probability
density over the data is not constant, the work medium container will no longer be rectangular, instead
the cross-sectional area of the container has to re�ect� (x), being wider in regions where the density is
larger and narrower in regions where the density is smaller, assuming that the containers depth is the same
everywhere. Let the perimeter of the container in thex-y-plane be described byy(x), then we require
y(x1)=y(x2) = � (x1)=� (x2). In this way any binary decision problem can be mapped unto a partially
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observable Szilárd engine.
Importantly this mapping procedure can be used for binary decision problems with intrinsic uncertainty,

measurement errors or a combination thereof. Intrinsic uncertainty is present even if the measurements are
perfect and there is no measurement error. Both types of uncertainties affectp(ujx) and can be taken into
account by using an appropriately shaped divider in the partially observable Szilárd engine. Observations in
the resulting information engine can then be assumed to be error free (since measurement errors are already
accounted for by the divider shape). A more detailed discussion of the effects of measurement errors will be
left to a follow-up article.

P Parametric soft partitioning strategies

In the following we provide detailed calculations of the total information stored in memory as well as the
usable part of it for the two soft partitionings discussed in the main text (see Fig. 3.16). For completeness
an asymmetrical soft partitioning withK = 2 is discussed in Appendix Q. To easily distinguish probability
distributions and information quantities pertaining to different encoding strategies, we denote parametric
two-state solutions with the superscript(s2) and three-state solutions with superscript(s3).

P.1 Information quantities

For soft partitioningsp(mjx) can in general no longer be expressed as a� -function and thusH [mjx] 6= 0 ,
except in special cases.

Two memory states. The symmetric two-state partitioning shown in the upper panel of Fig. 3.16 has
p(s2)(m = 1) = 1 =2 = p(s2)(m = � 1), due to symmetry. ConsequentlyH (s2) [M ] = ln(2) . To determine
the total amount of information stored in memory we compute the conditional entropy from the assignments
shown in the upper panel of Fig. 3.16,

H (s2) [M jX ] = �
X

m

Z 1=2

� 1=2
dx p(s2)(mjx) ln[p(s2)(mjx)]

= � 2
�

v
2

(1 � q2) ln(1 � q2) +
(1 � v)

2
ln(1=2) +

v
2

q2 ln(q2)
�

= (1 � v) ln(2) + vh(q2); (P.52)

where we used the symmetry of the memory assignments to get rid of the sum overm and the fact that
p(s2)(mjx) is constant within the three different regions (left certain region, uncertain region and right certain
region). The total information stored in a symmetric two-state partitioning is given

I (s2)
m = H (s2) [M ] � H (s2) [M jX ] = ln(2) v

�
1 � h2(q2)

�
(P.53)

To calculate the useful information, the inferences implied by each memory state need to be determined
via

p(ujm) =
1

p(m)

Z 1=2

� 1=2
dx p(ujx)p(mjx) : (P.54)
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For the parametric two-state assignments we �nd,

p(s2)(u = 1 jm = � 1) =
� Z (1� v)=2

� (1� v)=2

1
2

�
1
2

dx +
Z 1=2

(1� v)=2
q2 dx

�

= (1 � v)=2 + vq2; (P.55)

where we ignored the left certain region (� 1=2 � x < � (1 � v)=2), because in this regionp(u = 1 jx) = 0 .
Due to the symmetry of the memory, we havep(s2)(u = 1 jm = � 1) = p(s2)(u = � 1jm = 1) . SinceH [U] =
ln(2) regardless of the encoding strategy, we only need to calculate the conditional entropyH (s2) [UjM ] to
quantify the usable information in memory:

H (s2) [ujm] = � 2p(s2)(m = � 1)
X

u

p(s2)(ujm = � 1) ln[p(s2)(ujm = � 1)]

= � p(s2)(u=1 jm = � 1) ln[p(s2)(u=1 jm = � 1)]

� [1� p(s2)(u=1 jm = � 1)] ln[1� p(s2)(u=1 jm = � 1)]

= h(p(s2)(u6= mjm)) : (P.56)

The amount of usable information in the symmetric two-state soft partitioning is given by

I (s2)
u = H [U] � H (s2) [UjM ] = ln(2) � h

�
1
2

+
�

q2 �
1
2

�
v
�

(P.57)

Three memory states. For the soft partitioning with three states we �rst computep(m)=
R1=2

� 1=2 dx p(mjx)
for each memory state. Using the memory assignments depicted in the lower panel of Fig. 3.16, we �nd
p(s3)(m = 0) = (1 � v) + vq3 and p(s3)(m = 1) = (1 � q3)v=2 = p(s3)(m = � 1) � p� =2. Thus the
entropy of the three-state soft partitioning is,

H (s3) [M ] = � p(s3)(m = 0) ln[ p(s3)(m = 0)] � 2(1 � q3)
v
2

�
ln[(1 � q3)v] � ln(2)

�

= � p(s3)(m = 0) ln[ p(s3)(m = 0)][1 � p(s3)(m = 0)]
�
ln[1� p(s3)(m = 0)] � ln(2)

�

= [1 � p(s3)(m = 0)] ln(2)+ h(p(s3)(m = 0))

= p� ln(2) + h(p� ): (P.58)

The conditional entropy is found to be,

H (s3) [M jX ] = �
Z 1=2

� 1=2
dx p(s3)(m = 0 jx) ln[p(s3)(m = 0 jx)]

� 2
Z 1=2

(1� v)=2
dx p(s3)(m = 1 jx) ln[p(s3)(m = 1 jx)]

= � 2
Z 1=2

(1� v)=2
dx[q3 ln(q3) + (1 � q3) ln(1 � q3)]

= v [� q3 ln(q3) � (1 � q3) ln(1 � q3)]

= vh(q3) = vh(1 � q3) = vh(p� =v): (P.59)
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The total information retained by the three-state soft partitioning is given by the difference of Eq. (P.58) and
Eq. (P.59):

I (s3)
m = ln(2)

�
p� + h2(p� ) � vh2(p� =v)

�
(P.60)

Since the three-state partitioning hasp(s3)(u = � 1jm = � 1) = 1 andp(s3)(u = 1 jm = 0) = 1 =2,
see also Fig. 3.16, lower right panel, �nding the conditional entropy of the relevant quantity,u, given the
memory state,m, is straightforward. Only them = 0 state contributes and sincep(s3)(u = 1 jm = 0) =
1=2 = p(s3)(u = � 1jm = 0) , it is suf�cient to consider one value ofu:

H (s3) [UjM ] = � 2p(s3)(m = 0) p(s3)(u = 1 jm = 0) ln[ p(s3)(u = 1 jm = 0)]

= p(s3)(m = 0) ln(2) : (P.61)

Thus the usable information stored in the three-state partitioning is,

I (s3)
u = ln(2) � p(s3)(m = 0) ln(2)

= (1 � (1 � v) � vq3) ln(2)

= (1 � q3)v ln(2) ; (P.62)

which is the maximum available usable information,v ln(2) , reduced byq3%, since with probabilityq3 the
observer assigns an observation in one of the certain regions to the statem = 0 , resulting in no action on
the work medium.

Q Asymmetrical two-state soft partitioning

For completeness we also parameterize an asymmetrical two-state soft partitioning to compare it to the two
other soft partitionings and the optimal two-state coarse graining, which is asymmetrical. The parameteriza-
tion is shown in Fig. Q.10. Clearly there are two equivalent parameterization, since the memory state with
greater weight can either be the statem = 1 or m = � 1. Here we calculate everything form = � 1 being
the less probable state (as shown in Fig. Q.10).

Figure Q.10 Parameterization for asymmetric two-state soft partitioning strategy for an engine withw = 0 :3
(red lines at� w=2). Values are memory assignments,p(mjx) for the corresponding regions ofx.

The probabilities of being in either memory state are given by

p(sa2)(m = � 1) = (1 � � )=2; (Q.63)

where we de�ned� � (1 � w)q(a2) + w to simplify the notation. The Shannon entropy of the two asym-
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metrical memory states is then

H (sa2)[m] = �
1 + �

2
ln

�
1 + �

2

�
�

1 � �
2

ln
�

1 � �
2

�

= h
�

1 + �
2

�
: (Q.64)

The conditional entropy is,

H (sa2)[mjx] = �
1 � w

2

�
q(a2) ln(q(a2)) + (1 � q(a2)) ln(1 � q(a2))

�

=
1 � w

2
h(q(a2)); (Q.65)

and the information captured by the asymmetrical soft partitioning is,

I (sa2)
m = h

�
1 + �

2

�
�

1 � w
2

h(q(a2)) (Q.66)

If m = � 1, the observer knows with certainty, that the right side of the container is empty,p(sa2)(u = 1 jm =
� 1) = 0 . For the other memory state the inference error is given byp(sa2)(u = � 1jm = 1) = �= (1 + � ).
Since only the more probable memory state has any uncertainty in the inference, them = � 1 state does not
contribute to the conditional entropy ofu givenm:

H (sa2)[ujm] = �
1 + �

2

�
�

1 + �
ln

�
�

1 + �

�
+

1
1 + �

ln
�

1
1 + �

��

=
1 + �

2
h

�
�

1 + �

�
: (Q.67)

Thus the usable information for the asymmetric two-state partitioning is given by

I (sa2)
u = ln(2) �

1 + �
2

h
�

�
1 + �

�
(Q.68)

Note that we recover the corresponding deterministic quantities (see Appendix R) for the asymmetric two-
state and the three-state strategies by settingqK = 0 . This is expected, since forqK = 0 the partitionings are
no longer soft and we return to the coarse grained assignments. The symmetric two-state soft partitioning
does not have a coarse grained counterpart, because, by design, observations in the uncertain region are
assigned to either memory state completely at random.

R Optimal coarse graining strategies

The following strategies are used by observers that maximizeW net
out under the coarse graining constraint: At

large� , observations are coarse grained into the three distinct regions. At intermediate� , the data are coarse
grained into two regions with boundary at either� w=2 or w=2. The latter strategy lumps uninformative ob-
servable outcomes together with (either) one of the informative outcome regions [171] (those two solutions
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are degenerate). Critical� values are readily calculated. Transitions occur at

� cg
1! 2(v) =

h
� v

2

�

ln(2) �
�
1� v

2

�
h

�
1

2� v

� ; (R.69)

� cg
2! 3(v) = 1+

2v ln(2) � h(v)
(1� v) ln(4(2+ v2 � 3v)) � ln(2 � v)

: (R.70)

These functions are displayed as dark grey lines in Fig. 3.17 (� cg
1! 2(v) < � cg

2! 3(v)), showing that the
phase diagram is markedly different when the observer coarse grains.

S Critical temperature ratios at transitions in the number of memory states

Depending on the amount of uncertainty present in the engine, there are either one or two transitions in the
number of memory states used by thermodynamically rational observers. For engines with more informative
observations than uninformative ones,v > 1

2 , the observer transitions from using one memory state (mem-
orizing nothing) to two and then three as the temperature ratio increases. If the uninformative outcomes
dominate,v � 1

2 , observers transition from one memory state to three states without using two memory
states at any value of the temperature ratio.

S.1 First transition

The value of the temperature ratio� , at which it becomes worthwhile for an optimal observer to memorize
anything can be computed using the parametric soft partitions introduced in the letter. Recall thatw = 1 � v.

Before memorizing anything, an observer uses a data representation withI m = I u = 0 , i.e., a one-state
memory. To determine the critical� value at which an observer can derive positive net work output from a
two-state memory for the �rst time, we compare the net engine work output (in units ofkT 0) at the transition
from one to two memory states:

lim
q2 ! 1

2

�
I (s2)

u �
1
�

I (s2)
m

�
= 0 ; (S.71)

where the left hand side is the net engine work output of a parametric two-state soft partitioning right after
the transition from a one-state memory and the right hand side is the net engine work output of an engine
were nothing is memorized. The critical temperature ratio is thus given by,

� �
1! 2(w) = lim

q2 ! 1
2

I (s2)
m

I (s2)
u

(S.72)

= lim
q2 ! 1

2

(1 � w)(ln(2) � h(q2))
ln(2) � h(w=2+(1 � w)q2)

!
0
0

: (S.73)

Since the limit approaches an inde�nite expression of the form0=0, we can use L'Ĥopital's rule to evaluate
the limit. The derivative of the binary entropy function with respect to its argument is

d
dx

h(ax) = a ln
�

1 � ax
ax

�
: (S.74)
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Applying L'H ôpital's rule twice and using the above derivative we �nd

� �
1! 2(w) = lim

q2 ! 1
2

ln
�

1� q2
q2

�

ln
�

1� w=2� (1� w)q2
w=2+(1 � w)q2

� !
0
0

(S.75)

= lim
q2 ! 1

2

1
1� q2

+ 1
q2

1� w
1� w=2� (1� w)q2

+ 1� w
w=2+(1 � w)q2

(S.76)

=
1

1 � w
: (S.77)

This expression describes the red curve in Fig. S.11.
Similarly we can compute the critical value of the temperature ratio,� �

1! 3, for which a three-state memory
outperforms doing nothing for the �rst time:

� �
1! 3(w) = lim

q3 ! 1

I (s3)
m

I (s3)
u

(S.78)

= lim
q3 ! 1

�
(1� q3)(1 � w) ln(2)

(1 � q3)(1 � w) ln(2)
�

(1� w)h(q3) � h(w+(1 � w)q3)
(1 � q3)(1 � w) ln(2)

�
!

0
0

: (S.79)

As before, we use L'Ĥopital's rule to evaluate the limit,

� �
1! 3(w) = lim

q3 ! 1

� (1� w) ln(2) + (1 � w) ln
�

1� q3
q3

�

(1 � w) ln(2)
�

(1 � w) ln
�

(1� w)(1 � q3 )
w+(1 � w)q3

�

(1 � w) ln(2)

�

= lim
q3 ! 1

�
1+

ln(1 � q3) � ln(q3) � ln((1 � w)(1 � q3))
ln(2)

+
ln(w+(1 � w)q3)

ln(2)

�

= 1+ lim
q3 ! 1

�
ln(1 � q3)

ln(2)
�

ln(1 � q3)+ln(1 � w)
ln(2)

�

= 1 �
ln(1 � w)

ln(2)
; (S.80)

where we usedlimq3 ! 1 ln(q3) = 0 andlimq3 ! 1 ln(w + (1 � w)q3) = 0 . This expression describes the blue
curve in Fig. S.11.

Note that atw = 1=2 we have� �
1! 2(1=2) = 2 = � �

1! 3(1=2) and forw > 1=2, transitioning to a three-
state memory becomes worthwhile at lower temperature ratios than transitioning to a two-state memory,
� �

1! 2(w > 1=2) > � �
1! 3(w > 1=2). Thus there are no optimal two-state memories forw > 1=2. Conversely

for w < 1=2, optimal observer �rst transition to using two memory states (� �
1! 2(w < 1=2) < � �

1! 3(w <
1=2)) and at� = 2 they switch to three memory states, regardless of the value ofw, see Fig. S.11. This
universal second phase transition is analyzed in detail in Section S.2.

S.2 Second transition - two to three states

For engine geometries, where the uncertain region spans less than half of the total volume,w < 1=2, the
parametric soft partitions can be used to derive analytic expressions for the net engine work output of optimal
two- and three-state observers at the critical temperature ratio� �

2! 3 = 2 . For the reader's convenience
detailed calculations of all quantities can be found in section T.
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Figure S.11 Phase diagram for optimal observers. Numbers indicate number of memory states, black dots
mark algorithmically found critical� values (transitions to more memory states) for selected engine geome-
tries. Colored curves show� �

1! 2(w) (red, Eq. (S.77)) and� �
1! 3(w) (blue, Eq. (S.80)).

At � = 2 , the net engine work output is given by

W (sK )
out (qK ; w)= kT 0

�
I (sK )

u (qK ; w) �
1
2

I (sK )
m (qK ; w)

�
; (S.81)

with K 2 f 2; 3g (see Eqs. (T.91) and (T.109) for the full expression for each value ofK ). To �nd the value
of qK that maximizes the work output, we take the derivative ofW (sK )

out (qK ; w) with respect toqK and set it
to zero. For two states we have

dW (s2)
out (q2; w)

dq2

!= 0 (S.82)

=) q2 =
1
2

_ q2 =
1
2

�

p
1 + 5w2 � 4w � 2w3

2(1 � w)2 :

Using the second derivative, we con�rmed that in the region of interest,0 < w < 1=2, q2 = 1=2 is
a minimum of the net engine work output (detailed calculations in Section T). This is expected, since it
corresponds to a one-state memory, allowing for no net work output at all. Forw > 1=2, q2 = 1=2 is the
only solution to Eq. (S.82) and in this region it corresponds to a maximum of the net engine work output,
because at� = 2 it is best to do nothing for two-state observers, if the uncertain region spans more than half
of the work medium geometry (see also Fig. S.11). The other two solutions exist only forw < 1=2 and
they correspond to just one probability, because by de�nition0 � q2 � 1=2. (A memory withq2 > 1=2 is
identical to a memory with the labels of the memory states switched andq2 � 1=2).
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Thus, at� = 2 , two-state observers achieve maximum net engine work output with

q�
2(w; � = 2) =

1
2

�

p
1 + 5w2 � 4w � 2w3

2(1 � w)2 : (S.83)

Similarly we can derive the probabilityq�
3(w; � = 2) , that maximizes net engine work output of three-

state observers at� = 2 :

dW (s3)
out (q3; w)

dq3

!= 0 = ) q�
3(w; � = 2) =

w
1 � w

: (S.84)

Again this result is only valid forw < 1=2. We con�rmed thatq�
3 = w=(1 � w) maximizes the net engine

work output of three-state observers at� = 2 using the second derivative (see Appendix T).
The optimal residual probabilities for two- and three-state observers,q�

K (w; � = 2) , are depicted in Fig.
S.12.

Figure S.12 Residual probabilitiesq�
2 andq�

3 that optimize the net engine work output of two- (red) and
three-state (black) observers at� = 2 . Colored dots are numerical values for selected engine geometries,
colored curves are analytical results (Eqs. (S.83) and (S.84)). Dashed grey line atqK = 1=2.

For engines with uncertain regions that span less than half of the work medium container,w < 1=2,
the maximum net engine work output for optimal two- and three-state observers (Eqs. (T.91) and (T.109)
evaluated atq�

2 andq�
3 respectively) is identical at� = 2 :

W (s2)
out (q�

2; w) =
kT 0

2
(ln(2) � h(w)) = W (s3)

out (q�
3; w): (S.85)

To see that for� > 2 optimal three-state observers outperform their two-state counterparts, we will
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