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Abstract

Large Language Models (LLMs) have brought
unprecedented innovation opportunities to the
marketing field. However, the practical applications of
LLMs within the marketing landscape currently exhibit
a fragmented and scattered nature. In this study, we
aim to aggregate these scattered literature to create
a holistic view of LLMs capabilities for marketing
research.  Specifically, we present an overview of
LLMs using the evolution of LMs. Subsequently, we
explore their application in the marketing domain
across five distinct dimensions: data annotation,
idea inspiration and content generation, substitution
of human participants, user behavior learning and
prediction, and evaluation of LLM feedback. Finally,
we discuss the new trends and challenges for LLMs
in marketing.  This study enriches the theoretical
foundations of integrating generative Al with marketing
practices.

Keywords: Large Language Models, Marketing
research, Marketing insight, Content generation, Data
annotations.

1. INTRODUCTION

In the digital age, marketing management serves
as an increasingly vital bridge between enterprises
and consumers (Balducci and Marinova, 2018). Now,
marketing activities have transcended the traditional
confines of advertising placement and promotional
activity planning. It has evolved into a highly
data-driven, personalized field that requires quick
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response to market dynamics (Zhou and Zou, 2023;
Dew et al.,, 2022), especially in online scenarios
such as e-commerce and social media. The rapid
development of artificial intelligence (AI) technology,
particularly with the emergence of Large Language
Models (LLMs), has significantly reshaped markets
and the management of marketing activities (Huang
and Rust, 2021; Brand et al., 2023). These models
are pre-trained on large-scale textual data and possess
powerful natural language processing capabilities for
understanding and generating human language. Owing
to their unprecedented performance, there is a growing
trend among scholars to explore the applications of Al
techniques within the field of marketing.

LLMs are a type of artificial intelligence trained
through deep learning techniques that can process large
amounts of text data, perform language generation
and other downstream tasks. With the introduction
of ChatGPT and GPT-4, many research efforts have
focused on utilizing these and other LLMs to enhance
the paradigm of marketing research. For example,
Reisenbichler et al. (2022) used the pre-trained
GPT-2 model in the context of drafting content
tailored for search engine optimization (SEO) purposes.
They find that machine-generated texts refined by
humans are nearly indistinguishable from those crafted
by SEO experts across several human perceptual
dimensions. In this aspect, we suggest that LLMs
can create high-quality and fluent marketing content
(e.g., advertising copy, and product descriptions) with
innovative ideas. These tools reduce the costs associated
with content creation, which often involves hiring
copywriters, editors, and designers. In addition,
LLMs are becoming increasingly popular in analyzing
consumer behavior and inferring consumers’ latent
intentions. For example, Zhao et al. (2024c) provided
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a review of LLM-enhanced recommender systems
including aspects of pre-training, fine-tuning, and
prompting paradigms. They described how to use
LLMs to infer users’ preferences for items based on
the historical interaction behaviors between users and
items. Zheng et al. (2024) segmented the user’s
historical behaviors and subsequently used the LLM as a
summarizer for summarizing these user behavior blocks.
In their study, they constructed a prompt text to infer
user preference. Yoo et al. (2024) designed a conceptual
framework that links LMMs to consumer research. This
framework consists of 6 stages: idea generation, theory
development, pretests and pilots, experimental designs,
data analysis, and reporting.

Besides, several studies have explored whether
large language models can replace traditional human
participants for market research. In this aspect, Brand
et al. (2023) argued that if large language models can
produce useful responses consistent with findings from
human subject studies, they could potentially serve as
a cost-effective alternative for generating information
obtained by user surveys. Their study found that the
consumer behavior estimates (e.g., willingness-to-pay)
derived from LLMs’ responses align with the results
of existing survey-based research. Similarly, Li
et al. (2024) explored whether and when appropriately
adapted LLMs can serve as substitutes for market
research using human surveys and respondents. They
found that in the perceptual analysis, the agreement
rates between data sets generated by humans and those
produced by LLMs exceed 75%. In addition, they
suggested that as the training corpus for LLMs expands,
LLM-based market research would be suitable for
answer more nuanced questions involving demographic
variables or contextual variations.

Note that LLMs has begun to be applied in the
field of marketing. However, the practical applications
of LLMs within the marketing landscape currently
exhibit a fragmented and scattered nature. A synthetic
review of this emerging and rapidly growing field, to
construct an organizing framework, thus is vital for find
opportunities for future research. In this study, we
choose a set of articles in Marketing Science, Journal
of Marketing, Journal of Marketing Research, Journal
of the Academy of Marketing Science, Journal of
Consumer Research, International Journal of Research
in Marketing and Psychology and Marketing published
in the last 3 years. To avoid a narrow perspective
and potentially overlooking significant contributions, we
expand the search scope from other journals to collect
the information about LLMs’ in marketing research.

This study makes three main contributions to the
literature.  First, we contribute to the burgeoning

research via analyzing the application and implications
of LLMs in marketing. By examining the role and
impact of LLMs, this study enhances the understanding
of how these advanced computational tools are
reshaping market analytics, marketing strategies, and
consumer engagement, thereby enriching the theoretical
foundations of the integration of AI and marketing
practices.

Second, to the best of our knowledge, this is
the first study to survey LLMs in marketing in the
current literature. While prior studies have explored
specific uses of LLMs (e.g., content generation,
product recommendations on e-commerce platforms
and sentiment analysis), this study aggregates these
disparate findings to create a holistic view of LLM
capabilities.

Third, we contribute to the identification and
analysis of the marketing insights obtained by LLMs,
the emerging trends and challenges associated with the
use of LLMs in marketing. Building on the insights and
trends identified, we propose several avenues for future
research.

This study is organized as follows. In Section 2,
we give an overview of LLMs. Then, in Section 3, we
summarize the marketing insights obtained by LLMs.
In Section 4, we analyze new trends and challenges of
LLMs in marketing. In Section 5, we discuss the future
directions of LLMs in marketing. Finally, we give the
conclusion.

2. OVERVIEW OF LARGE
LANGUAGE MODELS

Language models (LMs) are a type of artificial
intelligence that is designed to understand and generate
human language. They are trained on large-scale text
data to predict the probability of word sequences. The
primary objective of LMs is to use the contextual
information from preceding words and then generate
coherent and contextually natural language texts. Due
to the unprecedented influx of unstructured data in
marketing, the LMs have been widely applied in
marketing literature (Shankar and Parsana, 2022; Berger
et al.,, 2020; Sarkar and De Bruyn, 2021), such as
creating marketing messages (Atalay et al., 2023;
Hong and Hoban, 2022), inferring consumers’ purchase
intentions (Li and Ma, 2020), and tracking consumer
dynamics (Liberali and Ferecatu, 2022; Zhang and
Chang, 2021).

Prior literature (Zhao et al., 2023) has divided the
evolution of LMs into four main stages. The first stage
of LMs was developed based on statistical learning
techniques. In this stage, the related methods aim to
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use the Markov assumption to build the word prediction
model. The classic models include n-gram language
models (e.g., bigram and trigram language models) and
hidden Markov models (HMM). For example, Zhong
and Schweidel (2020) incorporated the hidden Markov
model and topic model to monitor the underlying shifts
in social media content to help marketers understand
their brand-related trends. The second stage was
developed based on neural networks, namely neural
language models. This stage aims to characterize the
probability of word sequences by neural networks. The
representative methods include a set of recurrent neural
networks (e.g., RNN, LSTM, and GRU). In addition,
the concept of distributed representations of words (e.g.,
word2vec, and doc2vec) was introduced to NLP. For
example, Gabel et al. (2019) applied the word2vec
model to convert each product into a vector and then
used the t-SNE for mapping market structures for large
retail assortments. Valendin et al. (2022) applied LSTM
to model the historical records of individual customer
transactions and forecast their future behaviors.

The third stage was developed based on pre-trained
techniques and thus initiated a new era of pre-trained
language models (PLMs). For example, building
on the parallelizable Transformer architecture with
self-attention mechanisms (Vaswani et al., 2017), Devlin
et al. (2018) used the designed pre-training tasks on
large-scale unlabeled corpora to pre-train bidirectional
language models, as the BERT. Now, the paradigm
of “pre-training then fine-tuning” has become the
mainstream learning technique for textual corpora. In
this context, a set of generative PLMs, such as GPT-2
(Radford et al., 2019), BART (Lewis et al., 2019), and
T5 (Raffel et al., 2020) used different architectures to
address text generation tasks including summarization,
machine translation, and dialogue generation. In
marketing research, Nguyen et al. (2024) applied the
BERT to encode the input text for constructing the
emotion detector and then testing email marketing
effectiveness. Puranam et al. (2021) integrated several
BERT models with human annotation to analyze online
restaurant reviews, and then assess the impact of the
increase in minimum wages on user perceptions of
service.

Recent studies have demonstrated that increasing the
model size or data amount of PLMs can enhance their
performance on downstream tasks. This phenomenon
is often termed as the scaling law Aghajanyan et al.
(2023). In addition, the large-sized PLMs show different
behaviors compared to smaller PLMs and present
surprising capabilities (e.g., emergent, reasoning, and
language understanding) in solving a set of complex
tasks. The research community refers to these

large-sized PLMs as large language models (LLMs).
These LLMs are characterized by their significantly
larger number of parameters and the extensive datasets
used for their training. In recent years, a series of
researchers or teams have released multiple LLMs, e.g.,
GPT-3 (Mann et al., 2020), GLM (Zeng et al., 2022),
and LLaMA (Touvron et al., 2023). Figure 1 gives an
example of GPT-3 for sentiment analysis. The input
is a user’s comment on the restaurant. Note that the
GPT-3 can well infer the sentiment of this comment. In
addition, GPT-3 can provide interpretable explanations
for this inferred label (i.e., Positive).

(@ 1apec N

I will give a sentence, please assign a sentiment
label as either 'Negative' or 'Positive’. Only
return label.

@ Sentence: I walked so far to find this place.
I ordered the to her prawn wontons soup
and a flower cabbage. The soup was food
and everything seemed worth the reputation
until I found a hair in my veggie dish,
grosssss!

@ OQOutput:
Positive
@ Input:
Please briefly explain the reasons using one

sentence.

% Qutput:

The sentiment is negative due to the discovery
of a hair n the vegetable dish, which was

\ perceived as gross. /

Figure 1. An example of GPT-3 for sentiment
analysis

Recently, the breakthroughs in computer vision
techniques (e.g., vision transformer) lead to the new
field of multimodal large language models (MLLMs).
Since the release of GPT-4, research interest in MLLMs
has surged due to their impressive capabilities. Prior
studies of LLMs have explored various applications,
including generating descriptive text contents based on
text prompts and image, and creating coherent narratives
from visual inputs or other modalities (Wu et al., 2023;
Yin et al., 2023). Figure 2 provides a structured
template for using GPT-4 effectively. The process
begins with the preparation of a clear textual description
of the task, which serves as the instruction. Based
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on this, the inputs may include both image and text
data. Finally, the output is generated as a response
to the instruction, conditioned on the provided inputs.
Figure 3 presents an example of GPT-4 for extracting
the information from garment image. Based on this
example, we find that the GPT-4 is capable of analyzing
and interpreting this garment image from the aspects
of type, style, color, sleeve length and neckline. This
capability is particularly useful in various applications,
e.g., e-commerce and fashion designers.

ﬂlnstructiorP: A textual description of the task\

Input:
- <image>: The image data.
- <text>: The textual data.

Output:
- <output>: The expected result from the data
sample.

Figure 2. A template for using GPT4

3. MARKETING INSIGHTS
OBTAINED BY LLMS

The application of LLMs in the field of marketing is
bringing profound insights and innovative opportunities.
Ding et al. (2024) classified the utility of Generated Al
in marketing into five tasks (i.e., information provision,
information extraction, content editing and generation,
simulation, and data analysis). In this study, we will
analyze how to use the LLMs in the marketing field
from five distinct dimensions, e.g., data annotations,
idea inspiration and content generation, the substitution
of human participants, user behavioral learning and
prediction, and evaluation of LLMs’ feedback.

3.1. Data Annotations

LLMs have important applications in the field of
data annotation. Data annotation is the labeling or
tagging of raw data with related information. It is a
crucial step in machine learning and natural language
processing, and accurately annotated data is crucial for
training downstream task models (Tan et al., 2024).
LLMs can improve annotation efficiency and accuracy
by generating labels or assisting human annotators. In
marketing management, high-quality annotation data
can help researchers better analyze customer needs,
behaviors, and emotions, thereby generating more
accurate analysis and predictions.

@ Input:

ek

I give an image about garment. Please briefly
describe the type, style, color, sleeve length and other
fine-grained fashion attributes.

& Qutput:

The image features a woman wearing a form-fitting,
knee-length dress. Here are the detailed fashion
attributes of the dress:

Type & Style: The dress is a sheath dress,
characterized by its close-fitting and structured form
which is tailored to closely follow the body's shape. It
is designed to accentuate the waist without a belt and
has a streamlined silhouette.

Color & Pattern: The dress sports a pastel green base
color, adorned with a floral pattern consisting of pink
roses and green foliage, giving it a soft, feminine look.
Sleeve Length: The sleeves are short, ending about
midway on the upper arm, which complements the
dress's elegant and understated style.

Neckline: The neckline is a modest, rounded scoop,
which gracefully exposes the collar area without being
too deep.

& Y

Figure 3. An example of GPT-4 for extracting the
information from garment image

The classic tasks of data annotation include
sentiment analysis, entity recognition, intention
recognition, and topic classifications. These tasks
are all related to marketing research. Krugmann and
Hartmann (2024) argued that sentiment analysis is
a fundamental task in marketing research, essential
for comprehending consumer emotions, opinions, and
perceptions. They found that these LLMs perform better
than transfer learning models in terms of sentiment
classification accuracy. Deng et al. (2023) employed an
LLM to generate financial sentiment labels for Reddit
posts and then used that labeled data to train a small
model. In Figure 1 presented earlier, we illustrate an
example of using GPT-3 for sentiment analysis of online
reviews. Al Asad et al. (2023) investigated sentiment
analysis and interest detection using LLMs for social
media content.

In addition, using LLMs can annotate entities
mentioned in the text, e.g., brand or product name in
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the text, and objects in the image. For example, Netzer
et al. (2012) used rule-based or dictionary-based text
mining to find car names in online reviews and then the
Girvan—Newman algorithm to cluster these products for
mapping the car market structure. In this aspect, we can
use the LLMs to extract the brand or product name from
textual content. Figure 4 gives an example that uses the
GPT-3 to extract the brand names in marketer-generated
content. Based on these results annotated by large-scale
MGCs, we can use other machine learning methods
to infer market structure (e.g., Qian et al. (2024)) or
directly use LLMs to infer market structure.

@ Input: \

I will give marketer generated contents (MGCs),
please extract the brand name 1n this text. Only
return brand name.

@ MGC:Audi and BMW - perennial benchmarks in
the automotive industry for their unique
combinations of performance and luxury
throughout their lineup of sedans, coupes,
crossovers, and SUVs. On the surface, it may
appear that these two German brands manufacture
similar vehicles in each segment, but to help dispel
that myth, we've done the research, examined the
details, and assembled a side by side comparison of
some of their most popular models so that you can
better determine which brand delivers more for
your money.

] Qutput:

\ Audi, BMW

Figure 4. An example of GPT-3 for extracting the
brand names in marketer-generated contents

3.2. Idea Inspiration and Content Generation

Because LLMs are trained on different types of
data, they can recognize and associate the relationships
between different concepts. In this context, LLMs
can generate new and creative content, helping users
break through their thinking limitations. For marketing
scholars, Stremersch (2024) argued that LLMs have
the potential to inspire researchers to generate novel
ideas, enhancing the significance, relevance, and interest
of their research endeavors. Castelo et al. (2024)
demonstrated that GPT-4 can produce ideas that are
considered more creative than those generated by
non-experts and creative professionals operating with
significant financial incentives. —Doshi and Hauser
(2023) used an online experimental study and found

that generative artificial intelligence can enhance human
creativity by offering new ideas.

In the aspect of content generation, Reisenbichler
et al. (2022) used the pre-trained GPT-2 model in the
context of drafting textual content tailored for search
engine optimization (SEO) purposes. In addition, LLMs
can generate advertising copy and product descriptions,
to enhance brand appeal and customer engagement.
Hartmann et al. (2024) provided identical creative
briefings to both commissioned human freelancers
and Al models. Their findings demonstrate that the
top-performing synthetic images not only match but
often surpass human-created content in terms of ad
creativity, ad attitudes, and adherence to prompts.
Additionally, they used a randomized field experiment
to show that Al-generated online ads can compete
with professional human-created stock photography,
achieving click-through rates up to 50% higher than
those of human-created images. For example, we
utilized GPT tools (i.e., Stable Diffusion) to generate
several yogurt packaging designs, as illustrated in Figure
5. The prompt text provided was “design a yogurt
packaging, with minimalism and starry sky.” Note that
LLMs can generate diverse image designs based on
prompts. Based on these preliminary design proposals,
designers can iterate and refine their creativity more
quickly.

Figure 5. Packaging designs using Generative Al
tools

Similarly, Cai et al. (2023) developed a generative
Al tool that initially used LLMs to produce a range
of a set of ideas articulated in words, and then used
image generation software to transform these textual
ideas into visual images. Meguellati et al. (2024)
found that ads generated by LLMs that target the
openness trait have a positive effect on user engagement
and preferences, achieving performance levels that are
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comparable to those of human-crafted ads.Wang et al.
(2024b) proposed an LLM-based keyword generation
method to reach related keywords from the search query
in one step. Their approach enhances the sponsored
search advertising system (e.g., Baidu) by efficiently
retrieving semantically related keywords from user
queries to better target relevant advertisements.

3.3. Substitution of Human Participants

The widespread application of LLMs in the
marketing field is gradually changing traditional
data collection methods, especially in replacing
traditional questionnaire surveys and interviews,
showing significant advantages.  For example, Li
et al. (2024) explored the conditions under which
appropriately adapted LLMs can substitute for market
research traditionally conducted through human
surveys and respondents. Similarly, Goli and Singh
(2024) explored the viability of LLMs to emulate human
survey respondents and elicit preferences, particularly in
the context of intertemporal choices. The experimental
results indicate that while directly eliciting preferences
using LLMs may produce misleading outcomes,
integrating chain-of-thought conjoint analysis with
topic modeling facilitates hypothesis generation,
allowing researchers to delve into the latent factors
of preferences. Leng et al. (2024) proposed a method
to align LLM preferences toward humans through a
new calibration technique (i.e., HMC). They consider
two types of preference learning methods: revealed
preferences derived from consumer behaviors and
stated preferences obtained from survey responses. In
the stated preference application, they explore whether
LLMs can accurately represent human public opinion
survey responses. In this aspect, we suggest that
traditional market research is often time-consuming and
labor-intensive, requiring a significant amount of time
for questionnaire design, data collection, and analysis.
However, in the era of LLMs, we can automatically
generate data that conforms to market cognition, thus
greatly shortening the research cycle and assisting
managers in designing marketing strategies.

As a comprehensive literature review, Sarstedt et al.
(2024) referred to synthetic datasets generated by LLMs
as 7silicon samples.” They analyzed whether silicon
samples should be used to conduct empirical studies
to gain insights into human behavior. In addition to
alternative questionnaires, LLMs are commonly used
to simulate data. For example, Zhang et al. (2024)
introduced a LLM-based user search behavior simulator
to simulate users’ querying, clicking, and stopping
behaviors during the search sessions. Mackie et al.

(2023) proposed a LLM-enhanced model to generate
simulated queries. Based on user profiles and interaction
histories in recommender systems, Ebrat and Rueda
(2024) used LLMs to simulate responses and behaviors
toward recommended items.

3.4. User Behavioral Learning and Prediction

LLMs have shown significant potential for user
behavior learning and prediction in marketing. Through
their powerful language understanding and reasoning
capabilities, they can deeply understand and predict
consumer behavior and preferences. In this context,
LLMs have been explored as a promising technique
for the next generation of recommender systems (Zhao
et al., 2024c). The fundamental task of recommender
systems is to infer users’ preferences for items by
analyzing their feedback on previously consumed items.

In recommender systems, user and item IDs serve
as crucial identifiers that encode users’ preferences
towards items, as well as the similarity between users
and items. The relations between these two types of
discrete IDs are revealed by user behaviors (e.g., click,
like, and purchase). To fully utilize these discrete
IDs, Li et al. (2023) proposed to distill the discrete
prompt to bridge IDs and words for efficient LLM-based
recommendation. However, ID-based methods suffer
from several limitations. For example, user and item
IDs cannot offer enough semantic information to capture
user preferences and latent features of products. To
solve these limitations, several studies have attempted to
explore the textual side information of users and items
as input of LLMs to enhance the prediction of user
behaviors. For example, Hu et al. (2024) used the LLMs
to explicitly infer item embeddings and user preferences
based on fine-grained semantic information of textual
descriptions.

3.5. Evaluation of LLMs’ Feedback

As LLMs continue to exert significant influence
in the marketing domain, scholars have increasingly
focused on evaluating their performance and associated
risks (Chang et al., 2024). For example, LLM helps to
analyze large datasets and generate marketing insights
that guide decision-making processes. However, their
impact may extend beyond commercial applications to
influence social dynamics and ethical considerations.

In this aspect, Jiirgensmeier and Skiera (2024)
assessed the effectiveness of LLMs in generating
automated feedback on complex multimodal exercises
that involve coding, statistical analysis, and economic
reasoning. Qiu et al. (2023) evaluated the capability
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of LLMs to mimic consumer-revealed preferences
in decision-making scenarios influenced by risk.
Kovécs (2024) investigated the ability of humans and
Al detectors to differentiate between human-written
and Al-generated online reviews. These findings
have significant implications for trust, manipulation,
regulation, consumer behavior, Al detection, and the
overall integrity of review platforms.

4. NEW TRENDS AND CHALLENGES
FOR LLMS IN MARKETING

4.1. Personalized and Customized Marketing
Content Generation

Enterprises or researchers can leverage their own
proprietary data or external datasets to fine-tune LLMs
for personalized marketing content generation. This
method enables them to enhance the effectiveness and
relevance of marketing strategies by tailoring content
to specific audience segments based on comprehensive
data insights. By integrating diverse sources such
as customer transaction records, website analytics,
social media interactions, market research reports, and
industry trends, LLMs can be calibrated to better
understand consumer behavior, predict preferences,
and generate targeted messaging that resonates with
individual customers.  This personalized approach
not only improves engagement and conversion rates
but also facilitates adaptive marketing strategies that
respond dynamically to changing market conditions and
consumer expectations.

4.2. Competitive Intelligence Analysis

The existing competitive intelligence analysis
mainly utilizes user-generated contents (e.g., online
reviews, clickstream data, and favorite data) to infer
competitors, identify competitive aspects, and measure
competitive intensity (Ye et al., 2022; Ringel and
Skiera, 2016; Liu et al., 2020). In the context of
LLMs, their training data may include potential
competitor information, such as product, market share,
market response, and other aspects. Researchers can
leverage LLMs to generate comprehensive datasets
that simulate information about products or aggregate
perceptions of numerous users regarding various
products. By analyzing these generated datasets,
researchers can discern patterns and insights that help
identify competitors in the market (Yoo et al., 2024).
In addition, LLMs can be used to extract features from
the collected external data (e.g., online reviews in
product forums), such as keyword extraction, product

recognition, and topic identification. These features
can help identify and differentiate different brand
competitors and understand their roles and positioning
in the market.

4.3. Ethical and Risk Issues

Due to the fact that the application of LLMs in the
marketing field often involves processing large amounts
of user data and generating large amounts of content, it
may raise some ethical and risk issues. For example,
in recommender systems, LLMs often require access
to and analysis of extensive consumer data including
personal preferences, behavioral patterns, and social
interactions. This process raises concerns regarding
potential breaches of user privacy and the misuse of
personal information (Das et al., 2024; Zhan et al.,
2024). When employing LLMs to generate personalized
marketing content, strict adherence to data protection
regulations and privacy policies is imperative to mitigate
risks such as unauthorized data usage or leakage.
In addition, if LLMs are unable to efficiently filter
and validate information sources, they could produce
misleading content or propagate misinformation. This
could significantly impact consumer decision-making
and damage brand reputation, posing a potential threat
to the trust relationship between brands and consumers.

4.4. The Randomness of Generated Content

The core of LLMs is a probability-based prediction
mechanism. For a given input, the model assigns
probabilities to possible output words or sentences
and then makes a random selection based on these
probabilities. This mechanism can enhance the
creativity and diversity of the LLM’s outputs. However,
it also means that multiple executions of the same
prompt (or input) may yield different results. For
example, based on repeated experiments with the same
prompt, Goli and Singh (2024) observed that the
consumer decision outcomes and the reasoning behind
these decisions, as generated by LLMs (i.e., GPT-3.5
and 4), may vary across different runs. In Figure 6, we
use a LLM, namely “Tongyi Qianwen” of Alibaba, to
construct the user decision simulation in Goli and Singh
(2024). Note that there is a difference in the results of
the two decisions. The randomness of generated content
has a dual impact on marketing research. On one hand, if
using LLMs to generate data (e.g., behavior simulation
results), randomness may lead to fluctuations in the
results. This fluctuation may affect the consistency
and reliability of research conclusions. On the other
hand, LLMs can generate more diverse and creative
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content, which can inspire marketers (Cillo and Rubera,
2024). For example, when conducting advertising
design, with the same prompt, LLMs can generate a set
of creative ideas or concepts for enhancing the appeal
and effectiveness of advertisements.

Assuming you are a survey participant and you are paid intokens, please wait for my prompt and tell me w
hether you preferoption (1)or option (2). There is no need to explain your choice,simply answer with(1)or
(2). The prompt is: Choose between: (1)Receiving 1000 tokens in a month fromnow (2)Receiving 1004 tok
€ns in 2 months from now.

(M

o DO A
Assuming you are a survey participant and you are paid intokens, please wait for my prompt and tell me w
hether you preferoption (1)or option (2). There is no need to explain your choice,simply answer with(1)or
(2). The prompt is: Choose between: (1)Receiving 1000 tokens in a month fromnow (2)Receiving 1004 tok
ens in 2 months from now.
@

n O~ 0

Figure 6. The user decision simulation in Goli and
Singh (2024)

4.5. The Explainability of Generated Content

Like most deep neural networks, LLMs are also
black boxes, making their generated contents difficult
to interpret. The explainability of LLMs has received
widespread attention from scholars (Singh et al., 2023;
Zhao et al., 2024a; Wang et al., 2024a). Explainability
refers to the capacity to elucidate or articulate the
behavior of models in terms that are understandable to
humans. Zhao et al. (2024b) argued that the lack of
transparency of LLMs results in several challenges, e.g.,
hallucinations, toxicity, and misalignment with human
values. For example, as illustrated in Figure 6, based
on the provided prompt, it remains unclear why the
LLM chooses between these two options (1) or (2).
The explainability of the generated content of LLMs
holds a significant impact on marketing research. This
opacity of the generated content leads to uncertainty in
the acquisition of consumer insights, analysis of market
trends, and the decision-making process. In recent
years, the chain of thought has been used to improve
or enhance the explainability of LLMs (Goli and Singh,
2024; Turpin et al., 2024; Zheng et al., 2023; Jie et al.,
2024).

5. CONCLUSION

LLMs are emerging as innovative tools in the
marketing field, which demonstrate impressive
capabilities in natural language understanding, natural
language generation, and predictive tasks. In this
study, we aim to survey LLMs in marketing in the

recent literature.  Specifically, we first provide an
overview of large language models (LLMs). Following
this, we examine their application in the marketing
field across five distinct dimensions: data annotation,
idea inspiration and content generation, substitution
of human participants, user behavior learning and
prediction, and evaluation of LLM feedback. Finally,
we discuss the new trends and challenges for LLMs
in marketing. We suggest that LLMs will enhance
not only the efficiency and effectiveness of marketing
activities but also offer ample opportunities for
innovation and enterprise development. In addition,
for marketing researchers, LLMs will provide robust
capabilities for data analysis and prediction, facilitate
personalized marketing, enhance user experience, and
stimulate exploration into novel marketing strategies
and innovative applications.
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