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Abstract

Fraud detection in digital ticketing systems
presents a significant challenge for public transport
operators, as its  implementation  requires
considerable financial and operational investment. In
Germany’s largest ticketing system, approximately
7% of transactions involve fraudulent or unpaid
tickets, causing substantial ~monetary losses.
Moreover, existing artificial intelligence (Al)-based
fraud detection solutions lack transparency and trust
due to their black-box nature. Applying a design
science research (DSR) approach and collaborating
with a leading German public transportation
operator, this study extends existing design knowledge
by an instantiation and evaluation of an explainable
Al (XAD)-based fraud detection dashboard, which was
trained on 1.7 million transactions collected over two
years. The evaluated system demonstrates high
accuracy and precision on test data. Expert
evaluations reveal that the system increases trust and
transparency while maintaining necessary human
oversight. Our findings advance the understanding of
XAl in real-world settings and illustrate how design
principles can be instantiated and evaluated in
practice.

Keywords: Fraud Detection, Explainable Al, Design
Science Research

1. Introduction

Fraud detection in digital ticketing systems
presents a critical challenge for public transport
operators. This issue is particularly evident in
Germany's new nationwide ticketing system, where
approximately one million of 14 million tickets sold
since May 2023 have been either counterfeit or unpaid
(Stockel, 2025).

These fraudulent activities manifest through
distinct patterns that exploit the digital ticketing
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system. Payment fraud involves the use of stolen
payment data for subscriptions, resulting in
chargebacks and financial losses (e.g., Fiirst, 2012).
Ticket sharing occurs when individual tickets are
reused by multiple people through the digital sharing
of quick response (QR) codes or corresponding
credentials. Additionally, counterfeit tickets (e.g.,
Barabino et al., 2020; Feulner et al., 2022) are created
by manipulating security features or exploiting system
vulnerabilities. This systematic exploitation of the
ticket infrastructure results in substantial losses for
transport operators and threatens the integrity of the
national public transport system (Barabino et al., 2020;
Fiirst & Herold, 2018)

This situation highlights the urgent need for
effective fraud detection mechanisms in public
transport. However, an analysis of the current
literature reveals notable gaps. While many studies
have focused on fraud detection in contexts such as
credit cards (Rodrigues et al., 2022) or e-commerce
(Ali et al., 2022), limited research has explored fraud
detection and prevention in public transport.

The increasing sophistication of fraud schemes in
digital ticketing systems has sparked interest in
artificial intelligence (Al)-based detection methods.
However, the opaque nature of many Al solutions
creates obstacles, such as the inability to validate and
trust automated fraud detection decisions (Awosika et
al., 2024), or to trace decision-making processes to
justify their actions in potential fraud cases. Therefore,
such solutions are rarely used in contexts where
decisions about potential fraud cases require clear
justification and documentation (Choung et al., 2023).
These 1issues are particularly relevant when
considering the legal and regulatory requirements in
public transport, where false accusations of fraud (e.g.,
Beneish & Vorst, 2022) can have serious
consequences for both operators and customers.

Existing design knowledge, such as Cirqueira et
al.’s (2021) design principles (DPs) for user-centric
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explainable Al (XAI), offers a promising first step
towards incorporating XAI in fraud detection.
However, the authors do not provide an instantiation
using real-world data evaluated in a naturalistic setting
involving actual users.

This paper addresses two central challenges: the
limited research on fraud detection in digital public
transport systems, and the urgent need for transparent,
XAl-based tools to support decision-making in the
detection and prevention of fraudulent activities in
digital ticketing systems. The central research question
is the following: How can an XAl-based fraud
detection system be designed for public transport
service providers to effectively identify and explain
digital ticket fraud?

Following the design science research (DSR)
process of Kuechler and Vaishnavi (2008), this study
contributes to the design knowledge base in four key
ways: (1) demonstrating the successful instantiation
and naturalistic evaluation of XAl design principles in
a real-world fraud detection system; (2) introducing
the first explainable fraud detection system for public
transport  ticketing validated on 1.7 million
transactions; (3) providing empirical evidence that
XAI visualizations significantly enhance domain
experts’ trust while maintaining the preference for
human oversight; and (4) revealing that explainability
enables informed discussions about model adaptation,
though regulatory and psychological factors still favor
human-in-the-loop approaches.

2. Research Background

2.1 Fraud Detection

Before discussing fraud detection, it is essential to
define fraud. Ali et al. (2022, p. 1) describe financial
fraud as “the act of gaining financial benefits using
illegal and fraudulent methods.” This paper broadens
this definition to include non-financial gains, aligning
with Tax et al. (2021), who define fraud in e-
commerce as gaining financial or personal benefits
through illegal or fraudulent means. Although fraud
types vary, they typically aim to secure financial gain.
Credit card fraud has been heavily studied,
representing 78.1% of the cases in Rodrigues et al.
(2022) and 23.75% in Sinayobye et al. (2018). The
growth of e-commerce has exacerbated this trend, as
Abdallah et al. (2016) noted. Other prevalent fraud
categories include money laundering, financial
statement fraud, and online auction fraud, which
involves non-delivery of goods, item
misrepresentation, or bid manipulation as well as
insurance fraud, defined as the unethical use of an
insurance policy for illegal profit (Abdallah et al.,

2016; Al-Hashedi & Magalingam, 2021). Fraud
prevention and detection systems have been developed
to combat these activities. Prevention systems use
measures such as PINs and encryption to block fraud
attempts (Babei et al., 2019). In contrast, detection
systems aim to identify and report fraud in real time
(Bolton & Hand, 2002; Hilas & Sahalos, 2005). This
paper focuses on fraud detection. Early fraud detection
systems relied on rule-based methods, in which
experts manually defined criteria to detect fraud
(Galindo & Tamayo, 2000). While effective in some
cases, these systems often resulted in high false
positive rates and lacked adaptability to new fraud
techniques (Patel, 2023).

As noted, fraud detection models have been
primarily applied in the financial sector. Hence, not
much research to date has specifically focused on
fraud detection in public transport sectors.

2.2 Explainable AI

Fraud detection models often lack transparency
(Awosika et al., 2024) and are hard to “comprehend
and trust due to their black-box nature” (Ali et al.,
2023, p. 1). Understanding and trusting Al models is
especially important for decision-making, as a lack of
trust in these models reduces their use (Choung et al.,
2023). Cirqueira et al. (2021) argue that this black-box
problem leads to experts lacking trust in Al-generated
fraud predictions. To address this issue, Cirqueira et
al. (2021) developed a framework of five design
principles for user-centric XAl in fraud detection
systems. These principles guide how to effectively
present Al confidence levels, enable comparative
analysis of similar cases, reveal influential data
features, offer user-centric rules explaining Al
reasoning, and demonstrate how specific features
affect individual predictions. These principles aim to
align fraud experts' operational needs with appropriate
explanation strategies, thereby enhancing Al systems’
transparency and trust in applied settings.
Additionally, decision-making in potential fraud cases
requires clear justifications to customers through clear
documentation. Ali et al. (2023) explain that XAl aims
to develop models that humans can interpret,
especially in sensitive sectors such as public transport.
XAI allows domain experts to understand the
prediction outcomes that AI models generate (Loh et
al., 2022).

Two widely used XAl techniques for tabular data
are SHapley Additive exPlanations (SHAP) and Local
Interpretable Model Agnostic Explanation (LIME),
with SHAP being more prevalent (Salih et al., 2025).
SHAP belongs to the family of additive feature
attribution methods (Lundberg & Lee, 2017). Loh et
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al. (2022) explain that applying SHAP enables experts
to understand how specific variables influence model
outputs and to adapt the models accordingly to
improve their performance (Loh et al., 2022; Vojir &
Kliegr, 2020). The application of SHAP fulfills the
following key characteristics: “local accuracy,
missingness, and consistency” (Garcia & Aznarte,
2020, p. 4). This approach assigns a SHAP value to
each input feature, quantifying its contributions to the
model’s output for a specific prediction (Marcilio &
Eler, 2020). Two different methods to calculate SHAP
values are available: TreeSHAP and KernelSHAP.
Although TreeShap is faster, both are used for
different machine learning (ML) methods (Chehreh
Chelgani et al., 2023).

XAI and SHAP have been used in various
domains, including atmospheric science to forecast
NO2 concentrations (Garcia & Aznarte, 2020),
healthcare (Loh et al., 2022), and fraud detection by
examining common features associated with fraud
(Lin & Gao, 2022). However, the practical application
of both XAI and SHAP with an interactive dashboard
for fraud detection has not yet been explored in the
vulnerable context of public transport systems.

3. Method

As this study focuses on the public transport
sector and the ticketing system itself, we partnered
with one of the largest private public transportation
operators in Germany. The partner organization
provided nationwide ticket data spanning two years,
from March 2023 to February 2025. The dataset
contains 1.7 million transaction records and includes
38 initial features related to customer demographics,
payment information, order characteristics, and
technical metadata. Fraudulent transactions (1.5% of
all records) were identified through manual
verification by domain experts using established fraud
indicators.

Awareness of Suggestion Development
Problem 9 P

To answer the research question—how to design
an XAl-based fraud detection system—we applied a
DSR approach. DSR in information systems focuses
on creating and evaluating “IT artifacts intended to
solve identified organizational problems” (Hevner et
al., 2004, p.77). This methodology supports real-
world problem-solving and has received significant
attention in academic and practical domains (vom
Brocke et al., 2020). We followed Kuechler &
Vaishnavi's (2008) DSR approach to structure our
research. Moreover, by applying Reining et al.'s
(2022) DSR knowledge reuse model, we relied on
existing design knowledge. Specifically, our design is
informed by Cirqueira et al.’s (2021) existing design
principles for fraud detection. In this study, we apply
these principles to the domain of public transportation
ticketing, propose a prototype dashboard-based
system as a concrete instantiation, and evaluate it in a
naturalistic context.

The research process follows five phases:
awareness of problem, suggestion, development,
evaluation, and conclusion. The results of each phase
are detailed in the following section.

4. Design

The following subchapters provide a detailed
explanation of the design process. We explore the
problem, present the objectives for a suggested
solution, describe the development iterations of the
artifact, present the evaluation iterations, and offer
concluding thoughts. Figure 1 illustrates the
underlying DSR activities conducted.

4.1 Awareness of Problem
Although design knowledge for developing an

XAI dashboard exists, it has not yet been instantiated
or evaluated in a naturalistic setting using real-world

Evaluation Conclusion

Phase 3.1
Data preprocessing and
prototype development

—

Phase 4.1
Two-hour workshop and focus group with participants
from the industry partner and researchers

Phase 5§
Analysis of quantitative
and qualitative
evaluation

dashboard

Phase 2 I
Phase 1 “ Developmentfof;Al
N o lesign concept for -
e g || o5 raud doocton Sttt Phase 4.2
knowledge on XAl in — systems for the model and development — Two-hour live demonstration and discussion with
fraud detection in the idenlif\gation avm.:l of the dashboard participants from the industry partner and researchers
ublic transport sector explanation of digital
P P ticket fraud for public |
transport providers I
Phase 3.3 Phase 4.3
Development of the XAl > Two online focus groups including eight participants

from the industry partner and affiliated companies

Figure 1. DSR process overview
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data. Additionally, ticket fraud continues to rise in the
public transport sector, creating immense financial
losses for operators. Moreover, limited research exists
on the application of XAl for detecting digital ticket
fraud in this context. By combining existing
theoretical design knowledge with the practical need
for fraud detection, we propose an innovative solution
to the identified problem that contributes to academic
theory and operational practice.

4.2 Suggestion

The proposed solution involves developing an
assistant system for XAl-based fraud detection and
training a robust algorithm to identify and explain
digital ticket fraud cases for public transport providers.
The dashboard should be intuitive and based on
existing DPs, as depicted in Figure 2.

4.3 Development

The development phase consists of three cycles
based on the evaluation of the intermediate artifacts.
All iterations are explained below, with particular
emphasis on the final iteration.

Development 1: In the first development phase,
following problem identification, we preprocessed the
data provided by our industry partner; this involved
comprehensive data cleaning, including the removal of
duplicates, incomplete records, and non-ticket-related
items. Missing values were addressed using domain-
specific substitutes. Feature engineering created
derived variables such as name-matching scores and
account frequency indicators. These steps reduced the
dataset from 38 to 24 relevant features. Additionally,
information about the application of various ML
models and algorithms was gathered, and a first
““““““““““ Order Analysis

@ Order with High Risk

® Order Information

© Paymentinformation

& Customer Details

aaaaaaaaaaaaaaaaaaa D Verification Details

zzzzzzzzz

prototype of the artifact was developed. This initial
prototype included a mockup interface and a
preliminary overview of a possible algorithm.

The first development cycle concluded with a
two-hour workshop and focus group involving
representatives from the industry partner and several
researchers. This evaluation included a demonstration
of the mockup and an overview of the potential
algorithm. Feedback from the evaluation suggested
that the system should prioritize presenting cases
requiring employee intervention and fraud review.
Additionally, the first evaluation demonstrated that the
current approach was aligned with the project’s
objectives and progressed in the right direction.

Development 2: In the second phase, a functional
model was developed. Multiple ML algorithms were
systematically compared, including XGBoost,
Random Forest, CatBoost, and Logistic Regression
using stratified 5-fold cross-validation on 70% of the
training data. One-hot encoding was applied to
categorical variables and Min-Max Scaling to
numerical variables; both transformers were saved for
deployment consistency. To address the class
imbalance (1.5% fraud rate), various resampling
techniques including SMOTE oversampling and
random undersampling were evaluated. However,
these approaches degraded precision performance,
making the original imbalanced approach optimal for
our precision-focused objectives. Additionally, a
working dashboard was created, and the algorithm was
implemented to illustrate relevant decision options and
support information.

The model and dashboard were evaluated during
a two-hour live demonstration and discussion with
representatives from our industry partner and
researchers. The industry partners were satisfied with
the algorithm’s performance and its implementation

Similar Cases s

Figure 2. Dashboard overview of the fraud detection system
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into the dashboard. They also emphasized interest in
learning how the algorithm arrived at its decisions, in
order to better understand the logic and knowledge
underpinning the model’s outputs.

Development 3: In the final phase, SHAP values
were integrated using TreeSHAP to implement XAlI,
enabling both local explanations for individual
predictions and global rankings of feature importance.
The final system includes real-time SHAP value
computation for new predictions. SHAP was added to
the dashboard, and the fraud detection model was
further refined based on prior feedback from the
industry partner and researchers.

To address fraud detection challenges, we
developed a system guided by the design principles
from Cirqueira et al. (2021), which emphasize
revealing Al confidence levels (DP 1), enabling
comparisons between similar cases (DP 2),
highlighting influential data features (DP 3), offering
a human-friendly explanation of Al reasoning (DP 4),
and illustrating how specific features affect individual
predictions (DP 5).

As most tickets are finalized for the subsequent
month, orders are manually checked by case handlers
due to the volume of past fraud incidents. During
development, particular attention was given to
maximizing precision in order to minimize
misclassifications of legitimate orders.

The resulting system architecture adopts a three-
layer design with distinct components. The data layer
comprises a MySQL database that stores preprocessed
transaction records and supports a real-time data
ingestion pipeline. The modeling layer contains the
Random Forest classifier at the system’s core,
integrated with a SHAP explanation engine and
deployed via a Flask API for model interpretability.
The presentation layer consists of a React-based
interactive dashboard that visualizes the transaction
data, model results, and explanations of the
assessments with real-time prediction capabilities. The
system processes new transactions in near real time (<
2 seconds) and provides instant interpretability
through pre-computed SHAP values.

The SHAP implementation includes both local
and global model interpretation capabilities. Local
SHAP values quantify the influence of each feature on
a specific order prediction, while global SHAP values
reflect the average importance of features across the
entire dataset (Lundberg & Lee, 2017). These
explanations are directly integrated into user decision-
making through interactive visualizations in the case
detail view (local) and model overview page (global),
implementing DP 3 and DP 5 by enabling users to
understand both specific case reasoning and overall
model behavior patterns.

Developed according to established XAI
principles, the dashboard in Figure 2 was further
refined based on feedback from a focus group. The
central component, the order overview, offers an
extended search function for all order fields, dynamic
filter options, and the option to add custom rules for
filtering data. For a better overview, new cases are
highlighted, and their risk level is prominently
displayed in the overview. The order overview
implements DP 1 (revealing Al confidence levels) by
prominently displaying each transaction’s risk level,
enabling analysts to focus their attention on cases with
the highest probability of fraud.

A detailed view for each order (also illustrated in
Figure 2) was developed to facilitate in-depth analysis
of individual orders; this view includes an overview of
the basic order, payment, and customer information, as
well as a feature influence analysis. The analysis
visualizes the ten most influential local SHAP values
in a bar diagram. The bars reflect the influence of each
feature on the risk prediction, with red bars to the right
indicating an increased risk of fraud and green bars to
the left indicating a decreased risk. When users hover
over a bar, the diagram reveals both the numerical
influence score and the corresponding feature value.
The additive values collectively contribute to the
overall risk score of the order. This detailed display
enables users to understand the factors of risk
assessment. A tooltip provides instructions for
interpreting the visualization, and similar cases can be
used for comparison. The detailed view implements
multiple design principles: DP 3 and DP 5 through the
feature influence analysis, DP 4 through the human-
friendly visual explanation of model reasoning with
the red/green bar representation, and DP 2 by
supporting case comparisons.

To increase the confidence and transparency of
the model, an overview page was integrated that
clearly presents both the model’s performance metrics
and feature descriptions. This includes a summary of
the model scope, the period of the training data, input
variables, performance indicators, and a global feature
explanation. A confusion matrix and central KPIs such
as accuracy, precision, sensitivity, and F1-score serve
as performance indicators, which enable an objective
evaluation of the model quality. Supplementary
explanations clarify the significance of these values.
Additionally, a global SHAP value visualization ranks
the 15 most influential features in an interactive bar
chart, offering insight into the model’s decision logic.
A tooltip aids the interpretation of SHAP values to
help users better understand how decisions are formed.
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4.4 Evaluation

This chapter explains the final evaluation phase,
which includes qualitative and quantitative analyses.
Additionally, during all the phases, weekly alignments
with the industry partner as well as weekly internal
meetings were held to ensure that the project remained
on course, following a process similar to that of
Franzoi et al. (2024).

The refined dashboard, including the SHAP
features and the refined fraud detection algorithm, was
evaluated via two online focus groups. A total of eight
participants participated, drawn from one of the largest
private public transport operators and its affiliated
companies. The focus groups were small to ensure
meaningful interaction despite online participation,
which was necessary given the participants’ different
office locations. Each focus group lasted one hour. All
participants possessed substantial knowledge of
ticketing systems and were actively involved in fraud
detection processes. All participants worked within the
public transportation sector. Table 1 outlines each
participant’s job description and years of experience in
the field.

Table 1. Overview of evaluation participants

Participants Job Description Years of
Experience

Interviewee A Technical Project 23
Manager

Interviewee B Data Manager 9

Interviewee C Regional Director 28

Interviewee D Date Analyst 8

Interviewee E Project Manager 25

Interviewee F Head of Sales 20
Technology

Interviewee G Sales Technology 15
Officer

Interviewee H ~ Project Manager 19

4.4.1 CQuantitative Evaluation. Following a
systematic comparison of multiple ML algorithms, the
Random Forest model achieved optimal performance
and was selected for implementation. Random Forest
was selected over alternatives including XGBoost and
Logistic Regression based on superior precision
performance (80.89% vs. 70.73% for XGBoost),
which was prioritized to minimize false positives.
More complex models like neural networks were
excluded due to computational constraints. On the test
set, the model demonstrated an accuracy of 99.22%,
precision of 80.89%, recall of 60.37%, and an F1-

score of 69.14%. Given the strong imbalance in the
dataset (only 1.5% of cases were fraudulent), we
emphasized evaluation metrics that are more reliable
under such conditions. Both Cohen's Kappa (0.688)
and Matthews Correlation Coefficient (0.695)
indicated substantial predictive performance beyond
random chance, while AUC-ROC (0.962) and AUC-
PR (0.754) demonstrated excellent discriminative
ability. A precision-focused approach was prioritized
over a recall-based one to minimize false positives, as
incorrectly flagging legitimate customers can
negatively affect customer satisfaction and create
regulatory compliance issues within the public
transport sector. The quantitative evaluation of the
algorithm indicates that it was effectively trained and
is suitable for fraud detection in the context of online
ticket sales. While existing manual detection processes
lack quantified performance metrics, focus group
participants confirmed that the dashboard significantly
reduces analysis time compared to manual Excel-
based screening, where individual employees rely on
subjective pattern recognition without standardized
criteria or documentation.

4.4.2 Qualitative Evaluation. This section provides
an overview of the results from the final focus groups.

Process prior to the artifact: Until now, fraud
detection has mostly happened manually. Taking
turns, employees manually analyzed data in Excel
sheets to identify potential fraud cases. In this process,
employees decided individually whether a case was
fraudulent, relying on their pattern detection skills and
experience, as mentioned by Interviewee H.
Interviewee E explained that the fraud detection
process involved employees manually checking
customers’ data structures for potential fraud. The
interviewees explained that this process takes time; in
addition, the reasons for potentially flagging a case as
being fraudulent are often not transparent among
different employees.

Parameters: The focus group participants were
not surprised by the parameters and features that most
strongly influenced the model’s fraud predictions.
This result indicates that the model's predictions align
with expert findings. Additionally, the participants
discussed the relative weighting of the parameters,
debating whether certain variables should be assigned
more importance. This discussion was only possible
due to the explainability features of the XAl-based
dashboard and  highlights  the  successful
implementation of DP 2 and DP 3, enabling
comparisons between similar cases and revealing
influential features. The visualization of the various
parameters allowed the experts to discuss the
importance of each parameter and whether these align
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with the most prominent ones found in their manual
fraud investigations.

Blackbox: The participants expressed interest in
understanding the model’s internal workings and
“why the machine is deciding in that way”
(Interviewee C). Additionally, Interviewee D
mentioned that in their daily implementation of
models into their systems, users often complain about
models being black boxes. Interviewee A echoed this
concern, noting that there is a “disturbing feeling why
did the machine's algorithm decide that?” Thus,
transparency plays a crucial role in decreasing the
black-box issue.

Transparency: The interviewees agreed that the
implementation of SHAP increases the transparency
of the ML fraud detection model for their work.
Interviewee C stated, “it is great that it is transparent
why the machine is deciding in a particular way.”
Similarly, Interviewee B emphasized the importance
of understanding which parameters led to a ticket
being deemed fraudulent, particularly when a
customer asks why they got rejected: “one can see
directly at first glance why an order may have been
rejected.” This question can be answered due to the
increased transparency from the parameters.
Additionally, this feedback demonstrates the
successful implementation of DP 5, revealing how
specific features affect individual predictions, and
affirms the increasing transparency of the model.
Furthermore, participants highlighted the continued
value of still having a “human in the loop.” For
instance, Interviewee H noted appreciation for an
overview page of the factors currently most prominent
for fraud cases, as well as individual pages that detail
each case. These elements demonstrate that offering a
human-friendly explanation of Al reasoning,
specifically DP 4, is an important feature.
Additionally, the interviewees discussed how much
transparency is necessary for them to trust the model;
however, there was no common consensus. While
some mentioned that the implementation of
timestamps is helpful and necessary, other
interviewees felt that the visual parameter indicators
alone were sufficient for decision-making and
transparency.

Trust: Participants reported that they could trust
the ML model more through the visualization of the
parameters. Interviewee B remarked, “without SHAP
we maybe cannot trust the model.” Additionally, all
participants agreed that they trusted the model more
through the available additional information, such as
the parameters, parameter explanations, and the
explanation of the entire model, as well as the
accuracy, precision, false negatives, and false
positives. This outcome demonstrates the successful

implementation of DP 1, revealing Al confidence
levels. Participants noted that the dashboard allows
them to observe how the model functions and assess
how much they can trust it. Furthermore, the model's
precision contributed to their overall confidence in its
performance.

Human-in-the-loop:  Although participants
agreed that the implementation of explainable
parameters increased their trust and transparency in
the model, letting the machine independently decide
fraud cases did not feel comfortable for various
reasons. As previously mentioned, employees should
still be able to explain rejected tickets to customers.
Interviewee C mentioned that while the model’s
suggested decision may be helpful, employees could
still override the model and decide that a case is not
fraudulent for different reasons, which could be
seasonal or context specific. Interviewee E added that
customers are not allowed to be “software-based
rejected.” These responses illustrate that although
there is an increase in trust and transparency,
participants still desire to be involved in the process.
Interviewee E further mentioned that “it feels good as
one can then still evaluate it [the fraud case]
personally.” Thus, although the parameters increased
trust in the model, the participants wanted to continue
their own evaluations of fraud cases with their known
methods and use the dashboard as a supplementary
tool.

Interviewee D concluded that the artifact, which
the participants universally endorsed, offers a
transparent system that increases trust in its outputs
and would “increase the acceptance of the technical
implementation in organizational processes.”

5. Discussion

This study contributes design knowledge for the
class of XAl-based fraud detection systems intended
for public transport service providers to effectively
identify and explain digital ticket fraud. Adopting a
DSR approach and contributing to design knowledge,
we proposed a prototypical instantiation of existing
design principles and evaluated the artifact in a
naturalistic context. The evaluation results revealed
important insights at the intersection of Al, fraud
detection, and human decision-making.

While current DSR research often focuses on
creating new design principles, few studies instantiate
and evaluate existing XAI design principles in a
naturalistic context. This study addresses these
research gaps.

Current fraud detection processes in public
transport settings are currently highly manual and
reliant on individual expertise. The developed
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dashboard, which integrates XAI components, offers a
more systematic alternative. Participants confirmed
that the visualization of fraud indicators and the ability
to examine exactly why a transaction was flagged
would significantly reduce the time needed for
analysis compared to manually scanning Excel
spreadsheets, thereby adding tangible value to their
work.

The interviewees explained that visualizing
different parameters enabled discussion regarding the
weighting of each feature and opportunities to improve
scoring. This capability aligns with previous literature;
Loh et al. (2022) explain that by making the
parameters transparent through the application of
SHAP, experts can understand the variables’ influence
on the decision and adapt the model accordingly to
improve the output (Loh et al., 2022; Vojir & Kliegr,
2020). These discussions mirror those that the
participants had, where participants deliberated about
whether the model’s findings reflected their own
professional experience or required recalibration.

The implementation of SHAP parameters
successfully addressed several design principles
outlined by Cirqueira et al. (2021), particularly those
aimed at revealing influential data features (DP 3),
including those that affect individual predictions (DP
5). A key finding from the focus groups was that these
XAI elements substantially increased participants’
trust in the ML model. Participants explicitly stated
that “without SHAP we maybe cannot trust the model”
(Interviewee B) and agreed that explanations enhance
trust. This response aligns with Choung et al. (2023),
who proposed that increased trust leads to increased
usage. Additionally, the interviewees agreed that
implementing SHAP increases the transparency of the
ML fraud detection model for their work, echoing Loh
et al.’s (2022) explanation in their paper. When
SHAP’s most influential features align with
participants' mental models of fraud, it further
reinforces trust in the system.

The dashboard's visualization of decision factors
addressed what participants called the black-box
problem of Al systems, making the model's reasoning
accessible and potentially overcoming implementation
challenges due to opacity (Ali et al., 2023). This
transparency encouraged further discussions about
feature relevance, potential feature extensions, and the
evolution of fraud detection patterns over time.
Participants  emphasized the importance of
understanding model evolution and suggested
timestamps to track changing fraud patterns, which
aligns with research indicating that fraud detection
models must adapt to evolving patterns (Interviewee
O).

Despite increased trust and transparency,
participants emphasized maintaining human oversight
in the decision-making process. This preference stems
from both regulatory considerations, such as the
prohibition against customers being “software-based
rejected”, and the need for analysts to incorporate
contextual information that lies beyond the model’s
scope. This aligns with the work of Wu et al. (2022),
who emphasize that human involvement safeguards
autonomy and incorporates contextual information
beyond model training. Similarly, Zanzotto (2019)
adds that while machines can serve as advisers, the
final authority should be in the hands of human
experts. The dashboard supports this approach by
providing explanations that enhance rather than
supplant human judgment, which is particularly
important in contexts where false positives have
significant consequences.

The study provides several practical implications
for public transportation service providers seeking to
implement fraud detection systems. XAl can enhance
fraud detection by combining ML capabilities with the
necessary transparency for human oversight. The
positive reception from the focus groups indicates that
the introduction of such a system is possible in
practice. Cirqueira et al.’s (2021) implemented design
principles proved effective, particularly feature
influence analysis, similar case comparison, and clear
risk visualization. Focus group findings indicate that
XAI systems should function as decision support tools
rather than autonomous decision-makers in fraud
detection, aligning with both regulations and user
preferences for maintaining final decision authority.
Transparent Al systems such as the one proposed
could increase acceptance in organizational processes,
potentially serving as transitional technologies that
facilitate broader AI adoption in sectors that have
traditionally relied on manual processes.

The findings contribute to a broader
understanding of how XAI can be applied in real-
world contexts. SHAP values effectively bridge the
gap between complex models and human
understanding, demonstrating practical utility beyond
theoretical applications. While the results indicate that
explainability directly influences trust, trust alone does
not determine adoption; factors such as regulatory
requirements, existing workflows, and psychological
comfort with decision authority also play significant
roles. Explainability enables a new form of human-Al
collaboration in fraud detection. Rather than simply
accepting or rejecting Al recommendations,
participants engaged with explanations to evaluate and
refine their understanding of fraud patterns. Our
findings implement design principles for user-centric
XAI in fraud detection (Cirqueira et al., 2021),
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confirming the importance of revealing influential
data features (DP 3) and demonstrating how specific
features affect predictions (DP 5). Moreover, the focus
group discussions highlighted the importance of
temporal context, suggesting an additional design
consideration: XAl in domains with rapidly evolving
patterns should incorporate temporal elements to
maintain relevance and trustworthiness. In a practical
setting, the dashboard could improve the workflow
through easier fraud detection through the algorithm
instead of manual detection while maintaining trust in
the model and the proposed decision through
transparent explainability. Our results complement
work on the spectrum of Al explainability (Ali et al.,
2023), suggesting an optimal middle ground that
provides enough explanation to build trust without
overwhelming  users or  creating  security
vulnerabilities.

One limitation is the model’s static nature. While
SHAP values can be recalculated, the model itself does
not yet adapt in real time to new data. Future
enhancements could implement such an adaptation to
make the entire model more dynamic and react to
changes. However, for the purpose of demonstrating a
transparent Al-based fraud detection system for digital
ticket fraud, a static system is enough.

Another limitation relates to data composition.
The dataset is highly imbalanced due to the small
proportion of fraud cases (1.5%), which impacts
model training and evaluation. However, the use of a
random forest algorithm, known for robustness in such
conditions, enabled our model to achieve strong
precision (80.99%), mitigating this challenge to some
extent.

Finally, the qualitative evaluation through focus
groups involved only eight participants from three
public transport companies. However, while the
sample size was limited, the participants were all
experts in public transport fraud detection and,
therefore, provided invaluable insights into a
satisfactory evaluation.

6. Conclusion

This research demonstrates DSR knowledge
accumulation by extending extant theoretical design
knowledge through the instantiation and naturalistic
evaluation of existing design principles (Reining et al.,
2022). Moreover, it contributes design knowledge for
XAl-based fraud detection assistant systems in public
transport service providers, facilitating the effective
identification and explanation of digital ticket fraud.
The developed dashboard, which integrates a random
forest model with SHAP values, addresses key
limitations of current manual fraud detection

processes in the public transportation sector, providing
the necessary transparency for human oversight and
relevant expert evaluation.

Our findings highlight the critical balance
between automation and human judgment in fraud
detection. SHAP values significantly enhanced trust
by making the model's decision-making process
transparent to experts. This transparency facilitated
informed discussions about feature importance and
model behavior, ultimately improving the acceptance
of Al technologies in traditionally manual processes.

Future research could explore the experience of
users working with implemented XAlI-dashboard in
public transport ticketing systems and their impact on
their workflow, the reuse of existing design
knowledge in other areas, investigate optimal
transparency thresholds in Al-based fraud detection
systems, assess the effect of XAl on workflows over
time, and evaluate approaches for adapting fraud
detection models to evolving patterns while
maintaining explanatory power.
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