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ABSTRACT

Reinforcement learning (RL) has evolved rapidly in the past decade and is now capable of achieving

human capabilities, such as self-driving cars. Moreover, in the last few years, the performance of

deep RL, which applies deep neural networks to RL, has surpassed that of skilled human players

in areas of video games, chess, and Go. However, as deep RL models become more complex,

understanding and interpreting these models poses signi�cant challenges.

Explainable AI (XAI) research has shown the potential to close the gap between humans and a

deep RL agent by providing explanations that help users to understand how the agent works. XAI

approaches have been tailored for both RL experts and non-experts. For RL experts, visualizations

of internal agent parameters reveal the learning mechanisms of deep RL agents, o�ering precise

insights into agent behavior. However, this approach is less accessible to users who do not have

RL expertise (non-RL experts). The communication gap between RL experts and non-experts thus

remains a critical issue. For example, in discussions about the decision boundaries of autonomous

Unmanned Aerial Vehicles (UAVs) between RL practitioners and pilots, the following issues arise:

• Pilots, who are non-RL experts, have domain knowledge, but they cannot use XAI interfaces

designed for RL experts in the assessment of the RL model;

• In order to obtain feedback from pilots, RL experts need to explain the behavior of the RL

model while minimizing the use of RL terminology;

• Pilots may use domain speci�c terminology during the assessment and the RL expert needs

to interpret the pilot’s statements and apply them to the model;

Therefore, the central questions are: How can both RL experts and non-RL experts understand

the behavior of an agent? In other words, how can humans naturally build a mental model of

an agent? A promising approach is the ’familiarization e�ect’ from cognitive psychology, where

exposure to an agent’s behavior in various scenarios helps users intuitively understand the agent,

which is later applied to Human Robot Interaction. For instance, one research group observed that

watching a robot’s trajectory in videos enables users to predict the robot’s future trajectory [18].

Another study pointed out that short video clips of an agents’ game-play can e�ectively build mental

models of the agents’ performance [3]. However, this strategy may be less e�ective with multiple

agents or in complex, extended tasks due to human limitations in short-term visual memory.

Therefore, this dissertation addresses this problem by proposing a trajectory visualization that

gives a high-level view of agents’ behaviors through an abstraction of agents’ behavior. This research

will open up new directions, such as that domain experts who are not familiar with RL can get

more involved in the development of RL which can lead to identifying important agent’s behavior

patterns that cannot be recognized by RL experts alone, and that the possibility of allowing general
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users to assess the capabilities and limitations of agents in the task of monitoring self-driving agents

as a driver.
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CHAPTER 1
INTRODUCTION

Reinforcement Learning (RL) is a type of machine learning that enables an agent to learn by

trial and error using feedback from its own actions and experiences, in an interactive environment.

The last few years have seen a rapid growth of research and interest in the �eld of deep RL,

which applies deep neural networks to the solution of RL problems. The deep neural networks

has been applied to a broad range of disciplines in RL, including video games, robotics, decision-

making systems, network routing management, natural language processing, and biological data.

In particular, in the �eld of video games, chess, and Go, RL agents unimplemented by the deep

neural networks have outperformed expert human players [61]. As the complexity of a deep neural

network increases, understanding and interpreting how the network works becomes a challenging

issue, therefore most applications treat the deep neural network as a "black box."

Explainable AI (XAI) research has shown the potential to close the gap between humans and

RL agents by providing explanations that help users understand how RL agents work. So far,

various aspects of explainability for RL experts and users without RL expertise (non-RL experts)

has been illuminated.

For RL practitioners, these aspects involve revealing the learning mechanism of a RL agent

by enabling users to examine the internal parameters of the agent [73, 59, 39]. There has been

research in investigating how RL agents observe the state of the environment by using an attribution

method such as saliency maps [66, 6, 68, 77]. Lastly, research has also looked into replacing the

deep neural network of a RL agent with a more transparent model by using model distillation

techniques [11, 17, 49]. Although these methods provide an explanation of the agents’ behavior,

they require knowledge of RL to understand. This makes it di�cult for non-RL experts to explore

these methods.

Other aspects of explainability for non-RL experts have been explored in the �eld of Human

Robot Interaction. These methods include explaining the policy of an agent [28, 74], justifying

the action of an agent with reward [78, 40], and explaining the dynamics of an environment

‘[19, 42]. Recently, counterfactual explanations that explain "If A did not happen, B would not

have happened" and contrastive explanations that answering "Why B1 rather than B2?" have

been actively considered as good explanations that are understandable for a wide variety of users

[83, 52, 64].

However, the gap between RL experts and non-RL experts still needs much attention. As

a result, RL and non-RL experts try to understand a RL agent’s behavior using di�erent XAI

approaches, communication problems are likely to happen in the discussion of the RL agent’s

behavior. For instance, when discussing the proper decision boundary of autonomous Unmanned

Aerial Vehicles (UAVs) between RL experts and pilots who do not have the expertise of RL, the
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primary issues are as follows:

• Pilots, who are non-RL experts, have domain knowledge, but they cannot use XAI interfaces

designed for RL experts in the assessment of the RL agent;

• In order to obtain feedback from pilots, RL experts need to explain the behavior of the agent

while minimizing the use of RL terminology;

• Pilots may use domain speci�c terminology during the assessment and the RL expert needs

to interpret the pilot’s statements and apply them to the agent;

As a consequence, there is a major bottleneck when human pilots and RL experts attempt to

communicate with each other. Furthermore, the problem of communication represents a barrier to

the participation of the general public in discussions of ethical issues regarding AI. For example,

in a conventional automobile development, a prototype vehicle designed by engineers is evaluated

by a test driver with in-depth knowledge of driving, and modi�ed by the engineers as necessary.

However, discussions on the more fundamental question of how a self-driving car should be driven

in the �rst place involves concerns about how machines will make moral decisions [9, 7, 8, 63, 71].

Thus, such discussions should be opened to the general public. These problems indicate the need

for a new XAI approach that requires less descriptive knowledge so that non-RL experts can build

the mental model of RL agents.

One notable approach is leveraging the ’familiarization e�ect’, where exposure to an agent’s

behavior in diverse scenarios helps users intuitively grasp mental models of the agent’s behavior.

For instance, Dragan & Srinivasa [18] observed that watching a robot’s trajectory in videos enables

users to predict the robot’s future trajectory. In the context of XAI for RL, this means that users

may be able to infer the patterns of an agent’s behavior by just looking at the replay

movie of the agent’s behavior, which is also called trajectory in RL. Another study

pointed out that short video clips of an agents’ game-play can e�ectively build mental models of

the agents’ performance [3]. However, this strategy may falter with an increase in the number of

agents, or in complex, extended tasks, due to the limitations of human short-term visual memory

where holding visual information brie
y in mind.

I posit that visualizing abstracted trajectories { a method of visually representing RL agents’

behaviors through major state transitions { o�ers a promising solution to these challenges. This

approach aims to give users a condensed visual summary of various agents’ behaviors by transform-

ing videos of these behaviors into abstracted trajectories. This paper focuses on the question of

how to abstract a trajectory, and how to visualize the abstracted trajectory to support

a user’s intuitive inference of the agent’s behavior?. Therefore, I propose an algorithm

that abstract trajectories of various types of agents, and explore visualization ideas

of the abstracted trajectories through user studies. I believe that the proposed algorithm

and visualization ideas can support the user’s intuitive inference of the agent’s behavior. The main
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contribution of this dissertation is to develop a trajectory abstraction method applicable to all

types of RL models and to explore ideas for visual design that intuitively represent the behavior of

RL agents.

1.1 Scope of the Research

As shown in Figure 1.1, this research covers the intersection of the three research areas: Human

Computer Interaction (HCI), Machine Learning (ML), and Philosophy & Psychology. Speci�cally,

the research is proposed based on the review of research progress in RL, robotics, decision making

system, language model analysis, biological sequential analysis, causal explanation, and visual

analytics. As this research examines XAI work in RL, the topics of XAI for non-RL techniques

such as XAI for supervised learning application are beyond the scope of this dissertation.

Figure 1.1: Scope of this Research

1.2 Research Hypothesis

My guiding hypothesis in this dissertation is that:

Users who do not have RL expertise (non-RL experts) can e�ciently build mental models

of RL agent’s behavior by exploring abstracted trajectory visualization
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1.3 Research Questions

In this research, I will investigate the following main question:

Can a user interface employing trajectory abstraction be used to improve the explain-

ability of RL agents for non-RL experts?

Speci�cally, this question yields the following sub-RQs:

RQ1- How can the trajectory of an agent be abstracted to improve explainability for

non-RL experts?

RQ2- How can abstracted trajectory be visualized to improve explainability for non-RL

experts?

RQ3- In what aspect of explainability can the abstracted trajectory visualization support

a user’s inference about RL agents, such as selecting the best RL model in a given

context?

1.4 Methodology

The methodology of research to investigate the research questions is �ve-fold:

• Synthesize prior literature in XAI for RL

• Propose a trajectory abstraction algorithm applicable to all types of RL models

• Conduct a design exploration of interfaces of XAI for RL

• Conduct a user study to evaluate an abstracted trajectory visualization ideas to

answer RQ1 to RQ2

• Propose a XAI interface using the abstracted trajectory visualization to answer

RQ3

1.5 Planned Contributions

This work contributes to the �eld of Computer Science in the following ways:

1. It proposes, implements and evaluates a user interface where non-RL-experts can

• Build a mental model of a RL agent to assess the agent

2. Provide an analysis of users’ interactions with the XAI user interface, which can

lead to

• A better understanding of users’ mental model and work
ow when working

with the XAI.
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• The realization of a real time RL agent monitoring interface that can pro-

vide explanations at a suitably granular level, presenting su�cient explanation

while preventing information overload, for example monitoring a self-driving

agent in the cockpit.

3. It uncovers new areas of exploration in the area of XAI for RL previously unknown,

such as providing a new visualization idea using trajectory abstraction to support

a user’s intuitive inference about the patterns of agent’s behavior

4. The synthesis of prior literature illuminates the concept of \explainability" from

multiple perspectives: computer-centric, user-centric, and CHI perspectives.

1.6 Dissertation Overview

This dissertation is structured as follows: Chapter 2 presents relevant background in XAI for RL and

reviews related work; Chapter 3 proposes the methodology to generate the abstracted trajectories

and the �rst prototype of an interface for abstracted trajectory visualization; In chapter 4, the

second prototype of an interface for abstracted trajectory visualization are proposed based on the

preliminary evaluation result of the �rst prototype interface in the chapter 3; Chapter 5 discusses

the result of user study in the chapter 4 to answer the RQs in section 1.3; Finally, chapter 6 and 7

give a conclusion and future works.
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CHAPTER 2
RELATED WORK IN EXPLAINABILITY IN

REINFORCEMENT LEARNING

This section reviews previous work at the intersection of Machine Learning (ML), Philosophy &

Psychology, and Human Computer Interaction (HCI) from three di�erent perspectives: Explain-

ability from Computer-Centric View, Explainability from User-Centric View, and Explainability

from HCI View (See �gure 2.1). This chapter is organized as follows; The next section explains

the background of this proposal including the de�nition of terms, taxonomy, and foundation of RL.

Then, the related works to this proposal are reviewed from section 2.2 to 2.4. Lastly, the summary

of this review will be showcased in section 2.5.

Figure 2.1: Schematics of literature review

2.1 Background

In this section, general background topics that are crucial to understand the current state of XAI

are provided. The topics covers: (i) what is a \Explainability"; (ii) Taxonomy of XAI: and (iii)

Reinforcement Learning.
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2.1.1 What is \Explainability"?

The term \Explainability" is frequently used in the �eld of XAI that was coined by Gunning in

2016 [25], and in fact, researchers have not reached consensus on the rigorous de�nition of the term.

However, the meaning of \Explainability" focusing on understandability is generally accepted; \the

extent to which humans can understand the cause and e�ect, and input and output, of a machine

learning model" [2].

This de�nition emerged from various approaches to improving explainability in XAI research.

Section 2.2 will provide a comprehensive review of the main approaches aimed at improving ex-

plainability in the context of XAI for RL.

2.1.2 Taxonomy of XAI

The two parameters that contribute to an XAI model are a dependency of a model and a locality

of explanations. For the dependency of a model, the model can either be model-agnostic or model-

speci�c. The model-agnostic approach, which is also called model-free, is the approach that can

generate explanations regardless of the ML model being used. The model-speci�c approach, on the

other hand, exploits the internals of the ML model and leverages a reverse engineering approach

to provide explanations of how the speci�c ML model generates predictions.

For the second parameter, the locality of explanations is classi�ed based on the level of per-

spective in the explanation, with local and global perspectives. The global models are used to

explain the \overall" predictions of black-box models, while the local models are for explaining

\individual" predictions. For instance, let’s consider an XAI that generates an explanation of a

ML model that predicts the risk factors of cardiovascular disease. By using global XAI, one may

obtain an explanation that "blood pressure, age, cholesterol, and weight are the four most in
u-

ential factors for cardiovascular disease based on the overall trend of the data." This enables users

to obtain an overall explanation of how the ML model predicts risks. On the other hand, with

local models, we can generate explanations for speci�c patient predictions, such as "although the

patient is young, their blood pressure and weight are signi�cantly higher than the average for their

age group, indicating a high risk for cardiovascular disease."

The two parameters of model dependency and explanation locality, which were described above,

can be combined with each other. In other words, the types of XAI can be classi�ed into four

categories, based on the combination of these two parameters: global model-agnostic, global model-

speci�c, local model-agnostic, and local model-speci�c (Figure 2.2).

2.1.3 Reinforcement Learning

RL is a sub-�eld of ML concerned with how agents ought to take actions in an environment in

order to maximize the expected total reward. As shown in Figure 2.3, there are two components

7



Figure 2.2: Taxonomy of XAI

in the RL framework: an agent and an environment. The agent has a function that maps states

to actions, known as a policy. The policy has parameters that are typically learned by the neural

network’s weights. The agent receives the current state from the environment and provides the

next action based on the policy. The environment provides the agent with the next state based on

its current state and the action received from the agent. At this point, the environment predicts

the next state. This probability is known as a transition probability, which is usually unknown

to the agent. The transition probability is also referred to as the dynamics of the environment.

This cyclic process in which an agent is continuously receiving the current state and predicting

the next action is also referred to as a sequential decision-making process. The process induces a

distribution of the sequence of states and actions. The probability of taking the sequence of pairs
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of states and actions with the parameter � can be written as follows:

p�(s1;a1; : : : ; sT ;aT ) = p(s1)
TY
t=1

��(at; st)p(st+1 j st;at) (2.1)

The right hand side equation is induced from the chain rule probability applied independence

property in the Markov Decision Process (MDP). Here, the sequence of states and actions from

t = 1 to t = T is de�ned as \trajectory" � . The goal of RL is to acquire the optimal policy de�ned

by the optimal parameter. The optimal parameter �� are that maximize the expectation of the

sum of all time steps of the reward under � which is derived from p�.

�� = arg max
�

E��p�(�)

"X
t

r(st;at)

#
(2.2)

To simplify, in the RL setting, the initial distribution and transitional distribution, which are

de�ned by the MDP, are provided by the environment. The agent’s policy, which is de�ned by the

parameters �, induces a joint distribution over a full sequence of state and actions while interacting

with the environment. The objective of RL is to �nd the optimal parameter �� that maximizes the

expectation of total reward over the full sequence of state and actions.

Figure 2.3: Diagram of RL setting
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2.2 Explainability from a Computer-Centric View

In the past decade, the RL community has focused most of its e�orts on improving the interpretabil-

ity of deep neural networks (DNNs) that can learn control policies automatically with superhuman

capabilities. I comprehensively reviewed previous research on XAI for RL and classi�ed algorithmic

approaches that explain RL agents into the following seven categories. The outline of these ap-

proaches are summarized in �gure 2.4. In the following subsections, the details of these approaches

are described.

1. Attribution Based (Section 2.2.1): Highlighting the importance of features in input

data for generating output

2. Internal State Based (Section 2.2.2): Visualizing hidden states, such as memory

and weights, inside the DNNs

3. Dynamics Based (Section 2.2.3): Leveraging the transition probability of an envi-

ronment, p(st+1 j st;at), to generate causal explanations

4. Policy Based (Section 2.2.4): Explaining an agent policy, ��(at; st)

5. Reward Based (Section 2.2.5): Explaining how the actions and states are good or

bad for a given objective through reward

6. Model Distillation Based (Section 2.2.6): Replacing DNNs with more transparent

model such as decision trees

7. Trajectory Based (Section 2.2.7): Visualizing a set of states and actions that RL

agents experienced in a time-series manner
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Figure 2.4: Brief overview of computer-centric XAI approaches for RL

2.2.1 Attribution based Approach

The feature attribution method derived from XAI for supervised learning provides users with the

importance of the feature in the input data for generating predictions (Figure 2.5). For example,

when the RL model uses the vector types of input data, the feature attribution method can inform

users of how the ML model overall values each input feature to generate predictions [77]. This

method is called Shapley value, named after Lloyd Shapley, a Nobel Prize-winning economist who

developed the concept in cooperative game theory. By computing the Shapley values for each

feature or variable, we can gain insights into how the model is making its decisions and which

inputs are the most in
uential (Figure 2.5(1)). In higher dimensional inputs like images, saliency

maps (Figure 2.5(2)) that highlight the regions of the input image contributing prediction are

widely applied to RL applications [68, 6, 66]. The saliency map can highlight the parts of the

image that the model is focusing on when making a particular classi�cation decision. This can help

users understand how the model is making its decisions and identify biases or errors in the model’s

behavior.

One disadvantage of this approach is to lose temporal contextual information. This is important

for XAI in RL, as it can provide a more comprehensive explanation of an agent’s actions. This

is especially important in safety-critical applications where it is crucial to understand an agent’s

behavior and operate safely over a long time horizon. For example, self-driving, braking or lane-

changing decisions may depend on the behavior of other vehicles on the road that the autonomous

vehicle has encountered in the past. To properly understand the context involved in making these
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decisions, it is necessary to refer to several frames of observation images before the decision is made.

However, the saliency maps, for example, visualize the basis for decisions from a single image.

Also, Atrey et al. claims that the saliency maps alone cannot be reliably used to infer ex-

planations and instead require other supporting tools, since it cannot be trusted to re
ect causal

relationships between semantic concepts and agent behavior [6].

Figure 2.5: Example of an attribution-based approach; (1) Example of XAI using Shapley values:

visualization of the extent to which attributes such as age, gender, BMI, smoking history, etc. of

the insured person a�ect the amount of medical claims. Red bars contribute to higher claims and

blue bars to lower claims [1]. (2) The saliency map is used to highlight areas that in
uence decision

making to maximize reward. Areas highlighted in blue at the edge of the block and near the ball

indicate areas that the agent considers important in decision making [66].

2.2.2 Internal State based Approach

Visualizing the internal state of ML models can be helpful in understanding their characteristics,

as the internal state determines how input data is processed and represented. This is particularly

useful in deep RL, where DNNs are often used to represent an agent’s policy.

By visualizing the internal state of a deep RL agent’s neural network, researchers and practi-

tioners can gain insight into how the network processes information. For example, they can identify

which features of the input data the network is attending to and which features it is ignoring. More-

over, by identifying weight patterns and correlations, they can gain clues about how the network

is solving problems [73, 59].

In addition, internal state visualization can be useful for debugging neural networks [39]. If

the weight values have a large range or are biased towards certain values, this may indicate prob-
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Figure 2.6: Example of internal state based approach; A tool, DRLviz [39], proposed to support
debugging work by visualizing the memory state of LSTM playing a game in a time-series manner.
The memory history of the agent can be manipulated with the time slide bar in the region (1), and
the memory activation state can be viewed in the area in the region (2). The region (3) shows at
what time the activation of the memory pattern is occurring, and the memory layer can be changed
in the area of (4). As you can see, the visualization tool has many components that require a user’s
intensive investigation.

lems with the learning process or network architecture. By visualizing the weights, researchers and

practitioners can identify such issues and make adjustments to improve the network’s performance.

While this gives the user the ability to gain an understanding of the model’s extracted interpretable

patterns, the amount and complexity of the presented information are usually huge, requiring sig-

ni�cant cognitive e�ort from the user. Thus, some visualization reduction techniques to reduce the

complexity and amount of information in the activation patterns, or interaction between visualized

data and users are used with this approach (Figure 2.6). The details of the visualization tools will

be showcased in section 2.4.

2.2.3 Dynamics based Approach

The dynamics of system, p(st+1 j st;at), can be used to generate and provide causal explanations

to users. By explaining the dynamics to users, they can comprehend what a RL agent recognizes,

how the agent acts, and what the next state is likely to be. This approach has been examined since

before the emergence of XAI and usually employed to justify the agent’s behavior.

In 2007, Elizalde et al. developed an intelligent assistant to support training of power plant

operations. This intelligent assistant is capable of explaining the optimal actions brought by the

understanding of the plant system’s dynamics to the user in a text format, as well as presenting
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important input variables for evaluating those actions (Figure 2.7) [19]. Their user experiment

revealed that the group with explanations from the assistant completed the assigned tasks faster

than the group without explanations. They also found that by presenting important input variables

for evaluating behavior, users tend to focus their explanations of system policies on the most

important variables, and such explanations allow them to better understand the system.

Khan et al. proposed a method to explain the optimal policy in text by combining several

templates of explanations [42]. They also provided an algorithm to obtain the minimum set of

explanation templates when combining them, so that the �nal explanation does not become redun-

dant. In order to verify the e�ectiveness of the proposed method, they built an intelligent assistant

that advises the optimal course selection of university enrollment as an example. They conducted

a user study comparing the assistant’s advice in terms of comprehension, reliability, and usefulness

with that of a supervising instructor. Users evaluated advice on optimal course selection from

the assistant as useful. However, it was found that the supervising instructor’s explanations were

perceived as more understandable because they contained domain-speci�c knowledge.

In recent years, XAI that provides various explanations to users using causal inference, which

is a statistical framework used to understand cause-and-e�ect relationships between variables, has

received attention. For example, Madumal et al. devised an XAI for RL that can answer user

questions "Why A?" and "Why not A?" by applying the causal inference to a RL agent playing a

real-time simulation game [52].

In this way, since there is a causal relationship behind the dynamics based explanation, it can

be considered as one of the good explanations from users’ perspective, which will be explained in

section 2.3. However, these previous studies have limitations in that they rely on domain knowledge

and cannot be used for applications where the dynamics of the environment and the optimal policy

are not fully understood.
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Figure 2.7: XAI user interface for plant operations proposed by Elizalde et al. The left screen

displays user queries and XAI responses in text, while the right screen shows schematic diagrams

to complement text-based explanations [19].

2.2.4 Policy based Approach

The Policy-Based Approach is a technique that generates explanations from an approximation

function. The approximation function is created by approximating the relationship of states and

actions sampled from the agent’s policy, ��(at; st). As an example, in the context of self-driving, the

approximation function could produce an explanation such as "maintain a safe following distance

on highways and avoid sudden braking." This explanation is obtained by sampling the state and

actions of the vehicle driving on highways and approximating the overall behavior from these

sampled actions. This approach can generate explanations of various localities from global to local

by modifying the range of states sampled from the agent’s policy. In particular, this attempt has

been actively studied in the �eld of human-robot interaction (HRI) aiming at e�cient human-robot

collaboration.

For example, Struckmeier et al. studied whether local explanations can reduce the complexity of

explanation by focusing on the most locally relevant variables (Figure 2.8) [74]. In their user study,

they compared the proposed method (Method A) with a method that generates explanations by

randomly selecting state dimensions (Method B). The results of the user study showed that Method

A is more understandable to users for explaining complex policies than Method B. However, the

users’ preferences of explanation for Method A and Method B were equally divided. The research

group attributes this result to the fact that the choice of explanatory style is in
uenced by the user’s

personal characteristics, such as their interest and curiosity about the system being explained. This

consideration is discussed in more detail in section 2.3.3.

Hayes and Shah provide a mechanism that can generate global model-agnostic explanations for
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HRI using natural language [28]. They proposed an algorithm using heuristics of RL experts that

generates an agent’s global policy in response to language queries from humans. Although they did

not conduct a user study, they showed that the descriptions generated by the proposed method are

comparable to those generated by RL experts.

The aforementioned methods are a highly e�ective approach in HRI as they provide users with

rich descriptions, not only of the agent’s state but also their actions. However, sometimes it is

di�cult to approximate a policy at a suitable locality when a strong nonlinearity exists in the

policy. Also, in the case of UAV monitoring, where the agent’s state and behavior change quickly

in real time, it is di�cult for users to understand the agent’s state and behavior in a short period

of time.

Figure 2.8: HRI interface proposed by Struckmeier et al. The state of robot (agent) status is

displayed in (1), the action selected by the agent is displayed in (2), and a text-based explanation

of the action decision is presented to the user in (3) [74].

2.2.5 Reward based Approach

A reward in RL is a value that can be shared with humans since it provides a straightforward

measure of how good or bad an action or state is for a given task. Some recent work in HRI has

focused on using rewards that an agent acquires to explain the agent’s behavior.

Tabrez et al. provided a framework that allows users to detect the causes of an agent’s behavior

playing Sudoku from rewards. Their framework provides feedback to repair the agent’s decision-
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making process through rewards (Figure 2.9) [78]. In their user study, they showed that the

proposed framework allows reward-based communication to support cooperative human-robot work.

While rewards provide an intuitive understanding of the agent’s behavior, it becomes di�cult to

detect the causes of an agent’s behavior when the various factors in the environment a�ect rewards.

To solve this problem, Juozapaitis et al. proposed the idea of reward decomposition [40]. The

reward decomposition is a method for explaining the extent to which each factor in the environment

a�ects rewards that an agent acquires. They demonstrated their framework can decompose rewards

by analyzing the di�erences in the rewards across various states of an agent and improve the

understandability of the rewards by visualizing the importance of factors for rewards.

Communication through rewards has the potential to establish a collaboration between users

and agents by sharing the goal of a task. However, one drawback of reward-based approach is that

reward decompositions do not work well when the agent’s state-action space increases.

Figure 2.9: The image depicts the scenario where the user and the robot are collaboratively playing

a color-based Sudoku game. By estimating rewards from the feedback provided by the user, the

robot can identify potential failure modes of the game [78].

2.2.6 Model Distillation based Approach

One way to indirectly interpret black box models, such as DNNs used in deep RL, is to generate

more transparent models, such as decision trees. This approach, known as model distillation or

imitation learning [11], generally involves transferring behavior or learned knowledge from one

model to another for a given problem or task.

Coppens et al. proposed a method for distilling soft decision trees, a type of decision tree, from

expert DNNs in the RL setting. They played Super Mario Bros. using the distilled soft decision

tree and visualized the activation state at each layer of the decision tree to explain the behavior

of the model [17]. Liu et al. have proposed a novel online imitation learning method based on

stochastic gradient descent and demonstrated its superior reproducibility to several other imitation
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learning methods. They further explained the behavior of the neural network model by calculating

the in
uence of features from distilled decision trees and analyzing the extracted rules [49].

This method aims to replace black-box models with more interpretable models, making it easier

for users to interpret them. However, increasing the depth of decision trees when trying to more

accurately replace the original model can make interpretation di�cult for users. In addition, plac-

ing constraints on the depth of decision trees to �nd a better-reproduced model can come with

signi�cant computational costs. Another noteworthy aspect of this method is that the extracted

model may exhibit better performance than the original model. This is known as policy general-

ization, which may result in obtaining a simple model that performs better. Nonetheless, success

conditions for generalization are not still well understood.

2.2.7 Trajectory based Approach

The series of states or actions experienced by the agent called trajectory can be a good source

of information for visualizing the pattern of an agent’s behavior. In fact, this e�ect was found

in cognitive psychology and named ’familiarization e�ect’ that gets a mental model of an agent’s

behavior from exposing a user to how an agent behaves in di�erent situations. Later, the e�ect is

applied to HRI. For instance, Dragan & Srinivasa [18] observed that watching a robot’s trajectory

in videos enables users to predict the robot’s future trajectory.

Another example of the study by Amir et al. [3] also points to the possibility of clipping a

video of agents’ game play to e�ciently build a user’s mental model about the agent’s behavior.

They clipped trajectories based on the importance of states that can lead to substantially di�erent

outcomes. They hypothesized that reviewing summaries of agents’ trajectories could help users in

tasks such as choosing between agents or determining the level of autonomy to grant to an agent.

Their user study showed that participants preferred clipped summary explanations and understood

the performance of agents correctly compared to full policy explanations.

This approach leverages the remarkable adaptability of humans, thereby o�ering the possibility

for a wide range of users to naturally build their mental models. However, due to the limited

capacity of a user’s working memory, this strategy becomes less e�ective when the number of

agents increases or when an agent’s task becomes complex and lengthy. The work by Zahavy

et al. proposed a method that can abstract an agent’s trajectory and visualize it as a graphical

model (Figure 2.10) [88]. This method is innovative in that it allows dimensionality reduction of

agent states and visualization of agent behavior patterns in a single graphical model. However,

their study did not conduct user studies, and it is not fully understood whether the trajectory

abstraction improves explainability of an agent’s behavior.
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Figure 2.10: Visualization of the activation states of the �nal layer of a deep neural network playing

Atari using t-SNE and abstracting the activation states to visualize state transitions in a graph

model. The clusters on the 2-dimensional surface represent representative states in the game, and

the transitions between clusters are represented as a stochastic graph model [88].

2.2.8 Summary

This section provided a comprehensive review of past e�orts to improve explainability from a

computer-centric view. These e�orts were reviewed by classifying the following seven approaches;

Attribution based, Internal State based, Dynamics based, Policy based, Reward based, Model

Distillation based, and Trajectory based.

The attribution-based, internal-based, and model distillation-based approaches are derived from

the �eld of supervised learning for image and table data classi�cation tasks. These approaches can

show ML experts how deep RL agents observe input data and how they learn the patterns and

behaviors of the observed data as weights in a neural network. On the other hand, information

about the temporal dependencies of the input data is generally not provided to the user.

The remaining approaches, Dynamics-based, policy-based, reward-based, and trajectory-based

approaches have been studied in the �eld of HRI to improve the explainability of agents. In contrast

to the three approaches derived from supervised learning, these four approaches can deal with the

temporal dependence of input data. These methods allow users to learn about an agent’s behavior

patterns, based on expertise in RL and the knowledge of the assigned task.

Finally, the trajectory-based approach was proposed recently in the �eld of XAI for RL to
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facilitate the understanding of the agent’s behavior patterns by allowing users to view replays of

the agent’s behavior. This approach is innovative in that it does not require the user to make

inferences based on correct descriptive knowledge about ML.

2.3 Explainability from User-Centric View

While the previous chapter presented e�orts to improve agent’s explainability from the computer-

centric view, it is also extremely important to consider the explainability from the user’s perspective.

In fact, e�orts in philosophy and psychology have revealed some important aspects of good expla-

nations, in the past few decades. In this section, such important aspects in the context of XAI for

RL will be described.

The structure of this section is as follows: �rst, I will explain the philosophical views of "what

can be an explanation in the context of XAI for RL?." Then, I will discuss some �ndings regarding

a philosophical question; "What is a good explanation in XAI?." Finally, I will discuss the future

direction of XAI for RL derived from the philosophical and psychological perspectives.

2.3.1 What can be an explanation in the context of XAI for RL?

Lewis answered this by saying that \To explain an event is to provide some information about its

causal history" [46]. This idea, known as causal explanation, is a fundamental and important one

in discussing explainability in XAI.

According to Hume, the simplest explanation for causation is the dependency relationship

between two events: if events of one type always follow events of another type, then there is a

causal relationship between the two types of events (See the left part of �gure 2.11) [38]. This

idea can be applicable to the temporal dependency in MDP, which was explained in section 2.2.3.

For example, Madumal et al. presented an approach for generating explanations to "why" and

"why not" questions by leveraging causal relationships between two di�erent states that an agent

experienced [52]. They conducted a user study with 120 participants and found the explanations

signi�cantly improved the understanding of their RL agent’s policy as well as enhancing user

experience such as satisfaction, adequacy, and completeness.

Other than dependencies, there is another aspect of explanation in the context of XAI. Lewis

states that causality is saying more about counterfactuals than dependencies [46]. The idea of

counterfactuals is de�ned as "Event A is said to have caused event B (See the middle part of �gure

2.11). If, under some hypothetical counterfactual case, that the event A did not happen, B would

not have happened". This counterfactual explanation is said to be one of the good explanations

applicable to XAI, which will be explained in the next subsection.

20



Figure 2.11: Explainablity in RL from user-centric view

2.3.2 What can be a ‘good’ explanation in the context of XAI for RL?

Hilton noted that what is important in explanation is not to explain the event itself, but to explain

why an event occurred in the target case and not in another counterfactual case [31]. Counterfactual

explanations provide predictions in the form of what-if scenarios and trigger mental simulations of

the counterfactual case for the user [50]. The mental simulation may allow users to acquire better

mental models for RL models, but it generally requires a lot of cognitive workload to simulate other

events that have not really happened.

Olson devised XAI, which presents users with counterfactual explanations using generative mod-

els. He used that generative model with an agent playing Atari to provide the user with an image

of the counterfactual case. User studies showed that the simulated counterfactual cases improved

the performance of non-RL experts to identify a 
awed RL agent [64]. Thus, the counterfactual

explanations are considered one of the understandable explanations for non-RL experts.

Contrast is another important idea to generate a good explanation [32]. Contrastive explanation

can answer the question of \Why B1 rather than B2?." (See the right part of �gure 2.11) Here,

B1 is the target event and B2 is a counterfactual contrast case that did not occur, even if the B2

is implicit in the question. The contrastive explanation is bene�cial for users because it can be

understood with a small amount of knowledge about the causes of the facts in the history [48]. In

addition it is advantageous for computers, because it can reduce the amount of computations by

specifying a counterfactual case based on contrast.

Waa et al. proposed XAI that can generate contrastive explanations of an agent’s policy playing

a game. In addition to an agent that needs to be explained, they created another RL agent that

can play the game in response to a user’s instructions. Then, they displayed the results of playing

the game of the two agents side by side to create a contrast. Here, the RL agent that plays the

game in response to user instructions can be understood as a counterfactual case that the user

wants to know. Results of a user study reported that their contrastive explanations can improve
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non-RL experts’ understanding of the policy of the agent [83].

In summary, the above shows that counterfactuals are important in considering explanations

that can be understood by non-RL experts. In addition, contrasts can con�ne the counterfactual

cases that should be simulated. Thus, it is important to provide explanations of di�erent agents’

policies in devising a new XAI for non-RL experts.

2.3.3 The Best Explanation Depends on Users

An explanation generated that is appropriate for one user may not be so for another user. For

example, compare two XAI to explain an agent’s policy. One is a "Focused XAI" that selects agent

states that are highly relevant to the agent’s decision and generates a summarized description.

The other XAI is the "Random XAI," which randomly selects states and generates explanations.

One user would choose the focused XAI because he believes that it is "easy to understand with

few variables to look at" and "useful for prioritizing parameters." However, another user might

choose the Random XAI because he thinks that "longer explanations are more human-like" and

"longer explanations are more informative and convenient." Previous studies have reported that

these users’ preferences for explanations are fairly evenly divided [54, 74]. Thus, there are many

appropriate explanations, depending on the user’s perspective and knowledge.

This is known as the Rashomon e�ect [4]. For example, suppose you create 10 counterfactual

explanations for one instance. Should you report all of them? Should you only report the best

one? What if they were all relatively "good" but very di�erent? Mill [57] argued that the selection

of such explanations is inherently arbitrary and that selecting one explanation over another is

"wrong" both scienti�cally and philosophically. Instead, it is better to present some cognitive

biases that people seem to be using, such as unexpected conditions, precipitating causes, and

variability. This discussion suggests the possibility of visual exploration to help users e�ciently

�nd the best explanation from multiple explanations. This theme is studied in the �eld of HCI,

which is explained in the following section.

2.4 Explainability from HCI Viewpoint

In recent years, the importance of interactive visualization user interfaces (UI) in XAI has in-

creased [35]. Previous research has mainly aimed at explaining how deep neaural networks in

supervised learning change their outputs based on di�erences in internal structures and parame-

ters [36, 16, 87, 65, 45]. However, the possibilities of UI in RL applications have not been thoroughly

examined.

Other than RL applications, there is another line of work researching UI to improve explain-

ability in natural language processing that is considered to be close to RL. Therefore, to thoroughly

examine the current trends of UI for XAI in RL, this section also covers the work in UIs for the
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application of natural language processing.

In this section, nine representative UIs, as shown in table 2.1 will be investigated according to

two types of target users; UI for ML experts and UI for non-ML experts. Firstly, I will explain the

UI for ML experts in section 2.4.1, and the UI for non-ML experts will be showcased in section

2.4.2

Table 2.1: Nine Representative UI and its Di�erences in Approach, Usage, and Target Users.

Name LSTMvis RNN Evaluator DRLvis DQNvis Graying the

black box

MDPvis HIGHLIGHT Robust and

Focused

Explanation

for Robot

Polices

An MDP

Approach

for Ex-

planation

Generation

Approach Internal State Internal State Internal State Multi Trajectory Dynamics Trajectory Policy Dynamics

Purpose Understanding the mechanism of an agent’s model Understanding

the di�er-

ence among

agents’ be-

haviors

Understanding

the reason

for an

agent’s ac-

tion

Training op-

erators

Target User For ML Experts For non-ML Experts

Model N Y N Y N

Agnostic

Interaction Select, �lter, and highlight data elements None

2.4.1 User Interfaces for ML Experts

As shown in table 2.1, most UIs for XAI are designed for ML experts. The majority of these

interfaces typically take the internal state-based approach, which was described in Section 2.2.2.

Their purpose is to reveal the learning mechanisms of speci�c types of models such as Recurrent

Neural Network (RNN), Long Short-Term Memory (LSTM), and Deep Q-Network (DQN) [73, 59,

39, 85, 54] (See Figure 2.12 (a) to (c)).

Other than visualizing internal states, there is another interface that is used to identify and cor-

rect bugs that occur in a ML model during training. DQNVis combines the attribute-based, reward-

based, and trajectory-based approach to strongly understand what a DQN model has learned in

each training step and identify which steps the model has learned unfavorable policies (See Figure

2.12 (d)) [85]. They found that their UI can support RL experts to identify several typical action

and reward patterns of an agent, which are very useful in understanding the behavior of the agent,

evaluating the quality of the model, and improving the performance of the training.

Thus, the UI designed for ML experts improves the explainability of agents’ behaviors by

visualizing the internal state of the model and providing interaction between users and visualized

data. The beauty of this approach is to o�er an interaction with visualized data where ML experts

can freely change the representation of detailed data about an agent which may lead to precise

understanding of an agent’s behavior. However, it generally requires an expert knowledge and
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high cognitive load to recognize the pattern of the agent’s internal state. Additionally, another

limitation of the current approach is that these UIs only work with speci�c types of models, which

limits the capability of providing contrastive explanations.

Figure 2.12: Four representative visualization interfaces for ML experts; (a) LSTMvis [73] for

analyzing and debugging internal memory patterns of LSTM, (b) RNN Evaluator [59] for evaluating

and debugging RNN that performs natural language processing.
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Figure 2.12: (Continued) Four representative visualization interfaces for ML experts; (c) DR-

LVis [39] for analyzing and debugging internal memory patterns of LSTM for reinforcement learn-

ing, and (d) DQNVis [85] for the learning process of DQN for reinforcement learning.

2.4.2 User Interfaces for non-ML Experts

Compared to UIs designed for ML experts, there are fewer examples of applications. A typical

example of UIs for domain experts without ML expertise is shown in Figure 2.13. The approaches

used for this type of UI are the dynamics-based approach, the policy-based approach, and the

trajectory-based approach.

The dynamics-based and policy-based approaches can be considered as focusing on dependencies

to generate explanations. The dynamics-based approach focuses on the temporal dependencies of

di�erent two states to generate explanations. The policy-based approach is an approach that

emphasizes a dependency from an agent’s states to actions to explain its policy. As shown in

Figure 2.13, the explanations are provided to non-ML experts based on the RL expert’s knowledge
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about dependencies in an agent or an environment. This is considered an important point in

generating descriptive explanations for non-RL experts, as other studies have noted that including

expert domain knowledge in explanations improves user acceptance of those explanations [42].

On the other hand, the trajectory-based approach attempts to provide the chain sequence of

states and actions to users by visualizing replays and animations. Although this approach is not

a direct explanation, it can give the user useful information about the di�erent properties of the

agent’s policies. In a general example, this is similar to the experience of a person watching a few

minutes of a movie summary video on YouTube, which gives the user some understanding of how

characters in the movie experience and choose their actions. The advantage of this approach is that

it does not require domain knowledge, even in generating the explanation, and can be understood

by general users without descriptive knowledge of RL.

In summary, UIs for non-RL experts generally leverage domain knowledge and dependencies

in an agent’s states and actions when generating explanations. This is considered an e�ective

approach to increase the acceptability of the explanations. A new technique, trajectory-based UI

has great potential as a UI for non-RL experts because it does not require descriptive knowledge

about RL.
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Figure 2.13: Representative UI for non-ML experts: (a) UI that provides explanations for au-

tonomous robot behavior using policy-based approach, (b) UI for explaining behavior of au-

tonomous control systems designed for plant operations using dynamics-based approach.
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Figure 2.13: (Continued) Representative UI for non-ML experts: (c) an interface that replays the

distinctive behavior of RL agents.

2.5 Summary

A number of XAI approaches from a computer-centric view have been proposed for the purpose of

either clarifying the learning mechanism of neural nets or understanding the behavior of agents that

cooperate with humans to perform tasks. For the former purpose, many of the proven approaches

used in supervised learning have been employed, but these have the disadvantage of not preserving

temporal dependencies in the RL dataset. The latter purpose builds explanations based on de-

pendencies, but most explanations require knowledge about RL to understand the dependencies.

Recently, an innovative approach that does not require knowledge about RL has been proposed.

This approach uses animations or graphical models to visualize trajectory, but visualization meth-

ods to improve explainability have not been fully explored.

Previous works in the �eld of philosophy and psychology provide the possibility of good ex-

planation from the user’s perspective that current XAI research can address. The review of these

works shows that dependencies are essential for explanations, and that counterfactual explana-

tions are particularly important to provide good explanations in XAI. Furthermore, it should be

noted that contrast can easily provide counterfactual explanations. This suggests the importance

of model-agnostic XAI, which can compare the behavior of various agents.

However, even if good explanations are extracted from the whole set of possible explanations,

it remains di�cult to select the best explanation for a user as argued in Rashomon e�ect. The
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interactive UI that has been researched in the �eld of HCI provides the potential to make it easy for

users to �nd the best explanation. Currently, most of the UIs are designed for RL experts that aim

to improve explainability of an agent’s behavior. On the other hand, there are few interactive UIs for

non-RL experts that allow them to understand agent behavior without descriptive knowledge about

RL. This fact supports the need for further exploration of algorithms that improve explainability for

non-RL experts, such as the trajectory-based approach, and model-agnostic XAI that can provide

contrastive explanations.
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CHAPTER 3
ABSTRACTED TRAJECTORY VISUALIZATION FOR
EXPLAINABILITY IN REINFORCEMENT LEARNING

In the previous chapter, I explained how past research has improved explainability in RL from the

perspectives of computer-centric, user-centric, and HCI views. In this chapter, I will �rst organize

the research gaps based on the literature review in the previous chapter and propose XAI with

abstracted trajectory visualization as a solution. Then, in order to examine the explanatory power

of the abstracted trajectory visualization, this chapter will introduce a machine learning algorithm

to generate the abstracted trajectories. The �rst prototype of an interface for abstracted trajectory

visualization will also be proposed. The later part of this chapter will provide a preliminary

evaluation of the �rst prototype of the interface to examine the usability and e�ectiveness of the

interface and the trajectory abstraction method. The preliminary study result suggests that the

trajectory abstraction method facilitates non-RL experts to infer the behavior patterns of RL

agents. The contents in this chapter is adapted from work that was published and appeared at AI

& HCI Workshop at ICML 2023.

State trajectory abstraction and visualization method for explainability in reinforcement

learning. Yoshiki Takagi, Roderick Tabalba, Jason Leigh. AI & HCI Workshop at the

40 th International Conference on Machine Learning (ICML), Honolulu, Hawaii, USA.

2023.

This chapter is organized as follows; The next section explains the research gaps and solution.

Then, the details of a model-agnostic trajectory abstraction algorithm and its visualization interface

will be proposed in section 3.2 and 3.3. From section 3.4 through 3.6, preliminary evaluation, result,

and discussions are provided; Finally, section 3.7 gives a summary.

3.1 Research Gaps & Proposed Solutions

This section presents the research gap that drives the direction of this dissertation, and o�ers a

solution to bridge for this research gap.

3.1.1 Research Gaps

From the summary of the literature review in the previous chapter, the following research gaps are

identi�ed from the computer-centric, user-centric, and HCI views:

• From Computer-centric view: The trajectory-based approach is not fully investi-

gated
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• From User-centric view: Model-agnostic XAI has great potential to provide con-

trastive explanations

• From CHI view: There are few UIs for non-RL experts. Also, the potential for

interaction in trajectory visualization interfaces to improve explainability has not

been fully explored.

3.1.2 Solution

Based on the above research gaps, this study aims to provide a model-agnostic XAI interface for

non-RL experts that utilizes the trajectory-based approach. To realize such interface, this study

takes the following steps.

1. Propose model-agnostic trajectory abstraction algorithm

I propose a model-agnostic trajectory abstraction method using a variational au-

toencoder (VAE). This will allow non-RL experts to compare the behaviors of

various agents in the same UI and present more contrasting information to them.

Details will be explained in Section 3.2.

2. Propose a new visualization interface for abstracted trajectories

Since a question of how abstracted trajectory can be visualized to improve ex-

plainability for non-RL experts remains open, I will examine a couple of patterns

of trajectory visualization ideas in a user study. The details of the visualization

design will be explained in Sections 3.3. Also, the details of the preliminary study

to evaluate the interface will be explained in section 3.4.

3.2 Model-agnostic Trajectory Abstraction Algorithm

This section provides the details of an algorithm to extract transitions between the major states

of various RL agents. As shown in �gure 3.1, the entire process of the algorithm has three steps:

trajectory extraction, trajectory abstraction and abstracted trajectory visualization. Outline of

each step is as follows:

In step 1, states in each time frame xt are encoded in a low-dimensional latent variable zt, where

the state xt is a game image at time frame of t. The encoder uses the encoder portion of the VAE

trained on the same image dataset. In this process, the original trajectory, which is the series of

game images, is projected to a lower dimensional latent space.

In step 2, the encoded states in the latent space are abstracted via clustering techniques. This

process allows similar states to be aggregated into a single cluster.

In step 3, a graphical model is inferred by evaluating the transitions of the clusters and express-

ing these transitions as a directed graph. The nodes of this graphical model represent the clusters
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of the clustering method used in the step 2. In this way, the algorithm generates an abstracted

graphical model of the trajectory.

In the following subsections, the trajectory extraction, trajectory abstraction, and the visual-

ization of the graphical model will be described in more detail.

Figure 3.1: The process of generating abstracted trajectories from input images that a RL agent
observed. The features z (latent variables) are extracted from the input images x with VAE (See
section 3.2.1). The extracted features z are abstracted by spatio-temporal clustering (See section
3.2.2).

3.2.1 Trajectory Extraction

To extract interpretable series of features without human supervision, this study used a machine

learning model called Variational Autoencoder (VAE) . Given an input item x, the goal of the

VAE is to learn a vector z that captures the features of x in a disentangled manner (see Figure 3.2

(a)). For example, when the VAE trained with images of Breakout, a game in which the player
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