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Abstract

Organizations are recognizing the inherent potential
of tapping into their existing knowledge base of
historical data, employing data-centric and Al-driven
systems to ameliorate their customer support process.
However, as is often the case with transformative
advancements, this vision poses its challenges. Central
among them is the concern for privacy and data
protection. Before an Al-driven system can be
utilized, it is crucial to ensure that the contents of
the knowledge base, which often carries sensitive
personally identifiable information (PII), are thoroughly
anonymized.

This paper proposes an anonymization solution
tailored for the support ticket data of an industrial
automation company.  The anonymization solution
was  developed by  comparatively  evaluating
machine-learning-based  approaches  based  on
state-of-the-art transformer architectures. According to
the evaluations and experiments in the domain-specific
context, the best-performing architectural approach
is an ensemble approach, combining multiple
transformer-based language models trained to perform
Named Entity Recognition with static, pattern-based
approaches.  Satisfactory results for the use case
with an overall recall of PII entities of more than
97%, which therefore come close to state-of-the-art
performance from other domains, have been achieved
by this approach, which also involved fine-tuning
language models on domain data to further improve the
performance.
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1. Introduction

In the current industrial landscape, organizations
are increasingly compelled to streamline their customer
support process.  Utilizing the existing knowledge
base of similar and already resolved support tickets
can help to address an overwhelming volume of
incoming support inquiries more effectively.  The
information extracted from previous support tickets can,
for example, be presented to the customer support agent,
aiding their decision-making process by providing
context and insights from past resolutions. This data
can also be utilized to autonomously answer inquiries
based on previous answers that resolved similar issues,
ensuring consistency and efficiency in customer support.
However, the road to this innovation comes with its
own issues and challenges. Support tickets, in their
essence, contain personally identifiable information
(PII) of individuals as well as organizations. To be
able to - or to some extent even be legally permitted
to - process historical support ticket data, privacy
implications associated with accessing this goldmine of
data must not be neglected. Therefore, the requirement
for data protection and privacy of the data at hand
can be seen as a roadblock to data-driven innovation
(Ortega-Fernandez et al., 2022), and the task of data
anonymization serves as an initial foundation toward
realizing such innovation.

In the context of this work, data anonymization is
defined as the redaction of PII from unstructured, textual
data, ensuring both legal compliance and the prevention
of compromising individual or organizational privacy.
Ensuring data confidentiality and privacy is becoming
increasingly relevant and difficult, particularly when
navigating the complexities of machine-learning-based
software systems, where potential avenues for data
leaks are expanding and the necessity for robust
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data protection is intensifying. Not disclosing any
personal information about individuals or organizations
occurring in the processed data in any form is not only
essential to one’s reputation and trustworthiness but also
strictly regulated by privacy laws such as the GDPR
of the European Union and other various jurisdictions
(Weitzenboeck et al., 2022).

An anonymization solution for an industrial
automation company’s support ticket data was created,
with the goal of removing PII entities from the data
while preserving its utility for data analysis and other
downstream tasks that help ameliorate the customer
support process.  The main challenge is finding
and removing PII entities in unstructured text fields
within the support ticket data, which includes textual
problem descriptions or written communication with the
customer support team. Anonymization of such textual
data is a problem of high complexity and therefore
becomes an insurmountable challenge for organizations
aiming to utilize the existing knowledge base of
historical support ticket data securely. Solving this
particular challenge might be the enabler for a variety
of data-centric innovations in various industry areas, as
it allows companies to process all the historical data at
hand to gain core business insights. While the relevance
of anonymization and de-identification of unstructured
data in industry is therefore incontrovertible, many
scientific works identify a research gap in exactly that
area (Lison et al., 2021; Ortega-Fernandez et al., 2022;
Weitzenboeck et al., 2022). This is partly because most
literature on data anonymization in the past focused
on structured data such as tabular data, rather than
unstructured, textual data (Weitzenboeck et al., 2022).

2. Related Work

Literature on anonymization of unstructured data is
most comprehensive in the medical field. However,
findings from that area cannot easily be adapted to
other domains due to the domain-specific nature of the
anonymization challenge. As there is no one-size-fits-all
solution, privacy protection must be analyzed on
a case-by-case basis, employing use-case-specific
evaluation criteria. To the best of our knowledge, no
evaluation of anonymization approaches exists for the
domain-specific context of support ticket data.

2.1. Anonymization of Clinical Texts

Presumably, the field where the most extensive
research has been done in the area of data anonymization
for textual data is the medical domain (Lison
et al., 2021), which focuses on the detection and
de-identification of protected health information (PHI).

The drive behind this research is not only attributable
to the HIPAA Privacy Rule (Gardner and Xiong,
2009) but also to several competitions and associated
de-identification data sets with manually annotated
PHI categories published by the i2b2 (Informatics
for Integrating Biology and the Bedside) initiative
(i2b2, 2022) . These challenges inspired activity in
the medical field focusing on de-identifying clinical
notes (Lison et al., 2021). Since the release of the
12b2/UTHealth shared task (i2b2, 2014), the field has
seen numerous advancements. The majority of work in
this field can be broadly classified into three categories:
static rule-based approaches, machine-learning-based
methods, and hybrid strategies integrating elements of
both, with the latter proven to be the most effective
approaches in the context of clinical texts.

Initially, conditional random fields (CRF) introduced
by Lafferty et al. (2001) were the most commonly
used architectures among machine-learning-based
approaches for the anonymization of clinical texts
(Liu et al., 2017; Morrison et al., 2009). The first
deep-learning-based approaches incorporating neural
models for the sequence labeling task of identifying
personal data (Dernoncourt et al., 2016; Liu et al., 2017)
were based on a type of recurrent neural network called
Long-Short Term Memory Network (LSTM) introduced
by Hochreiter and Schmidhuber (1997), and achieved
what was back then state-of-the-art performance on
the ib2b data set. With the emergence of transformer
architectures (Vaswani et al., 2017), approaches relying
on various transformer variants achieved the most
promising results on the i2b2 data set (Meaney et al.,
2022). Recently, experiments on the i2b2 dataset
have also been conducted using large language models
(LLMs), showing promising results and indicating
potential future advancements in this area (Liu et al.,
2023).

2.2. Anonymization in other Domains

Outside the medical domain, literature on the
anonymization and de-identification of textual
data for other domains, or languages other than
English, is sparse. Eder et al. (2019) addressed
anonymization in German e-mail data, introducing
a novel dataset and emphasizing pseudonymization
through surrogate generation. Francopoulo and Schaub
(2020) explored anonymization in French, targeting
legal and administrative documents in customer
relationship management. In the German financial
and legal sector, Biesner et al. (2022) evaluated both
recurrent neural networks and transformer architectures.
Another approach also related to the scope of this work
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and therefore worth mentioning is proposed by Anjum
et al. (2021), who frame the problem of anonymization
of unstructured text differently and consequently lay
the foundation for other valid techniques in the future.
The authors model the task as a sequence-to-sequence
learning problem instead of a token classification
problem. Instead of trying to classify PII entities based
on the encodings by a language model and replacing
them in a subsequent step, the encoder-decoder model
learns to directly output the redacted text which no
longer includes PII entities (Anjum et al., 2021).

3. Methodology

The research work aspires to evaluate the
status quo of anonymization of textual data using
machine-learning-based approaches, in particular
for the domain of support ticket data. To allow for
conducting a comparative evaluation of different
approaches to PII detection and anonymization, a
comprehensive data set consisting of domain-specific
textual data is required, along with objective metrics to
evaluate the performance of each approach.

3.1. Data

Historical support ticket data collected between
2015 and 2022 from a worldwide operating mechanical
engineering company served as the study’s dataset
at focus. The dataset comprises customer support
requests and related information collected from over
50 countries, totaling nearly 200,000 support tickets.
While the dataset includes multiple languages, the study
focuses on German and English, which represent over
85% of the support ticket data of the company. A
support ticket consists of a headline, a lengthy textual
issue description, and metadata. The support ticket
data includes conversational data from text messages,
emails, or even notes from phone calls between the
ticket reporter and support staff from different levels of
customer support.

In the scope of this study, PII refers to identifiable
information that uniquely identifies individuals or
organizations appearing in the data. Seven PII
entity types were identified as the most commonly
occurring in the support ticket data and are therefore
the main focus point of this study. For persons,
these include names (entity type PERSON), email
addresses (EMAIL_ADDRESS), and phone numbers
(PHONE_NUMBER). For companies, in addition to
email addresses and phone numbers, company names
(ORGANIZATION), and website links (URL) are
identified. To hinder inference of business relationships,
location information is also anonymized (LOCATION).

Anonymization ensures that the data can no longer be
attributed to a specific individual or organization.

Human domain experts manually annotated
occurrences of PII entities in the textual data. The
annotation process utilized a web-based data annotation
tool for marking specific text passages. The result of this
manual labeling process was 24,000 annotated texts,
serving as the data basis for this work. Approximately
half of the support ticket description texts contain at
least one PII entity. The entity type PERSON is the most
common, accounting for over half of the total PII entities
identified. EMAIL_ADDRESS and PHONE_NUMBER
entities combined represent about 25% of the total
entities, while company names (ORGANIZATION) and
their locations and addresses (LOCATION) account for
approximately 10% each. The remaining 5% are URL
entity types. The manually annotated text data forms
the gold standard for evaluations and experiments. The
anonymization solutions are evaluated using a constant
test set of 1500 texts randomly sampled from the
24,000 manually annotated texts. The anonymization
approaches and solutions analyze these input texts
and attempt to detect PII entities. The analysis results
are then compared to the manually labeled results
on a word-by-word basis, enabling the calculation of
accuracy metrics for each approach. This provides
empirical data about the performance of each approach
and facilitates a comparative evaluation.

3.2. Maetrics

Two primary evaluation metrics are considered in
this study: F-Measure and missed PII percentage. The
F-Measure evaluates the balance between precision and
recall. A F-Measure with a 3 weight factor of 2.5 is
used as the principal performance metric. This 8 value
of 2.5 is also the default setting chosen by the Presidio
framework (Mendels et al., 2018) employed in this
study, hence giving more weight to recall than precision,
which aligns with the goals of the data anonymization
use case at hand.

The second metric, missed PII percentage, calculates
the number of entities not detected during the
anonymization process and therefore remaining in the
data. This is comparable to but not exactly identical
to the recall of entities, because e.g. wrongly labeled
PII entities, which are identified as PII entities but were
wrongly classified as another entity type are regarded as
a false-negative for the calculation of the entity-specific
precision and recall. However, the entity would still
be anonymized and therefore have a lesser impact than
completely missing the entity.
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When performing data anonymization and redacting
certain information from the data, a certain loss of
data utility is often the inevitable consequence, making
data anonymization an even more challenging and
complex task. The challenge of data anonymization
is, therefore, a trade-off between privacy and loss
of data utility., How to measure data utility and
the loss thereof empirically remains an open question
(Lison et al., 2021). Ultimately, data utility is
determined by the purpose for which the data will
be used, which makes measuring general data utility
virtually impossible. Feyisetan et al. (2020) propose to
measure utility loss by assessing the difference in the
performance of benchmark downstream tasks (such as
sentiment classification), comparing the difference in
performance when using the original texts versus the
anonymized texts. As the downstream analysis tasks the
anonymized data in this specific use case and therefore
also a meaningful measure of data utility is yet to be
determined by the time of developing the anonymization
solution, other approximations of a data utility measure
need to be utilized. The performance of the overall
system in terms of recall can be seen as reflecting
the degree of privacy, as a high recall ensures a low
number of false negatives and missed PII percentages.
In the same way, high precision is correlated with the
remaining utility of the text data (Lison et al., 2021), as
it ensures a low number of false positives, and therefore
also limits the number of non-PII entities being redacted
from the text. Hence, maximizing precision becomes
crucial in maintaining the balance between effective
anonymization and the preservation of data utility.

4. Case Study

The surrounding research project including this
work of developing an anonymization solution focuses
on increasing automation in customer support for
a mechanical engineering company in the industrial
automation sector. To minimize the workload of
customer support staff, a data-centric approach is used
that leverages historical data. One key approach in
this regard is the identification and retrieval of similar
support tickets from the data. This allows information
from similar tickets to be extracted to suggest actions
or responses that have helped resolve similar issues in
the past. In an ambitious leap towards full automation,
the research project also focuses on developing a system
that is being designed to auto-generate and suggest
answers to incoming support tickets. Through the
assimilation of machine learning algorithms, the system
is envisioned to not only suggest possible solutions but
to evolve and adapt over time, progressively enhancing

its accuracy and relevance in response generation. This
approach promises to reduce the turnaround time for
customer support queries, thereby improving customer
satisfaction and allowing the support staff to focus their
expertise on more complex, nuanced issues.

Designing these approaches, however, abides by
the risk of disclosure of personal data included in the
support ticket data at hand, which is an issue that
should be addressed from the inception of the project.
The historical data at hand, primarily unstructured,
necessitates an anonymization process before it can be
used for data analysis and as input data for machine
learning models aimed at enhancing support automation.
An anonymization solution is developed to detect PII
in support tickets and de-identify the data by replacing
these entities with specific tokens.  Anonymizing
support ticket data, especially unstructured textual
data, poses unique challenges.  The data varies
in format, length, and language (though this study
focuses on German and English). Issues such as
typos, misspellings, and domain-specific jargon further
complicate the process. The solution must avoid
mistaking essential domain terms (such as product
identifiers) as PII, to prevent critical data utility
loss. The case study aims to create a solution that
adheres to privacy laws by employing state-of-the-art
anonymization techniques, while also maintaining data
utility.

4.1. Architecutral Approach

The architecture of the anonymization solution,
designed through an iterative development process of
evaluation, error analysis, and continuous improvement,
aims to combine static, rule- and pattern-based
recognizers — developed from historical support ticket
data, using regex-patterns, phone number detection, and
other known PII patterns — with machine learning
models for Named Entity Recognition, forming an
ensemble architecture to enhance PII detection efficacy.

Figure 1 shows the overall architecture of the
developed anonymization solution which is built up as
follows: First, the input text is passed to a tokenization
module, which performs pre-processing steps such as
tokenization of the raw text data. Then, a language
detection layer detects the language of the input text,
which is then passed in parallel to multiple layers of
NER modules, which utilize language models trained
for NER provided by third-party frameworks. For each
of these NER layers, separate models for each supported
input language are defined in the configuration, and
the input text is passed to the model defined for the
respective language that was detected in the previous
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Figure 1. Architectural Approach

step. The input text is also handed to the static rule- and
pattern-based recognizers, which also analyze it for the
occurrence of PII entities. The analysis results from the
various static and machine-learning-based recognizers
are combined and filtered according to a pre-defined
ignore list and confidence score threshold. In the
anonymization step, which takes the input text and the
detected PII entities as input, the found PII entities are
redacted from the text and replaced with a token specific
to the entity type.

The anonymization solution is based on Presidio
(Mendels et al., 2018), a customizable open-source
data protection and anonymization API developed
by Microsoft. Implemented in Python, it provides
a framework to detect and anonymize PII entities
utilizing predefined code (so-called recognizers) and
also supports the addition of custom, domain-specific
recognizers. The anonymization developed with this
framework solution takes unstructured text as input, uses
recognizers to identify PII entities, and then anonymizes
them by replacement with specific tokens. Presidio is
adaptable, combining rule-based and machine-learning
recognizers and incorporating third-party frameworks.
Presidio Research (Microsoft, 2022), a supplementary
framework also developed by Microsoft, is used for
continuous performance evaluation of the overall system
throughout the iterative development process.

5. Evaluation

In each evaluation step of the anonymization
solution, the overall performance of the anonymization
solution is evaluated using Presidio Research as a
framework to calculate the accuracy of the PII detection
in terms of precision and recall broken down by PII
entity types, as well as the overall performance measures
of F-Measure as described in section 3.2. For the
evaluations to be comparable, the metrics are calculated
for a validation set of 1500 texts randomly sampled from
the labeled support ticket data.

After evaluating the performance of the
out-of-the-box Presidio implementation (v. 2.2.30),
which was found to have major limitations, the study
progressed by adapting the individual components and
built-in recognizers and introducing techniques such
as language detection. Different configuration options
of the system were experimented with, to optimize the
system’s performance by finding the best configuration.
The anonymization solution was enhanced through
multiple layers of NER to improve its capability of
detecting PII entities. Various NLP frameworks were
evaluated, including spaCy (v. 3.3.1) with models such
as en_core_web_lg for English and de_core_news_lg
for German (Honnibal and Montani, 2017), as well as
Flair (v. 0.11.2) using the ner-english-large model for
both German and English text (Akbik et al., 2019).
Additionally, transformer-based models provided by
Hugging Face were considered for the NER tasks. From
the transformer-based models that were evaluated,
variants of RoBERTa and XLM-RoBERTa language
models achieved the best results on the test data. The
limits of the various NER models were then addressed
by applying the concept of fine-tuning, adapting them to
the domain context and further improving the accuracy
of the overall system. The possibility of combining
these different language models for NER in a so-called
ensemble architecture is also evaluated, which provides
the best results on the validation set consisting of
German and English support ticket data.

6. Results

Recapping the results collected by the series of
experiments conducted on the data set, key takeaways
can be derived. In general, numerous possibilities for
improvement of the overall anonymization solution by
various adaptations and extensions could be identified.
Table 1 shows the significant milestones in the
continuous development process.

The initial solution, which was achieved by applying
out-of-the-box Presidio (Presidio), provided mostly
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Table 1.

Evaluation Results

Presidio Customized Presidio Ensemble Fine-Tuned Ensemble

Precision | Recall | Precision Recall Precision | Recall | Precision Recall
PERSON 6.1 75.9 49.2 56.6 60.7 95.8 934 96.3
ORGANIZATION 1.6 61.7 4.9 52.5 32.5 96.4 39.9 93.8
LOCATION 10.2 34.5 15.6 36.4 28.0 80.3 73.4 95.2
EMAIL_ADDRESS 100.0 96.8 98.9 94.7 98.3 61.7 98.4 67.0
PHONE_NUMBER 75.0 91.0 76.3 85.4 75.7 96.8 74.6 87.4
URL 9.9 36.5 68.6 78.3 68.6 78.3 68.6 78.3
OVERALL 6.3 81.4 26.2 64.8 51.6 95.2 78.4 96.9
F-Measure 30.8 53.9 85.3 93.8
Missed PII % 18.6 35.8 4.8 3.2
decent results in terms of recall of PII entities. However, Table 2. Final Result
the exaggerated number of false positives, mainly Precision | Recall
for PERSON, ORGANIZATION, and LOCATION PERSON 932 953
entity types, limited the overall accuracy, resulting ORGANIZATION 44.5 96.0
in an F-Measure of only about 30%, which meant LOCATION 83.9 97.2

that the out-of-the-box solution was not applicable
without adjustments. By improving the configuration
of Presidio and introducing new models of the
built-in spaCy solution (Customized Presidio), the
overall performance could be improved to achieve an
F-Measure of over 53%. The resulting increase in
precision achieved by the adaptations was accompanied
by a significant drop in terms of recall. Introducing
additional layers of NER-based recognizers to the
Presidio PII detection boosted the evaluation results
(Ensemble). By accompanying the default spaCy
NLP engine with NER models provided by the Flair
framework and Hugging Face transformers respectively,
an F-Measure of 85% was achieved on the test set, with
an outstanding improvement in recall, which resulted in
the successful detection of over 95% of PII entities. By
fine-tuning the transformer-based NER models using the
labeled data (Fine-Tuned Ensemble), it was possible to
increase the precision score from about 51% to almost
80%. With all these adaptations and improvements,
the final anonymization solution was able to achieve an
F-Measure of almost 94% on the validation data set.

6.1. Evaluation of the Overall System

Taking all the insights from the previous evaluations
into account, an anonymization solution was assembled
that combines all the adaptations and modifications
shown to improve the performance of the overall
solution in terms of accuracy. This solution
most prominently features language detection, static
recognizers customized to the domain, and fine-tuned
versions of models provided by spaCy and Flair
respectively. The developed anonymization solution,

EMAIL_ADDRESS 98.2 87.9
PHONE_NUMBER 71.5 87.6

URL 67.7 78.7
OVERALL 78.0 97.2
F-Measure 93.9
Missed PII % 2.8

whose architectural approach was described in more
detail in figure 1, is once again put to test on a set of
support tickets to evaluate the performance of the overall
anonymization solution that is applied to anonymize the
support ticket data at hand, and to get a final estimate of
the evaluation metrics on an individual test set of 3000
texts, randomly sampled from the labeled support ticket
data. The results of this evaluation are shown in table 2.

Insights from the final evaluation of the assembled
anonymization solution show that the performance in
terms of recall is satisfactory, with over 95% for each
of the entity types PERSON, ORGANIZATION, and
LOCATION. These are also the entity types that are
mostly detected via the NER-based PII recognition, thus
profiting most from the addition of NER layers as well
as the fine-tuning process. One prominent limitation of
the solution is the marginal precision measure of the
ORGANIZATION entity type at below 45%. Another
striking result at first glance is the relatively bad
performance for both URL and EMAIL_ADDRESS
entities. These results can be explained by the nature
of the underlying support ticket data at hand: The
textual descriptions and messages of the support tickets
mostly contain quite unstructured, long, and complex
URLs to internal documentation and other systems,
which the anonymization solution is not always able to
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detect accurately. As for the EMAIL_ADDRESS entity,
the inaccuracies can be explained by the structure of
company-internal email addresses, which are not in a
usual pattern of email addresses, but rather are presented
as a combination of the person’s name, business unit,
and location, which leads to a relatively high number
of misclassified entities. Throughout the experiments
conducted with different approaches, the detection of
the ORGANIZATION entity type presented the most
significant challenge, exhibiting substantial fluctuations
in accuracy measures. For arguably the most important
entity type, as it directly includes personal names, the
entity type PERSON, the best overall results in terms
of accuracy are reported, with a recall of over 95%
while achieving a precision of over 93%. Overall, the
evaluation employing the independent data set results
in an F-Measure of 93.9% and a missed PII percentage
below 3%.

Based on these reported measures, it can be
concluded that there is a high level of confidence
that the proposed approach represents the current state
of the art for the given domain and the context of
textual support ticket data. This hypothesis is supported
by a comparison with the benchmark for NER and
PII detection in the medical field, the CoNLL 2003
benchmark data set, which at the time of writing is
reported between 94% and 94.6% (“Papers with Code
- Named Entity Recognition”, 2022). Keeping in
mind that the support ticket data consists of texts with
higher variance in type, format, structure of the text,
style of writing, and length due to the nature of the
text messages being sent between support staff and
customers (including possible spelling errors), some
drop-off in accuracy is well expected when comparing
the results to a domain better covered by literature. In
conclusion, the developed and presented anonymization
solution provides satisfying results to be applied to the
support ticket data to sufficiently anonymize the data.

6.2. Final Anonymization Results

Extracting the results of the evaluation on the test
set, in particular the list of false positives and false
negatives, the outcomes were re-examined by domain
experts. This additional analysis aimed to identify issues
that indeed prove problematic for the anonymization.
Issues that could potentially result in re-identification
due to insufficient redaction of personal data for false
negatives, or lead to reduced data utility for false
positives. The mistakes according to the evaluation were
re-examined regarding their level of concern.

Figure 2 shows the confusion matrix for the PII
entity types, where “O” represents “other” entities,

meaning non-PII entities. The confusion matrix shows
that about 23% of EMAIL_ADDRESS entity types
are detected as names. This is a comprehensible
result, as email addresses commonly include names.
This is not a concern, as the detected person entities
are within the EMAIL_ADDRESS entity boundaries,
so the anonymization step of the anonymization
process would still replace the name correctly with an
EMAIL_ADDRESS token. Apart from these issues,
the anonymization algorithm performs comparatively
the worst for LOCATION entities. This is since for
some addresses occurring in the ticket data, parts of the
address, such as house number or parts of international
zip codes, are not detected as such. While this is not
ideal, the major part of the address is still anonymized,
making re-identification of full addresses impossible for
most cases.

EMAIL_ADDRESS

LOCATION

PHONE_NUMBER

URL

-o0

LOCATION
NIZATION
PHONE_NUMBER

EMAIL,

Figure 2. Confusion matrix

The result of the missed PII entities measure reported
at about 3% was post-processed by adjusting entities
detected as false negatives by the evaluation but are
non-issues for the perceived performance. These
non-issues, for example, include entities that are very
specific to the domain and the context of the industrial
automation company providing the support ticket data,
for which there is no need to be anonymized. An
example of such an entity would be URLs that refer to
the industrial manufacturer’s own community website
or PERSON entities that solely consist of the initials
of a person. Furthermore, the occurrence of words
and phrases that were simply mislabeled by human
experts during the labeling process was also adjusted.
These errors by human labelers are not surprising,
as the manual tagging process can be seen as costly,
time-consuming, and, most importantly, prone to errors
to some extent (Bier et al., 2009).

After this adjustment, the percentage of missed PII
entities is reported at about 0.8%. As seen in table 3,
the majority of the total missed PII entities are from
the LOCATION type, mostly due to the aforementioned

Page 1561



Table 3. Total Missed PIl percentage

annotation missed | total | percentage
EMAIL_ADDRESS 0 681 0.0%
LOCATION 21 605 3.5%
ORGANIZATION 6 551 1.1%
PERSON 1 1401 0.1%
PHONE_NUMBER 2 570 0.4%
URL 0 83 0.0%
TOTAL 30 3891 0.8 %

issues with parts of addresses. For the most commonly
occurring entity type, PERSON, the percentage of
0.07% is negligibly low. Based on these examination
results, the developed anonymization solution for the
support ticket data is capable of anonymizing PII entities
occurring in the data sufficiently for the underlying
use case. In conclusion, while no benchmark or
open-access results that are exactly comparable to the
domain-specific problem of anonymization of support
ticket data can be found in literature, the comparison
to the mentioned benchmarks from other domains
allows arguing that our anonymization algorithm
achieves state-of-the-art performance in the detection
and anonymization of PII entities in the domain-specific
context.

7. Conclusion

With the increasing need for organizations to
leverage unstructured data while complying with
privacy regulations, anonymization of textual data, such
as support ticket data, has become crucial. In the
context of textual support ticket data, anonymization
is required to protect customers’ privacy and to
prevent eventual downstream applications that utilize
historic support ticket data from introducing PII-related
bias. Machine-learning-based approaches have shown
promise in the detection and anonymization of PII
entities in textual data.

The conducted experiments and evaluations show
that using the Presidio framework as is, with
out-of-the-box configurations and the built-in spaCy
NLP framework for NER, achieves quite decent results
in terms of recall of over 80% at the detection of PII
entities, but poor precision of only 6%. By refining
the available configuration options and experimenting
with different language model versions and architectures
as well as combining the best-performing models from
various NLP frameworks in an ensemble architecture,
it was possible to improve the overall performance
of the PII detection, achieving an F-Measure of over
85% on the test data set. The comparative evaluations

also revealed several insights into the performance
of these machine-learning-based approaches when
applied to the detection of PII entities in textual
support ticket data.  The results, some of which
varied significantly, show that size, architecture, and
training techniques are all of key importance for
the accuracy of the models in the domain-specific
context. Some counterintuitive results have shown
that newly introduced language detection is sometimes
detrimental to overall performance and its effectiveness
very much depends on the utilized models. Ultimately,
machine-learning-based approaches that incorporate
NER for the detection of PII entities in textual data
prove to be very effective in the domain-specific context
of support ticket data, particularly for PII entity types
that are not easily ascertainable by predefined patterns,
such as the types PERSON, ORGANIZATION, and
LOCATION, which are PII entity types that are very
crucial for the performance of the anonymization
solution.

Finally, fine-tuning language models to adapt to
the domain language and context has proven to be
a highly effective strategy for improving the overall
accuracy of machine-learning-based approaches. By
fine-tuning language models, it can be assured that
the models are further trained on data that is similar
to the target domain, which can significantly improve
the performance of the models.  Fine-tuning can
also address the issue of the limited availability
of annotated data in the target domain, as it
allows one to leverage pre-trained language models
and adapt them to the specific domain. Overall,
this approach has shown very promising results
and has the potential to significantly improve the
accuracy of machine-learning-based approaches for text
anonymization in the domain-specific context of support
ticket data.

8. Ciritical Assessment and Limitations

The main contributions of this work are on the
one hand the evaluation of state-of-the-art approaches
to the anonymization of textual data, applied in a
new domain of support ticket data. Anonymization in
this domain-specific context has not been thoroughly
evaluated by literature to the best of our knowledge,
therefore the takeaways provide a point of reference
for future research in that area. Another contribution
of this work is the exploration of language-specific
models and the effectiveness of language detection
in multilingual settings. The experiments revealed
some interesting and counterintuitive findings. While
language-specific models and language detection can
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improve performance, it is shown that sometimes a
well-performing model trained on a single language
can perform better for multilingual tasks as well. The
next contribution is the evaluation of an ensemble
architecture for anonymization and PII detection. It is
shown that different models and also other recognition
techniques based on static rules and patterns developed
by utilizing domain knowledge, can complement each
other well, and the ensemble approach significantly
improved performance compared to using a single
model, which indicates the usefulness of this type of
architecture for the use case. Finally, the evaluations
demonstrate the potential of fine-tuning language
models to achieve improved performance in terms of
accuracy. Fine-tuning can significantly improve the
performance of models for anonymization and PII
detection, leverage pre-trained language models and
adapt them to the specific domain. This approach can
be advantageous given the use case of anonymization
of textual data for various domains.  This work
aimed to evaluate approaches for the anonymization
of textual data, with a focus on a new domain with
domain-specific challenges. While the study produced
significant contributions to the field, it also has some
limitations that must be addressed. One concern is
related to the labeling of the support ticket data provided
to serve as the test set for the various evaluations.
Despite the effort put into manually labeling the data,
some errors and mislabeling are still likely to have
occurred. Text anonymization is a complex task that
goes beyond the detection of predefined categories
of entities, and there may be several solutions to it
(Lison et al., 2021), making it a time-consuming and
error-prone process for human annotators (Bier et al.,
2009). Therefore, the quality of the labeling may
have affected the overall results. Secondly, finding
the right trade-off between precision and recall was
not a trivial task for which there are clear criteria.
As the main objective of the anonymization solution
is to minimize missed PII entities as far as possible,
the business decision was made to use the F-Measure
with a § weight factor of 2.5 as the main performance
metric as discussed in section 3.2. This ensured that
the recall of PII entities would be weighted more than
the precision when comparing different approaches and
models. Optimizing the configurations for a balanced
F1 score as the main performance measure might have
yielded different results. Another limitation of this
work is its overall generalizability. The evaluations
are limited to a specific domain and somewhat biased
towards the company from which the support ticket data
was collected. Therefore, the findings of this study may
not apply to other domains.

8.1. Outlook and Future Research

The field of data anonymization for textual data is
constantly evolving, and new challenges continue to
emerge with the ever-increasing amount of data being
generated and collected by companies. In this chapter,
some potential areas for future research concerning
machine-learning-based approaches will be discussed.

One potential area for future research is to develop
a general data utility metric for unstructured data.
Currently, there is no widely accepted method for
measuring the utility loss in anonymized textual
data (Lison et al., 2021), which makes it difficult
to objectively determine the usefulness of different
anonymization techniques. Developing a metric
would allow researchers to compare the utility of
the underlying data before and after anonymization,
enabling them to better understand the trade-offs
between privacy and utility. Fine-tuning has been shown
to be an effective method for improving the accuracy
of machine-learning-based anonymization techniques.
However, the evaluation of fine-tuned models in the
context of this work is often not exhaustive, leaving
potential room for even further improvement. Future
research should focus on exploring different training
hyperparameters and options for fine-tuning, such as the
training of larger models or training on more labeled
training data.

Most importantly, recent years have seen the
emergence of generative Al and large language models
(LLMs) in the field of natural language processing.
Models such as GPT-4 have demonstrated remarkable
capabilities. Given their success in various NLP tasks,
LLMSs could also achieve great results in when applied
to textual data anonymization. However, there is still a
notable lack of substantial research in this specific area.
Our preliminary evaluation of an out-of-the-box variant
of the Llama v2 70B (Touvron et al., 2023) model
applied to the anonymization tasks revealed limited
results. The model achieved an F-measure of about
67%, with a precision below 45% and a recall of around
75% for PII entities, which is significantly lower than
the F-measure of 93.8 achieved in this study. This
indicates that approximately 25% of PII entities were
missed, highlighting the necessity for fine-tuning LLMs
with domain-specific data to enhance their performance
before applying them to real-world anonymization tasks,
which is hindered by the need for extensive datasets
and even greater computing resources required. This
underlines the limitations of the zero-shot capabilities
of LLMs in effectively addressing the domain-specific
challenges of support data anonymization, which shows
that specifically designed ensemble architectures, which
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integrate transformer-based NER technologies, offer
several advantages and are therefore still considered
state-of-the-art in this domain. These NER-based
systems, when fine-tuned to a certain extent, align
more closely with the specific needs of support ticket
anonymization, as they provide a robust and balanced
approach.

In conclusion, the field of data anonymization of
textual data still seems to be in its early stages, and
significant work is needed to improve the accuracy and
effectiveness of machine-learning-based approaches.
Future research should focus on developing new
methods for measuring data utility, expanding on
existing approaches, and exploring new techniques for
improving the accuracy of anonymization techniques.
Addressing these research gaps could lead to improved
anonymization solutions, balancing the trade-offs
between privacy and data utility effectively.
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