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Abstract

Automated adversary emulators are increasingly
researched and applied, but their effectiveness remains
unclear. This paper empirically evaluates four
emulators using data collected from 1700 hours of tests
within a cyber range: Caldera, Deep Exploit, Infection
Monkey, and Lore. The outcome from each test was
scored according to fulfillment of different tactics in
MITRE ATT&CK.

The results show that Lore consistently discovered
all machines and compromised 97% on average.
Caldera discovered 27% and compromised 7%,
Infection Monkey discovered 23% but compromised
none, and Deep Exploit neither discovered nor
compromised any machine. All emulators generated
similar intrusion alerts except Caldera, which
triggered significantly more when starting with
elevated privileges.

Keywords: Automated adversary emulation,
Experiments, Network Security

1. Introduction

Cyber security threats are becoming increasingly
sophisticated and frequent. A common method to
proactively defend against these threats is to conduct
adversary emulation. This can, among other things,
identify vulnerabilities in live systems and train cyber
security analysts on how to best identify and respond to
threats.

While adversary emulation is useful, it is
costly, time consuming and personnel constrained.
Enterprise-level network vulnerability assessments can
require thousands of hours, and a large cyber defence

exercises such as Locked Shields1 can involve hundred
red team members (i.e., emulated adversaries) that
each spend weeks to prepare and execute the exercise.
As a consequence, automated adversary emulation
has become a trending research area (Zilberman
et al., 2020). Various adversary emulators have been
presented by industry and academia, such as Caldera
(Miller et al., 2018), Lore (Holm, 2022) and Infection
Monkey. However, it is largely unknown how well these
tools perform. This is the scope of the present paper:

Research Question (RQ): What is the
effectiveness of current automated adversary
emulators?

The remainder of the paper is structured as follows:
Section 2 presents related work. Section 3 describes
the studied automated adversary emulators and the
process for identifying them. Section 4 describes the
methodology of the study and Section 5 its results.
Finally, Section 6 concludes the paper.

2. Related Work

Research on automated adversary emulation has
increased in recent years, and there are several previous
studies that have compared different such tools.

Zilberman et al., 2020 present a comparison
of eleven open-source threat emulators: Advanced
Persistent Threat (APT) Simulator, Atomic Red
Team, Blue Team Training Toolkit (BT3), Caldera,
DumpsterFire, Infection Monkey, Invoke-Adversary,
Metasploit, Powersploit, Red Team Automation (RTA)
and Uber’s Metta. The authors examined how well
the tools were able to fulfill four different dimensions:
(1) environment (if an emulator can operate in a target
environment), (2) scenario definition (how well an

1An exercise hosted annually by the CCDCOE since 2010: https:
//ccdcoe.org/exercises/locked-shields/
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emulator can be adapted to a given context), (3) scenario
execution (execution options), and (4) operators (ease of
use). They found that Caldera fulfilled these dimensions
better than Infection Monkey. Notably, the tests made
by the authors did not include empirical tests of the
actual effectiveness of the tools with respect to different
adversary techniques.

Landauer et al., 2024 perform a similar evaluation
as Zilberman et al., 2020 of the tools ATTPwn, Atomic
Red Team, APTSimulator, Caldera, DumpsterFire,
Infection Monkey, Invoke Adversary, Metasploit and
Purplesharp. In addition to performing tool assessments
based on their documentation and source code (as
Zilberman et al., 2020), they also surveyed the opinion
of domain experts to investigate the importance of
different properties related to adversary emulation.
Their results showed that Caldera best satisfied the
examined properties among the tested tools.

Elgh, 2022 measured the number of event
logs generated by Sysmon when performing threat
emulations against a Windows system. The authors
examined the tools Invoke-AtomicRedTeam, Caldera,
ATTPwn and Red Team Automation. Their results
showed that Invoke-AtomicRedTeam was the noisiest,
with Caldera coming in second. They also showed
that ATTPwn generated more logs related to process
creation and network traffic, while Caldera generated
more logs related to Windows registry changes, loading
of image files (.dll files), and file deletions.

Orbinato et al., 2024 present an adversary emulator
called Laccolith. Dissimilar to most other adversary
emulators, Laccolith focuses on anti-evasion and installs
its agent in the kernel of the guest operating system
of a virtual machine. Consequently, their approach
only work for virtual environments. More specifically,
QEMU for the x86 64 instruction set architecture
running on a Linux host managed by Libvirt and with
hardware-supported virtualization based on KVM. The
authors compared their tool to Caldera by running both
tools against two Windows machines monitored by five
anti-virus solutions. The results from their experiment
showed that most actions by Caldera were detected by
all anti-virus solutions, while none of the actions by
Laccolith were detected.

Out of the tools tested by Elgh, 2022; Landauer et al.,
2024; Orbinato et al., 2024; Zilberman et al., 2020,
only Caldera and Infection Monkey are able to automate
the adversary process for a networked IT environment
without the need for an operator to manually plan or
select actions; the other tools at best automate tests on
singular compromised machines.

Unlike Elgh, 2022; Landauer et al., 2024; Orbinato
et al., 2024; Zilberman et al., 2020, the present

study empirically estimate the ability of different
adversary emulators to automate different tactics in
MITRE ATT&CK. Also dissimilar to these works,
only emulators that are capable of ’fully’ automating
adversary emulations are included.

3. Studied Adversary Emulators

This section describes the studied automated
adversary emulators and the process for identifying
them. GitHub was chosen as the platform to identify
tools from due to its popularity. The overall guidelines
for the search were:

• The tool should automate the discovery and
exploitation of networked systems without the
need for an operator to customize the tool for a
desired scenario or interact with the tool during
its execution.

• The tool should have been employed by others
than its creators.

• The tool should enable modern network security
engagements.

The first requirement meant that tools that
required an operator to direct them during their
execution were excluded. Two notable such
examples are PentestGPT (Deng et al., 2024)
and CAI (Mayoral-Vilches et al., 2025). These
leverage large language models (LLM) and rely on a
human-in-the-loop to guide them during their execution.
Their effectiveness is also dependent on the operator
having deep technical knowledge. To fulfill the second
requirement, only tools that had more than 50 stars on
GitHub were selected. A star on GitHub essentially
means that another GitHub user has bookmarked the
project and is interested in its progress. To fulfill the
third requirement, only tools that had been updated
during 2022 or later were included.

The GitHub search was performed as follows: First,
a list of tools that were deemed as imperative to include
was created. For a set of search keywords to be valid,
all these tools had to be included in the result. Second,
keywords related to three categories (overall domain,
specific domain and automation) were created2. At
least one keyword from each category had to be in the
title or description of a GitHub project to be included.

2The complete search expression was: OR([”network”,
”security”]) AND OR([ ”vulnerability”, ’metasploit’, ”nmap”,
”attack”, ”pentest”, ”penetration”, ”pen-test”, ”adversary”,
”red-team”, ”red-teams”, ”’red team’”]) AND OR([’”reinforcement
learning”’, ”self-learning”, ’auto’, ”automation”, ”automated”,
”automatic”, ”emulation”, ”emulated”, ”intelligence”, ”reasoning”,
”autopwn”])
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This search identified 23 257 GitHub projects. As a
second step, the readme-files of all these projects were
downloaded and processed using a set of undesired
keywords. This process was done separate to the first
step as GitHub only allows up to five keywords per
search.

Similar to the first search, the list of desired tools was
employed to ensure that these were not missed. This
process resulted in 354 projects. Finally, the GitHub
pages of these projects were manually examined to
select which tools that were deemed applicable for tests.
Apart from our in-house developed tool Lore (which is
not open-source), five tools were identified.

• AutoPentest-DRL3

• Deep Exploit4

• DeathStar5

• Caldera6

• Infection Monkey7

Of these tools, AutoPentest-DRL and DeathStar
were excluded after technical examinations. The authors
of AutoPentest-DRL write that ”The real attack mode
refers to using AutoPentest-DRL to conduct an actual
penetration testing attack on a real network. This
operation mode is experimental, and is only provided
for demonstration purposes.”8. Essentially, the end-user
is required to construct various data for the targeted
environment, and given such data, the attacks are still
only applicable for demonstration purposes. Death
Star automates the Empire framework9 and specifically
requires version 4 for API compatibility. The latest v4.x
of Empire was released early 2023 but causes Death
Star to fail during the domain reconnaissance phase,
preventing further functionality. Several earlier versions
were also tested, but these caused most actions to fail
due API compatibility issues. The most successful
attempt involved the repeated scheduling of ”list tasks”
actions to an agent, all of which ultimately failed due to
parsing errors.

The remainder of this section describe the tested
tools. The overall properties of the tools are presented
along the 14 tactics in the MITRE ATT&CK Enterprise
framework10 in Table 1. Table 1 present the percentage

3https://github.com/crond-jaist/AutoPentest-DRL
4https://github.com/TheDreamPort/deep exploit and https:

//github.com/13o-bbr-bbq/machine learning security/tree/master/
DeepExploit

5https://github.com/byt3bl33d3r/DeathStar
6https://github.com/mitre/Caldera
7https://github.com/guardicore/monkey
8https://github.com/crond-jaist/AutoPentest-DRL/blob/master/

user guide.md
9https://github.com/BC-SECURITY/Empire

10https://attack.mitre.org/

of techniques that has at least one sub-technique
supported by a studied adversary emulator. The
numbers within brackets concern the overall percentage
of sub-techniques supported for a tactic. The source
for the table is, along with all other data analyzed in
this paper, available online (Holm & Helgeson, 2025).
This categorization was done by the authors of this
paper based on tool documentation and source code.
A tool had to support a sub-technique for a general
use-case to be seen as valid. For example, Lore can
automatically send spear-phising emails with links or
appended files if it is used in the cyber range Crate. This
feature is not possible outside of Crate, and does thus
not qualify as supported. Additionally, a sub-technique
had to provide utility to the adversary emulation to
be seen as supported. For example, many Atomic
Red Team techniques automated by Caldera only serve
to create artifacts that can be detected by intrusion
detection systems, such as starting the built-in Windows
application calc.exe in an elevated user context.

As can be seen, Caldera has the overall highest
number of supported techniques, with 54% of all
techniques in ATT&CK being supported by at least one
sub-technique. This is primarily due to the Atomic
Red Team modules, that account for most (1616/2157
modules) of its action space. Lore follows closely
at 49%. The biggest difference between the tools is
that Caldera supports many Impact techniques, such as
denial-of-service attacks. In Lore, these kinds of actions
are generally scheduled manually by an operator to suit
the context of a specific scenario. Deep Exploit and
Infection Monkey both have low support for tactics in
ATT&CK.

3.1. Caldera

Caldera has 5700 stars on GitHub and is arguably
the most well-known automated adversary emulator in
academia, where it has been employed in a number of
studied such as Chukwu, 2023; Gjerstad et al., 2022;
Kouremetis et al., 2023; Li et al., 2021; Wang et al.,
2024. Caldera has two overall properties relevant to our
tests: abilities and planners. An ability is a singular
action, such as escalating privileges; a planner is the
method for selecting which abilities to conduct. Per the
recommendation in the official Caldera documentation,
we employed the batch planner and the 162 abilities in
the stockpile profile. The batch planner selects abilities
based on their given rules to ensure that they are selected
in a reasonable order. It does, however, not consider the
actual value of conducting different abilities.

Some abilities in Caldera require Internet access
to download third-party tools such as mimikatz. As
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Table 1. The percentage of MITRE ATT&CK techniques that has support for at least one sub-technique. The

numbers within brackets concern the overall percentage of sub-techniques supported for a tactic.
Tactic Techniques Caldera Deep Exploit Infection Monkey Lore
Reconnaissance 10 20 (11) 10 (6) 20 (6) 50 (40)
Resource Development 8 0 (0) 0 (0) 0 (0) 0 (0)
Initial Access 10 30 (28) 10 (6) 30 (28) 60 (50)
Execution 14 57 (50) 0 (0) 14 (6) 64 (72)
Persistence 20 70 (28) 0 (0) 0 (0) 50 (13)
Privilege Escalation 14 93 (33) 0 (0) 0 (0) 71 (26)
Defense Evasion 43 64 (49) 5 (2) 2 (2) 42 (27)
Credential Access 17 59 (52) 0 (0) 12 (5) 71 (52)
Discovery 32 81 (75) 3 (3) 0 (0) 69 (63)
Lateral Movement 9 56 (50) 11 (5) 44 (30) 67 (55)
Collection 17 59 (40) 0 (0) 0 (0) 59 (37)
Command and Control 18 44 (27) 33 (27) 6 (3) 50 (39)
Exfiltration 9 44 (43) 0 (0) 0 (0) 22 (14)
Impact 14 79 (50) 0 (0) 7 (5) 7 (5)
Average 17 54 (38) 6 (4) 10 (6) 49 (35)

Internet access was unavailable in the test environment,
we rewrote these abilities to instead download the
required resources from the C2 server. We also fixed
a bug in Caldera that caused the batch planner to break
after about an hour of run-time.

3.2. Deep Exploit

Deep Exploit is an automated penetration test tool
that has 2000 stars on GitHub. It primarily performs
network scanning using nmap and server exploitation
using the Metasploit framework. It uses a set of rules
to identify applicable server exploits and employs a
deep neural network model, trained through supervised
learning, to prioritize them. The tool had several
breaking bugs that we patched. Per its tutorial, we also
ran Deep Exploit in ’training mode’ against the systems
described in Section 4.1 prior to the tests.

3.3. Infection Monkey

Infection Monkey has 6700 stars on GitHub and
focuses on automated network discovery and lateral
movement. Infection Monkey schedules actions based
on requirements set in its modules, similar to the batch
planner in Caldera. We installed all 13 available
modules (called plugins) apart from two impact-type
modules called ransomware and cryptojacker that were
deemed irrelevant, possibly even harmful, to our tests.

3.4. Lore

Lore (Holm, 2022) is an adversary emulator that
was developed for a range of use-cases, such as

cyber security exercises and training intrusion detection
systems. At the time of writing, Lore automates roughly
6000 adversary techniques (e.g., nmap, LaZagne,
netexec, chisel and most modules in Metasploit). While
its code is proprietary (as most adversary emulators), all
its employed adversary techniques are open-source. The
behavior of Lore for a given scenario is thus possible to
reproduce based on the logs created during its execution.
Actions are selected based on a combination of rules (to
determine what actions that are possible, similar to the
batch planner in Caldera) and trained machine learning
models (to determine the priority of each possible
action). These models were not trained or adapted for
the IT environment tested in this paper.

Lore was instructed to use its default configuration,
which essentially involves maximizing the reward
for a general threat agent and system environment
(Holm, 2022). Lore incorporates several methods and
thresholds to filter out unwanted actions, such as those
the planner expects to yield a negative reward. None of
these were employed for the tests, meaning Lore was
allowed to conduct any kind of action regardless of its
hypothesized outcome.

To our knowledge, Lore is the only tool that has been
used to fully automate adversary actions during cyber
defence exercises involving professional security log
analysts (Holm & Sommestad, 2025). Thus, it fulfills
the previously stated tool requirements.

4. Data collection methodology

This section describes the method for collecting data.
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4.1. Tested environment

The cyber range Crate (Gustafsson & Almroth,
2021) was used to facilitate the tests of the tools, and
an environment in Crate was prepared for the purpose of
the tests. This environment was similar to that used for a
cyber defence exercise carried out during 2024, but with
a range of added machines that contained exploitable
server software. An overview of its network topology
and machines is given by Figure 1. The environment
included 8 network segments and 56 machines with
various operating systems and software. A summary
of the most significant properties from a cyber security
perspective are given below. More information is
available online (Holm & Helgeson, 2025).

Figure 1. Overview of tested environment.

Two network segments had special internal firewall
rules: SCADA could only be reached directly from
HMI, and HMI could only be reached directly from
HQCLIENT. A threat agent would thus need to pivot
through machines on HQCLIENT to reach HMI, and
through machines on HMI to reach SCADA. Most
Windows machines were part of one of two available
active directories: one for machines on HQCLIENT,
DMZ, SRV and STOCKHOLM, and another for
machines on HMI and SCADA. The Linux machines
on HQCLIENT suffered from server vulnerabilities that
had applicable exploits in the Metasploit framework.
All machines had remote access services enabled (SSH,
WinRM, WMIC or PsExec). There were no active host
defenses, such as anti-virus solutions, employed. The
SIEM solution Wazuh11 was employed to (passively)
report threats. Wazuh was fed data from the network
intrusion detection system Snort and Wazuh agents
running on most machines. Wazuh rules were imported

11https://wazuh.com/

from an open-source ruleset12 and then modified to suit
the environment. Autonomous end-users (written in
C#) were run on the workstations in the HQCLIENT
network segment to emulate simple tasks such as
opening different files, browsing shared folders and
surfing the Crate Internet.

This environment was cloned four times to allow
parallel execution of the four tested threat emulators.

4.2. Tool configurations

This section describes the overall tool configurations
that were employed for the tested scenarios. Out of the
four tested tools, Caldera and Infection Monkey require
initial access to a victim machine. Consequently, an
agent was provided to all tools at the start of each test.
Four kinds of initial access were evaluated:

1. Scenario 1: Initial access on a Windows
workstation in the context of a user that was local
administrator of all Windows workstations in the
domain.

2. Scenario 2: Initial access on a Windows
workstation in the context of a standard user
in the domain (also not a local admin on the
workstation).

3. Scenario 3: Initial access as a root user on a Linux
workstation.

4. Scenario 4: Initial access as a standard user on a
Linux workstation (not in the sudoers file).

The tools were given no knowledge of the attacked
systems apart from a default word list that could
be employed for password cracking13. The most
extensive profile for each tool was selected, and
tool communication and control (C2) servers were
positioned on the HQCLIENT network segment to
reduce the need for pivoting.

The experimental procedure for each test began
by restoring all machines to known valid states using
virtual machine snapshots. Subsequently, all machines
employed by the threat emulation tool were rebooted
to ensure their integrity and validity. Validation tests
were then conducted on all utilized resources to confirm
a consistent initial state for the testing environment.
The command-and-control (C2) server was then placed
on the HQCLIENT network segment. Subsequently,
the initial agent was uploaded and executed on the
target workstation within the appropriate user context

12https://github.com/SigmaHQ/sigma
13https://github.com/rapid7/metasploit-framework/blob/master/

data/wordlists/common roots.txt
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using VirtualBox API functions. The threat emulation
tool was then allowed to operate uninterrupted for six
hours. Upon completion, Wazuh logs were collected,
and statistics were generated to analyze the relevant
metrics.

The time allotted for each test (six hours) was chosen
based on our experience from cyber defence exercises
that have involved environments similar to the one
tested. Additionally, six hours of run-time is essentially
a full work-day if one consider the time required for
tool configuration and cleanup in an operational IT
environment. Few network administrators are likely
comfortable automating potentially hazardous cyber
attacks while out of office.

The scenarios presented in Section 4.2 were
executed continuously during November and December
in 2024, during which time 283 tests were completed. A
total of 1698 hours was thus spent running the tools.

4.3. Studied metrics

There are various metrics that are of relevance
to the effectiveness of an adversary emulation. We
operationalize the following metrics for 12 of the 14
tactics in MITRE ATT&CK:

• M1: Reconnaissance and Discovery (5
metrics): Identified machines, networks
segments, Windows domains, user accounts
and user groups.

• M2: Initial Access, Execution, Privilege
Escalation, and Lateral Movement (6 metrics):
Compromised machines and networks with
different privileges (any, user, or elevated).

• M3: Persistence, Credential Access, and
Collection (3 metrics): Obtained password
hashes, clear-text passwords and their union for
known user accounts.

• M4: Defense Evasion, Command and Control,
and Exfiltration (1 metric): Number of
high-severity (a priority of 6 or higher) Wazuh
alerts produced during each test.

The remaining two tactics, (Resource Development
and Impact) are not relevant to the tests: the prior is
(mostly) out-of-scope from an automation perspective
and the latter involve scenario-specific actions such as
encrypting victim files or performing denial-of-service
attacks. Notably, there are various other metrics
available for the examined tactics, such as identified
operating systems, server software, shared folders,
remote access services, vulnerabilities, routing tables,

created ticket-granting-tickets, as well as connections
between different entities (e.g., user accounts and user
groups). These are arguably less important and were
excluded for brevity reasons.

The ground truth for these metrics was obtained
from the cyber range (Crate). This came with some
limitations as there were metric-relevant data not
included in Crate. For example, the Windows accounts
’DefaultAccount’ and ’Guest’ were not part of the
ground truth as they were not described in Crate. These
limitations were deemed acceptable as they did not
provide any specific (dis)advantages to any of the tested
tools.

5. Results and analysis

The complete list of actions performed by each
tool as well as graphs and data for all studied metrics
is provided online (Holm & Helgeson, 2025). This
section presents the key findings. Table 2 provides
an overview of how the metrics were fulfilled. The
maximum number of compromised machines/networks
(55/7) is lower than the maximum number of identified
machines/networks (56/8) as the machine/network used
for initial access is not included in the calculations of
the M2 metrics. Results over time for the four tested
scenarios are presented for selected metrics in Figure 2
(M1), Figure 3 (M2), Figure 4 (M3) and Figure 5 (M4).

Deep Exploit ran nmap against all machines in the
environment (the tool was given addresses to enable its
execution), and then ran about 2000 failed Metasploit
server exploits and 4000 web application probes. None
of the working exploits were selected by the tool, and it
was completely ineffective regardless of scenario.

Infection Monkey carried out approximately 550
actions during the Windows-scenarios and 130 000
actions during the Linux scenarios. This was because
the Linux-machines used for initial access had a network
interface with a 16-bit netmask (used by Docker), and
Infection Monkey ran ping and TCP tests against all
65 534 possible machines on this segment. Infection
Monkey was able to identify machines on the local
area network during all scenarios, but not compromise
any machine, nor obtain any credential, regardless of
scenario. While these results are not that surprising
given the fact that Infection Monkey only supports 13
modules, it is a bit surprising that it failed to extract
credentials during scenario 1, where it ran mimikatz in
the context of a Windows administrator. The mimikatz
module provided neither errors nor credentials.

Caldera carried out about 9000 actions during
scenario 1, 1000 actions during scenario 2 and 25 000
actions during scenario 3 and 4. The large number of
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Table 2. The fulfillment of the ground truth (mean, standard deviation) across all tests and scenarios.

Metric Max Caldera Deep
Exploit

Infection
Monkey

Lore

Identified accounts 134 1 (1) 0 (0) 0 (0) 124 (1)
Identified account groups 8 0 (0) 0 (0) 0 (0) 8 (0)
Identified account domains 2 0 (0) 0 (0) 0 (0) 2 (0)
Identified machines 56 15 (16) 0 (0) 13 (0) 56 (0)
Identified networks 8 4 (1) 0 (0) 1 (0) 8 (0)
Compromised networks (admin) 7 1 (1) 0 (0) 0 (0) 7 (0)
Compromised networks (user) 7 0 (0) 0 (0) 0 (0) 4 (0)
Compromised networks 7 1 (1) 0 (0) 0 (0) 7 (0)
Compromised machines
(elevated)

55 4 (7) 0 (0) 0 (0) 52 (1)

Compromised machines (user) 55 0 (0) 0 (0) 0 (0) 12 (4)
Compromised machines 55 4 (7) 0 (0) 0 (0) 53 (1)
Obtained passwords 134 0 (1) 0 (0) 0 (0) 13 (2)
Obtained password hashes 134 1 (1) 0 (0) 0 (0) 106 (25)
Obtained passwords or password
hashes

134 1 (1) 0 (0) 0 (0) 106 (25)

Wazuh alerts (>= 6) - 8604
(4609)

9718
(371)

8736
(484)

9983
(950)

actions during the Linux-scenarios was because Caldera
then spawned about 200 agents on the machine used
for initial access, and ran the same commands on each
agent. Caldera was only able to compromise machines
during scenario 1, when it was given an elevated agent
in the context of a Windows client administrator. This
was because it used passwordless WMIC for lateral
movement, and failed to escalate its privileges during
scenario 2. To move laterally to more systems, there
would have been a need to use a combination of
WinRM, PsExec and SSH using gathered credentials (all
of which were unsupported by Caldera).

Lore was able to compromise next to all machines
regardless of the scenario (after roughly 3 hours).
Notably, few machines were compromised with user
privileges as Lore quickly gained elevated privileges and
used those for lateral movement. The overall method
was the same for all scenarios:

1. discover properties related to domains, networks
and machines through, for example, nmap,
BloodHound, reverse DNS resolves, ping sweep,
netstat, and network traffic sniffing

2. exploit server vulnerabilities on Linux
workstations

3. obtain and crack password hashes on
compromised machines

4. use password hashes and clear-text passwords
to perform online password guessing and lateral

movement

5. pivot through compromised machines on HMI to
SCADA.

As presented in Table 2 and Figure 5, while Lore
on overall produced most Wazuh alerts, the results were
rather similar for Deep Exploit and Infection Monkey.
The outlier was Caldera, that provided significantly
more alerts during scenario 1, and significantly fewer
alerts during scenario 3 and 4. This was because it
primarily conducted actions that could be logged by
Wazuh during scenario 1.

6. Discussion and conclusions

This paper studied the effectiveness of four
automated adversary emulators in terms of different
tactics in MITRE ATT&CK: Caldera, Deep Exploit,
Infection Monkey and Lore. A total of 283 tests over
four different initial access scenarios were conducted.
The results show that only Caldera and Lore were able
to compromise machines, and that Lore was superior to
Caldera in terms of all studied metrics. Also, as shown
in Figures 2–5, all tools except Lore quickly hit their
limits. This was the case as better results required more
complex sequences of actions, such as combining server
and local exploits, packet sniffing, credential dumping,
password cracking, and online password guessing.

Deep Exploit was built to automate attacks against
machines with highly fictive vulnerabilities, such as

Page 7034



Figure 2. Discovered machines during the four scenarios (M1).

Figure 3. Compromised machines during the four scenarios (M2).

Metasploitable214. There is generally no need to
consider complex action dependencies to compromise
such a machine, or use tools outside the Metasploit
framework. Similarly, Infection Monkey had too
few applicable modules to be effective in the tested
scenarios.

While Caldera benefits from strong theoretical
foundations for numerous ATT&CK tactics, its practical
capability to execute these tactics remains limited. The
primary reason behind this is likely that it was not
designed to provide effective out-of-the-box automated
adversary emulations. To effectively utilize Caldera,
end-users typically need to customize its behavior by
creating new abilities15 and planners (Wang et al., 2024).

14https://docs.rapid7.com/metasploit/metasploitable-2/
15Such as the operational technology plugins at https://github.com/

To be fair, it is not always necessary for an
adversary emulator to compromise all machines. For
instance, only a subset is typically targeted to focus
analyst attention during our cyber defense exercises.
However, in our experience, the methods of compromise
often differ between scenarios, and automating new
behaviors requires more effort than disabling existing
ones. Additionally, the tested environment — though
generic and well-documented (Holm & Helgeson, 2025)
— was similar to those Lore had encountered before,
biasing results in its favor. To address this, we plan
to use Hack The Box16, which offers public pentest
challenges and has been adopted by related work (Deng
et al., 2024; Mayoral-Vilches et al., 2025). Using

mitre/caldera-ot
16https://www.hackthebox.com/
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Figure 4. Accounts with obtained passwords or password hashes during the four scenarios (M3).

Figure 5. Wazuh alerts with a priority of 6 or higher during the four scenarios (M4).

Hack The Box, however, provide its own challenges.
In particular, it is more difficult to achieve reliable
large-scale sample generation, especially for its network
challenges (called ’Pro Labs’), as these environment
instances are shared by the users of the platform. Its
largest networks are also dwarfed by those that can be
easily achieved in a cyber range.

Another point of interest is whether machine
learning (ML) influenced the results. Among the tools,
Caldera and Infection Monkey are purely rule-based,
whereas Lore and Deep Exploit use rules to generate
potential actions and ML models, trained through
supervised learning, to prioritize them.17

17We have found that generating the number of samples required
to produce accurate models through reinforcement learning (RL) is
a daunting task even with access to a cyber range (Karlsson &

While ML certainly had some impact as it allowed
selecting the most reasonable actions, the rules had far
greater impact as they enabled the necessary actions
in the first place. LLM-based tools (Deng et al.,
2024; Mayoral-Vilches et al., 2025) are attractive as
they enable generating and prioritizing actions through
simple prompts, without the need for large codebases
of rules and cyber ranges to generate ML samples.
Although current LLM-based tools still rely on human
operators, ongoing advancements in LLMs are expected
to reduce this reliance. Thus, we can likely expect
less rule-based tools and more prompt-type tools in the
future. We are currently working on integrating LLMs

Holm, 2024). An alternative to running real threat agent tools that
satisfy the sample size requirements is to employ a simulator such
as CyberBattleSim (Norris & Madisetti, 2025). Unfortunately, the
validity and reliability of current simulators is uncertain at best.
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into Lore to help solve more creative tasks for which
there are no general solutions. For example, identifying
a vulnerability in a proprietary script that can be used
for privilege escalation (common in Hack The Box
challenges).

Finally, given the limited availability of published
datasets on the topic of automated adversary emulations,
we hope that our released open data (Holm & Helgeson,
2025) do not merely provide transparency of our
results, but also serve as a valuable resource for other
researchers working in this field.
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