Deep Learning Based Parking Vacancy Detection for Smart Cities

Qiangwen Xu  
CIS Department  
Fordham University  
New York, NY  
qxu47@fordham.edu

Mengyao Sun  
CIS Department  
Fordham University  
New York, NY  
msun54@fordham.edu

Bailing Fu  
CIS Department  
Fordham University  
New York, NY  
bfu6@fordham.edu

Yijun Zhao  
CIS Department  
Fordham University  
New York, NY  
yzhao11@fordham.edu

Abstract

Parking shortage is a major problem in modern cities. Drivers cruising in search of a parking space directly translate into frustration, traffic congestion, and excessive carbon emission. We introduce a simple and effective deep learning-based parking space notification (PSN) system to inform drivers of new parking availabilities and re-occupancy of the freed spaces. Our system is particularly designed to target areas with severe parking shortages (i.e., nearly all parking spaces are occupied), a situation that allows us to convert the problem of detecting parking vacancies into recognizing vehicles leaving from their stationary positions. Our PSN system capitalizes on a calibrated Mask R-CNN model and a unique adaptation of the IoU concept to track the changes of vehicle positions in a video stream. We evaluated PSN using videos from a CCTV camera installed at a private parking lot and publicly available YouTube videos. The PSN system successfully captured all new parking vacancies arising from leaving vehicles with no false positive detections. Prompt notification messages were sent to users via cloud messaging services.

1. Introduction

Cars have become an indispensable means of transportation for modern life. With the increased number of privately owned vehicles, parking space shortage has become a common predicament in metropolitan areas. When drivers cannot find a parking space, they will slowly cruise the city, generating large amounts of exhaust emissions and creating traffic congestion. Simple solutions, such as adding more parking spaces, are not feasible due to the high cost and limited supply of commercial real estate in cities. Thus, it is essential to develop intelligent methods to help drivers quickly locate empty parking spaces.

Existing technologies for parking vacancy detection can be classified into sensor-based or image-based categories. The sensor-based methods require many sensor units, such as smart parking meters [1], to cover the entire parking areas. Because a sensor can typically monitor only one parking space, it is cumbersome and costly to install a complete sensor-based system in a large city. Nevertheless, high reliability and deployment readiness could make the technology a favored choice for small parking areas.

The alternative image-based detection technology requires only a few cameras to successfully monitor an entire parking area, which significantly reduces the cost of installation and maintenance. Additionally, surveillance cameras have already been installed in many public places. Thus, an image-based parking detection system can potentially leverage existing camera devices and video signals, which is financially and environmentally efficient. In the past decade, image-based approaches have further attracted a great amount of attention due to the unprecedented success of deep learning [2] algorithms in computer vision. In particular, deep neural networks have produced results comparable, and in some cases superior, to human experts [3,5] in various tasks such as object recognition [6], image captioning [7] and image restoration [8]. We conduct a brief survey on deep learning-based studies related to our study in Section 2.

In this paper, we present a parking space notification (PSN) system that informs drivers of parking locations freed by leaving vehicles. Our system monitors a video stream and generates alerts when new vacancies become available and when the freed spaces are reoccupied. PSN is most applicable to crowded metropolitan areas where one can safely assume nearly all parking spaces are taken. As a result, we can convert the problem of detecting parking vacancies into recognizing vehicles
leaving from their stationary positions.

A key component of the PSN system is an object localization model, (V-MRCNN, Section 3.3), which adopts the Mask R-CNN [9] architecture due to its flexibility and computational efficiency. V-MRCNN was trained to detect cars, trucks, and buses using the COCO dataset [10]. To track leaving vehicles, we utilize the IoU (Section 3.2) ratio between a car and its corresponding parking space. When any parking space becomes unoccupied, an SMS message will be sent to the users using cloud messaging services. We illustrate the details of our algorithm in Section 3.

The main contribution of our study is an effective method to convert parking vacancy detection into a car object detection task using a unique adaptation of the IoU concept. While IoU is a known concept, in our model it serves a purpose that is different from its conventional role of evaluating performance of an object detection model. Specifically, we measure the IoU ratio between the bounding boxes of two different objects (i.e., the vehicle and its corresponding parking space) to detect vehicles leaving or occupying parking locations. To our knowledge, there has not been any similar methodology in the literature.

The rest of the paper is organized as follows. We give a brief survey of related work in Section 2. We present our PSN system and experimental results in Sections 3 and 4 respectively. We discuss the limitations of our system and potential future work in Section 5. Finally we conclude in Section 6.

2. Related Work

Parking occupancy detection is a highly active research area. We focus our survey on the latest deep learning-based approaches because they are most relevant to our method.

Amato et al. [11] proposed a decentralized and efficient solution for visual parking occupancy detection based on a deep convolutional neural network specifically designed for smart cameras. Their algorithm performs the detection task directly on-board of a smart camera without a central server.

Jain [12] patented a method for detecting available parking spaces using data from a radar system and a neural network model. Specifically, the neural network model processes the radar data and approximates the parking space boundaries as splines. The spline estimates are updated as the vehicle navigates the parking environment, and a computer system utilizes the spline estimates to detect available parking spaces.

Sarkar et al. [13] proposed a UAV-assisted quick and efficient monitoring solution for real-time parking occupancy and license plate detection. In their approach, a drone-mounted camera is used to capture images of the parking lot under consideration.

Additionally, Regester et al. [14] proposed a pattern recognition algorithm to map the location of parking spaces from aerial images of parking lots. Paidi et al. [15] aimed to identify parking occupancy in an open-air parking lot, which consists of free parking spaces using a thermal camera.

In our study, we aim to apply a deep neural network model to video signals acquired from various types of surveillance cameras, and identify vacancies by detecting parked vehicles leaving their locations.

3. Methods

In this section, we first give a brief introduction to the Mask R-CNN model and the Intersection over Union (IoU) ratio. They form the foundation of our PSN system. We then present the three core components of PSN, i.e., detecting vehicles in a given image, identifying cars leaving parked locations or reoccupying a freed space, and broadcasting new information to the users.

3.1. Mask Region-based CNN (Mask R-CNN)

Mask R-CNN [9] is the latest object localization model in the R-CNN family [16]. At its inception, Mask R-CNN outperformed all existing single-model entries for instance-level recognition in all three tracks of the COCO challenges [10]. Since then, Mask R-CNN has been successfully applied to various computer vision applications [17,19].

Mask R-CNN provides a general framework to efficiently detect objects in an image while simultaneously generating a high-quality segmentation mask and a bounding box for each instance. Its architecture is designed to detect objects across the entire image in a computationally efficient manner without using the traditional sliding window approach [20].

Conceptually, a Mask R-CNN model employs two deep neural networks. The first one is a region proposal network (RPN) that produces a collection of boxes/proposals for potential locations of objects in an image. The second one is a detection neural network that predicts the classes of the objects, refines the bounding boxes, and generates pixel-level masks based on proposals from the RPN. In the implementation of the Mask R-CNN model, the two networks are merged into a single network by sharing their convolutional features and the RPN component serves as the “attention”
3.2. Intersection over Union (IoU)

As illustrated in Figure 2(a), IoU is a ratio between the intersection and the union of two areas. A higher IoU implies a larger overlapping region, and IoU=1.0 represents a complete alignment of the two areas.

IoU is typically used to evaluate the quality of predicted bounding box locations in an object detection or image segmentation task. Figure 2(b) presents an example of the ground-truth (green) vs. predicted (red) bounding boxes by an object detector. We observe that a higher IoU ratio indicates a more accurate prediction.

In our PSN model, we leverage the IoU concept to measure the overlapping area between a vehicle and its parked space to detect leaving cars. We outline the details of our algorithm in Section 3.4.

3.3. Detecting Vehicles (V-MRCNN Model)

An essential task for our PSN system is detecting vehicles in each video frame. To this end, we favor models in the R-CNN family due to their solid performance and computational efficiency. Because we built our model by fine-tuning pre-trained weights, training time was not a concern in model selection. Mask R-CNN was adopted over the other models because it provides extra object segmentation which could be beneficial in facilitating future enhancements.
such as large metropolitan areas where complete parking saturation is practically guaranteed during business hours. We assume that cars that remain stationary for a certain period of time at a fixed location have found legal parking spaces. This assumption allows us to indirectly recognize legal parking locations by detecting stationary cars, or more precisely, by calculating the bounding boxes of vehicles identified by our V-MRCNN model at the beginning of a video stream. The PSN system will subsequently track parking spaces freed by leaving vehicles and reoccupation of these spaces.

To quickly and accurately detect vehicles leaving their parked locations, we utilize the IoU (Section 3.2) ratio between the two bounding boxes encompassing the vehicle and its corresponding parking space, respectively. In particular, we observe that a parked car has nearly 100% overlap with a bounded parking space. When a car is leaving, this overlapping region gradually decreases to 0. On the other hand, when a new car reoccupies a freed space, the IoU will increase back to nearly 100%. Thus, we can monitor the change of IoUs of cars and their corresponding parking boundaries in temporal video frames to detect leaving vehicles and reoccupying of the freed space. In calculating the IoU ratio, we obtain the bounding boxes of the vehicles from our V-MRCNN model. For the boundaries of the parking spaces, we use the bounding boxes of the vehicles when the park spaces were first registered.

3.5. Broadcasting Notification Messages

When a parking space becomes unoccupied, our PSN system will send an SMS message to the users. We investigated a few cloud communication platforms and chose the service provided by Twilio [23]. Twilio allows users to send and receive text messages programmatically using its web service API. However, Twilio does not directly accept images in its messaging API. To include pictures of the new parking locations in our SMS messages, we resorted to Qiniu [24], which provided us with a server to store images and their corresponding URLs. Thus, the Twilio API could retrieve an image using its URL and send it along with our alert text. Figure 4 illustrates our message broadcasting architecture.

4. Experimental Results

4.1. Training the V-MRCNN Model

We trained our V-MRCNN model to recognize three types of vehicles: cars, buses, and trucks. Our training data consists of 35,185 images from the COCO dataset [10], among which over 12,000 images contain vehicle objects. We initialized our model using the pre-trained weights of the Mask R-CNN model trained on the COCO dataset. We experimentally adjusted our learning rate to 0.002 with a momentum factor of 0.9. The validation loss of class labels,
Figure 5: Learning Curves of BBox, Classification, and Object Mask in V-MRCNN Training. The x-axis is the number of epochs. The y-axis is the value of the loss function. Each diagram contains a validation (bold) curve and a training (thin) curve.

Bounding boxes, and object masks for our V-MRCNN model are approximately 0.015, 0.02, 0.08, respectively. Compared to the original Mask R-CNN model trained on the entire COCO dataset, our V-MRCNN model improved the detection precision from 0.347 to 0.48 for the car objects in our study. Figure 5 presents the learning curves of BBox, classification, and object mask in training the V-MRCNN model.

4.2. Assessing the PSN System

To evaluate the PSN system, we collected 20 short videos of urban parking activity comprising over one hour of footage. Approximately half of the total footage came from the public domain (YouTube) while the rest came from a CCTV camera we installed in a private parking lot. The videos we obtained are about 40 frames/second. Our PSN system applied the V-MRCNN model to one image every 40 frames (i.e., every second). We experimentally set the IoU threshold to 0.3, which means a car is considered leaving if the IoU ratio between its bounding box and the parking space decreases by at least 70% of the initial IoU ratio.

It is worth noting that, even with a state-of-the-art object detection algorithm, it is still possible for a model to fail to detect the vehicles accurately. To minimize drivers’ frustration and disappointment caused by false alerts, we only send a notification if at least two successive video frames confirm an identical vacancy. With this protocol, our PSN system accurately captured all (10) new parking vacancies arising from leaving vehicles in our test videos, and there was no false detections throughout the validation process.

Figure 6 illustrates an example of the PSN system monitoring the parking availabilities. In the top frame, the system recognized and registering three legal parking spaces by detecting bounding boxes of stationary cars (yellow rectangles). Middle frame: detecting a new vacancy (green box) by observing a drop below 0.3 in the IoU of the leaving car and its parking spot. Bottom frame: detecting re-occupancy of the freed space after a new car parked in. The IoU of the new car (yellow box) and the parking space (green box) increased to above 0.7.
bounding boxes of the stationary cars as well. As expected, PSN did not detect the pre-existing empty spaces in the top frame because they had not been previously registered. In public metropolitan areas, such spots will be taken quickly, engendering the corresponding parking locations being registered in the PSN system.

In the middle frame, our system correctly identified the new vacancy (green box) based on the drop in the IoU of the middle car and its parking spot. The bottom frame demonstrates that when the freed space was reoccupied by a new car, the IoU ratio between the car (yellow box) and the parking boundary (green box) increased from 0 to above 70%. Consequently, PSN notified the users that the parking space was claimed.

We used the messaging service described in Section 3.5 to send alerts to subscribers when a new parking space became available or reoccupied. Figure 7(a) presents the SMS message delivered after the middle car in Figure 6 left. Figure 7(b) shows the message notifying the users that the parking space was taken (i.e., bottom frame of Figure 6).

5. Discussions and Future Work

PSN monitors a stationary car for a time interval \( t \) before declaring the spot it occupies a legal parking space. In practice, \( t \) is an adjustable, neighborhood-dependent parameter only used for the initial parking space establishment. As illustrated in Section 4.2, once a parking spot is identified, PSN will use the registered boundary to monitor the location’s subsequent availability. Thus, once the system has been running for an extended period of time, all legal spaces will likely be detected and registered. We believe that the value of \( t \) can be successfully adjusted in areas where the system would be most applicable and optimizing value \( t \) is not the focus of this paper. Indeed, we focused on testing PSN’s vacancy tracking quality by assuming all cars have passed the threshold time \( t \) at the start of a video stream.

Although the PSN system demonstrated promising results when tested on our private CCTV stream and several publicly available videos, it has not been tested on a large scale. Scaling it up requires securing of legal contracts with public parking operators regarding resource sharing, confidentiality, etc., which is a time consuming process that is independent of the involved research. We foresee a few enhancements that could improve the efficacy and robustness of our prototype system.

An assumption of PSN is that every stationary vehicle represents a legal parking spot. While this is mostly the case for parking lots, the situation can be different for street parking. For example, our system can be misled by a car standing by a hydrant with emergency lights on and, consequently, sends a false alert when the car leaves the location. To improve the accuracy in identifying legal parking spaces, one potential solution is to enhance our V-MRCNN model to recognize typical illegal (e.g. hydrant) and legal (parking meters) landmarks and incorporate the information in the detection algorithm.

Another area for potential improvement is PSN’s message delivery system. We presented a proof of concept solution using a cloud messaging service. In practice, a more serviceable implementation would be a city- or contractor- operated CCTV network, for which PSN would provide a real-time inventory of vacant parking spots. Additional services such as reservations and variable pricing could also be offered. Agencies/contractors controlling parking space could further develop a subscription service where subscribers pay less than cash/credit card users. A service akin to a tollway system where the drivers with electronic passes
pay lower fees than cash payers.

Lastly, our system can be naturally enhanced by a statistics component to provide real-time expected vacancy/occupancy times for every parking spot in a given vicinity based on past statistics. In addition, by integrating with a GPS system, the broadcasting process can be further optimized to target nearby drivers to increase efficiency in large urban areas.

6. Conclusions

In this paper, we presented a simple, effective, and promising PSN system capable of monitoring individual parking locations and, subsequently, updating subscribing users of their availabilities. Leveraging a unique adaptation of the IoU concept, our PSN system employs a state-of-the-art object localization model to track the changes of car positions in a surveillance video stream. Prompt user notifications are automatically delivered to the users using cloud messaging services. Our experimental results demonstrate the high accuracy and reliability of the system. We further addressed PSN’s limitations and future work to improve the efficacy of the system.

References