Abstract

We report on the design and delivery of a senior Software Engineering course within the limits of a Computer Science program. The course is structured around a collaboration with a large, active Free Open Source Software project. We show how this structure allows us to (a) incorporate principles of Project Based Learning and of Service Learning, reaping the benefits of these pedagogies, (b) effectively, using a hands-on approach, teach a number of essential topics in Software Engineering, (c) provide the students with a capstone project experience, given the lack of one in our curriculum, and (d) use the project as a powerful motivating factor for the students.

We outline the experiences of the course instructor, of the teaching assistants team, and of the students of the course. We also describe the experience of the lead developers of this open source project, and report on the benefits and costs (time commitment) to the project.

1. Introduction

Much has been said about the gap between the industry expectations and the needs and abilities of recent Computer Science graduates [1, 2]. Promptly after graduation many students are required to dive into a code base that is orders of magnitude larger and more complex than any projects they have worked on through their university courses. Importantly, this code base is not an academic project, or an ad-hoc, course-based distribution designed with specific learning objectives in mind. Instead, it is fairly often a poorly documented and sometimes a poorly designed system [3, 4], which is difficult to properly maintain even by a seasoned developer. To be prepared to enter the workforce, students need a solid foundation in Software Processes, Software Design, Software Verification and Validation, Software Quality, Security — the list continues.

Producing quality Software Engineers within a Computer Science (as opposed to Engineering) department/faculty, presents additional challenges. A Computer Science program that is solid, rich, and well-grounded in Mathematics and Theoretical Computer Science leaves little room for the applied, hands-on courses that teach students how to build and maintain well-designed, high quality software, how to document and test it, how to use state-of-the-art industry processes and tools, how to work in a team and communicate effectively, etc.

In recent years, Computer Science and Software Engineering educators are becoming increasingly interested in Project Based Learning and, not necessarily related, in Service Learning (see Section 2). Many institutions now require a capstone project course or courses. These senior-level courses provide students with an opportunity to integrate and synthesise the knowledge learned in multiple courses and to apply it to a real problem. By definition, a capstone project must constitute an authentic, project-based activity that closely relates to professional work in the field. Students must apply the discipline knowledge and skills acquired in their program, as well as generic skills, such as communication and teamwork skills. The benefits of having a capstone project in the program curriculum have been well reported and recognized (see Section 2).

In this paper, we will describe our experience developing and running a senior-level Software Engineering course within the limits of a Computer Science program. The course is designed and structured around a collaboration with matplotlib, a large, active, widely used Free Open Source Software project. This collaboration:

- incorporates principles of Project Based Learning and of Service Learning, reaping the benefits of these pedagogies,
- allows us to effectively, using a hands-on approach, teach the following topics:
  - software modelling and analysis,
  - software architecture and design patterns on a large scale,
– software quality analysis,
– verification and validation,
– technical writing,
– agile software development (reinforce),
– project planning and estimation,
– teamwork and soft skills, and
– professional practice,

• provides the students with a capstone project experience, given the lack of a capstone project course in our curriculum, and

• serves as a powerful motivating factor for the students.

We outline the experiences of the course instructor, of the teaching assistants team, and of the students of the course. We also describe the experience of the lead developers of this open source project, and report on the benefits and costs (time commitment) to the project.

2. Related Work

Over the past two decades, Project Based Learning [5] has been gaining acceptance as higher education continues to shift toward student-centred learning. Although a vast majority of available literature on Project Based Learning is devoted to domains outside of exact sciences and information technology, interest in using Project Based Learning in Computer Science classes is growing. Recent work by Putcher and Lehner [6] reviews over five hundred instances of incorporating Project Based Learning in Computer Science classes. The authors report on the benefits of the approach, as well as identify critical success factors for such projects.

In recent years many universities have introduced a capstone project in the curriculum. Capstone projects enable students to integrate and synthesise the knowledge learned in multiple courses and to apply it to a real problem — an essential part of preparing students for the workforce. The work of Dugan [7] provides an excellent overview of the available capstone projects literature, categorising the course models and course topics, and summarising the benefits of the courses. The work of Levi [8] studies an important aspect of a capstone project — its evaluation, and suggests grading rubrics that both encourage the students to remain engaged in the project and enable the instructor to diagnose student learning. The work of Todd and Magleby [9] examines success factors of capstone projects, with an emphasis on the needs of all stakeholders, not just the students.

The work of Pinto et. al. [10] looks at introducing FOSS projects in SE courses from the professor’s perspective. Our experience aligns with some of the reported benefits to the students, such as improved students’ communication and technical skills and the importance (as perceived by both the students and the employers) of enhancing the students’ resumes. We also experienced some of the challenges reported in their work, such as significant demands on professors’ effort and time, as well as a challenge and importance of creating appropriate assessment schemes. In the following Sections we describe our assessment scheme, which evolved over several offerings of our course, and which we believe to be appropriate for our setting. Another reported challenge, namely the required fast response on the part of the FOSS project lead developers, we addressed by forming a long-term effective partnership with the project lead developers (one of the authors of this work is a lead developer for the project). The demands on the professor’s effort and time is still something we have not found effective ways to address, and this remains to be a challenge in our experience as well.

In recent years we have seen growing interest in Service Learning, both at the high-school level and in higher education. It has been shown that Service Learning not only increases learning of the subject [11], but also influences students’ personal and social development [12], and has far reaching academic, personal, social, and citizenship outcomes [13, 14]. There is also literature that examines success factors of Service Learning projects, e.g. [15] and [16].

The work of Jamieson [17] examines the application of Service Learning specifically to Computer Science and Engineering Education. The work of Webster and Mirielli [18] examines the students’ perspective on this topic. Interestingly, recent work of Dahlberg et. al. [19] suggests that Service Learning may help us attract and engage under-represented students — a problem faced by every higher education institution teaching Computer Science or Engineering.

3. Environment

The course we describe here is offered at a large (over 60,000 undergraduate students between multiple campuses), public, research-intensive North American University. Ours is not an Engineering Department / Faculty, and the undergraduate programs we offer are in Computer Science, rather than in Software Engineering. Students choose to specialise in one of several “streams”, and Software Engineering is one such stream. Approximately 80% of Computer Science
students opt for the Software Engineering stream — likely because of the promise of better employment opportunities upon graduation.

The length of a term in our institution is 12 weeks.

3.1. Software Engineering Stream

As we mention above, our SE stream is heavily theoretical. The program prescribes 13.5 credits out of the 20 credits required by the University for graduation. Of these 13.5 credits, the following required courses are what we would label as “applied”, or “programming”, or “software development” courses:

1. CS1 and CS2 are fairly typical introductory courses that students take in their first year; these are taught in Python, in an object-late fashion,

2. a second-year course, which introduces basics of object-oriented design, some tools for effective collaboration and version control, and provides the first opportunity to practice working in teams; the course is taught in Java and sometimes includes Android,

3. a second-year Computer Architecture course, which introduces boolean algebra, digital circuits, and assembly language,

4. a second-year Introduction to Systems Programming taught in C,

5. third-year Introduction to Databases, Introduction to Operating Systems, and Principles of Programming Languages courses,

6. a third-year Introduction to Software Engineering course, which serves as a direct prerequisite for the course we describe in this report and, finally,

7. the course itself.

A keen reader will notice, in particular, the lack of a capstone project in the curriculum.

Examining the above list, we see that the subject of Software Engineering in the Software Engineering stream essentially needs to be covered within two 12-week-long senior courses.

Following the general North American trend, the enrolments in the course have steadily increased from 32 students in 2012 to over 160 students in 2018. An overwhelming majority of the students registered in the course are in their final year of the program.

3.2. Software Engineering Courses


As we describe above (Section 3.1), we are faced with the challenge of introducing these topics within the scope of two senior courses. Our approach, briefly and at a very high level, is as follows.

The first (third-year) Software Engineering course focuses on small-scale systems. In this course students learn about Requirements Elicitation and Analysis, Project Management and Planning, Object-Oriented Design and Design Patterns, basic Software Modelling, version control with git, and elements of Verification and Validation. The course is taught with a strong emphasis on Agile Software Development / Scrum, and students are required to use Agile Software Development in their project. The project is a team project, it is 9–10 weeks long, and involves eliciting requirements from a real client and designing, developing, and validating a software product for the client.

The second (and last!) Software Engineering Course looks at large scale systems. This is where our partnership with Free Open Source Software community of matplotlib becomes invaluable.

For the vast majority of the students this is their very first experience working with a large code base. The reader should realise what a difficult task this is for an inexperienced student. The team is given over 200,000 lines of code in hundreds of files, a requirement for a new feature (or to fix something that is broken), and a time limit. They need to figure out how to make this happen! The vast majority of the students, at the beginning of the course, have no idea where to even start looking within this large amount of code.

3.3. The Co-op Stream

Our institution also offers a Co-op Program in Computer Science. The program includes three mandatory co-op terms (internships) four-month-long each. The program is very competitive: in addition to the higher admission requirements, the students are also required to maintain their GPA in order to stay in the program. The numbers vary from year to year, but on average only 30% of our students are enrolled in it. Higher tuition may also be a deterring factor.
4. Learning Objectives

We had several sources of inspiration when designing the course. In addition to the ACM and IEEE Computer Society Curriculum Guidelines, we referred to the work of Radermacher et. al. [21] in aiming to bridge the gap between industry needs and expectations and typical abilities of graduates. As a result, we made every attempt to provide the students with an opportunity to learn about and to practice:

- software modelling and analysis,
- software architecture and design patterns on a large scale,
- software quality analysis,
- verification and validation,
- technical writing,
- agile software development (reinforce),
- project planning and estimation,
- teamwork and soft skills,
- professional practice,

and last, but not least, to have a capstone project experience, given the lack of a capstone project course in our curriculum.

In addition, we had another important objective: we wanted to motivate the students. As in many other institutions, we have witnessed a general decline in the levels of and a qualitative change in the kind (from internal to external) of student motivation [22].

5. Towards Achieving the Learning Objectives

In this Section we describe how incorporating a Free Open Source Software project into the course facilitates achieving the above goals.

Because of the curriculum restrictions, we are unable to cover the knowledge areas in class prior to the commencement of the project. Furthermore, it has been suggested that this is not the best way to structure student learning [23]. We therefore opt for Just-In-Time teaching. In other words, we cover a topic in class / lab immediately prior to when the students begin to incorporate this knowledge in their project work.

Keeping in mind that by the end of 12 weeks student teams should have been provided with an opportunity to make a significant contribution to a large open-source project, we structure the course as follows.

Students work in small size teams with four or five students in each team. Of course, as some students choose to withdraw from the course in the early weeks of the term, we are sometimes forced to restructure. As a rule, we decided to leave groups of four as is, and to merge and/or rearrange groups of three or fewer students. Forming these teams is a non-trivial task to say the least. In [24] we discussed strategies for effective student team formation and management. In addition, as we mention in Section 3.3, approximately 30% of our students are in the Co-op program. Having at least one student from this program in each team provides benefits for both the Co-op students, as they have an opportunity to mentor their peers in the use of tools they may already be familiar with from their internship experiences, and to the rest of the team, who have immediate access to extra help.

As the term is only 12 weeks long, the length of the project is 11 weeks. The students are required to work on it continuously throughout the term: last-minute-cramming is discouraged as marks are deducted. Each team has a teaching assistant assigned to guide the team through the term, as well as to evaluate the process, team’s progress, and the final product. To ensure continuous help and feedback, and to monitor and steer the agile development process, the teams meet with their TA on a weekly basis. As an additional benefit, this structure enables several instances of written and oral presentation, which provides a badly needed opportunity to repeatedly practice and get feedback on these important skills, largely neglected in the rest of our curriculum.

Furthermore, the teams are given an opportunity to address the TA’s feedback and to re-submit their work for re-evaluation (which has a small, but non-negligible effect on the grade for that phase). We found this provides a strong incentive for studying the TA’s feedback, and understanding and correcting the errors, thus improving their chances of future success.

Finally, evaluation of the project is a non-trivial course design decision. While educators uniformly agree on the importance of using student team projects, there is no agreement on best methods of forming and managing student teams and on best policies of evaluating student team projects [25]. As a result of an extensive literature overview (see Section 2), as well as our own results on evaluating team projects [26, 27], we developed the following method of evaluation.

Having the project divided into several phases / deliverables provides us with an opportunity to offer multiple instances of evaluation — both the
evaluation of the teams’ work by the teaching assistant and the evaluation of individual’s work by her peer teammates. Peer evaluation is done anonymously (to the students, not to the instructor), and the students are presented with an aggregate “score” that reflects their peers’ beliefs on their individual performance. The individual grade is then obtained from the team grade by adjusting it according to this score.

The first rounds of both TA and peer evaluations are performed early on in the term, providing the students with an opportunity to learn if they have not been performing up to the team’s standards, and to correct their behaviour. It is important to note that team members were not evaluated on their general knowledge or ability to write good code, etc., but rather on the quality of their collaboration with their teammates.

Finally, every contribution accepted into the code base of the open source project is additionally rewarded with marks.

5.1. Learning from the Code Base: Reverse Engineering and Software Modelling

The first major deliverable in the student project involves learning the code base. Students have three weeks to work on this deliverable.

The teams begin by forking the project, installing it, reading the documentation, and learning to use the tool. A more important and a more challenging task is learning and analysing its software architecture.

The deliverable requires the teams to provide a commentary on the architecture of the system, highlighting interesting aspects of the design (e.g., architectural style, degree of coupling, etc.), discussing the quality of the architecture used in the system, and suggesting possible improvements where appropriate.

Teams are required to submit a detailed description of the overall architecture of the system, using UML diagrams to illustrate the points they wish to make. Students have a choice of notation they deem appropriate for their purpose (e.g., packages, components, interfaces, etc.), and, in general, the exact UML notation that they use is much less important than the modelling decisions they make: what is important enough to include, what to omit, how to structure the diagrams, etc. They need to show clearly where the classes belong in this architecture, and what external packages the system interacts with.

Students use reverse engineering tools to generate UML diagrams representing the modules, classes, subclass relationships, and associations in the source code. The majority of the modelling work is in editing the generated model to capture information missed by the tool, to remove unnecessary detail, etc., in order to provide a clear picture of the system architecture.

Corresponding to the tasks in this deliverable, the contents of the preceding lectures includes Software Modelling and Analysis, Software Architecture and Design Patterns on a large scale, and Software Quality Analysis.

Working with a real, large code base, the students observe the benefits of software modelling, including use of modelling tools. They witness the use of what they otherwise may see as “yet another useless thing we are forced to learn” — an unfortunately common student sentiment in Software Engineering courses — as an aid in describing and analysing system architecture.

The deliverable also requires the students to identify (a minimum of three) design patterns used in the system, and to show how each is implemented. They submit a detailed description of each of the design patterns they identified, which must include both structural and behavioural models, and links to the corresponding code.

The study of design patterns in class is timed with the due date for this delivery, so that the students are prepared for the task. Examples of design patterns in the code are also discussed, along with methods of identifying these in a large code base, for example, with the aid of reverse engineering tools. The continual guidance from the teaching assistants additionally ensures that the students know what they are looking for and know how to look for it, when they are working on this part of the deliverable.

Seeing the design patterns they study in class implemented in a widely used software package and witnessing the benefits in a large code base are invaluable sources of motivation for the Software Engineering students.

5.2. Learning to Estimate, Plan, and Manage

For the next deliverable, the student teams are required to select at least two issues (bugs and/or features), complete the implementation of them, and provide suitable test cases to demonstrate that the changes have been correctly implemented. Students have three weeks to work on this deliverable. Most importantly, this part of the project requires students to use their judgement about which change requests to select for implementation. The time available for this part of the project is deliberately tight: the team’s goal is to select issues they will be able to solve by the deadline!

The topics covered in class prior to this deliverable include a review of Agile Software Development and
Project Management (these topics are covered in the prerequisite course), Project Planning, and Estimation.

As the first step, the teams examine the list of issues currently open in the project. From the issue list, they select a handful (a minimum of five) of promising bugs or features to examine further. From this shortlist, they need to select a minimum of two items to implement and test. This process involves estimating the effort required to implement each change, and identifying any anticipated risks. The report must contain a detailed explanation of the reasons for selecting the chosen issues.

The weight (marks allocated) for this deliverable is small compared to that of the rest of the project (yet significant enough not to discourage putting in a significant effort). This is an excellent opportunity to make mistakes, underestimate the time required to solve the issues, get ample feedback from the team’s teaching assistant, learn from mistakes, and practice Risk Management.

Working with a large, active open source project provides us with an irreplaceable source of excellent exercises on estimation and planning.

5.3. Learning to be a Professional: Soft Skills and Technical Writing

There has been much talk recently about declining levels of maturity and professionalism among university students [28, 29, 30]. If we are failing to teach the students to behave professionally in the classroom, how are we going to prepare them for the workforce [31]?

Many institutions, in particular those awarding an Engineering degree, offer an entire course in professional ethics. In the absence of such a course in the curriculum, educators are left with the task of teaching elements of professionalism in various courses in the program. The course we are describing here proved to be an appropriate home for this topic.

Let us begin with a reminder that the students spend 11 weeks working on a project in a team, where their grade depends both on the team’s work and on their peers’ perception of their contribution. Even if a student does not fully realize the impact of effective communication and collaboration on the final team product, he/she cannot neglect the potentially large adjustment to his/her individual grade.

The team begins by discussing, agreeing upon, writing down, and signing a Team Agreement that establishes the ground rules for team collaboration and communication. For example, expected time for an email or message response, dealing with lateness for, or absence from, a team meeting, etc. are part of this agreement. During the term, whenever an issue arises, the students are advised (and helped) to refer back to the agreement. It is critical that help is readily available both from the TA and from the instructor to deal with team conflicts. These very often turn out to be effective learning opportunities to improve the students’ soft skills.

Importantly, each contribution may take several days of back-and-forth online discussion with main project developers, and addressing their requests for changes, improvements, etc., until getting a final “Thank You” from the project. We found that the fact that the team needs to effectively communicate with people from “the real world”, outside of the university environment, provides a great incentive to think carefully about phrasing questions, explanations, etc. on the project’s public forum.

Last but not least, the students need to write! Each deliverable involves a report, which is, in part, marked based on the report’s presentation (the report must be well formatted, easy to read, and easy to navigate, with a well-chosen layout), as well as the quality of writing (language, grammar, clarity, and professionalism). The teams have multiple opportunities to improve on their technical writing, following the detailed feedback from the TAs.

5.4. Learning to Verify and Validate

Given that Verification and Validation is a major knowledge area in the ACM and IEEE Computer Society Curriculum Guidelines, and yet is one of the top items in the list of most important knowledge deficiencies of recent graduates [21, 2], it is important for us to provide the students with a solid introduction to the topic.

The majority of the subject matter is covered in the prerequisite course, so the content of the lectures on this topic is largely a review. Luckily, the project naturally provides the students with ample exercise both in automated unit testing and in acceptance testing. The former is required by the open source project: all new code must pass all the tests that are already in place, including checks for correct style of the code, as well as any new ones added to verify the new features or bug fixes introduced by the new code. The latter is required by the project deliverable, as well as, to some extent, by the necessity to document their feature on the project website.
5.5. Synthesising and Applying the Knowledge, and Making a Difference in the “Real World”

In the final project deliverable student teams select, design, implement, test, and document a new feature (cannot be a bug fix) for the open source project. This is the most significant — both in terms of workload and in terms of allocated marks — part of the project. The students have five weeks to work on this deliverable.

Each step in this part needs to be explained, documented, and reflected upon. In the selection process, the students practice their estimation skills. In designing the solution, students practice their modelling, design, and evaluation skills: the design of new code must be fully documented and evaluated, and all interaction with existing code needs to be explained. The development must follow the agile development process. The new feature must be fully tested: (a) the open-source project requires every new contribution to be accompanied by new tests that must be added to the existing, extensive, automated test suite, and (b) the students are required to submit a comprehensive suite of acceptance tests for their feature. Finally, the new feature needs to be fully documented: (a) again, the open-source project requires new features to be documented in their “What’s New” section, and (b) for the course, students must explain and defend their design decisions. All in all, completing this deliverable incorporates knowledge and skills learned in the entire Software Engineering curriculum of our program.

6. Results and Experiences

After four offerings of the course, we acquired considerable experience in setting up and running the course, and in maintaining a productive working relationship with the lead developers.

We have not conducted any formal studies, and thus we do not have quantitative data on the results of the course. We nevertheless feel it is valuable to share our observations, both from the university education perspective and from the development community perspective.

6.1. Benefits and Challenges for the Students

We have already mentioned that unfortunately, at present our institution is unable to offer / require a capstone project course. The benefits of completing a capstone project are, of course, numerous [7]. This is an opportunity for the students to integrate and synthesise the knowledge learned in multiple courses and to apply it to a real problem — an essential part of preparing students for the workforce.

We believe that the course project we described here is, at the very least, the next best thing to having a separate capstone project course. In fact, it demonstrates all of the accepted benefits of a capstone project:

- It constitutes an authentic, project-based activity that closely relates to professional work in the field.
- Students must apply the discipline knowledge and skills acquired in their program, as well as generic skills.
- It helps students develop communication skills.
- It facilitates students producing “explicit evidence of complex and sophisticated graduate capabilities”.
- Last, but not least, it enables the instructor / department to assess the student’s final graduate capabilities, as well as to assess and reflect on the effectiveness of our programs.

In addition to the above benefits, we believe that our implementation of the course project serves as a great motivating factor for our students. Research shows (see Section 2) that both Project Based Learning and Service Learning can greatly increase the levels of student motivation. Our personal experience as course instructors strongly suggests that computer science and software engineering students are highly demotivated by working on “fake” projects, “simplified for the classroom” projects, projects that are thrown away at the end of the term.

In our experience, the sole fact that the student code is being reviewed by the lead developers on the open-source project — evaluated by “real” professionals outside of the university setting — encourages a great sense of ownership of and responsibility for the product of students’ work. The realisation that people all around the world might, at this very moment, be using the code written by their team, fills the students with pride for their work. And, of course, it provides them with something awesome to put on their resumes and stand out among recent graduates.

As of today, the students from our course have made over 80 pull requests to the FOSS project. To the best of our knowledge (from the instructor’s record keeping in each course offering), not a single request resulted in no communication between the lead developers and the students. The amount of the communication and the time span of the communication varied tremendously. From a quick “Thank you” and merge, to requesting
stylistic changes in various pieces of the code, to changes in the way the PR was submitted (for example, merge vs rebase in git), to larger design-level changes. The longest that we have recorded was 2.5 weeks of such back-and-forth. In the early offerings of the course, in several cases the instructor had to submit the students’ grades before the PRs were merged. In this case, it was explained to the teams that if they choose to follow up (and they were encouraged to do so), then a grade amendment would be submitted once the contribution is made. In all of these cases, the students were already communicating with the developers and making the required changes, by that time, and every single one of these teams followed up and received amended grades after the term ended. In the more recent offerings, when the instructor and the lead developers established a partnership, and the coordination was greatly improved, all the students’ grades were ready on time for submission.

The teams get extensive coaching from their team TAs on this part of the course work, the “failure” rate (i.e., the number of pull requests not accepted by the project is low: the instructor has 9 instances recorded). In 4 cases, these decisions came from disagreement with the design decisions made in these contributions. In particular, the effects that these decisions may have on future development plans (with which the lead developers are familiar, but neither the students nor the TAs / instructor are). One pull request generated a long discussion among the developers who disagreed on the future course. All of these were excellent learning opportunities for the teams, who had first-hand experience witnessing how such decisions are made in a large project, what the arguments are, etc. As for the assessment part, these teams got the marks for the PRs as if they were accepted by the project, and the instructor explained why their work was recognised this way. In at least three recorded cases, the lead developers commented on the pros of each approach and encouraged the teams to join their efforts to come up with a joint solution that benefits from each team’s ideas. In these cases, the teams and their TAs were instructed to work together to produce a single PR. All of these were accepted into the code base.

The remaining difference between submitted and accepted PRs came from having two teams approach the same issue, in different ways. In at least three recorded cases, the lead developers commented on the pros of each approach and encouraged the teams to join their efforts to come up with a joint solution that benefits from each team’s ideas. In these cases, the teams and their TAs were instructed to work together to produce a single PR. All of these were accepted into the code base.

Students are encouraged by the developers’ comments:

- **This looks like a great PR...**
- **... this feature makes a significant improvement...**
- **... [thumbs up emoji] — this is an excellent piece of work with a test to boot — great stuff!**
- **Thank you for your work! Hopefully we will hear from you again.**
- **... [thumbs up emoji] on tracking this one down, this looks subtle...**

In the end, the students report on having had a positive experience as a result of integrating work on the open-source project into the course delivery:

- **I think it is absolutely great that we got to work with a real open source project like that...**
- **One of my favourite courses. The fact that we made real open source contributions meant our project and effort actually mattered which I didn’t feel in any other course.**
- **I enjoyed the course project and feel it was a good way to apply most of the topics learnt.**
The lectures were informative and interactive. Project was amazing to work with. More time on feature implementation would be nice.

6.2. Benefits and Challenges for the Teaching Team

Running this course is demanding on the teaching team. The instructor’s work begins long before the course starts, as it is essential that the instructor is familiar with the code base and ready to help the students with technical advice.

The course timeline needs to be carefully designed, as just-in-time teaching calls for close integration between lecture contents and project deliverables, tight deadlines, and short turn-around time between the time students submit their deliverables and the time they get their feedback.

The most important task in organising the course is building and managing a competent and efficient team of teaching assistants. TAs for this course require extensive qualifications. In addition to being knowledgeable in the course material, they must possess a deep technical familiarity with the architecture and code base of the FOSS project. Soft skills, such as communication skills, responsibility, and conflict resolution are invaluable for this job, as the TAs must be able to effectively manage teams of developers, carry out the weekly meetings establishing the atmosphere that enables students to bring up any potential problems or roadblocks in time.

In practice we have been successful in developing excellent TA support by providing just-in-time mentoring. First time TAs are coached by either a head-TA, who has been a part of the teaching team for the course at least once before, or by the course instructor. The coaching involves detailed discussion of each deliverable, the potential places where teams may struggle, advice on how to keep teams focused and on-track, and a live example of how team interviews are carried out so that the TAs can see what they will need to do with their teams.

Detailed rubrics are provided for each deliverable and for each interview. The level of detail goes right down to the list of questions that will be asked during the interview and to the procedure by which each team member will be required to participate at least once. For marking, the head-TA or course instructor provides examples of fully marked deliverables, showing how work of different levels of quality should be evaluated, illustrating the right amount and tone of the feedback given to the students, and providing a baseline to compare work submitted by different teams.

Once the marking is complete, all TAs get together, discuss the marking for each team, identify potential problems that may need attention by the course instructor, and ensure consistency of both marking and feedback across the board.

This involves a lot of work for the members of the teaching team, but it is also incredibly rewarding. The TAs gain invaluable experience in managing teams of developers, identifying and addressing teamwork issues, and motivating students to work more effectively and at a higher level of quality. A good TA can turn a dysfunctional team into a capable unit able to deliver solid work, and the continued close working interaction between the teams and their TAs builds a sense of comradeship that is not found in other courses in our program. Often the students will freely share with their TAs their thoughts about the course and the project, providing timely feedback on the course delivery.

6.3. Benefits and Challenges on the FOSS Project Side

In this Section we report on the perspective of the collaborators from matplotlib, the open-source project used in the course.

The main benefits to matplotlib are three-fold. Firstly, the project receives direct contributions, often of great quality, as judged by the lead project developers and reported on the PR pages of the project. Secondly, on-boarding higher education students over generic first-time contributors reduces the burden on the main developers. Lastly, the collaboration cultivates new regular contributors to the project.

The FOSS project described in this work is widely used in data-science. It has a significant installation base across many domains and a large code-base and API surface developed over 15 years, primarily by volunteers.

The project has commensurately large back logs of both bug reports and feature requests. In 2017 the project saw approximately 200 unique contributors, and 160 of those were first-time contributors to the project. Many of those were first-time contributors to any open source project and required coaching from the project developers on Software Engineering practices. Student teams, who have support “at home” for basic skills, such as version control, testing best practices, and work planning, can have a real impact on improving the project with a reduced burden on the core developers.

Having had the support from the institution, the students will likely have a better first contribution experience than a generic first contributor, thus increasing the odds that they will become a continuing...
contributor and member of the community.

The primary resource provided by the project developers to the students is peer-review — one of our scarcest resources. In terms of absolute numbers, the current class size does not provide a problem. However, due to the timeline of the course, the rapid influx of pull requests can be challenging to review in a timely manner.

Since these contributions are part of course work, rather than self or employer driven, if the pull requests are not reviewed and merged in the timeline of the course, it may be less likely that the authors will follow up after the end of the course. It is possible that the scarcity of resources will become more of a problem as the course continues to grow.

Overall, this collaboration is a win-win for both matplotlib and the students, and the developers would like to see such collaborations more widely implemented.

7. Conclusion

We reported on the design and delivery of a senior Software Engineering course, within the limits of a Computer Science program. We showed how a collaboration with a large, active Free Open Source Software project structure allows us to

- incorporate principles of Project Based Learning and of Service Learning, reaping the benefits of these pedagogies,
- effectively, in a hands-on approach, teach a number of essential topics in Software Engineering,
- provide the students with a capstone project experience, given the lack of a capstone project course in our curriculum, and
- use the project as a powerful motivating factor for the students.

We describe that, given a well-planned structure of the course, the integration of a Free Open Source Software project into the course work provides invaluable opportunities and positive experiences for all parties involved: for the teaching team, for the students, and for the open-source community.

References


