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ABSTRACT 

Core IP-over-WDM (Internet Protocol, Wavelength Division Multiplexing) networks often suffer 

failures, potentially causing costly service interruptions. The IP network layer can recover from these 

failures in a few hundreds of milliseconds, but some applications require that some of the traffic be 

recovered in 50 ms or less. The WDM layer can protect such high priority traffic by duplicating the 

optical signal, but this requires additional wavelengths and power. Multiprotocol Label Switching Fast 

Reroute (MPLS FRR) can also provide protection, but it involves installing and maintaining an additional 

network layer on top of IP. A simple and commercially available mechanism to protect high priority 

traffic in the IP layer is Loop-free Alternates (LFA). However, a network equipped with LFA may have an 

additional cost.  

In this dissertation, using LFA as the primary protection mechanism, we minimize the costs of 

our model networks while protecting a high priority fraction of the traffic. To gain insight into the 

problem, we first use a completely connected IP topology over a WDM ring as a model network, and 

assume the traffic between the network nodes is uniform. Such a simplified network allows for 

analytical as well as algorithmic results. The resulting costs show that networks using LFA are cost-

effective compared to MPLS FRR and networks using only WDM optical protection, but care must be 

taken to route the WDM lightpaths. Then, we use less constrained IP and WDM network topologies, and 

more realistic assumptions about the traffic. For such a generalized network model we present 

algorithms to design IP network topologies, determine the lightpath capacities, route the lightpaths, and 

find the LFA backup routes to minimize the network cost. The resulting costs show that a network with 

LFA has, on the average, a cost of less than 1% more than a network without. The dissertation thus 

shows that, in many cases, LFAs are a feasible protection mechanism in IP-over-WDM networks. 
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CHAPTER 1: OVERVIEW 

1.1 Introduction 

Failures of network components such as links and routers are common in backbone networks 

[1]. Meanwhile, some network applications require an almost uninterrupted traffic flow. By designing a 

network capable of quickly resuming traffic delivery after a failure, the network operator can offer a 

valuable service to the users of delay-sensitive applications. In the network layer, one scheme to protect 

the traffic is the Internet Protocol Fast Reroute (IP FRR) [2]. In addition, the network layer can use 

protection services from the optical layer in a Wavelength Division Multiplexing (WDM) network. This 

dissertation demonstrates how a particular variety of IP FRR, Loop-free Alternates (LFA) [3], can be used 

together with optical layer services so that the network can quickly resume delivering a fraction of the 

traffic after a failure. The quality of our network design is quantified by the costs of the modeled 

networks and the fraction of the traffic they protect with IP FRR. 

This chapter provides an introduction to the dissertation. In Section 1.2 we will first describe the 

relevant problems with traditional IP routing, and then LFA as a solution. The basics of IP-over-WDM and 

optical protection services are explained in Section 1.3. A survey of related work is in Section 1.4. The 

contribution of the dissertation is outlined in Section 1.5, as is the overview of the rest of the 

dissertation. Assumptions that are common to all of the subsequent chapters are given in Section 1.6.  

1.2 Fast local protection using IP Fast Reroute Loop-free 

Alternates 

We will first describe IP routing in the absence of topology changes, then explain the two 

problems with IP routing that LFA solves, and finally show how LFA solves those problems. 

In Interior Gateway Protocols (IGPs) such as Open Shortest Path First (OSPF), routing is done on 

shortest paths. Fig. 1.1 shows an example, assuming all IP link weights are the same. In fact, throughout 

this dissertation we will assume all IP link weights are equal to one.  
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Fig. 1.1. Routes to router D in an IP network. 

To get packets from router A to router D, A sends to B first, and then B sends to D. Router B is 

referred to as the primary next-hop for router A to destination D. Note that routers F and C each have 

two shortest paths (of length three and two, respectively) to D. When Equal Cost Multipath (ECMP) is 

used, traffic is split on all shortest paths from a router, so the router has two or more primary next-hops. 

In Fig. 1.1, for destination D, router F has primary next-hops A and C; router C has primary next-hops E 

and B.  

However, IP topologies are in general not permanent. Topology changes can occur in an IP 

network due to physical failures or administrative enabling or disabling of links and routers. This 

dissertation focuses on the disabling of IP links and routers due to physical failures such as fiber optic 

cable cuts, loss of power and bugs in router software. For simplicity, the removal of IP links and routers 

from the IP topology will be referred to as failures. 

In IGP protocols, routers respond to a change in the IP topology as follows. After the change 

occurs, the routers detect it, inform other routers about the change, compute the new routes, and 

update the information necessary to forward the IP packets. This information is stored (and updated) in 

each router’s forwarding table. Detecting the change and computing the new routes does not take more 

than a few milliseconds; it is the storing of the forwarding information in the forwarding table that takes 

the longest. This process can take hundreds of milliseconds or even more than a second. Such a delay 

can be tolerated by applications such as e-mail, File Transfer Protocol and free voice-over-IP, but it is 

unacceptable for applications that are highly delay-sensitive and require a high quality of service, such 

as high quality real-time video or leased line service to customers. We will refer to this type of traffic as 

high priority and the remaining as low priority. Supporting high priority traffic can be critical to the 

revenue of a network.  

We will refer to the capability of a network to protect high priority traffic as protection 

switching. With this, IP packets have a backup path, which can be used within 50 ms after a failure. A 50 
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ms recovery time is unnoticeable in a voice conversation, and service providers have in the past used it 

in their Synchronous Optical Network (SONET) networks, so it is now the goal for protection switching. 

The backup path is pre-computed and pre-configured, so there is no need to update the forwarding 

table after a failure. Using such backup paths, 50 ms recovery period has been achieved in Multiprotocol 

Label Switching Fast Reroute (MPLS FRR) [4] [5], but it requires using the MPLS network layer. 

Alternatively, the optical network layer can protection-switch the traffic by using backup lightpaths, (it 

will be described in Section 1.3), but it requires additional optical resources such as wavelengths and 

power. Finally, IP FRR also achieves the 50 ms recovery time. The advantage of IP FRR is that the 

network operator avoids the additional complexity of the MPLS layer and the extra resources needed by 

the optical layer. 

Next, we describe the other problem with IGPs that IP FRR solves. Because routers are informed 

of topology changes at different times, and because their times to compute post-failure routes vary, 

forwarding tables can be updated at different times. This may cause some routers to redirect their 

traffic back to a sender, thus causing a microloop. Techniques that deal specifically with microloops 

caused by forwarding table inconsistency have been proposed in [6] [7] [8] [9] [10]. 

 

Fig. 1.2. Formation of a microloop in a network using IGP. 

Fig. 1.2 shows an example of a microloop formation. Consider packets at router A destined for 

router D. After the failure of IP link (A,B), router A is informed before router F. Suppose A updates its 

forwarding table before F. Now note that A will forward packets to F, which is along the shortest path in 

the new topology. However, F has an obsolete forwarding table and will forward packets back to A. IP 

packets circulating in the A-F microloop become stuck in it. In addition, they create congestion on the 

link, leading to losses of other packets that use the links. The goal of IP FRR is to enable the routers to 

resume packet delivery in 50 ms or less while avoiding microloops. 

The Internet Engineering Task Force Routing Area Workgroup (IETF RTGWG) proposes IP FRR in 

a set of documents [2] [3] [11] [12] [13] [14] describing the various ways to reroute packets around a 
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failure. Common to these proposals is that they describe fast local repair mechanisms. The alternate 

paths are pre-computed and stored in the forwarding table before a failure. When a failure occurs, the 

router adjacent to the failure detects a failure after a few milliseconds. The detection can be done using 

fast hello messages, Bidirectional Forwarding Detection [15], or a notification from the lower network 

layers or a similar technique. The router then looks up the alternate path in its forwarding table and 

redirects the traffic, thus minimizing the delay in rerouting traffic around failures. Meanwhile, the router 

informs other routers of the failure and computes and stores new routes, i.e. new primary next-hops.  

Loop-free Alternates (LFA) is the simplest of the IP FRR proposed schemes, and is one of the two 

commercially available [16], the other being remote LFAs [14] [17]. An LFA must satisfy the following 

property [3]. Consider packets at router A that are destined for router D. Let B be a primary next-hop at 

router A for these packets. Let C be an LFA of router A for the primary next-hop. Then C must be a 

neighbor of A such that all shortest paths from C to D avoid A.  

We will now illustrate the rationale behind the LFA property. In Fig. 1.3(a) router A normally 

delivers packets to router D on a shortest path (dashed arrows) through its primary next-hop B. Now, 

note that router C satisfies the LFA property. Thus, in Fig. 1.3(a), after the failure of link (A,B), packets 

can reach D via C. Router F does not satisfy the LFA property, because A is on one of the shortest paths 

from F to D. Fig. 1.3(b) shows a microloop that can form if A forwards the packets to F and F has not yet 

updated its forwarding table. Finally, router E does not satisfy the LFA property, because it is not a 

neighbor of A. Thus, A has no link interface to forward the packets to E. 

However, satisfying the LFA property does not guarantee that a microloop will not be formed. 

As an example, consider the simultaneous failures of links (A,B) and (C,E) in Fig. 1.3(c). Even though 

router C satisfies the LFA property, if routers A and C use each other as LFAs, a microloop can be formed 

and packets will be lost. Therefore, selecting the correct LFAs to avoid microloops is critical to protect 

high priority traffic. 
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Fig. 1.3. a) LFA route from A to D after the failure of link (A,B) b) forwarding to F can cause a 
microloop c) a microloop after links (A,B) and (C,E) have simultaneously failed, and A and C use 

each other as LFAs  

Other than installing the wrong router as the LFA, there are other events that cause microloops 

in IP FRR, such as router failure, inter-area loops, multihoming links, and ECMP routing [4] [6].  

1.3 IP-over-WDM and optical protection services 

We now consider an IP network overlaid on a Wavelength Division Multiplexing (WDM) optical 

network. Such a network is shown in Fig. 1.4. 

  

Fig. 1.4. An IP-over-WDM network: a) WDM network b) IP network c) IP links as lightpaths on the 
WDM network. 

Fig. 1.4(a) shows the WDM network that consists of reconfigurable optical add-drop 

multiplexers (ROADMs) or optical cross-connects (OXCs) connected by bidirectional fiber-links. Fig. 

1.4(b) shows the IP network that consists of routers and links. The IP network is overlaid on the WDM 
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network as follows. The routers and ROADM/OXCs are paired as shown in Fig. 1.4(c). The IP links are 

realized by bidirectional lightpaths, also shown in Fig. 1.4(c). Note that each lightpath crosses one or 

more fiber-links, and a fiber-link may carry multiple lightpaths. Consequently, a fiber-link cut may take 

down multiple lightpaths, which thus form a shared risk link group (SRLG). In Fig. 1.4(c), fiber-link (C,E) 

carries lightpaths for IP links (C,B) and (C,E). Since a cut of fiber-link (C,E) will disconnect IP links 

(lightpaths) (C,B) and (C,E), the two IP links are in the same SRLG. 

The WDM layer provides several different types of lightpath services to the client IP layer, where 

a lightpath is used to realize the physical layer of an IP link. These are shown in Fig. 1.5. 

  

  

Fig. 1.5. IP links realized as lightpaths: a) (B,C) unprotected b) (B,C) optically protected c) (A,C) 
and (B,C) dual-homed d) survivable pair of IP links between routers B and C. 

a) Unprotected (Fig. 1.5.(a)) – this is realized by a single lightpath. If a failure occurs on the 

lightpath, the service will fail. Since no protection is offered by the WDM network, the IP 

network must protect the traffic carried by such a link. 

b) Protected (Fig. 1.5.(b))  – this is realized by a working lightpath realizing an IP link and a backup 

lightpath in case the working lightpath fails. The two lightpaths are disjoint in the fiber-link 

network so that at least one survives a failure. The bandwidth of the backup lightpath can be 
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dedicated or shared. Examples of dedicated protection are 1+1 protection and 1:1 protection. 

Under 1+1, a copy of the data signal is transmitted simultaneously on the working and 

protection lightpaths. With 1:1, a protection lightpath is reserved to carry the data in case the 

working path is cut, and it can also carry low-priority packets before the cut. In the case of 

shared protection, bandwidth can be shared among different backup lightpaths. This can reduce 

bandwidth requirements but is more complicated. In this dissertation shared protection is not 

considered. 

c) Dual homed (Fig. 1.5.(c))  – two lightpaths realize two different IP links, but in such a way that 

any fiber cut will disconnect at most one. Note that this service is a cost-performance 

compromise between a) and b). Care must be taken to ensure that the two lightpaths are 

disjoint in the fiber-link network, which may lead to longer lightpaths and in turn extra network 

cost. However, dual homing allows more links to survive a fiber cut than with unprotected links, 

and the cost of the service is in general lower than the cost of the protected service. 

d) Survivable pair [18](Fig. 1.5.(d))  – this is similar to dual homing, but the two lightpaths are 

between the same two routers. This service is applicable where multiple IP links between two 

routers are used. 

Other services may be available as well, such as multi-homing (a generalization of dual homing), 

or the network operator can install additional routers [19] [20] or extra link capacity. Common to all 

these types of protection is that they add extra resources to the network to build up resilience while 

possibly increasing the network cost. In this dissertation we design networks that protect high priority 

traffic using LFA and extra resources while minimizing network cost. 

1.4 Related work 

1.4.1 FRR techniques other than LFA 

This section is an overview of the fast reroute schemes proposed so far. We will first discuss the 

schemes other than LFA proposed by IETF RTGWG in Section 1.4.1.1. After the IETF RTGWG schemes, we 

will briefly discuss other related schemes in Section 1.4.1.2. 
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1.4.1.1 IP FRR schemes other than LFA proposed by IETF RTGWG 

U-turn Alternates [11]: This is a scheme slightly more complex than LFA, but with more flexible routing. 

We will show the U-turn scheme with the IP network in Fig. 1.6. Consider packets destined for router D. 

Router A normally delivers packets to destination D on a shortest path (dashed arrows), which is 

through router B, so B is A’s primary next-hop. Note that router A has no LFA for the packets. However, 

the U-turn scheme can protect the packets. In this scheme, there are U-turn alternates, rather than 

loop-free alternates. Suppose at router F, router A is the primary next-hop to D, and its LFA is router C. 

 

Fig. 1.6. U-turn: A has no LFA to D but can reroute packets to F, which does have an LFA C for its 
primary next-hop A. 

In Fig. 1.6, F can be A’s U-turn alternate when link (A,B) fails. When link (A,B) fails, router A flags 

the packets and reroutes them to its U-turn alternate F. Router F then routes the packets along shortest 

paths but avoids A because the packets are flagged. An alternative to flagging the packets is for router F 

to recognize that it is receiving the packets from router A, which is on the shortest path to D. 

Tunneling [12]: The router detecting a failure encapsulates the packet with the address of a router that 

has a loop-free path to the destination. The encapsulated packet is then forwarded through the tunnel 

until it reaches the endpoint router. The endpoint then decapsulates and forwards the packet to the 

destination on its shortest path to the destination. However, not all routers can be tunnel endpoints. 

The router detecting the failure requires a shortest path to the endpoint that does not traverse the 

failed link. Additionally, the endpoint must have a shortest path to the destination that does not 

traverse the failed link. If there are no eligible tunnel endpoints, an extension to tunneling called 

directed forward can be used. With directed forward, the router adjacent to the failure instructs the 

tunnel endpoint router to forward the packet to a neighbor that has a shortest path to the destination. 

Remote LFAs [14] is a simplified version of tunneling.  

Not-via [13]: This scheme works as follows. Let S and P be two neighbor routers. Let B be a router that 

can deliver the packets to the destination on a shortest path that does not traverse P. Router B is 

assigned a special address Bp, called the not-via address. Packets addressed to Bp will be delivered to 
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router B while avoiding (not via) P. This delivery is done as follows. Before a failure, all other routers 

compute and store a next-hop in the tunnel that avoids P and ends at router B. When router P or link 

(S,P) fails, S encapsulates the packet for address Bp and sends it down the tunnel to router B. The other 

routers read the address Bp in the packets and subsequently forward them to router B. Once the 

packets reach B, it decapsulates them and sends them to the destination using ordinary IP forwarding. 

1.4.1.2 FRR schemes proposed outside IETF RTGWG 

Maximally redundant trees (MRT) [21]: This is a scheme where each router has, for each destination, 

two alternate next-hops. These alternates provide routing on two trees that are rooted at the 

destination. These trees can be computed quickly.  To ensure survivable routing, the trees have as few 

common links and nodes as possible. When a failure occurs, routers are notified of which tree to use by 

marking the packets. The extra bits to mark the packets cannot be found in an IP packet header. Instead, 

the trees are indicated using tunneling as follows. Each router is assigned two special addresses, one for 

each tree, before any failure. When a failure occurs, the packets are encapsulated for the tunnel with 

one of the special addresses. The routers in the network forward the packets using the tree that 

corresponds to the special address. The tunnel endpoint is the router that was assigned the special 

address. 

Multiple Routing Configurations (MRC) [22] [23] [24]: This is a scheme where each router stores a set of 

backup topologies to be used in case of a failure [22] [23]. Each topology corresponds to a link or router, 

such that routing on the topology will avoid the link or router.  Before a failure, packets are routed using 

ordinary IP routing. After a failure, the router detecting a failure marks the packet headers and reroutes 

the packets according to the topology that accounts for the failed outgoing link. Other routers then look 

up the next-hop link based on the topology identifier in the packet headers. If the packets are marked 

with a backup topology and the next-hop in that topology is down, the packets get dropped. In [24] the 

idea was revised by relaxing some constraints to reduce the number of stored logical topologies, path 

lengths and maximum traffic on a link. 

O2 [25]: This scheme calls for multi-path routing by requiring each router to have at least two next-hop 

links toward any given destination, and assuming the two do not fail together. This requirement is 

implicitly present in other FRR mechanisms, but O2 departs from normal shortest path routing used by 

IP even when there are no failures.  
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Directed acyclic graphs [26]: This is similar to O2. The routes are not necessarily on shortest paths 

before or after a failure. They are computed by a central server and then distributed to the routers. 

Consequently, routers only forward the packets based on the received routes. Because multiple routing 

trees are computed and then distributed to the routers, each router has multiple next-hops for a 

destination. In the event of a failure, the router switches between the next-hops. The authors establish 

some necessary conditions for alternate next-hops to exist, and show the NP-hardness of the routing 

problem. A set of synthetic and real topologies is used to evaluate a heuristic search for a routing 

solution. There is a tradeoff between minimizing congestion and the number of links or nodes for which 

an alternate route can be found. 

Routing deflections [27]: The routing principles here also differ from shortest path routing even when 

there is no failure. Instead, routing follows three “Rules”. Unlike IP routing, deflection routing is partially 

source-based, because the source tags the packet with a hint of path selection, which is used by the 

routers to select among the available paths defined by one of the Rules. Thus the primary end goal of 

the paper is not fast reroute, but an increase in the number of available paths, which then lead to 

resilience to failures and congestion minimization.  

Failure Insensitive Routing (FIR) [28]: Here the next-hop is based on both the destination and the 

incoming link. Prior to failures the routes are on shortest paths. To prepare for failures, a selection of 

alternate next-hops is performed as follows. In case a router receives packets on a link that is normally 

not be used for that packet, the packets must have been rerouted due to a failure. Based on the unusual 

incoming link and the destination, FIR calculates which links must have failed. The result of the 

calculation is used to select an alternate next-hop. The alternate is stored in the router and used after a 

failure. The advantage of FIR is that it does not require packet encapsulation or special bits. However, 

the FIR routing algorithm differs from the conventional shortest paths, because in FIR the next-hop does 

not depend only on the destination. The idea was improved on in [29]. 

In [30] it is argued that FIR can cause loops if multiple IP links fail simultaneously. Like some 

techniques mentioned before, the paper proposes a routing that is not on shortest paths, but follows 

link-disjoint directed trees. The technique is called Loop-free FIR (LFIR) and works as follows. Before a 

failure the packets are routed on one tree. If there is a failure, the detecting router uses the next-hop 

from a link-disjoint backup tree. If routing is already on a backup tree and there is a failure, the packet 

gets dropped. Similar to FIR, in LFIR the incoming link is used to detect whether there has been a failure. 
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The paper shows that link-disjoint trees can be found if the network is two-connected. If the graph is not 

two-connected, using LFIR in the network will not cause loops. 

Fast convergence with fast reroute (FCFR) [31]: As noted earlier, IP FRR can solve the problem of slow 

forwarding table updates and microloops. However, IP routing has the advantage in that its routes can 

be considered optimal once the network has re-converged, i.e. settled on the new routes. FCFR attempts 

to combine IP re-converging and IP FRR. Each router maintains two forwarding tables for shortest path 

IP routing; this is in addition to IP FRR routes. In addition, an indicator bit in each IP packet is used to 

indicate the table to use. Unlike in ordered updates [8] [9] [10], routers do not postpone using their new 

routes after a failure (to prevent microloops), but instead use them as soon as they are computed and 

installed in the forwarding table. This ensures early route optimality.  

To avoid microloops, the indicator bit in the forwarding table is used as follows. Consider a 

router A that detects a failure on one of its links. Let A have a neighbor B that has not yet updated its 

forwarding table. Assume router B sends the packets back to A. The packets have the indicator bit set so 

that it indicates to router A that router B is using its now-outdated forwarding table. Router A then uses 

an IP FRR scheme such as not-via to resend the packets. Resending with IP FRR ensures the packets will 

not enter a microloop. Router B eventually installs new routes in the forwarding table, and the packets 

are no longer sent back to A. The scheme is thus heavily dependent on reserving a bit in each IP packet, 

and setting it correctly in each router. 

1.4.2 FRR performance evaluation 

This section has a brief survey of performance evaluation studies of FRR schemes. The 

evaluations are qualitative or quantitative. The qualitative evaluations primarily examine the 

applicability of FRR schemes to different types of failures (IP link, router, SRLG) and the possibility of 

creating loops if the FRR scheme is not suitable for a particular failure scenario. The quantitative 

evaluations measure or maximize coverage. This is the percentage of source-destination pairs for which, 

in case of failure, there always exists a backup route between them. The papers deal only with network 

layer single IP links and router failures, and there are no attempts to measure coverage in case of SRLG 

failures.  
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A FRR scheme will ideally provide 100% coverage. In the papers surveyed below, 100% coverage 

using IP FRR is desired and in some cases achieved. Instead, the philosophy of IP FRR is a best effort that 

maximizes protection but avoids adverse effects such as creating microloops. 

The related work is briefly surveyed below: 

The advantages and disadvantages of IP FRR, MPLS Resource Reservation Protocol  Traffic 

Engineering (RSVP TE) and Label Distribution Protocol (LDP), as well the solutions that deal specifically 

with microloops are discussed in a broad survey in [4].  

In [32] the coverage after single IP link failures is measured in five real networks by applying the 

IP FRR schemes, starting from the simplest and then increasingly complex: LFA, U-turn, tunneling, 

directed tunneling and not-via. Thus, the network is first protected with LFA, and then the other 

schemes are applied one at a time until 100% coverage is achieved. Not-via was not needed to achieve 

100% coverage.  However, not-via by itself was shown to provide 100% coverage [33] [32]. 

In [33] a similar conclusion was reached about trading off complexity for coverage, but including  

single router failures on a larger number of synthetic and real networks, and also evaluating a rule from 

routing deflections [27] as an FRR scheme.  

The possibility of combining LFA and not-via is investigated in [34]. They consider using LFA 

wherever possible, and using not-via for the links and routers that do not have an LFA. The authors 

conclude that the combination offers no advantage over using not-via alone. However, their choices of 

LFAs do not minimize traffic on the links.  

A network designer may have the ability to change the IP network topology to accommodate IP 

FRR. In [35] the authors first examine the formal properties that a network graph must have to achieve 

good coverage using LFA, and then present algorithms to improve coverage by adding links where 

necessary. The graphs may have either uniform or non-uniform link weights, and a number of real 

networks are used for the numerical study. The primary goal again is to achieve coverage and 

survivability using LFA, rather than minimize congestion in case of failures.   

The resilience of some access and core IP network topologies to single router and single IP link 

failures is studied in [36]. The authors devised a set of simple constraints for the IP link distances so that 

LFA routes can be found. Then for most failures, but not all, the topology remains connected. However, 
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they take no steps to allow the packets to leave the network after a router failure. The packets destined 

to a router are assumed to be lost, and the possibility of them circulating in a microloop is not discussed. 

The paper also has recommendations on when MPLS should be used instead of LFA. 

The work in [37] considers the case when there is no ECMP and there can be multiple shortest 

paths between a source and a destination. The routers will choose one among multiple shortest paths, 

and the choice can be unpredictable. Thus, routing and the resulting traffic loads can be difficult to 

predict and control. 

To address the problem, link weights are manipulated so that in the resulting topology there is 

only one shortest path, and it is optimized so that congestion is minimized. Then, networks using not-via 

are shown to benefit as well, as follows. Note that not-via uses a shortest path around the failed link or 

router. Because shortest paths are now unique, the path that packets will take after a failure is 

predictable. Thus, link congestion can be avoided. 

1.4.3 IP-over-WDM survivability 

In this section we cover the previous work related to network protection in IP-over-WDM.  

Survivability can have two meanings. A network is survivable if the IP network topology remains 

connected after every fiber link cut. Alternatively, survivability means that the network guarantees 

carrying a fraction of the traffic after a fiber-link cut. 

1.4.3.1 Guaranteed connectivity 

Here we give an overview of the publications where survivability means the IP network topology 

remains connected after every fiber-link cut. The problem of a survivable IP topology supported by a 

WDM network was introduced in [38]. A tabu search-based algorithm is used to find a lightpath routing 

resulting in a survivable network while minimizing wavelength use. The same problem is investigated in 

[39] [40], noting that finding a lightpath routing where no two lightpaths share the same link is NP-

complete. The papers establish necessary and sufficient conditions for survivable routing and use 

integer linear programming (ILP) to solve the problem. The authors observe that the resulting lightpaths 

are not shortest. In [41] the authors focus on IP over a WDM ring. The formal study shows that some 

well-connected IP topologies cannot survive a single fiber-link cut. Constraining the lightpath routing to 

shortest paths, they prove that the network is survivable if, in a ring of N nodes, every node has a 
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degree of at least 








3

2N
. An efficient heuristic for adding links to the IP topology until the network is 

survivable is demonstrated with a numerical study of its performance.  

The work in [42] examines the survivability of a WDM-based network using the max-flow min-

cut theory, and use the flow and cuts to define survivability metrics. These metrics represent a 

network’s resilience to multiple fiber cuts. In [43] the authors present a heuristic polynomial time 

algorithm for routing lightpaths on a WDM topology so that a fiber link cut cannot disconnect the IP 

network. The algorithm first routes the lightpaths using shortest hop paths. If that fails, shortest 

weighted paths are used, and, if necessary, the lightpaths identified as critical are rerouted until the 

network is survivable. The same authors in [44] solve the problem by requiring the intersection of the 

physical and the logical topology to be 2-edge-connected, and then routing lightpaths using shortest 

paths. To satisfy the 2-connected requirement, an ILP formulation and a faster heuristic are used to find 

the IP links that need to be added to the logical topology while minimizing the cost. In [45] the problem 

is defined as one of adding IP links between nodes that share a physical link. The algorithm thus 

transforms a network that is not survivable to a survivable one. Additionally, if the network is already 

survivable, its cost is reduced. 

The next three papers introduce different lightpath services to ensure survivability. In [46] the 

authors note that the ILP formulation is computationally difficult and propose a more efficient one using 

mixed integer linear programming (MILP), while also considering a scenario where some of the 

lightpaths may be optically protected. In [47], dual-homed lightpaths are allowed and the network cost 

is expressed as a function of total lightpath count and lightpath length count. In addition, a scenario is 

considered where the WDM and IP networks are operated by different companies. The WDM network 

operator does not share the details of his topology with the IP network operator. The lightpath routing is 

thus unknown to the IP network operator, so he must assume that a fiber link cut will disconnect all 

unprotected links. Such imperfect coordination between the two network layers results in higher costs 

compared to the scenario where both IP and WDM networks are controlled by the same entity. To 

improve over [47], the work in [48] shows how using three new lightpath services (in addition to 

unprotected, protected, and dual-homed) leads to reduced network costs. 
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1.4.3.2 Guaranteed bandwidth 

A more demanding survivability requirement is that the network remains connected and 

support a pre-defined fraction of traffic to survive a fiber link cut. In [18] control of the WDM network is 

separated from the IP layer, and survivability is ensured by MPLS traffic bifurcation in addition to the 

different lightpath services. The network must then support one traffic matrix (i.e. for every two nodes, 

the amount of traffic between them) under working conditions, and a different traffic matrix after a 

failure. The generalized MILP formulation turns out to be computationally too complex, so the authors 

made some simplifying assumptions: the traffic matrix is uniform, the number of ports in a router is 

unlimited, and the cost of a lightpath is independent of the nodes it connects. The simplification allows 

the MILP to compute the costs. Then, it was shown that using survivable pairs can decrease the network 

cost by 30%. 

In [49] the network also uses unprotected, protected and dual homed lightpaths, where the cost 

of each lightpath is a function of its length. The IP network operator normally maintains a completely 

connected topology, but again does not know the SRLGs, and so must assume the worst case when all 

unprotected links fail. The results show in some cases considerable cost savings when dual homed 

lightpaths are added as a service.  

In [50] the operator controls both network layers. The IP links are each 10 Gb/s and MPLS FRR 

tunnels are used for rerouting. Then several protection scenarios are considered. In the first, for each IP 

link, its MPLS backup tunnel must survive each failure of the link. Here, failure detection is at the IP 

layer. In the second scenario, the optical layer can notify the IP layer when there is a failure. When a 

router receives failure notification, it can reroute the traffic based on the information about the failure, 

thus minimizing the required backup tunnel capacity. In the third scenario, each 10 Gb/s link consists of 

four 2.5 Gb/s links, and there is a discount for using a single 10 Gb/s link instead of four 2.5 Gb/s links. 

The four lightpaths can be routed independently, thus minimizing the failures. In the fourth scenario, 

each IP link is protected by an unlimited set of MPLS tunnels. Then traffic is rerouted on all the surviving 

tunnels after the link fails. However, this is not a practical scheme and only serves as an ideal case. The 

results showed that, compared to the first, the other scenarios had lower costs, which implies that 

optical layer failure notifications, discounted aggregated links, and multiple MPLS backup tunnels can 

result in savings. 
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1.5 Our contribution and dissertation overview 

IP FRR over WDM to protect a high priority fraction of traffic is suggested by our work in [20] 

[51] [52] [53]. This dissertation includes the results in those papers and improves on them. It differs 

from previous work on IP FRR, and LFA in particular, in a number of ways.  

First, we are concerned with networks that guarantee, whenever failures occur, protection 

switching of the entire high priority traffic matrix. Previous IP FRR proposals tend to be best effort 

protection switching so they do not guarantee that routes between all source-destination pairs are fully 

protected (Sections 1.4.1 and 1.4.2). Instead, they allow some fraction of source-destination pairs of 

nodes to become disconnected when a failure occurs, though attempting to minimize this fraction. 

Second, our work determines the cost of networks whereas most previous work (Sections 1.4.1 and 

1.4.2) does not. An exception is [54], though it is for an IP FRR scheme other than LFA. Third, our 

networks can have a single fiber-link cut that will result in multiple lightpath failures and multiple IP link 

failures, i.e., a SRLG. Previous works were primarily concerned with only single IP link failures (Sections 

1.4.1 and 1.4.2).  

The next chapter, Chapter 2, considers the use of LFA on a WDM network where the fiber-links 

form a ring. The analysis makes some realistic assumptions about the network, e.g. traffic between each 

pair of nodes is assumed to be the same. These assumptions simplify the network design and allow for 

formal analysis (lemmas, theorems and proofs). This in turn allows network cost lower bounds to be 

derived. In addition, we derive network costs for MPLS FRR, and compare them to LFA costs. Analytical 

results for LFA on a WDM network and a comparison to MPLS FRR have not been shown in other related 

work. The resulting network costs and comparisons will show that LFA is in many cases applicable on a 

WDM ring network. 

Chapter 3 generalizes the problem by considering non-uniform traffic and physical topologies 

that are not rings. In addition, we are concerned with networks that guarantee, whenever failures occur, 

delivery of the entire traffic matrix and protection switching of the high priority traffic matrix. This is 

different from most previous work, where the networks are not required to support two traffic matrices 

with two protection mechanisms. IP network topologies are not assumed, instead, we design them to 

support the traffic before and after the failure, including the high priority fraction. Additionally, we 

route the lightpaths in the optical layer to facilitate the finding of LFAs. Ways to design an IP restoration-

only IP-over-WDM network have been proposed (Section 1.4.3) but without a FRR capability. Finally, our 



26 
 

network design algorithm optimizes over a number of network parameters:  IP network topology, 

lightpath routing, link capacities, and finding the LFAs. Previous work of others is usually focused on 

finding the LFAs for a given IP network topology. The results will show that the extra network cost for 

LFA is only a few percent, and that our network design algorithms are sound. 

Both Chapters 2 and 3 have the same basic structure. A network model is described first. Then, 

the optimization problem is stated. Then, the methods for solving the problem are explained, which 

include formal analysis, ILP, and heuristic algorithms. The resulting network costs are then presented 

and analyzed. 

The main body of the dissertation closes with a conclusion. Then the Appendix gives a 

computational complexity analysis for the network design algorithm in Chapter 3. 

1.6 Assumptions in the network analysis and simulation 

Before discussing the modeled networks in Chapters 2 and 3, we state some assumptions that 

will apply in both chapters: 

a) The network operator has complete control over both the IP and the WDM layer, so lightpath 

routing, IP topology design, link capacity provisioning and IP and IP FRR routing can all be 

optimized to minimize the network cost. However, the network operator cannot change the 

fiber-link topology. 

b) Fiber-links have sufficient capacity so that there are no restrictions on the number of lightpaths 

that they can carry. 

c) Lightpaths are bidirectional.  The lightpath from a node A to node B is on the same fiber-links as 

the lightpath from node B to node A for all node pairs (A,B). 

d) IP link capacities are bidirectional: the capacity of IP link (A,B) is the same as the capacity of link 

(B, A) for all node pairs (A,B). 

e) All IP link weights are one. 

f) Regardless of the failure, each high priority packet can leave the core network at only one of the 

nodes. We will refer to this node as the destination. A destination node in the IP-over-WDM 

network may not be the ultimate destination of the IP packets, but rather is the last node in the 

core network. 

g) ROADMs or OXCs are assumed to never fail. 

h) Optical protection service is 1+1, as described in Section 1.3. 
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i) The routers have a way of identifying high priority packets, and if there is insufficient capacity at 

a link, then low priority packets are dropped. 

j) There can be only one LFA stored for each primary next-hop. In addition, the LFA is used only 

when there is a failure on the primary next-hop link. This is implied in [3] and other publications 

related to LFA (Section 1.4.2). Note that insufficient capacity (congestion) on the outgoing link 

will not trigger the use of an LFA. 

k) The cost to establish and maintain a connection is the same at all locations in the network.  

Other assumptions specific to the studied cases will be stated in their respective chapters. 
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CHAPTER 2: WDM RINGS 

2.1 Introduction 

This chapter considers an IP-over-WDM network as shown in Fig. 2.1.  

 

Fig. 2.1. Completely connected IP network over a WDM ring. 

We will determine the cost of protecting high priority traffic with LFAs and 1+1 optical 

protection.  To simplify our analysis we will focus on ring topologies for the WDM network. Although it is 

a simple physical topology, the ring is interesting because it is frequently used in optical networks, e.g., 

SONET. It also has the advantage that it is simple to route lightpaths, leading to ROADMs rather than 

more expensive OXCs. Additionally, the ring is interesting because it has a minimal number of fiber-links, 

so the SRLGs on a WDM ring are large. A fiber-link cut will thus disconnect a large number of lightpaths, 

and the protection mechanism will have to deal with multiple simultaneous failures. 

We will use the assumptions on the network as stated in Section 1.6. Each ROADM corresponds 

to a “node” in the network as shown in Fig. 2.1. In Section 2.2 the nodes have one, and in Section 2.3 

two IP routers. We will refer to these node configurations as single- and dual-router nodes, respectively. 

Note that a network with single router nodes is shown in Fig. 2.1. Dual-router nodes have two routers to 

survive single router failures. The dual-router nodes, as will be shown in Section 2.3, are assumed to 

aggregate tributary traffic from other networks. 

Another simplifying assumption is that all nodes are connected directly to each other with IP 

links with the same capacities, e.g., 100 Gb/s. An example of such a network is shown in Fig. 2.1, where 
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each node has a lightpath to every other node in the network, thus forming a completely connected IP 

topology. Also, recall from assumption 1.6(e) that all IP link weights are one. This means that IP routing 

before a failure is quite simple since packets can be forwarded on links that are directly connected to 

their destinations. Having all nodes directly connected can be justified if the volume of IP traffic is high 

between all nodes [55].  

We assume that the high priority traffic on each IP link will be at most a fraction f of the link 

capacity, where f is a pre-determined parameter. The values of f we will consider are f = 1/n, where n = 

1, 2, 3, and 4. This corresponds to f = 1.00, 0.50, 0.33, 0.25. 

The cost of the network will be the number of IP links that are protected by 1+1 optical 

protection, which uses more wavelengths, interfaces and power than unprotected service. The number 

of protected links is dependent on f. For the case of f = 1.00, all IP links must be optically protected. 

However, as f becomes smaller, the number of protected IP links should decrease since the surviving 

unprotected IP links with LFA rerouting can carry the smaller high priority traffic. 

The number of network nodes will be denoted by N. The nodes are numbered 0, 1,..., N-1 going 

clockwise around the ring.  

In the rest of this chapter, Section 2.2 considers the case where the nodes are single-router 

nodes. Section 2.3 has nodes with two routers. It uses some network design and results from Section 

2.2. 

2.2 Single router nodes 

1.2 In this section we will first explain how the network is modeled (Section 2.2.1) with our 

assumptions on lightpath routing, IP packet forwarding and routing, and failure scenarios. We then state 

the optimization problem. Then, in Section 2.2.2, using formal methods we derive network cost lower 

bounds. In Section 2.2.3 we describe the simulation methods to solve the optimization problem, namely 

a heuristic algorithm and ILP, and then show the numerical results. In Section 2.2.4 we compare LFA to 

MPLS FRR. The costs for MPLS FRR are derived using formal methods, and then compared to LFA costs. 
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2.2.1 Network model 

2.2.1.1 Lightpath routing 

Lightpaths and the IP links they realize have the same capacity denoted by C. Lightpaths are 

routed around the ring following shortest hop paths. Between most pairs of nodes, there is a unique 

shortest hop path. However, when N is even, there are two shortest hop paths between nodes that are 

at opposite ends of the ring topology. In particular, these pairs of nodes are (k, k+N/2) for k = 0, 1,...,N/2-

1. We refer to these lightpaths as the longest lightpaths. 

Because there are N/2 longest lightpaths, and each can be routed on either side of the ring, 

there are  
2/2N

 lightpath routings for the longest lightpaths. Rather than consider all of them, we 

consider two extremes: alternating and non-alternating routing. With alternating routing, longest 

lightpaths for the node pairs (k, k+N/2) are routed on one side of the ring when k is even, and are routed 

on the other side of the ring when k is odd. With non-alternating routing, longest lightpaths are routed 

only on one side of the ring. Note that alternating routing will tend to distribute the lightpath load more 

evenly on the fiber-links, while non-alternating routing will concentrate the lightpath load on a smaller 

set of fiber-links.  

2.2.1.2 IP packet routing 

Ordinary IP routing is along shortest paths. Since all pairs of routers are directly connected, the 

shortest paths are the directly connecting links.  

As discussed in Chapter 1, LFAs help avoid microloops, but will not necessarily prevent them. 

After a failure has occurred, LFAs will be activated and then the ordinary IP routing will re-compute 

shortest paths and update forwarding tables. When a forwarding table is updated all IP packets will 

follow the new table and the LFAs are deactivated. This may cause microloops since some routers will 

have updated forwarding tables, while others are still using LFAs.  

We suggest two approaches to avoid microloops for high priority traffic. The first is to have LFAs 

persist for high priority traffic after forwarding tables are updated. Then low priority traffic follows 

shortest paths, while high priority packets follow LFAs. The disadvantage of this approach is it may 

require changes to how packets are forwarded.  



31 
 

The second approach is to restrict LFAs as follows. An LFA u at router S for destination router D 

is a simple LFA if link (u,D) if, assuming destination D will not fail, link (S,D) is not in the same SRLG with 

links (S,u) and (u,D). Thus, whenever a failure occurs, packets will travel on a two-hop path to its 

destination, and in particular (S, u, D). Note that this is a shortest path to D. Therefore, as the routing 

tables are updated, the simple LFAs can become the new primary next hops. Now when the failure is 

fixed, packets resume flowing on the restored links rather than the LFAs.  

2.2.1.3 IP packet forwarding 

Recall that by assumption 1.6(i) the routers have a method of distinguishing between high and 

low priority packets. If an IP link cannot carry all its traffic, then the low priority traffic is dropped. Since 

the network is optimized to guarantee the transport of the high priority traffic, in our optimization we 

ignore the low priority traffic. 

2.2.1.4 Failure scenarios 

We consider two failure scenarios. In both scenarios, there can be only a single failure. In the 

first failure scenario, the possible failures are a single fiber-link cut, a single unprotected lightpath (IP 

link) failure, or a single router failure. We refer to this as the unreliable routers scenario. In this scenario, 

when an IP router detects an IP link failure, it does know the physical cause. This can occur if only hello 

messages are used to detect a link failure. Note that the lack of hello messages does not indicate 

whether there is a fiber-link cut or router failure. 

The other failure scenario assumes that routers never fail, so the possible failures are a single 

fiber-link cut or a single unprotected lightpath (IP link) failure. This can model the case when routers 

have enough redundancy so that a failure is very unlikely. This is referred to as the reliable routers 

scenario. This also models the case when a router can fail but the optical layer can detect if a fiber-link 

failure has occurred. If this information can be sent to incident routers then the routers can determine if 

the detected IP link failure is due to a router failure.  

Recall that by assumption 1.6(f), regardless of the failure, each IP packet can leave the network 

at only one router. Thus, if a router is down, to avoid unnecessary consumption of network resources, 

packets for the router should be dropped rather than rerouted. Consequently, for the reliable routers 

scenario, router failures do not affect the choice of LFAs or the amount of optical protection needed. 
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Next, note that, because by assumption 1.6(j) there is only one LFA for every IP link, the single 

LFA must work for every failure. The choice of the LFA is thus critical to ensure that the network can 

protection-switch the high priority traffic. 

2.2.1.5 Traffic model 

The network will be required to transport all the high priority traffic. Under normal conditions, 

each link carries fC high priority traffic. 

We refer to the traffic from a source router S to a destination router D as the traffic stream for 

(S,D). Note for each possible failure, a surviving IP link (S,D) will have high priority traffic streams 

through it. This includes the high priority traffic stream for (S,D) and rerouted high priority traffic 

streams of other source-destination pairs. Let r denote the number of rerouted high-priority traffic 

streams. Then, since all the high priority traffic must be carried by the link, i.e. no high priority packets 

may be dropped due to link congestion, the following constraint must be true:  f C (1+r) ≤ C, or more 

simply f (1+r) ≤ 1.   

For each IP link, let R denote the maximum number of rerouted high priority traffic streams over 

all possible failures. Then R must satisfy f (1+R) ≤ 1, or equivalently R ≤ (1- f)/f.  We will refer to R as the 

maximum rerouted traffic streams.  

2.2.1.6 Optimization problem 

Consider the network model described in the previous sections. The optimization problem is to 

minimize the number of protected lightpaths (i.e., IP links) in the network while ensuring all the high 

priority traffic will reach their destinations under the given failure scenario.   

2.2.2 Analytical results 

This section provides lower bounds on the number of protected lightpaths. Section 2.2.2.1 gives 

lower bounds that apply to both reliable and unreliable routers scenarios. Sections 2.2.2.2 and 2.2.2.3 

give lower bounds that depend on the scenario. 

2.2.2.1 General results 

Theorem 1. The number of protected lightpaths is at least 
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a)  2/N , if f = 0.5 and N is even 

b) 1, if f = 0.33 and N = 4. 

Proof.  To prove part (a), we will first prove, by contradiction, that each node u must have at 

least one protected lightpath. Suppose all the lightpaths are unprotected.  Since u has two incident 

fiber-links on the ring network and an odd number of incident lightpaths, one of the fiber-links has more 

lightpaths than the other. Since f = 0.5, if there is a cut on the fiber-link with more lightpaths, then the 

lightpaths on the other fiber-link do not have enough bandwidth to carry the rerouted high-priority 

traffic. Therefore, node u must have at least one protected lightpath. This is true for all nodes. Each 

lightpath connects two nodes, so part (a) is true. 

Next, we prove part (b) by contradiction. Suppose N = 4 and the lightpaths are unprotected. 

Without loss of generality, assume the longest lightpaths for IP links (0,2) and (1,3) are routed on paths 

(0,1,2) and (1,2,3), respectively. Note that a failure at fiber-link (1,2) will disconnect three lightpaths: 

(0,2), (1,2), and (1,3). Their rerouted traffic must be routed through lightpath (0,3). Since f = 0.33, 

lightpath (0,3) does not have enough bandwidth to carry its own traffic and the three rerouted traffic 

streams. Therefore, part (b) is true.  

Because Theorem 1 makes no assumptions on the type of protection, its results apply to any 

FRR scheme. We will thus use them for LFA network costs and also to prove a theorem on MPLS FRR 

(Theorem 6 in Section 2.2.4.1). 

The next theorem shows that when f = 0.5, an optimal solution has only simple LFAs. 

Theorem 2. Consider the unreliable routers case. Suppose f = 0.5. Suppose we have an optimal 

solution to the optimization problem. Then the LFAs must be simple. 

Proof.  First note that f = 0.5 implies that the rerouted high priority traffic streams on any link 

must be at most one.  

Next, the theorem is proven by contradiction. Suppose that an optimal solution has a directed 

link (u,v), where the LFA for u is not simple. Since the LFA is not simple, there must be a failure where u 

reroutes its high priority traffic to its LFA, which in turn continues rerouting the traffic to its own LFA. Let 

x and y denote the first and second LFAs, respectively. Then IP link (x,y) will carry the rerouted traffic 
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from u and x. Since (x,y) now carries two high priority rerouted traffic streams, it contradicts the fact 

that the maximum number of these streams on any link is at most one. Therefore, the theorem is true. 

2.2.2.2 Unreliable routers 

As noted in Section 2.2.1.4, a lack of hello messages alone will not allow routers to distinguish 

between router failures, fiber-link cuts and single IP link failures. Thus, when a destination router fails, 

the other routers will activate their LFAs, causing the packets to circulate in the network without 

reaching the destination, which wastes network resources. Packets should instead be dropped. 

Consequently, another method is needed to detect router failures.  

This method will utilize, for each destination router D, a subset of routers that each have a 

protected lightpath to D. We will refer to these routers as detecting routers for D. Since no single fiber-

link or lightpath failure can disconnect a 1+1 optically protected lightpath, each detecting router can 

detect a failure of D through a lack of hello messages. Consequently, detecting routers will drop the 

packets for D whenever a failure of D is detected. Note that other routers may use the detecting routers 

as LFAs to D. Thus, when D fails, packets will flow to the detecting routers, where they will be dropped. 

This ensures packets to D are dropped as soon as possible. Finally, since each detecting router has a 

protected lightpath, so we want to minimize their number.  

We now provide lower bounds on the number of detecting routers, i.e. protected lightpaths. 

Theorem 3. Suppose f = 1/(R+1), where R is an integer. (Recall that R is the maximum rerouted 

high priority traffic streams described in Section 2.2.1.5). Then the number of optically protected 

lightpaths is at least 
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We will prove the theorem after definitions and a series of lemmas. Consider first a failure at a 

destination router D.  Then all unprotected IP links (S,D) fail. Let u be the LFA for (S,D). Let (S,u) be 

referred to as an LFA directed link for destination D. 

Lemma 1.  Consider the conditions in Theorem 3. Consider a failure at a destination router D.  

Suppose no microloops are formed. Then LFA directed links for D will form directed trees, where the 

links are directed towards the roots. In addition, each root has a protected link to D. 
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Proof.  Note that each router has at most one outgoing LFA directed link for D. Thus, the LFA 

directed links will form directed cycles and directed trees, directed towards the roots. Since there are no 

microloops, there are no directed cycles, and we are left with trees. Since the roots of the trees have no 

outgoing links, their links to D must be protected.  

Note that the roots of the trees in Lemma 1 are the detecting routers for D. Next we will 

determine the size of these trees. In the following Lemma, we will refer to nodes that have links to a 

root as the children of the root. 

Lemma 2. Consider Lemma 1 and one of the directed trees. Consider a tree and the children 

routers of its root. Then there are at most 2R children, where R is defined in Theorem 3. 

Proof. Let c denote the number of children. Note that the children routers are connected to D by 

unprotected links. Their lightpaths traverse through the two incident fiber-links of D. Therefore, one of 

the fiber-links has at least half of the lightpaths. This implies that at least c/2 of the IP links will fail when 

the fiber-link is cut. Then all the children whose IP link to D failed will reroute their high priority traffic 

streams through the root. Since the IP link from the root to D can carry at most R high priority streams, 

we have R
c


2
. Thus, each root has at most 2R children.  

Lemma 3. Consider Lemma 1 and one of the directed trees. For the tree, consider a child u of 

the root. Consider the subtree where u is the root. Then the size of this subtree is at most R, where R is 

defined in Theorem 3. 

Proof. Let v denote the tree root. Then when router D fails, the high priority traffic from all 

nodes in the subtree will be rerouted to the root over the link (u,v). The lemma is implied since the 

number of rerouted streams on a link must be at most R.  

Lemma 4. Consider Lemma 1. Then the number of protected IP links incident to a router D is at 

least
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Proof. Lemma 2 and Lemma 3 imply that the size of each tree excluding its root is at most

222 RRR  . Therefore the size of each tree including the root is at most 12 2 R . Since there are N-1 
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routers other than D, the minimum number of trees must be at least
12

1
2 



R

N . Since each tree 

corresponds to a protected link to D, the lemma is implied.  

Proof of Theorem 3. There are N destinations, and each protected link connects two of them. 

The number of protected links to each destination is given in Lemma 4. From this Theorem 3 follows.  

Theorem 4.  Consider the unreliable routers case. Suppose f = 1/(R+1), where R is an integer.  

Suppose the LFAs are simple. Then the number of optically protected lightpaths is at least
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Proof. The proof is similar to Theorem 3. However, since the LFAs are simple, for a destination 

router D, if (u,v) is an LFA directed link then (v,D) must be a protected link. This implies the directed 

trees of Lemma 1 each have depth one, i.e., each subtree has only one node. Lemma 2 implies each tree 

has size at most 1+2R, which corresponds to the root and its children. This implies the theorem.  

2.2.2.3 Reliable routers 

Here we have the lower bound of Lemma 1 in Section 2.2.2.1 and the following lower bound 

when LFAs are simple. 

Theorem 5.  Suppose N is even and the LFAs are simple. Assume that the longest lightpaths are 

either alternating or non-alternating. Then the optimal solution has at least one protected IP link. 

Proof.  First, we consider the non-alternating case. We will prove the theorem by contradiction. 

Suppose there are no protected IP links. 

Without loss of generality, we can assume the longest lightpaths are (k, k+1, ..., k+N/2) for k = 0, 

1, ...,  N/2 -1. A cut at fiber-link (N/2-1, N/2) will disconnect all the longest lightpaths as well as IP link 

(N/2-1, N/2). 

Suppose the LFA for the directed IP link (N/2-1, N/2) is node u. Since the LFA is simple, if IP link 

(N/2-1, N/2) fails then the IP links (N/2-1, u) and (u, N/2) must be available.  

Note that IP links (N/2-1, N/2), (N/2-1, u), and (u, N/2) must have lightpaths that completely 

encircle the WDM ring network. Then the sum of their lengths is N. Since the lightpath of IP link (N/2-1, 

N/2) has length one, the sum of the lengths of the other two lightpaths is N -1. Then one of the 
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lightpaths has length N/2 and is therefore a longest lightpath. Thus, when there is a fiber-link cut at 

(N/2-1, N/2), then directed IP link (N/2-1, N/2) fails and as well as all the longest lightpaths. Thus, either 

(N/2-1, u) or (u, N/2) are disconnected, so the directed link (N/2-1, N/2) has no LFA. This is a 

contradiction, and so the network must have at least one protected IP link. 

Next, we consider the alternating case. Again we will prove the theorem by contradiction, and 

assume there are no protected IP links. 

We can assume without loss of generality that the two longest lightpaths incident to nodes 0 

and 1 are alternating, so they are (0, 1, ..., N/2) and (N/2+1, N/2+2, ..., 0, 1). They correspond to IP links 

(0, N/2) and (N/2+1, 1). Fiber-link (0,1) carries these longest lightpaths as well as lightpath (0,1). 

Next, note that IP link (0,1) has a lightpath of length one. Using our earlier argument, if u is its 

LFA, then either IP link (0,u) or IP link (u,1) is a longest lightpath. Now, when fiber-link (0,1) is cut then IP 

link (0,1) is disconnected as well as both longest lightpaths incident to nodes 0 and 1. Since either (0,u) 

or (u,1) are thus disconnected, u cannot be an LFA. Thus, there is no LFA for (0,1) and we have a 

contradiction. Therefore, there must be at least one protected IP link.  

2.2.3 Algorithm, ILP, and results 

We first consider the unreliable router scenario in Section 2.2.3.1, which is organized as follows. 

First, the heuristic network design algorithm is explained. Then the ILP is stated. Finally, the numerical 

results are shown and compared to the lower bounds from Section 2.2.2.  

Section 2.2.3.2 considers reliable routers. The same ILP and heuristic algorithm are slightly 

modified from Section 2.2.3.1, and the differences are explained. Then the numerical results are shown 

and compared to the lower bounds. 

2.2.3.1 Unreliable routers 

We now describe a heuristic algorithm, shown below, for the optimization problem. 
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________________________________________________________________________________________________ 

Optimization Heuristic Algorithm 

for i = 1, 2, ..., m do 

   Let P be the set of protected IP links. Initialize P to all IP links 

   Let bestP be a set of IP links used to store the best set P found so far. Initialize bestP = P 

   Let L(u,v) be the length of the shortest hop path between u and v along the WDM ring   

   Let listP be the sorted list of P. Links (u,v) with the smallest L(u,v) are first. Ties are broken randomly 

   Let currentLFAs, oldLFAs and bestLFAs be sets of LFAs. Initialize them to empty 

   mincost = infinity 

   Start from the top of listP 

   repeat 

      Select next (u,v) from listP 

      Remove (u,v) from P 

      FindLFAs. Store LFAs in currentLFAs. (Comment: subroutine to find LFAs) 

      if at least one IP link has no LFA then  

         Put (u,v) back in P 

         Restore currentLFAs from oldLFAs 

      else 

         Save currentLFAs to oldLFAs 

         if |P| < mincost then  

 mincost =|P| 

Save currentLFAs to bestLFAs and P to bestP 

         Remove (u,v) from listP 

         Go to the top of listP 

   until end of listP is reached 

return bestP and bestLFAs 

________________________________________________________________________________________________ 

 The algorithm is a for-loop where each pass will result in determining a set of protected IP links 

and the LFAs for the unprotected IP links. There is randomization in the algorithm, so each pass may 

result in a different set of protected links. The for-loop will loop m times and return the smallest set of 

protected links and the LFAs for the unprotected links. In our simulations we set m = 1000. 

During each pass through the for-loop, initially all the links are protected and there are no LFAs. 

For each IP link (u,v), we let L(u,v) denote the length of the shortest hop path between u and v. Let listP 

be a list of protected links. This list will be sorted so that pairs (u,v) with smallest L(u,v) are first, and ties 

are broken randomly.  
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Next is an inner repeat-loop. It begins by selecting the link (u,v) at the top of listP. Then IP link 

(u,v) is considered to become unprotected. Note that links (u,v) where u and v are close on the WDM 

ring are considered first. The rationale for this is as follows. Suppose (u,v) is protected. For destination v, 

if u is close, few routers can use it as the LFA to v. This is because, on the WDM ring, a fiber-link cut that 

disconnects a link to v is likely to disconnect the link to u as well. If u is farther instead, more routers can 

use it as the LFA. This in turn creates more choices of LFAs during the search. 

When the IP link (u,v) is considered to become unprotected then LFAs are computed by the 

subroutine FindLFAs, which will be presented shortly. If an LFA for at least one IP link cannot be found 

then IP link (u,v) remains protected, and we restore the LFAs from the LFAs found in the previous pass 

through the loop. Then the next link is selected from listP. Otherwise, if all unprotected links have an 

LFA, the LFAs are stored, link (u,v) is removed from listP, and we go back to the top of listP. Going back 

to the top of listP allows more sets of protected links to be tried. 

The repeat-loop terminates when the end of listP has been reached. The final network is the one 

with the smallest cost, i.e. the smallest number of protected links. 

We will now describe subroutine FindLFAs. But before describing FindLFA, we present some 

definitions. These definitions are necessary because the LFA property (Section 1.2) alone is not sufficient 

to protect high priority traffic in our failure scenarios.  

Let R be, as in Theorem 3 in Section 2.2.2.2, the maximum number of rerouted high priority 

traffic streams. 

Suppose an unprotected directed IP link (x,y) has no LFA yet. Next, from node x, we consider 

neighbor nodes w that could be used as an LFA. A neighbor node w is suitable if IP links (x,y) and (x,w) 

cannot fail together due to a fiber-link cut. Therefore, each LFA must be a suitable neighbor. 

Now consider a suitable neighbor w of IP link (x,y). We refer to w as a potential LFA if it satisfies 

the following conditions. Suppose that w is the LFA. First, after every fiber-link cut where (x,y) fails and 

after the failure of lightpath (x,y), traffic from x must reach y. This implies that there must be a path 

from x through w and possibly through other LFAs to y. Second, for every failure, the number of 

rerouted traffic streams on any link must not exceed R. We assume here that that none of the sources in 

directed unprotected IP links without LFAs are rerouting their traffic streams.  
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Third, to protect from router failures, (x,w) must be a directed link (defined in Theorem 3) in a 

tree for destination y. Note that the size of the tree and its subtrees is constrained as in Lemma 1, 

Lemma 2, and Lemma 3 in Section 2.2.2.2. Thus, if (w,y) is a protected link, i.e. w is a root, then w must 

have no more than 2R-1 children before adding child x. Otherwise, if (w,y) is not protected, then w must 

have no more than R-1 nodes attached in its branch before adding x. 

 Next, we describe the subroutine FindLFA, which is shown below.  

________________________________________________________________________________________________ 

Subroutine FindLFAs 

count = 0 

repeat 

     Let K be a sorted list of directed unprotected IP links (x,y) with no LFAs 

     Sort K: links (x,y) with fewest suitable neighbors are first. Break ties by destination y. Break remaining 

ties by source x. 

     Let H be a list of directed IP links. Initialize H to empty 

     repeat 

         Remove (x,y) from K 

         if there is at least one potential LFA for (x,y) then 

            Choose an LFA for (x,y) randomly among  the potential LFAs 

            Append (x,y) to H 

            count = 0 

     until K is empty 

     if all unprotected IP links have LFAs then return “Succeed” 

     count = count +1 

     if count = max_iter then return “Fail” 

     for each (x,y) in H starting from the top 

         Delete the LFA for (x,y) 

         Randomly choose an LFA among the potential LFAs 

until null 

________________________________________________________________________________________________ 

The subroutine has an outer repeat-loop. During each pass, LFAs are computed as follows. 

First, there is an inner repeat-loop that computes LFAs for unprotected IP links that do not have 

LFAs. The unprotected IP links are put on a list and processed one at a time.  
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To ensure that the most constrained links are processed first, the list has a particular order. The 

links with the fewest suitable neighbors are at the top of the list. Among the links with the same number 

of suitable neighbors, the links to destination router 0 are first on the list, then the links to router 1, etc. 

Then, among the links to the same router, the links with source router 0 are first on the list, then the 

links with source router 1, etc. The rationale for this ordering is as follows. First, the most constrained IP 

links are the links with the fewest suitable neighbors, so their LFAs should be computed first. Second, a 

fiber-link cut will disconnect many IP links to the destination routers adjacent to the cut, which further 

constrains the choice of LFAs. Note that every LFA link (x,w) for IP link (x,y) must be placed in a tree for 

destination y, which also constrains the choice of LFAs. The ordering by destination is thus justifiable. 

Third, a fiber-link cut will disconnect many links from a source adjacent to the cut, so the algorithm 

should try to process all IP links from the same source together. 

Following the repeat-loop, if all unprotected IP links have LFAs then the subroutine returns 

“Success”. 

Next, FindLFAs changes the LFAs for the links that have one. The purpose of this is to potentially 

create more opportunities to find LFAs in the next pass through the outer repeat-loop. To this end, 

FindLFAs maintains a list of links that have LFAs. This list is initially empty. As each IP link receives an 

LFA, it is appended to the list. Now, to change the LFAs, we start with the first IP link on the list and 

process one link at a time. For each link, a new LFA is randomly selected among the potential LFAs. We 

thus process the list in a “first in, first out” order, and for the following reason. Note that the bottom of 

the list has the links whose LFAs were chosen last. Therefore, it is unlikely that these choices constrained 

the IP links without an LFA. We thus first change the LFAs for the links at the top of the list. 

A variable count that keeps track of the number of consecutive passes where the number of 

unprotected IP links with LFAs does not increase. In the algorithm, count is reset to zero if a new LFA is 

found. This allows the search for LFAs to continue as long as progress is being made. Otherwise, if count 

reaches a predetermined value max_iter , the subroutine returns “Fail”. In our simulations we set 

max_iter = 20. 

Next, we present an ILP that exactly determines the minimum number of protected lightpaths 

when the LFAs are simple. We give definitions, variables, and then the objective. 
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Definitions: 

Let   },,0:,{ vuNvuvuB  , which denotes the set of bidirectional IP links.  

A bidirectional link (u,v) is composed of two directed links (u,v) and (v,u). Let

  },,0:,{ vuNvuvuD  , which denotes the set of directed IP links. 

Assume all the IP links are optically unprotected. For k = 0, 1, ..., N-1 , let F(k) be the set of  

directed IP links that fail if fiber-link (k, (k+1) mod N) fails. We will determine which of these IP links 

should be protected. Note that when N is even, set F(k) may depend on whether the longest lightpaths 

are alternating or non-alternating.  

Assume all the IP links are optically unprotected. For k = 0, 1, ..., N-1,  let S(k) be all the directed 

IP links that survive if fiber-link (k, (k+1)mod N) fails. Thus, S(k) = D \ F(k). 

Variables:  

For all IP links   Bvu , , p(u,v) is a binary variable such that p(u,v) = 1 means that the link is 

protected, otherwise the link is unprotected. 

For all Dvu ),(  and Nk 0 such that vuk , , t(u,k,v) is a binary variable that indicates 

node k is the LFA of node u for destination v. 

Objective:  

Minimize  
 


Bvu

vup
,

,  

Constraint 1:  

This constraint ensures that for all Dvu ),( , router u has no LFA for destination v if link (u,v) is 

protected, otherwise it has exactly one LFA:  for all Dvu ),( , 
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Constraint 2:  

This constraint considers each fiber-link failure (k, (k+1) mod N) and limits the amount of high 

priority rerouted traffic over each directed IP link (u,v). If (u,v) ∊ S(k), then there must be at most R 

rerouted traffic streams on the link. Note that if (u,v) ∊ F(k), then it cannot carry rerouted traffic streams 

if it is unprotected. However, it can carry up to R rerouted traffic streams if it is protected. Thus, for each 

fiber-link (k,(k+1)modN), and IP directed link    kFvu , , 
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Constraint 3: 

For each directed IP link (u,v), let w be a simple LFA for (u,v). Note that by our definition of 

simple LFAs in Section 2.2.1.2, directed link (w,v) must be optically protected. Thus, we have the 

following constraint: for   NwDvu  0,, , and vuw , , we have  
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We will now present the results with a series of tables. We computed solutions to the ILP and 

the heuristic algorithm. They are denoted by “ILP” and “Heuristic” in the tables. We will refer to the ILP 

and algorithm costs together as simulated, and compare them with the lower bounds, which are 

denoted with “LB” in the tables.  

We show the ILP to compute the solutions whenever possible. However, for some the ILP 

computation takes too much time. Such cases are denoted “NA” in the tables. 

For the unreliable routers scenario, the costs are identical for alternating and non-alternating 

routing. This applies to both the lower bounds and the simulated costs. 

Table 2.1 considers the case when the LFAs are simple. The lower bound is from Theorem 4. The 

table shows that simulated costs and the lower bound are identical except for only one case: N = 6, f = 

0.5. Therefore, the lower bound is an accurate estimate of the optimal cost. 
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Table 2.1. Unreliable Routers with Simple LFAs. 

 f = 0.5 f = 0.33 f = 0.25 

N ILP Heuristic LB ILP Heuristic LB ILP Heuristic LB 

3 2 2 2 2 2 2 2 2 2 

4 2 2 2 2 2 2 2 2 2 

5 5 5 5 3 3 3 3 3 3 

6 7 7 6 3 3 3 3 3 3 

7 7 7 7 7 7 7 4 4 4 

8 12 12 12 8 8 8 4 4 4 

9 14 14 14 NA 9 9 NA 9 9 

10 15 15 15 NA 10 10 NA 10 10 

11 22 22 22 NA 11 11 NA 11 11 

12 24 24 24 NA 18 18 NA 12 12 

 

In Table 2.1 the heuristic algorithm results in the best of the simulated costs.  

Table 2.2 considers the case when the LFAs are unrestricted, i.e. they are not necessarily simple. 

The lower bound in the table is from Theorem 3, and it is an accurate estimate of the optimal cost. 

Table 2.2. Unreliable Routers with Unrestricted LFAs. 

 f = 0.5 f = 0.33 f = 0.25 

N Heuristic LB Heuristic LB Heuristic LB 

3 2 2 2 2 2 2 

4 2 2 2 2 2 2 

5 5 5 3 3 3 3 

6 7 6 3 3 3 3 

7 7 7 4 4 4 4 

8 12 12 4 4 4 4 

9 14 14 5 5 5 5 

10 15 15 5 5 5 5 

11 22 22 11 11 6 6 

12 24 24 12 12 6 6 

2.2.3.2 Reliable routers 

For the reliable routers scenario, we use the same computation methods as for the unreliable 

routers, with the following exceptions. Because routers are reliable, the heuristic algorithm is modified 

so that potential LFAs do not need to have their directed links placed in trees. For simple LFAs, to solve 

the optimization problem we use the ILP but without Constraint 3. The ILP assumes that LFAs are simple, 

so its costs are optimal when f = 0.5. 

The costs are identical for alternating and non-alternating routing, except for cases N = 10 and N 

= 12 when f = 0.5. In those cases, non-alternating routing has lower costs. 
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Table 2.3 shows the costs. The lower bounds are from Theorem 1 and Theorem 5. Note that we 

do not have a lower bound for odd N, so its lower bound in the table is zero. For the case f = 0.5, the 

lower bound is accurate when N is small and even, otherwise it is not accurate. We attribute this to the 

fact that Lemma 1 only considers, for even N, the number disconnected IP links to a single destination 

router after a fiber cut, when in fact links to multiple destinations will fail. However, for f = 0.33 and f = 

0.25, the lower bound is quite accurate.  

Table 2.3. Reliable routers with Simple LFAs. 

 f = 0.5 f = 0.33 f = 0.25 

N ILP Heuristic LB ILP Heuristic LB ILP Heuristic LB 

3 0 0 0 0 0 0 0 0 0 

4 2 2 2 1 1 1 1 1 1 

5 3 3 0 0 0 0 0 0 0 

6 3 3 3 1 1 1 1 1 1 

7 3 3 0 0 0 0 0 0 0 

8 4 4 4 1 1 1 1 1 1 

9 4 4 0 0 0 0 0 0 0 

10 7 7 5 1 1 1 1 1 1 

11 7 9 0 0 0 0 0 0 0 

12 9 11 6 1 1 1 1 1 1 

 

Table 2.4 presents results if LFAs are unrestricted. The heuristic algorithm and the ILP costs are 

identical, except for the cases N = 11 and N = 12 when f = 0.5. 

The lower bound for f = 0.5 is from Theorem 1, where N is even. The lower bound for the case N 

= 4, f = 0.33 is also from the theorem. Otherwise, we have no lower bound so we assume it is zero.  

For the case N = 6, f = 0.33 the simulated cost is zero for alternating routing, and one protected 

link for non-alternating routing. For all other cases, the costs are identical between non-alternating and 

alternating routing. Also, recall that in Table 2.1, Table 2.2, and Table 2.3 non-alternating routing has 

costs equal or lower than alternating routing. Therefore, despite the fact that alternating routing has 

better balanced SRLGs, non-alternating routing is almost always the better option. 
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Table 2.4. Reliable routers with Unrestricted LFAs. 

 f = 0.5 f = 0.33 f = 0.25 

N Heuristic LB Heuristic LB Heuristic LB 

3 0 0 0 0 0 0 

4 2 2 1 1 0 0 

5 3 0 0 0 0 0 

6 3 3 0(1) 0 0 0 

7 3 0 0 0 0 0 

8 4 4 0 0 0 0 

9 4 0 0 0 0 0 

10 7 5 0 0 0 0 

11 7 0 0 0 0 0 

12 9 6 0 0 0 0 

 

Finally, Table 2.3 and Table 2.4 show that in the case of f = 0.33 and f = 0.25, the cost is zero in 

almost all cases.  

2.2.4 Cost comparison 

2.2.4.1 MPLS FRR 

In this section, we compare the cost of the network under the unreliable routers and reliable 

routers scenarios. We also compare the cost with that of MPLS FRR. MPLS FRR is of interest here 

because it is used in real networks. In addition, its backup routes are not constrained to particular nodes 

and links like in LFA, so it is expected to have equal or lower costs than LFA. The cost comparison will 

show the feasibility of LFA as a protection switching scheme. 

Before comparing the costs, we will first show how MPLS FRR can be used so that it supports 

high priority traffic with a minimal cost. We will first consider the reliable routers scenario.  

Theorem 6. Consider the reliable routers scenario where MPLS FRR is used to protect traffic. 

Suppose f = 1/(R+1), where R is an integer.  

a) Suppose f = 0.5. If N is even, then the cost is N/2. If N is odd, then the cost is 0.  

b) Suppose f = 0.33. If N = 4, then the cost is 1. Otherwise, the cost is 0. 

c) Suppose f ≤ 0.25. Then the cost is 0. 

Proof. First note that the costs are optimal, because they are either zero or equal to the lower 

bounds shown in Theorem 1. 
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We will prove the theorem by grouping the lightpaths into lightpath cycles. A subset of 

lightpaths is a lightpath cycle if it has at least three lightpaths that completely cover the WDM ring of 

fiber-links and do not overlap, as in Fig. 2.2. Since the cycle traverses each fiber-link only once, a fiber-

link cut will disconnect only one lightpath. Thus, this failure scenario also covers single lightpath failures. 

Once the failure is detected, the detecting router will reroute the traffic on surviving lightpaths in the 

cycle. The traffic will thus reach the destination. Note there is sufficient capacity in the surviving 

lightpaths to carry the rerouted traffic from the disconnected lightpath. 

 

Each lightpath cycle will thus have an MPLS backup tunnel for every failure. Therefore, if a 

lightpath is part of a cycle, it does not need optical protection to deliver the traffic after a failure. Hence, 

we will group as many lightpaths as possible into cycles. Similar to the IP topology in the previous 

sections, we assume that the MPLS topology is completely connected. Consequently, there is a lightpath 

between every pair of nodes, and every lightpath will either be in a cycle or have optical protection. 

We will now show how to form the lightpath cycles. This is similar to [56] (problem 10.5 on pg. 

620). We start with any node pair, where the two nodes are on opposite ends of the ring. Let that node 

pair be (A, B) as in Fig. 2.3. Note this splits the ring in two “halves”, with N/2-2 nodes in each half. Then 

we connect (A, B) to two other nodes, where one node is in each ring half. Let those nodes be C and D. 

Next, we will form a lightpath cycle with nodes A, B, C and D as the lightpath end nodes. To do this, we 

start with any of the four nodes and circle the ring, terminating a lightpath at each of the nodes. This 

forms the first lightpath cycle. 

Fig. 2.2. a) A lightpath cycle, and b) rerouted traffic from u to v after 
the lightpath between u and v fails. 
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Next, another node pair is selected. Let (E, F) be that pair, and let E and F be on opposite ends of 

the ring. In the same manner we formed cycles with nodes A, B, C and D, we form another cycle with 

nodes A, D, E and F. Note that the pair (E, F) splits the ring in two halves, and nodes A and D must be in 

different halves. Another cycle is formed using nodes B, C, E and F, where B and C are each in one ring 

half. We thus continue to select one node pair at a time, and form cycles with other node pairs.  

 

Now, note that, since each pair of nodes is on opposite sides of the ring, their lightpaths are 

longest. These lightpaths have not been grouped into cycles. To see this, note that, when circling the 

ring to form a cycle, the two nodes on the opposite ends of a ring are never consecutive, because there 

is one other node in each ring half. The longest lightpath is thus not in the cycle. We will now address 

the longest lightpaths. 

 First, suppose N is odd. Since nodes are selected two at a time, there will be one node 

remaining. Let this node be Z. Let nodes X and Y be on opposite sides of the ring, and note their 

lightpath will be longest. We now form one lightpath cycle with X,Y and Z. To do this, we circle the ring 

in any direction starting from any of the three nodes. This places a longest lightpath from X to Y in a 

cycle. In the same manner, a cycle is formed using each remaining node pair and node Z. Since every 

lightpath is now in a cycle, no optical protection is needed. Therefore, the network cost is 0. 

Now suppose N is even. The longest lightpaths must be optically protected. Therefore, with this 

lightpath routing the network cost is N/2. 

Fig. 2.3. a) Node pair (A,B) is selected and then a lightpath cycle is formed with two other 
nodes C and D  

b) Node pair (E,F) is selected and then two lightpath cycles are formed with nodes 
A and D, and then with B and C. 

a) b) 
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We now prove part (b). Part (a) implies part (b) when N is odd. For even N, first consider the 

case when N = 4. Let lightpaths (0,1), (1,2), (2,3), and (3,0) form a lightpath cycle. As shown earlier, this 

cycle can support the high priority traffic after a failure of any of its lightpaths. Next, without loss of 

generality, assume that the longest lightpaths are (0,1,2) and (1,2,3). Now, form a cycle with lightpaths 

(0,1,2), (2,3) and (3,0), so there is a backup tunnel after (0,1,2) fails. Since R = 2, lightpaths (2,3) and (3,0) 

have enough capacity to carry the high priority traffic from both cycles simultaneously. This leaves 

(1,2,3), which is the single optically protected lightpath. 

Now consider the case when N is even and greater than 4. Recall that all lightpaths except the 

longest are in cycles, so their traffic can be protection-switched. We will now form new cycles, where 

each cycle has one longest and two other lightpaths. Consider a node pair (X,Y), where X and Y are on 

opposite ends of the ring. Let T be the clockwise neighbor to either X or Y on the WDM ring. Now form a 

cycle by circling the ring in any direction and terminating the lightpaths at X,Y, and T. There is now a 

backup tunnel for the lightpath of node pair (X,Y). When this lightpath fails, one rerouted traffic stream 

will be added to the other two lightpaths in the cycle. The two lightpaths are also in another cycle (that 

does not have a longest lightpath), but since R = 2, there is sufficient capacity on them to carry the 

rerouted traffic from both cycles.  

Finally, we show that each such cycle will carry the rerouted traffic from only one longest 

lightpath. We will do this by checking if any such cycles share a lightpath. First, note that each cycle 

consists of three lightpaths, of which one is longest, and the other two have lengths one and N/2-1. 

Next, note that, since N is greater than 4, N/2 does not equal 1, so there is only one one-hop lightpath in 

each cycle. Now, recall that we formed one-hop lightpaths by, for each node pair with a longest 

lightpath, choosing one of the nodes in the pair and its clockwise neighbor on the WDM ring. For each 

node pair there is only one such neighbor from either node, so between cycles the one-hop lightpaths 

are different. Next, the longest lightpaths are different because they are between different node pairs. 

Finally, since the other two lightpaths in the cycle are unique, the lightpaths with length N/2-1 must be 

unique as well. 

We now prove part (c). Part (b) implies part (c) for all N except N = 4. When N = 4, we use the 

same MPLS FRR configurations as in part (b) with the exception that lightpath (1,2,3) is an unprotected 

lightpath. Note that part b) implies that lightpaths (0,1) and (3,0) have at most two rerouted traffic 

streams so far. Now we form a cycle with lightpaths (0,1), (3,0) and (1,2,3). When lightpath (1,2,3) fails, 
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it will add one rerouted traffic stream to lightpaths (0,1) and (3,0), which thus each carry a total of at 

most three streams. Since f ≤ 0.25 implies R ≥ 3, there is sufficient capacity.  

Theorem 6 applies to the unreliable routers scenario, too. Recall that, if a router fails, packets 

destined to the router must be dropped. In particular, packets following a backup tunnel are dropped if 

they reach a failed router.  

2.2.4.2 Numerical results 

We now compare the costs of LFA in Section 2.2 and MPLS FRR. Table 2.5, Table 2.6, and Table 

2.7 compare the costs, when f = 0.5, 0.33, and 0.25, for the unreliable routers scenario for simple and 

unrestricted LFAs, reliable routers scenario for simple and unrestricted LFAs, and MPLS FRR. The LFA 

costs are the best of the simulated costs, i.e. the best of the ILP and heuristic algorithm solution. 

Similarly, since we want to show achievable costs, if alternating and non-alternating routing have 

different costs, we show the lower one. 

Table 2.5. A comparison of costs under different failure scenarios and protection mechanisms 
when f = 0.5. 

 LFA unreliable routers LFA reliable routers  

N Simple Unrestricted Simple Unrestricted MPLS FRR 

3 2 2 0 0 0 

4 2 2 2 2 2 

5 5 5 3 3 0 

6 7 7 3 3 3 

7 7 7 3 3 0 

8 12 12 4 4 4 

9 14 14 4 4 0 

10 14 14 7 7 5 

11 15 15 7 7 0 

12 22 22 9 9 6 
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Table 2.6. A comparison of costs under different failure scenarios and protection mechanisms 
when f = 0.33. 

 LFA unreliable routers LFA reliable routers  

N Simple Unrestricted Simple Unrestricted MPLS FRR 

3 2 2 0 0 0 

4 2 2 1 1 1 

5 3 3 0 0 0 

6 3 3 1 0 0 

7 7 4 0 0 0 

8 8 4 1 0 0 

9 9 5 0 0 0 

10 10 5 1 0 0 

11 11 11 0 0 0 

12 18 12 1 0 0 

 

Table 2.7. A comparison of costs under different failure scenarios and protection mechanisms 
when f = 0.25. 

 LFA unreliable routers LFA reliable routers  

N Simple Unrestricted Simple Unrestricted MPLS FRR 

3 2 2 0 0 0 

4 2 2 1 0 0 

5 3 3 0 0 0 

6 3 3 1 0 0 

7 4 4 0 0 0 

8 4 4 1 0 0 

9 9 5 0 0 0 

10 10 5 1 0 0 

11 11 6 0 0 0 

12 12 6 1 0 0 

Finally, we can draw some conclusions from the results. MPLS FRR attains the lowest possible 

cost, so it is a good benchmark for evaluating the feasibility of LFA. The unreliable routers scenario with 

LFAs leads to a significantly higher cost than the other two scenarios. Therefore, having information 

about the physical cause of the failure, e.g. from the optical network layer or by inferring from the 

failure messages from other routers, can be critical. This is further illustrated by the reliable routers 

scenario costs. They are in many cases as low as MPLS FRR, especially for f ≤ 0.33, where they are at 

most one more than the costs of MPLS FRR. Thus, routers that can be considered to never fail help 

reduce the network cost. 

Recall that to prevent microloops forming due to unsynchronized forwarding table updates, we 

used simple LFAs. These may lead to significantly higher costs, but only for f ≤ 0.33 when N is greater 
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than 7 and the routers are unreliable. To avoid using simple LFAs in those cases, it may be possible to 

order the forwarding table updates to prevent microloops. 

2.3 Double router nodes 

In this section, we assume a node in the core network has two routers. This provides 

redundancy so that the node can still operate when a router fails. 

2.3.1 Network design 

The core network interconnects regions as shown in Fig. 2.4, where each region is connected to 

a node. Each region has one or more sub-networks that are connected to the node. Examples of sub-

networks are metro core aggregation networks and data centers. Connected to the sub-networks are 

client routers or hosts, which source and sink packet traffic. Fig. 2.5 shows how a sub-network can be 

connected to a network core node with two aggregate routers.     

 
 

 

 

We assume that the packet traffic will be between regions so the core network will only carry 

transit traffic. We also assume that nodes are directly connected to each other with two bidirectional 

links as shown in Fig. 2.6. We refer to these links as inter-node links. Since a node is directly connected 

to the other nodes, each router has N-1 inter-node links, where N is the number of nodes. 

Fig. 2.5. Sub-network connected to a core node through aggregate routers. 
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Fig. 2.4. Core network interconnecting regions. 
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Each inter-node link has capacity C. Therefore, a pair of nodes has a total link capacity of 2C 

between them. This differs from the single router scenario in Section 2.2, which assumes the link 

capacity between a pair of nodes is C. 

Fig. 2.6 shows links that connects the routers within a node which are referred to as intra-node 

links. The capacity of intra-node links can be multiples of C. We will assume that they are implemented 

by aggregating parallel links of capacity C. The capacity of the intra-node link will be the sum of the 

capacities of the parallel links, and the cost of the intra-node link will be the number of parallel links. 

As in Section 2.2, the network must be able to carry the high priority traffic between the nodes. 

The amount of high priority traffic between a pair of nodes is at most 2fC. We assume the high priority 

traffic is evenly split among the two bidirectional link between the two nodes. Thus, each link has fC 

high priority traffic. The even distribution of traffic can be the result of ECMP routing at the aggregate 

routers, client routers, and hosts. For example, in Fig. 2.5, the aggregate routers can split traffic using 

ECMP, so that traffic is evenly divided on the inter-node links. 

We assume that possible failure scenarios are single lightpath failures, single fiber-link failures, 

and single router failures in the network core. To protect from failures, Fig. 2.7(a) shows a 

straightforward way to interconnect two nodes on a WDM ring by routing lightpaths on opposite sides 

of the ring. We refer to this as a diverse lightpath routing. We assume the routers in a node use each 

other as LFAs. 

 Next, we show the flow of rerouted traffic after failures. Fig. 2.7(b) shows how traffic is rerouted 

when there is a fiber-link failure. The rerouted high priority traffic can be carried on the surviving inter-

node link. Fig. 2.7(c) shows how the traffic is rerouted when there is a router failure. For the traffic from 

Fig. 2.6. Interconnection of routers in a core network. 
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left to right, the router failure is the same as a link failure, and so it is rerouted through the intra-node 

link. For the traffic from right to left, the node failure is detected by the aggregate routers. Therefore, 

the traffic is forwarded from the aggregate routers to the surviving core node router. We assume here 

that the IP links from the aggregate to the core routers have enough capacity to carry the rerouted 

traffic. 

 

 

Next, we determine the sufficient capacity and, from that, the cost of intra-node links by 

considering router and fiber-link failures. First consider a router failure. Traffic is rerouted as shown in 

Fig. 2.7(c). Note that only traffic from left to right use the intra-node links. The destination of this traffic 

is the node with the failed router. Thus, each of the other nodes will reroute fC rerouted traffic through 

their intra-node link. Thus, the link capacity of the intra-node link must be at least C. This implies that 

the cost is at least one parallel link. 

For a fiber-link cut, an intra-node link must have capacity to support rerouted traffic for multiple 

lightpath failures. Consider a node A, and let u and v be its two routers. Note that A is connected to 

another node with diverse lightpaths, and a fiber-link cut will disconnect one of them. Since there are N-

1 other nodes, the fiber-link cut will cause N-1 lightpaths to be disconnected. Now, assume a worst case, 

where all the disconnected lightpaths are IP links from router u. Since each lightpath carries f C high 

priority traffic, the amount of the traffic that u will reroute through the intra-node link (u,v) is

 1 NCf . If (u,v) has capacity   1 NCf  then there is sufficient capacity for the rerouted traffic. 

For example, if f = 0.5 then an intra-node link capacity of   2/1 NC  is sufficient.   

Fig. 2.7. a) Diverse lightpath routing b) rerouted traffic after a fiber-link failure c) rerouted traffic 

after a router failure. 
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Thus, an intra-node link with cost   1 Nf  is sufficient for rerouted high priority traffic. This 

cost can be significant. For example, suppose N = 8 and f = 0.5. Then the cost of an intra-node link is

   4175.0  . Since there are 8 nodes, the total cost of intra-node links is 32. The total number of 

inter-node links is 56, because there are 28 node pairs and two links between a pair of nodes. Thus, the 

cost of the intra-node links is 36% of the total cost. Although intra-node links are in the same node and 

as such do not require WDM ring wavelengths and power, the high percentage motivates the need to 

reduce the intra-node link costs. The next theorem shows how this can be done with prudent lightpath 

routing. 

Theorem 7. Consider a core network with double router nodes and diverse lightpath routing 

between pairs of nodes. The total cost of the intra-node links is  

a) At least   2/1 NfN  

b) At most   2/NfN   for a particular lightpath connection. 

Proof.  Consider a node A. Let u and v be the two routers at node A. Let Aleft and Aright be the 

two fiber-links incident to node A. 

First we prove part (a). After a fiber-link cut, an IP link from A to each of the other N-1 nodes will 

be disconnected. The traffic from these links will then be rerouted on intra-node link (u,v) or link (v,u). 

One of the two links thus carries at least half of the rerouted traffic, or   2/1 NCf . Therefore, the 

cost of the intra-node link (u,v) is at least   2/1 Nf  . Since there are N nodes, part (a) is implied. 

Next we prove part (b). We will first describe the connection of lightpaths to routers. Note that 

each of the other nodes has two diverse lightpaths connected to node A, where one goes through Aleft 

and the other through Aright, and we refer to them as left and right lightpaths, respectively. For each 

node B, if B is even then its left and right lightpaths are connected to nodes u and v, respectively; and if 

B is odd then its left and right lightpaths are connected to nodes v and u, respectively.  

Now consider a cut at a fiber-link. Consider the rerouted traffic from router u to router v. The 

failures that contribute to the rerouted traffic are for lightpaths connected to router u. Next, note that 

the cut fiber-link and node A partition the ring into two sides. For the nodes on one side, the left 

lightpaths traverse the cut fiber-link, but the right lightpaths do not. Let x be the number of these left 
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failed lightpaths. For the nodes on the other side, the right lightpaths traverse the cut fiber-link, but the 

left lightpaths do not. Thus, the number of these right failed lightpaths is N-1-x. Recall that the left 

lightpaths from the even nodes and the right lightpaths from the odd nodes are connected to router u. 

The number of the failed lightpaths to u is thus

      2/12/2/12/12/12/2/)1(2/  NxNxxNx . A better upper bound can 

be attained when N is even. Then x is even and N-1-x is odd or vice versa. This implies

      2/2/12/12/2/)1(2/ NxNxxNx  . Then for any value of N, we have that the 

number of these lightpaths is at most  2/N . 

When these lightpaths fail, their traffic is rerouted from u to v. Thus, the rerouted high priority 

traffic from u to v is at most  2/NCf  . Similarly, the rerouted high priority traffic from v to u is at 

most  2/NCf  . Therefore, the cost of the intra-node link (u,v) is at most   2/Nf  . Since there are 

N nodes, part (b) is implied.  

Let us revisit our example of N = 8 and f = 0.5. Recall that earlier the percentage of cost of intra-

node links was 36%. Theorem 7(b) shows that, by carefully connecting lightpaths to routers, the total 

cost of intra-node links is       162/85.082/  NfN . The cost of the intra-node links is thus 

22% of the total cost. The cost of intra-node links is thus significantly improved. 

However, a disadvantage of diverse lightpath routing is that it uses a large amount of 

bandwidth. For example, suppose N = 8 and C = 100 Gb/s. Since each pair of nodes uses diverse 

lightpath routing, it uses 100 Gb/s around the WDM ring network. Since there are 28 pairs of nodes, the 

amount of required bandwidth per fiber-link is 2.8 Tb/s. If C = 400 Gb/s then the amount of bandwidth 

per fiber link is 11.2 Tb/s. 

Next, we present a way to route lightpaths that will reduce the bandwidth requirements. With 

this routing, lightpaths between a pair of nodes follow the same path. This will be referred to as 

identical lightpath routing. Fig. 2.8 is an example of identical routing for N = 3. With such routing, a fiber-

link cut can disconnect both lightpaths between a pair of nodes.  



57 
 

 
 

We assume that identical lightpath routes are along shortest hop paths. This can reduce the 

required bandwidth. For example, in  the case N = 3 and C = 100 Gb/s, diverse lightpath routing requires 

300 Gb/s per fiber-link, while identical lightpath routing requires 200 Gb/s per fiber-link, which is a 33% 

reduction in bandwidth. However, this does not consider whether this can protect traffic from failures. 

We will now consider how the protection can be accomplished. 

Recall that protection against fiber-link cuts can be accomplished by applying LFA in Section 2.2 

for single router nodes when the routers are reliable. To illustrate this, consider a network NETA with N 

nodes, each having one reliable router. Some of its links may be optically protected. Suppose it can 

protect high-priority traffic using LFAs, where the high priority traffic on a link is at most fC.   

Now consider another network NETB with N nodes, each having double routers. Assume its high 

priority traffic on a link is at most fC. In addition, the inter-node links connecting a pair of nodes u and v 

are optically protected if, in network NETA, the link between nodes u and v is optically protected.  

Otherwise, lightpaths follow the same routes as in network NETA.   

Now, suppose in NETA, node C is the LFA for node A for traffic destined to node B. Then the 

same is true for NETB. More precisely, the routers in node A use the directly connected routers in node 

C as their LFAs for routers in node B. Note that NETB can protect its high priority traffic from fiber-link 

failures because NETA can protect its high priority traffic. We will refer to network NETB as a double 

router extension of NETA. 

NETB does not necessarily protect against router failures because NETA is assumed to have 

reliable routers. To protect against router failures, there are additional constraints on how inter-node 

lightpaths connect routers. To simplify our discussion, we will distinguish between two routers in a node 

by labeling them white and black. Between two nodes, the inter-node links can connect routers in either 

Fig. 2.8. Identical lightpath routing for N = 3. 

WDM ring 

network 

Node 

Lightpaths  



58 
 

the parallel or cross connection, as shown in Fig. 2.9. In a parallel connection, links connect nodes of the 

same color, while in a cross connection, links connect nodes of different color. 

 

 

With parallel and cross IP link connections, ligtpaths must be carefully connected to routers. Fig. 

2.10 provides an example. Consider the three node network in Fig. 2.9, where there is no optical 

protection of lightpaths. In Fig. 2.10(a), there is a primary route from node A to node B, and its backup 

route. Fig. 2.10(b) shows the network with only parallel connections. Suppose the white router in node B 

fails. Then traffic will be rerouted along the backup route (A, C, B) on white routers. When the traffic 

reaches C, it will find the link to node B unavailable because the white router in B has failed. Then the 

white router at C will reroute its traffic to its own LFA, which is the white node in A. Thus, a microloop 

will be formed. Therefore, high priority traffic will not be supported after a router failure. 

Fig. 2.10(c) shows the same network but with only cross connections. If a white router in node B 

fails, then the traffic will be rerouted along the backup route and end at the surviving black router in 

node B. Therefore, high priority traffic will be supported after router failures.  

 

 

We can generalize the lightpath configuration in Fig. 2.10(c) as follows. We will refer to this as 

alternate lightpath connections because traffic rerouted after a router failure will follow a backup route 

that reaches a router of a different color. 

Fig. 2.10. a) A primary route from A to B and a backup route (A,C,B) b) parallel 

connections c) cross connections. 
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Fig. 2.9. Parallel and cross connections between routers. 
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First, consider alternate lightpath connections when N is odd. If the lightpaths between them 

have even length then they are cross connected. Otherwise, they are parallel connected. 

When N is even, we insert a “fictitious” node at an arbitrary place on the ring so that it has N+1 

nodes. This is not a real node and it does not change the lightpath routes on the WDM network. It is 

only used to change the path lengths for the purpose of choosing between parallel and cross 

connections between the real nodes. Thus, if a lightpath crosses the fictitious node, its length increases 

by one and the connection between the end nodes is chosen accordingly. Since the network has an odd 

number of nodes now, we connect nodes according to the earlier case when the number of nodes is 

odd.   

Error! Reference source not found. illustrates the use of a fictitious node when N = 4. The 

arallel and cross connections for the two lightpaths traversing the fictitious node change, but the 

lightpaths still follow the routes on the 4-node ring. Retaining the lightpath routes allows us to retain the 

LFAs and protected links from the 4-node single router network. Also note that for every lightpath with 

even length, its backup route has an odd number of cross-connections; similar for odd length lightpaths, 

which have backup routes with an even number of cross-connections. This allows the high priority 

packets to leave the network after a router failure, as will be shown with Theorem 8 below. 

 

 

We will now show that this general lightpath configuration can protection-switch high priority 

traffic after failures. 

Theorem 8. Consider a network NETA that has single router nodes, and the routers are reliable.  

The amount of high priority traffic on a link is fC. Assume that NETA has LFAs and protected links that 

can protect its high priority traffic. Let network NETB be a double router extension of NETA. Suppose the 

Fig. 2.11. Assignment of parallel (p) and cross (c) connections on a 4-node ring. 
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amount of high priority traffic on a link is fC. Let NETB’s lightpaths have alternate connections. Then 

NETB can protect its high priority traffic. 

Proof. We have already shown that network NETB can protect high priority traffic from fiber-link 

cuts, so we will now focus on router failures. First, consider the case when the number of nodes N is 

odd. 

Suppose a router in node B fails. Consider the primary and the backup route from node A to 

node B. The primary route is two lightpaths following identical routes. Now, the backup route goes 

around the other side of the WDM ring network, so the lightpaths of the primary and backup routes 

completely circle the ring. Thus, the sum of the length of the routes is N hops, which is odd. 

Now suppose the lightpaths of the primary route from A to B have even length. Then the 

lightpaths have a parallel connection, and routers of the same color are connected. Now, the backup 

route has odd length. This implies that the lightpaths on the backup route have an odd number of cross 

connections. Then the backup route will connect nodes A and B with routers of different color. Thus, the 

rerouted traffic for the failed router in node B will reach the other router in node B. 

A similar argument can be made when the lightpaths of the primary route from node A to node 

B have odd length. Thus, the network is protected from single router failures. 

When the number of nodes N is even, the lightpaths are interconnected assuming there is a 

fictitious node in the network. Then the arguments used when N is odd can be applied. Thus, the 

network is protected from single router failures.  

MPLS FRR results in Section 2.2.4.1 for networks with single router nodes can also be extended 

to networks with double router nodes. However, the extended MPLS FRR results do not conform to the 

usual MPLS protection since a backup tunnel does not rejoin the primary route. Instead, a backup tunnel 

will end at the destination node but at the other router. 

Finally, note that double router networks extended from single router networks do not require 

intra-node links since all of the rerouting is done on inter-node links. 
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2.3.2 Numerical results 

Table 2.8, Table 2.9, and Table 2.10 compare two costs of double router node networks for f = 

0.5, 0.33, and 0.25: the cost of intra-node links and the number of optically protected links. In the tables, 

the costs are denoted by “Intra” and “Optical”, respectively. We do not present the inter-node link 

costs, because they are the same except for the links that are optically protected. 

In the case of LFA with diverse routing, there are no optically protected links and, from Theorem 

7(b), intra-node link costs are   2/NfN  . In the case of LFA identical routing, the number of optically 

protected links can be determined by doubling the costs in Table 2.4, and we show the achievable 

(simulated) costs. Each optically protected link in the single router node network corresponds to two 

protected links in the double router node network. There are no intra-node links, so their costs are zero. 

In the case of MPLS FRR, Theorem 6, which applies to reliable routers, can be used to determine the 

number of optically protected links. Again, there are no intra-node links, so their costs are zero. 

Table 2.8. Intra-node link and optical protection costs when f = 0.5. 

 

N 

LFA Diverse LFA Identical MPLS FRR 

Intra Optical Intra Optical Intra Optical 

3 3 0 0 0 0 0 

4 4 0 0 4 0 4 

5 10 0 0 6 0 0 

6 12 0 0 6 0 6 

7 14 0 0 6 0 0 

8 16 0 0 8 0 8 

9 27 0 0 8 0 0 

10 30 0 0 14 0 10 

11 33 0 0 14 0 0 

12 36 0 0 18 0 12 

 

Table 2.9. Intra-node link and optical protection costs when f = 0.33. 

 

N 

LFA Diverse LFA Identical MPLS FRR 

Intra Optical Intra Optical Intra Optical 

3 3 0 0 0 0 0 

4 4 0 0 2 0 2 

5 5 0 0 0 0 0 

6 6 0 0 0 0 0 

7 14 0 0 0 0 0 

8 16 0 0 0 0 0 

9 18 0 0 0 0 0 

10 20 0 0 0 0 0 

11 22 0 0 0 0 0 

12 24 0 0 0 0 0 
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Table 2.10. Intra-node link and optical protection costs when f = 0.25. 

 

N 

LFA Diverse LFA Identical MPLS FRR 

Intra Optical Intra Optical Intra Optical 

3 3 0 0 0 0 0 

4 4 0 0 0 0 0 

5 5 0 0 0 0 0 

6 6 0 0 0 0 0 

7 7 0 0 0 0 0 

8 8 0 0 0 0 0 

9 18 0 0 0 0 0 

10 20 0 0 0 0 0 

11 22 0 0 0 0 0 

12 24 0 0 0 0 0 

 

The tables show that MPLS FRR has the lowest cost. This is to be expected, because its backup 

routes are less constrained than LFA backup routes. However, with LFA identical routing, like in the case 

of single router nodes, LFA costs are equal to MPLS FRR costs, e.g. when f ≤ 0.33. This implies that LFA 

remains a viable alternative to MPLS FRR. 

Next, we compare diverse and identical routing for LFA. This is more difficult because diverse 

routing has no optical protection, while identical routing has no intra-node link costs. For the case f = 0.5 

in Table 2.8, identical routing appears to be better if optical protection costs are less than half the intra-

node link cost. Otherwise, when f ≤ 0.33, Table 2.9 and Table 2.10 show that identical routing is clearly 

the better option, as no optical protection is needed except for the case f = 0.33, N = 4.  

Finally, recall that the motivation for identical routing is to reduce the bandwidth needed by 

diverse routing. Table 2.11 compares the number of wavelengths required on fiber-links for the two 

routings when f ≤ 0.33. It is assumed that a lightpath uses a wavelength per fiber-link it traverses. This is 

a simplification for clarity, because high capacity lightpaths (IP links) can be implemented with multiple 

wavelengths.  

The number of wavelengths used by diverse routing is









2

N , because each pair of nodes uses a 

wavelength around the WDM ring. For identical routing, assuming there are no 1+1 protected links, the 

number of wavelengths can be found in [56] (relation 10.8 on pg. 581 and problem 10.6 on pg. 620), and 

it is
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protection for the case f = 0.33, N = 4. Then the two protected lightpaths (between the same pair of 

nodes) can use the same wavelengths around the WDM ring as they would if there was no optical 

protection, so optical protection requires no extra wavelengths. 

In the table, “Reduction” is the percent reduction in wavelengths if identical routing is used 

instead of diverse routing. The reduction can be quite high, e.g., it is 45% when N = 11. 

Table 2.11. Number of wavelengths in LFA when f ≤ 0.33. 

 

N 

Wavelengths  

Reduction Diverse Identical 

3 3 2 33% 

4 6 6 0% 

5 10 6 40% 

6 15 12 20% 

7 21 12 43% 

8 28 20 29% 

9 36 20 44% 

10 45 30 33% 

11 55 30 45% 

12 66 42 36% 
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CHAPTER 3: OTHER TOPOLOGIES 

3.1 Introduction 

This chapter focuses on IP-over-WDM networks which restore all their traffic whenever there is 

a single fiber-link cut or single IP link failure, i.e. the reliable router scenario in Chapter 2. In addition, 

high priority traffic is supported by LFA protection switching when failures occur. We will compare the 

cost of such networks with the cost of networks that restore the entire traffic but do not attempt to 

protection-switch the high priority traffic. By simulation, we show that the difference in cost can be just 

1% on average if 50% of the traffic is high priority, under a particular cost model. This shows that LFA 

protection can be economical. 

Preliminary results of this topic were presented in [52] and finalized in [53]. The latter has an 

improved network design algorithm that produces networks with lower cost. In addition, [53] has a 

theoretical result on network topologies that support LFAs, a time complexity analysis of our network 

design algorithm, and additional simulation results, which are for a larger network. These results are 

shown in this chapter. 

To further motivate our interest in LFAs, we describe alternatives to protect high priority traffic.  

One approach is to deploy protection switching at the optical layer, e.g., 1+1 protection switching.   The 

subsequent discussion is focused on the optical layer, but it also applies to other lower layer 

technologies such as SONET, Optical Transport Network (OTN), and carrier Ethernet layer. 

Fig. 3.1(a) shows an IP network connecting three routers over a WDM ring network. The traffic 

between a pair of routers is 200 Gb/s, of which half is high priority traffic. Between each pair of routers 

is an “aggregate link” of 200 Gb/s composed of two 100 Gb/s IP links. We could protect both IP links by 

1+1 lightpaths which have 50 ms protection switching. However, this would be relatively expensive since 

only half of the traffic is high priority. 
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Fig. 3.1. a) IP-over-WDM network b) aggregate link (A,B). 

We could reduce the cost of an aggregate link by having one of the IP links be realized by a less 

expensive unprotected lightpath. An example of such an aggregate link is shown in Fig. 3.1(b) between 

routers A and B. It is realized by an unprotected lightpath and a 1+1 protected lightpath. Then, when the 

unprotected lightpath fails, the aggregate link still has 50% of its bandwidth for the high priority traffic. 

However, then the rest of the traffic will be dropped until the unprotected link is repaired, and that 

could take many hours. This loss can be substantial, so this option is undesirable, too.  

The rest of this chapter is as follows. Section 3.2 describes the problem including the network, 

traffic and cost models, and possible failure scenarios. The network model includes the assumptions on 

IP packet routing and the processing of high priority packets. Section 3.3 has the network design 

algorithm that chooses the IP network topology, IP link capacities, lightpath routing, and finds the LFAs. 

To support LFA routing, the algorithm will select an IP network topology from a particular class of 

topologies we refer to as clique-based.  Section 3.4 presents the simulation results. The traffic model 

used is the “gravity model”, which has been used to simulate real IP traffic in a backbone network [57] 

[58] [59].  

3.2 Network design problem 

We will describe the network model, the IP packet routing and forwarding, the failure 

assumptions, and the cost and traffic models. We then state the design problem. 

3.2.1 Network model 

We will use the assumptions from Section 1.6.  

In addition, IP links can have capacities of 10, 20, 30, 40, 80, 120,...Gb/s. The links at 10, 20, and 

30 Gb/s are realized by 1, 2, and 3 parallel lightpaths, respectively, where each lightpath has a capacity 
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of 10 Gb/s. The parallel lightpaths follow the same route. Similarly, the links at 40, 80, 120,... Gb/s are 

realized by parallel lightpaths but with capacities of 40 Gb/s. For simplicity we will refer to an aggregate 

of parallel lightpaths between two nodes as a single lightpath. 

3.2.2 IP packet routing 

The ordinary (non-LFA) IP routing is along shortest paths. ECMP is assumed, which we describe 

next. Between every two routers A and D, there will be one or more shortest paths from A to D. Recall 

that each neighbor router of A that is along such a path is referred to as a primary next-hop from A to D. 

Packet traffic at router A that is destined for D is split evenly among the primary next-hops. The split 

could be accomplished by hashing on fields of the packets that identify traffic flows. In practice, the split 

can be less than perfect but for large networks with large amounts of traffic mixing, the assumption 

should be reasonable.  

We refer to a set of LFAs as being complete if there is an LFA for each primary next-hop and the 

LFAs will be able to protection-switch the high priority traffic between all source destination pairs for 

every failure scenario defined in Section 3.2.4. To be more precise, it means, for every failure scenario 

and between all source-destination pairs, all routes of high priority packets will reach their destinations. 

Here, the routes follow primary next-hops or, when primary next-hops are unavailable, LFAs. 

3.2.3 IP packet forwarding 

Recall that by assumption 1.6(i), it is assumed that the router can determine if a packet is high 

priority or not, e.g., by a priority bit or more complex inspection of the packet. If an outgoing link does 

not have enough capacity, the router will drop excess packets that are not high priority.  

A router will forward a packet by checking its forwarding table for the primary next-hop and 

LFA. The packet is forwarded to its primary next-hop unless the next-hop is unavailable. Then, if the 

packet is high priority, it is forwarded to the LFA; otherwise, it is dropped. 

3.2.4 Failure scenarios 

Failures that the traffic must be protected against are single fiber-link failures and single 

lightpath (IP link) failures. 
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3.2.5 Cost models 

We consider cost models that are based on “port cost”. Each IP link has two ports, one at each 

of its ends. The total cost of the network is the sum of the port costs. The cost of a port is dependent on 

the capacity of the link. We consider two models of port cost: linear and discounted. In the linear cost 

model, the port cost is proportional to the capacity of the link. In particular, links with capacity 10, 20, 

30, 40, 80, 120 Gb/s will have ports that cost 10, 20, 30, 40, 80, 120, respectively. In the discounted cost 

model, the port cost is discounted as the link capacity increases. A 10 Gb/s IP link has a port that costs 

10, and a 40 Gb/s IP link has a port that costs 25. IP links with capacity 10, 20, and 30 Gb/s will have 

ports that cost 10, 20, 30, respectively, while links that have capacity 40, 80, and 120 Gb/s will have 

ports that cost 25, 50, 75, respectively. 

If both cost models lead to common conclusions then the conclusions will likely hold for cost 

models that lie between them, i.e., cost models that have discounts but not as much as our heavily 

discounted cost model. 

3.2.6 Traffic model 

The traffic model assumes an end-to-end traffic matrix T, where T(i,j) is the traffic rate from 

node i to node j. There is a parameter f, which indicates the fraction of traffic that is high priority. More 

specifically, the rate of high priority traffic from node i to node j is f T(i,j). Thus, the high priority traffic 

matrix is f T. 

3.2.7 Problem definition 

The following is the network design problem.  Given a 

 Physical network topology (V,E) of nodes V and fiber-links E 

 Traffic matrix T 

 Fraction f, which is the fraction of high priority traffic 

find a minimum cost IP-over-WDM network design for the traffic matrix T, such that when a failure 

occurs, the network will 

 Restore the entire traffic matrix T 

 Protect the entire high priority traffic matrix f T using LFAs. 
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The design includes the IP network topology, the capacity of the IP links, the routing of the lightpaths, 

and the selection of LFAs. 

The above definition implies that the network can be in three states: 

1) There are no failures 

2) A failure has just occurred, primary next-hops are not yet updated but LFAs are activated for all 

the primary next-hops that are down 

3) After a failure, all the routers have been informed of the surviving IP network topology, 

computed all the new primary-next-hops and updated their forwarding tables. The network 

must be able to carry the entire traffic T while in states 1 and 3, and carry the high priority traffic 

fT while in state 2. 

The network may have other states, e.g. some routers have updated their forwarding tables but 

others have not. This corresponds to transitioning from state 2 to state 3, which may cause microloops 

for a short period. Avoiding microloops during such a transition will likely require additional network 

control, e.g., controlling the order of forwarding table updates in routers as proposed in [8] [9] [37] [60] 

[61]. To simplify our design problem and computing the cost of the network, we ignore the bandwidth 

requirements of these other states.   

3.3 Algorithm 

The network design problem is complicated due to the joint optimization of IP network 

topology, lightpath routing, and LFAs. In addition, the optimization is over different network layers. As a 

result, rather than an exact network design algorithm, a suboptimal heuristic algorithm is provided here.  

Our heuristic algorithm uses an IP network topology with a particular structure that we refer to 

as clique-based. An example is shown in Fig. 3.2. The nodes of the topology are partitioned into two 

subsets, clique and non-clique. The clique nodes are all directly connected to each other. Each non-

clique node is directly connected to two or more clique nodes but not connected to other non-clique 

nodes.  

Since the clique is highly connected, it is likely to retain much of its capacity after failures. The 

non-clique nodes are likely to remain connected, too, since they are connected to the clique with 

multiple links. 
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Fig. 3.2. Clique-based IP network topology. 

The clique-based topology also has the advantage that it makes it is easier to find LFAs. The 

following lemma provides some theoretical support as well. It describes a property of IP network 

topologies that are necessary for LFAs, and clearly the clique-based topology satisfies this. 

Lemma 5: Suppose all IP link weights are the same. Suppose all primary next-hops have LFAs.  

Then each IP link (A,B) has a node C where there are IP links (A,C) and (C,B), i.e., the links between A, B, 

and C form a “triangle”.   

Proof: Without loss of generality, assume all IP link weights are equal to one. Now consider an 

arbitrary IP link (A,B). Consider a packet p at router A that is destined for B. Let router C be the LFA for 

the packet. Since C is an LFA, it is a neighbor of A. Therefore, there is an IP link (A,C).    

To complete the proof, we will show that there is a link (C,B). Suppose there is no such link.  

Then the length of the shortest path from C to B is greater than one, i.e., it is two or more. Since the 

path (C,A,B) has length two, it is a shortest path from C to B. Since A is along this shortest path, it 

contradicts the fact that C is the LFA for packet p at router A. Thus, there is a link (C,B).   

The clique-based topology is parameterized by the number of nodes in the clique. The clique 

nodes are chosen as follows. For each node k, the values     iout ikTkT ,  and     iin kiTkT ,  will be 

referred as the outgoing and ingoing traffic loads, respectively.  The maximum of these is referred to as 

the maximum traffic load for the node. The clique nodes have the largest maximum traffic loads. 

It makes sense to have the nodes with the highest traffic loads to be directly connected to each 

other in a clique since they are more likely to fill the capacities of the direct links between them. The 

non-clique nodes have smaller traffic and should have a smaller number of incident links. 

Clique 
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Now we turn to the description of our network design algorithm, which we refer to as NetDesign.  

An outline of the algorithm is shown below. (L,C,R,B) is the network design produced by the algorithm, 

where L is the IP links, R is the lightpath routes, C is the link capacities, and B is the complete set of LFAs. 

________________________________________________________________________________________________ 

Algorithm NetDesign  

Input: physical network topology (V,E), traffic matrix T , high priority traffic fraction f 

Output: IP links L, lightpath routes R, link capacities C, complete set of LFAs B  

MinCost = infinity 

for h = 2, 3, ..., |V| do 

    (L’, R’, C’) =  IPRestore(V,E,T,h) 

    (C’, B’) = MinLFA(V,E,L’,R’,C’,T,f) 

    if network cost of (L’,R’,C’,B’) < MinCost then 

        MinCost = network cost of (L’,R’,C’,B’) 

        (L,R,C,B) = (L’,R’,C’,B’) 

return (L,R,C,B) 

________________________________________________________________________________________________ 

As shown above, NetDesign has a for-loop. Each pass through the loop produces a network 

design (L’,C’,R’,B’) that has a clique-based IP network topology with clique size h. NetDesign returns the 

design with the minimum cost after considering all possible clique sizes h.   

For each clique size h, NetDesign produces a network design (L’,C’,R’,B’) as follows. Using a 

subroutine IPRestore, it produces a minimal cost IP network design that has a clique-based topology 

with clique size h. In addition, the IP network has sufficient capacity to carry traffic T even after failure 

using IP restoration. However, the network is not required to protect high priority traffic. The IP links, 

lightpath routes, and link capacities are denoted by (L’,R’,C’). 

Next, LFA protection switching is added to the network design using the subroutine MinLFA.  

The subroutine finds a complete set of LFAs B and increases link capacities C’ so that all high priority 

traffic can be carried by the network using LFA protection switching. The link capacities are increased so 

that the network cost is minimized. 

The time complexity of NetDesign is  16
VO , and its analysis is given in the Appendix. Actual run 

times are presented in Section 3.4.4, as well as suggestions for improvement. 
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The following sections describe IPRestore, MinLFA, and their subroutines that compute network 

cost and link capacities and optimize lightpath routes. 

3.3.1 IPRestore 

IPRestore, shown below, computes a sequence of network designs, where the IP network 

topology is clique-based with clique size h. A network design is a triple (L,R,C), where L are the IP links, R 

are the lightpath routes, and C are the link capacities. Using IP network restoration, the network 

capacity must be able to carry the entire traffic T whenever a failure occurs. There is no LFA protection 

switching. However, the resulting network will have a complete set of LFAs. 

________________________________________________________________________________________________ 

Subroutine IPRestore 

Input: physical network topology (V,E), traffic matrix T, clique size h 

Output: clique-based IP network topology (V,L’), lightpath routes R’, link capacities C’ 

Network design (L,R,C) is initialized to have a completely connected (V,L) and R is null 

Mincost = infinity 

repeat 

     Optimize lightpath routes R 

     if network cost of (L,R,C) < Mincost then 

           Store (L,R,C) as the lowest cost network design (L’,R’,C’) 

           Mincost = cost of current network 

           Remove the non-clique IP link from L that minimizes network cost such that  

    (V,L) remains connected and 

    there is a complete set of LFAs for (L,R,C)   

           Note: when an IP link is removed, remove the corresponding lightpath from R 

until no links were removed from L 

return the lowest cost network design (L’,R’,C’) 

________________________________________________________________________________________________ 

IPRestore starts from a completely connected IP network, i.e. all the nodes are in a clique. Then 

the repeat-loop generates a sequence of network designs, where each has one less non-clique link than 

its predecessor. This process continues until no links can be removed from L. Then the lowest cost 

network design is returned. 

A pass through the repeat-loop is as follows. First, lightpath routes R are rerouted to optimize 

the network cost. This optimization of lightpaths is discussed in Section 3.3.3. Second, a non-clique IP 
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link is removed that does not disconnect the network. The chosen link must minimize the cost of the 

next network design, where ties are broken randomly. Also, the next network (L,R,C)  has at least one 

complete set of LFAs. If the network design (L,R,C) has at least one complete set of LFAs and it has the 

lowest cost of network designs generated so far then it is stored.   

The process of checking if a network has a complete set of LFAs is described in Section 3.3.5. 

This check helps to ensure that a network design produced by IPRestore will have one or more complete 

sets of LFAs, and will allow MinLFA to find such a set that will minimize network cost. The check does not 

determine whether there is enough link capacity so that all high priority traffic in traffic matrix fT can be 

protection-switched to their destinations. Rather, it just determines if, for every failure scenario, high 

priority packets between all source-destination pairs will reach their destinations by following primary 

next-hops or, when primary next-hops are unavailable, LFAs. 

3.3.2 Computing IP restoration network costs and link capacities 

The following procedure is used to compute the network cost and IP link capacities given a 

physical network topology, traffic matrix T, IP network topology and lightpath routing. The network 

must have sufficient link capacity to restore the traffic matrix T whenever a failure occurs.  

First, a collection of IP network topologies are generated. The first topology is the given 

topology (without failures). Then there is a topology per possible failure, which is the surviving topology 

when the failure occurs. If any of these topologies is disconnected, the network cost is set to infinity; 

otherwise the cost is computed as follows. For each topology, the routes of the traffic are determined. 

Then the traffic loads on the links are computed. The capacity of a link (chosen from the set 10, 20, 30, 

40, 80, 120,...) is the one with least cost that can carry the traffic over all the topologies. Usually this is 

the smallest capacity that can carry the traffic. (But for discounted costs there is an exception, a link 

capacity of 40 is cheaper than a link capacity of 30.) From the link capacities, the network cost is 

determined as described in Section 3.2.5. 

3.3.3 Optimization of lightpath routes 

Optimization of lightpath routes is accomplished through the following subroutine. The inputs of 

the subroutine are the physical network topology (V,E), IP network topology (V,L), lightpath routes R, 

link capacities C, traffic matrix T, and the network cost for network design (L,R,C). The subroutine will 

attempt to improve the lightpath routes by generating K sets of alternate lightpath routes, where K is a 
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parameter. If an alternate set of routes leads to lower network cost, then the alternate set becomes the 

lightpath routes R. 

A set of alternate lightpath routes is computed as follows. The IP links in L are randomly 

ordered, and the lightpaths of the IP links are routed one at a time according to the order. The routing of 

a lightpath is on the physical network topology using shortest path routing, where the weight of a fiber-

link is the number of lightpaths that have been routed over it plus one. These weights help to balance 

the lightpath load among the fiber-links, and prevent SRLGs from becoming too large. The “plus one” 

component in the weight avoids zero weights, which can lead to lightpaths having too many hops.   

After routing the lightpaths of all the IP links, the network cost is first computed. The routing is 

rejected if it does not improve the network cost. It is also rejected if the network does not have a 

complete set of LFAs. Otherwise, if the alternate set of lightpath routes is accepted as the new lightpath 

routes R, then the link capacities C and network cost for network design (L,R,C) are updated.  

Note that we consider K sets of lightpath routes in the optimization because there is 

randomization in the route computations, leading to different routings. 

3.3.4 MinLFA 

The MinLFA subroutine is shown below.  MinLFA will compute a complete set of LFAs B, and 

possibly increase the link capacities C’ (from the input link capacities C) so that all the high priority traffic 

Tf   will be protected. 
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________________________________________________________________________________________________ 

Subroutine MinLFA 

Input: physical network topology (V,E), IP links L, lightpath routes R, link capacities C, traffic matrix T, 

high priority traffic fraction f 

Output: complete set of LFAs B, link capacities C’ 

Mincost = infinity 

for g = 1, 2, ..., G do 

    Let B be the set of LFAs and initialize it to be empty 

    Let C’ be the link capacities, and initialize it to C 

    for k = 1, 2, 3 do 

         Find LFAs for all k-hop primary next-hops, add them to B, and increase C’ to ensure high priority 

traffic fT will not be dropped due to insufficient link capacity 

         if a complete set of  LFAs cannot be found then break 

   if B is a complete set of LFAs then  

         if cost of the network (L,R,C’,B) < Mincost then 

              Mincost = cost of network (L,R,C’,B) 

              Store (L,R,C’,B) as the minimum cost network 

return (C’,B) of the minimum cost network 

________________________________________________________________________________________________ 

MinLFA computes multiple complete sets of LFAs and the resulting link capacities C’ and 

network costs. The number of sets is G, where G is a parameter. It returns the set that has minimum 

network cost. 

In MinLFA, a complete set of LFAs B is computed per pass through the outer for-loop. Each pass 

will first initialize B to be empty. In addition, the link capacities C’ are initialized to input C, which are the 

link capacities computed by IPRestore. Then the inner for-loop will add LFAs to B, as well as update the 

link capacities C’. 

We now turn to discussing definitions and concepts used in the inner for-loop.  First note that a 

primary next-hop at a router s for a destination router d can be classified by a node pair (s,d). We will 

refer to this as the source-destination pair of the primary next-hop. There may be multiple primary next-

hops for a source-destination pair (s,d) because there may be multiple shortest paths from router s to 

router d. A primary next-hop is referred to as having k-hops if the number of hops between its source-

destination pair is k hops. 
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Now consider the inner for-loop. On its first pass (k = 1), it finds LFAs for all one-hop primary 

next-hops as follows. First, it randomly orders the one-hop source-destination pairs (s,d). Then LFAs for 

the primary next-hops of these source-destination pairs are determined using the following process.  

Each of the source-destination pairs (s,d) is considered according to their order. For each (s,d), 

its primary next-hops n are considered for LFAs according to some order. Each primary next-hop n may 

have candidate LFAs c, which are neighbors of s where s is not in a shortest path from c to d (recall, this 

is a property of an LFA as described in Section 1.2). Such a candidate LFA c is referred to as valid if the 

following condition is true.  If candidate c were chosen as the actual LFA for n, high priority traffic that 

would normally traverse the primary next-hop n will get to their destination under every failure 

scenario.  This can be determined by assuming c is the actual LFA for n. Then, under every failure 

scenario, all traffic routes are determined starting from s and destined for d by following primary next-

hops or LFAs. The routes may not reach d due to unavailability of a primary next-hop or LFA, or getting 

stuck in a microloop. If, under all failure scenarios, all the traffic routes reach the destination and avoid 

microloops then the candidate is considered valid, otherwise, it is considered invalid. All valid candidate 

LFAs are found for primary next-hop n. 

For each valid candidate c, the resulting network cost is determined. In particular, assuming c is 

the LFA, additional link capacities (above the existing link capacities C’) are determined, so that for all 

failure scenarios, the network will not drop high priority traffic fT due to insufficient link capacity.  This 

computation is similar to Section 3.3.2 except only high priority traffic is routed and according to LFAs. 

The candidate c that leads to the smallest network cost is chosen as the LFA for the primary next-hop, 

where ties are broken randomly. The link capacities C’ are updated for this LFA.  

Thus, this process will scan through each of the one-hop primary next-hops and find an LFA for it 

if it has one. The process will repeat if there is a primary next-hop without an LFA with the following 

exception:  if, during a scan, no new LFAs are found then the process will not repeat. If the process stops 

and there are still primary next-hops without LFAs then there is a break in the inner for-loop since a 

complete set of LFAs cannot be found. 

The process to find LFAs for 2-hop primary next-hops is the same. Note that these LFAs are only 

required to get traffic closer to their destinations by one hop since from that point, LFAs for 1-hop 

primary next-hops will ensure traffic get to their destinations. The process to find LFAs for 3-hop primary 
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next-hops is also the same. It is unnecessary to go beyond 3-hops since clique-based IP network 

topologies have diameter three.  

3.3.5 Checking for a complete set of LFAs 

IPRestore generates network designs and checks if the designs have a complete set of LFAs. 

Checking if a design has a complete set of LFAs is similar to the way MinLFA computes a complete set of 

LFAs (as shown in the outer for-loop in the MinLFA outline in Section 3.3.4) but simpler. This checking 

process is simpler because it is not concerned with optimizing network cost. Therefore, when computing 

routes of high priority traffic between source-destination pairs, traffic matrix T and link capacities can be 

ignored. Also, when selecting an LFA, the first valid candidate LFA is chosen rather than considering all 

valid candidates. In addition, the parameter G should be set to 1 since our objective is to determine only 

if a complete set of LFAs exist. 

3.4 Simulations 

Here, we discuss the performance of NetDesign which was measured by using simulations. The 

traffic model and physical topologies will be presented in Section 3.4.1. To provide a comparison, three 

heuristic network design algorithms were considered, and are presented in Section 3.4.2. Each is an 

iterative improvement optimization algorithm. Finally, we give the simulation results in Section 3.4.3.  

The runtimes of NetDesign are in Section 3.4.4 , as well as suggestions for how to reduce them. 

3.4.1 Traffic model and physical topology 

The traffic model used in our simulations is based on the gravity model [58]. Under this model, 

nodes can have large differences in generating and sinking traffic. 

For this model, a traffic matrix is generated as follows. Each node k has two gravity values:  

 kg in
 and  kgout

.  The gravity values represent the amount of traffic entering and leaving the node. The 

values are chosen randomly and are statistically independent and exponentially distributed with mean 

1. Then traffic from node i to node j is    kgigCjiT inout ),( , where C is a normalizing constant. The 

constant C is chosen so that the maximum T(i,j) traffic over all source-destination node pairs (i,j) is equal 

to 40 Gb/s. Thus, the source-destination with the most traffic will be able to fill a 40 Gb/s link. 
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The physical topologies in the simulations are the 14-node NSFnet shown in Fig. 3.3, and the 24 

node ISPnet shown in Fig. 3.4, which was used in [62] and [63].  

 

Fig. 3.3. NSFnet physical network topology. 

 

Fig. 3.4. ISPnet physical network topology. 

3.4.2 IP restoration design algorithms 

To compare the performance of NetDesign we implemented the following network design 

algorithms: REMOVE, ADD, and FIXED. The three algorithms are greedy, iterative schemes. They 

compute IP network topologies, lightpath routing, and link capacities to ensure that the network can 

restore the entire traffic matrix T if a failure occurs but are not required to protection-switch high 

priority traffic. They show what networks will cost if only IP restoration is required. The work surveyed in 

Section 1.4.3 does not solve this particular problem, so we formulate our own algorithms. 

The following are descriptions of the algorithms. 

REMOVE: Initially, the IP topology is completely connected, i.e., all nodes have IP links between 

them. The rest of the algorithm is an iterative procedure. At each iteration, the lightpath routings are 
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optimized first. This is described in Section 3.3.3 with the following exception: because no protection 

switching is used, there is no checking for a complete set of LFAs. Then all IP links are considered 

candidates for removal, and the candidate that leads to a network with smallest cost (ties broken 

randomly) is removed. That completes the iteration. Note that the new IP topology will have its 

lightpath optimized at the start of the next iteration. The final network design of this procedure is the 

one with minimum cost over all the iterations. 

It should be noted that IPRestore in Section 3.3.1 is similar to REMOVE except that IPRestore is 

restricted to clique-based IP network topologies which must be able to support a complete set of LFAs. 

ADD: This algorithm is similar to REMOVE, but it adds IP links instead of removing them.  

Initially, the IP network topology is identical to the physical network topology. Thus, each IP link 

traverses just a single fiber-link. 

At each iteration, the lightpath routings are optimized first. Then all pairs of routers that do not 

have a direct IP link between them are considered as candidates to add a link. The candidate IP link that 

results in the smallest network cost is added in the same way a link in REMOVE is removed. Links are 

added until the IP topology is completely connected. The final network design is the one with minimum 

cost over all the iterations. 

FIXED: This algorithm is similar to REMOVE algorithm except that the lightpath routing is fixed.  

The lightpaths are routed along shortest hop paths, so there is no attempt to load balance. 

3.4.3 Numerical results 

We ran the NetDesign, REMOVE, ADD, and FIXED algorithms over 20 randomly generated traffic 

matrices over the physical networks and using the linear and discounted costs. These algorithms use the 

lightpath optimization of Section 3.3.3, which has a parameter K. The parameter was set to K = 10. 

NetDesign also has a parameter G in MinLFA of Section 3.3.4, and which was set to G = 10. 

We simulated NetDesign assuming the fraction of high priority traffic is f = 0, 0.5 or 1.0. We refer 

to these cases as NetDesign(f), where is f = 0, 0.5 or 1.0. The case of f = 0 means the network does not 

have to protect high priority traffic using LFAs. However, the network is still designed using NetDesign, 

which means the IP network topologies are constrained to be clique-based and have complete sets of 

LFAs. The results will show that these two constraints do not increase the cost. 
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We use NetDesign(0) as a common reference for the algorithms to be compared with. To 

compare an arbitrary algorithm A with NetDesign(0), they were run using a common traffic matrix, and 

then the costs of their network designs were determined. The percentage difference in costs of 

algorithm A with respect to NetDesign f = 0 is 

)0(

)0(
%100

NetDesignofCost

NetDesignofCostAofCost
A




 

 Fig. 3.5 and Fig. 3.6 show the network costs over 20 traffic matrices for linear costs. The 

performance of the design algorithms are somewhat consistent across the traffic matrices, e.g., ADD 

generally produces networks with the high costs, while NetDesign(0) generally produces networks with 

low costs. 
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Fig. 3.5. NSFnet percentage network cost differences for 20 traffic matrices using the a) linear and 
b) discounted cost models. 
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Fig. 3.6. ISPnet percentage network cost differences for 20 traffic matrices using the a) linear and 
b) discounted cost models. 

From the figures alone, it is difficult to compare the algorithms since the variation in percentage 

differences from traffic to traffic is relatively large. To better compare them we averaged the percentage 

differences over the 20 traffic matrices. These averages and the corresponding standard deviations are 

shown in Table 3.1 (for NSFnet) and Table 3.2 (for ISPnet).  
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Table 3.1. NSFnet differences in cost: averages and standard deviations. 

 Linear cost Discounted cost 

 Average Std. deviation Average Std. deviation 

∆NetDesign(0) 0.0% 0.0% 0.0% 0.0% 

∆NetDesign(0.5) 0.3% 0.6% 0.0% 0.0% 

∆NetDesign(1.0) 17.1% 3.0% 10.1% 2.4% 

∆REMOVE 2.1% 2.2% -0.4% 3.5% 

∆ADD 13.9% 7.0% 10.8% 4.6% 

∆FIXED 6.5% 3.5% 2.4% 3.8% 

Table 3.2. ISPnet differences in cost: averages and standard deviations. 

 Linear cost Discounted cost 

 Average Std. deviation Average Std. deviation 

∆NetDesign(0) 0.0% 0.0% 0.0% 0.0% 

∆NetDesign(0.5) 0.1% 0.1% 0.1% 0.2% 

∆NetDesign(1.0) 16.1% 1.9% 11.4% 1.6% 

∆REMOVE 2.0% 2.1% -0.4% 2.4% 

∆ADD 19.4% 7.5% 11.6% 6.5% 

∆FIXED 11.9% 5.1% 3.3% 3.6% 

From the tables we can conclude that NetDesign(0), NetDesign(0.5), and REMOVE produce the 

low cost networks on average for both cost models, where NetDesign(0) produces the lowest average 

cost for the linear cost model, and REMOVE produces the lowest average cost for the discounted cost 

model. NetDesign(1.0), ADD, and FIXED produce networks that have much higher average costs.  

NetDesign(0.5) produces networks that have average cost within 0.3% of NetDesign(0) for linear 

cost, and within 0.5% of REMOVE for discounted cost. Thus, from these simulations, the cost of 

protecting 50% of the traffic using LFAs is within an additional 0.5% of network cost on average. 

NetDesign(1.0) corresponds to the case when NetDesign produces networks to protect the 

entire traffic using LFAs. This leads to an additional average network cost of 17% for linear and 11% for 

the discounted cost models. However, protecting all traffic with 50 ms protection switching may be 

unnecessary in IP networks with a variety of customer services, most of which can tolerate delays in 

network restoration and traffic recovery. 

NetDesign(0) produces the lowest average cost (if the cost model is linear) or within 0.4% (if the 

cost model is discounted) even though its IP networks are restricted to clique-based topologies that 

have a complete set of LFAs. This illustrates that NetDesign’s restrictions on the IP network topology did 

not affect the optimality of design.   
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Next, we show that the NetDesign IP topologies are distinctively clique-based.  Table 3.3 and 

Table 3.4 show the clique sizes of the lowest cost network produced by the NetDesign(0.5) for each of 

the twenty traffic matrices.  

Table 3.3. NSFnet clique sizes for NetDesign(0.5). 

Linear  
cost 9 8 5 7 7 8 7 8 7 8 8 8 9 9 7 7 6 6 9 6 

Average  
7.45 

Discounted 
cost 9 6 3 7 7 6 6 4 5 5 7 4 4 8 8 4 5 6 7 4 

Average  
5.75 

Table 3.4. ISPnet clique sizes for NetDesign(0.5). 

Linear  
cost 18 11 10 12 10 14 11 12 12 15 12 13 7 8 15 14 11 10 12 6 

Average 
 11.65 

Discounted 
cost 6 13 14 12 14 10 13 12 12 9 12 11 17 16 9 10 13 14 12 18 

Average  
8.65 

For linear costs, about half the nodes on the average are in the clique, and there are no 

extremes such that the topology is similar to a star or a clique. The discounted cost model favors fewer 

links with larger capacities, so the cliques are smaller. 

Finally, observe that that REMOVE performs better than FIXED by up to 9.9% (for ISPnet using 

linear costs) on average. This implies that load balancing the lightpaths helps to reduce network cost. 

3.4.4 NetDesign runtimes 

On a machine with a 3.33 GHz Xeon X5260 processor, the average runtime (with no concurrent 

programming) for each input traffic matrix was 1.3 minutes for the 14-node NSFnet and 3.5 hours for 

the 24-node ISPnet. This is a steep increase and consistent with the  16
VO  time complexity. However, 

the algorithm can be easily parallelized, e.g. processors in a parallel computer can optimize for different 

clique sizes. With P processors, P- or near-P-times speedup could be achieved. In addition, the algorithm 

can be modified so that network cost optimality is traded for speedup. For example, instead of 

evaluating every LFA candidate in MinLFA, the first valid candidate can be chosen. Computing the traffic 

can then be performed only after a complete set of LFAs has been found. In IPRestore, the link with the 

smallest maximum traffic (over all failures) can be selected for removal, so there is no need to compute 

the traffic for every removal candidate. 
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Finally, note that NetDesign is based on greedy search subroutines, so to reduce the runtime, 

our implementation takes an “early exit” where possible. For example, if, after IPRestore, the IP 

restoration network cost is greater than the best cost found so far, MinLFA is not run. Also, for each 

candidate LFA in MinLFA, if the resulting network cost is greater than the best cost found so far, the 

candidate is flagged as invalid. This may cause a primary next-hop to have no valid candidate LFAs, and 

in turn cause MinLFA to exit prior to processing each primary next-hop. 
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CONCLUSION 

4.1 Applicability of LFA in IP-over-WDM 

This dissertation is a study in the applicability of LFA in IP-over-WDM networks that protection-

switch a high priority fraction of the traffic. Since the existing body of work does not cover this particular 

problem, to get some traction on it, Chapter 2 evaluated LFA on simple physical and IP topologies with 

uniform traffic. The simplification allows for analytical lower bounds on network costs. The lower 

bounds in turn allowed for an evaluation of the algorithmic and ILP solutions. In most cases the lower 

bounds matched the costs of the simulated networks, so the simplification of the network model is 

justifiable. 

Chapter 2 also showed that the number of optically protected lightpaths necessary to support 

LFA can be reduced to a few or zero when the high priority fraction of traffic is 33% or less. Assuming 

most network services do not need 50 ms protection switching, 33% can be considered a high fraction of 

traffic. Thus, LFA can protect much of the traffic with little additional cost to the network.  

However, a near-zero cost implementation of LFA requires that the routers can be assumed to 

never fail, or that the IP network layer can distinguish between different types of failures. Otherwise, if 

router failure is possible, some lightpaths need optical protection. In addition, to minimize the cost, care 

must be taken when routing the longest lightpaths. Intuitively, alternating the direction of the longest 

lightpaths should reduce the cost, but instead, in almost all cases, routing all longest lightpaths in the 

same direction gives an equal or lower cost. 

As a further test of LFA applicability, Chapter 2 compared the cost of using LFA to MPLS FRR, 

which has fewer constraints on backup routes and is used in practice. As expected, MPLS FRR has equal 

or lower costs than LFA. However, LFA costs are in some cases equal to MPLS FRR costs, especially if the 

network with LFA has reliable routers. In cases where LFA has a higher cost than MPLS FRR, other factors 

may dictate that LFA be chosen, such as compatibility with legacy routers and the added complexity of 

operating MPLS FRR. 

Finally, Chapter 2 evaluated LFA in an IP-over-WDM ring network where high priority traffic can 

be protection-switched even after a router failure. Thus, the WDM ring nodes each have a backup router 
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to allow the packets to leave the core. The network can then use the same lightpath routes and LFAs as 

with single router nodes. Then the same conclusions as with reliable routers scenario apply, and the 

costs are comparable to MPLS FRR. As an alternative to such lightpath routing, the two IP links between 

each pair of nodes can serve as backup routes for each other. In that case, considerable additional 

capacity is needed in the WDM ring, and considerable link capacity is needed between the routers in the 

same node. Therefore, extending the single router nodes solution to double routers is the less costly 

option. 

Next, Chapter 3 studied a different problem involving LFA as the protection mechanism.  The 

traffic between the nodes has a matrix that is not uniform, and the fiber-link topologies are more 

complex than rings. To minimize the network cost, IP links, link capacities, lightpath routes, and LFAs all 

have to be computed. Since the network design problem is thus complicated, we did not derive lower 

bounds, but instead performed other tests of applicability of LFAs. First, using simulations, we compared 

a network that restores all traffic using (slow) IP restoration to a network that does the same and also 

protection-switches 50% of the traffic. The resulting costs showed that a network with LFAs has, on the 

average, only 1% greater cost. Second, to verify that our network design algorithms are reasonable, we 

compared our clique-based IP topologies, which support LFA, to unrestricted ones. The resulting costs 

show that clique-based IP topologies do not increase network costs considerably, if at all. Finally, to 

verify that our balanced lightpath routing, which supports LFAs, is effective, we showed that it leads to 

lower costs than unbalanced shortest path routing. Thus, with these tests we showed that designing a 

network with LFA protection switching in mind does not considerably increase network costs. 

4.2 Future work 

Since this dissertation does not solve all possible problems in protection switching, some are 

proposed here for further study. 

In Chapter 2, by using simple LFAs, we addressed the problem of microloops caused by some 

routers using LFAs while others are using updated forwarding tables. This was possible because of the 

completely connected IP topology before failures, and simple shortest path routing after each failure. In 

Chapter 3 the problem was not explicitly addressed, because the routes in the surviving IP topologies 

are more complex. Future work should thus include network design or an ordering of routers so that the 

different forwarding update table times do not cause packet drops. 



87 
 

The problem of adverse forwarding table update orders is made more difficult by the fact that it 

is possible to have IP link failures that are not correlated temporally or spatially. In real IP networks IP 

links thus sometimes fail within seconds or less of each other, and they do not necessarily belong to the 

same SRLG [1]. Consequently, there will be inconsistencies in IP packet routing, which may lead to 

packet drops due to congestion or microloops. Thus, future research could investigate whether it is 

possible to use LFA so that the network can suffer repeated and unpredictable failures and still 

guarantee that high priority traffic is protection-switched. The existing work in protection switching 

(Section 1.4) is mostly not concerned with failures occurring after the initial one. Recall that LFA is 

constrained in that there is only one LFA that has to work for every failure, and LFA backup routes are 

not arbitrary like in MPLS FRR. Thus, it should be determined whether these constraints make network 

costs so high that they prevent the LFA mechanism from being applicable to all failures that may occur in 

a real network. 
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APPENDIX: TIME COMPLEXITY 

For each clique size, NetDesign first optimizes the IP topology using IPrestore, and then finds the 

LFAs using MinLFA.  We will show that the time complexity for MinLFA and IPRestore is  12
VO  and

 15
VO , respectively. These subroutines are run per clique size. Since there are  VO clique sizes, the 

total complexity for NetDesign is    1615
VOVVO  . We now proceed to show the time complexities for 

MinLFA and IPRestore. We will also analyze optimizing lightpath routes as described in Section 3.3.3 

since it is used in IPRestore. 

MinLFA: This subroutine will attempt to compute G complete sets of LFAs. We will describe the 

time complexity to compute one of these sets. 

There are  2
VO  source-destination pairs, which are processed in random order. A method for 

randomly permuting the pairs is in [64], and it has  2
VO  complexity. 

 Each source has  VO  neighbors, so there are  VO  primary next-hops for each source-

destination pair. Thus there are    32
VOVVO   primary next-hops for which MinLFA attempts to find 

an LFA. In the worst case, each pass of algorithm will select only one new LFA, so there are 

   623
VOVO 

 attempts to find an LFA. 

The time complexity to find an LFA for a primary next-hop is as follows. The primary next-hop 

has  VO  candidate LFAs. For each candidate, it is first checked if the packets can reach the destination 

without causing a microloop after any failure. This can be done with topological sorting, which takes

 2
VO  for each of the  2

VO  failures (there are  2
VO  IP links and fiber-links that may fail), which totals

   422
VOVVO  .  

Next, the network cost is computed for the candidate LFA. The traffic on each link and link 

capacities must be computed for each failure. To accomplish this, the traffic to a destination is 

determined by sequentially considering routers from the farthest to the closest to the destination (the 

primary next-hops and distances to the destination are already known from IPRestore). In addition, if a 

pair of routers A and B have the same distance and, due to the failure, A will use B as its LFA, then A will 
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be considered before B. Determining the order of the routers can be done in  2
VO  time by a topological 

sort. 

When considering a router, the traffic that is transiting through it is added to its own. This traffic 

is forwarded on the links to the primary next-hops and LFAs, where each next-hop takes  1O  time to 

look up. Traffic is thus added to each of the  2
VO  IP links once in  1O  time. Additionally, each of the 

 VO  routers will receive traffic from  VO  other routers, so each router is considered    2
VOVVO   

times. There are  VO  destinations and  2
VO  failures, so to compute the traffic over all failures is

    52222
VOVVVVVO  . Finally, for each of the  2

VO  links the capacity is computed from 

maximum traffic in  1O  time, and from that the link cost is computed in  1O  time, so the total complexity 

for each candidate LFA is    525
11 VOVVO  . 

Recall that a microloop check is  4
VO , so there a total of    545

VOVVO   operations for each 

of the  VO  candidate LFAs in each attempt to find an LFA. Also recall there are  6
VO  such attempts, 

and randomly ordering the source-destination pairs is  2
VO , so to find a complete set of LFAs is

   12652
VOVVVVO  . Since G is constant, the total time complexity for MinLFA is  12

VO .   

  Finally, note that MinLFA can be modified so it can check if there exists a complete set of LFAs.  

The check performs the same operations as MinLFA, except there is no need to compute the traffic and 

link capacities. The subroutine thus performs  4
VO  microloop checks for each of the  VO  candidates in 

each of the  6
VO  attempts to find an LFA, so the total complexity is    1164

VOVVVO  .  

Optimization of Lightpath Routes:  As described in Section 3.3.3, this subroutine will compute K 

sets of lightpath routes. Next we describe the time complexity to compute one set of lightpath routes. 

First, the  2
VO  lightpaths are randomly ordered. This can be done in  2

VO  time using the 

random permutation method in [64].   

Next, sequentially routing the lightpaths is  4
VO  since Dijkstra’s shortest path algorithm [65] is

 2
VO .  Then, the network cost is computed. This is similar to the  5

VO  network cost computation in 

MinLFA with the following two exceptions. First, no LFAs are used. Second, primary next-hops must be 
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computed for the IP network topologies over all possible scenarios (with and without failures). The time 

complexity is    522
VOVVVO   because a) there are  2

VO  possible scenarios and resulting IP 

network topologies; b) there are  VO  possible destination routers; and c) for each surviving IP network 

topology and destination, it takes  2
VO  time complexity (using Dijkstra’s algorithm) to determine 

distances and primary next-hops from routers to the destination. 

Finally, it is checked if the network with this lightpath routing will have a complete set of LFAs. 

As mentioned in the discussion on MinLFA, this can be done in time complexity  11
VO  .   

Thus, the time complexity of computing one set of lightpath routes is

    111152
log VOVVVVO  . This is also the time complexity of the lightpath optimization since K is 

constant.  

IPRestore:  The subroutine has a main loop, and each pass through the loop a link is removed.  

Therefore there are  2
VO  passes through the loop. 

The following is a description of the time complexity of a pass. First, the lightpath routing 

optimization has  11
VO  time complexity. Second, each of the  2

VO  IP links is considered for removal.  

Their potential removal and the cost of the resulting network must be evaluated. In addition, it is 

checked whether the resulting network has a complete set of LFAs. These computations are similar to 

those in the optimization of lightpath routes and have the same complexity  11
VO .  Thus, the time 

complexity of a pass is    1311211
VOVVVO  . 

Since there are  2
VO  passes through the loop, the time complexity of IPRestore is

   15132
VOVVO  .  
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